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Abstract Diffusion-based generative models can produce predictive distributions, but their explanations are often derived from point-attribution methods that do not quantify how predictors influence uncertainty, distributional shape, or extreme-event behavior. We propose Distributional Reliability Explanation Attribution (DREA), a probabilistic attribution framework for diffusion-based predictive models. Instead of assigning a single importance score, DREA estimates how reliably predictor perturbations alter properties of generated predictive distributions across repeated bootstrap realizations. The framework decomposes attribution into distributional shift, uncertainty width, variance, tail-risk behavior, and probabilistic skill using empirical reliability frequencies. We validate DREA with a controlled synthetic benchmark in which separate predictors control the conditional mean, predictive variance, upper-tail behavior, correlated proxy information, and irrelevant noise. DREA recovers the known distributional roles: mean drivers are identified through distributional-shift and skill components, uncertainty drivers through width and variance components, and tail drivers through tail-risk components. This decomposition shows not only which predictors matter, but which aspect of the predictive distribution they control. DREA also assigns near-zero reliability to irrelevant noise and lower reliability to the Mean-proxy variable than to the true Mean driver. We further demonstrate DREA on diffusion-based hydrological forecasting using streamflow, meteorological, and basin predictors. The real-world experiment shows that DREA decomposes predictor influence into interpretable probabilistic components associated with predictive skill, uncertainty amplification, variance control, and upper-tail discharge risk. Event-level analyses provide local explanations by estimating how often predictor perturbations change predicted discharge and flood-tail probability. DREA extends explainability from point-wise feature importance to probabilistic distributional attribution for uncertainty-sensitive decision support. 
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Highlights 

• Introduced DREA for explaining diffusion-based predictive distributions.  
• Decomposed attribution into shift, width, variance, tail-risk, and skill components.  
• Recovered known mean, uncertainty, and tail drivers in a synthetic benchmark.  
• Distinguished true distributional drivers from correlated proxy variables.  
• Demonstrated global and event-level explanations for hydrological forecasting. 

 

1. Introduction Probabilistic forecasting has become increasingly important in environmental prediction, climate science, hydrology, energy systems, and other uncertainty-sensitive applications where decisions depend not only on expected outcomes, but also on predictive uncertainty and extreme-event risk [1-4]. Recent advances in diffusion models and related generative forecasting systems have enabled the production of realistic predictive distributions that capture multimodality, stochastic variability, and tail behavior more effectively than many deterministic forecasting approaches [4,5]. These models are therefore increasingly being applied to high-impact forecasting and decision-support tasks, including weather forecasting [4] and beyond [5]. Despite these advances, explainability methods for generative AI remain less mature than those for traditional predictive models and often inherit assumptions from deterministic or discriminative machine-learning paradigms [6]. Widely used approaches such as Shapley Additive Explanations (SHAP) [7], permutation importance [8], integrated gradients [9], and related local attribution methods [10] primarily estimate how predictors contribute to changes in point predictions or averaged model outputs. While these approaches have proven useful for conventional regression and classification tasks, they primarily attribute model outputs or individual predictions to input features and do not explicitly quantify how predictors influence separate properties of predictive distributions, such as uncertainty width, variance amplification, distributional shift, or extreme-tail behavior [7-11].  This limitation becomes particularly important in diffusion-based forecasting systems because the central output of the model is not a single prediction, but an ensemble of 



generated predictive realizations [12,13]. In such settings, two predictors may produce similar mean attribution scores while affecting fundamentally different aspects of the predictive distribution. For example, one predictor may primarily shift the median prediction, another may amplify uncertainty variance, while a third may specifically alter upper-tail risk. Conventional point-attribution approaches often collapse these distinct probabilistic behaviors into a single importance value, potentially obscuring the mechanisms through which predictors influence uncertainty-sensitive forecasts [7-11]. An additional challenge in explainable forecasting is the presence of correlated predictors and proxy variables. Attribution methods based on predictive association can assign high importance to variables that are strongly correlated with the true driver, even when they do not directly control the underlying probabilistic behavior of the forecasting system [14-16]. This problem becomes especially critical in environmental forecasting, where meteorological, hydrological, and spatial predictors frequently exhibit strong multicollinearity and temporal dependence [14]. To address these limitations, we propose Distributional Reliability Explanation Attribution (DREA), a probabilistic explainability framework for diffusion-based and generative forecasting systems. Rather than assigning a single importance score to each predictor, DREA quantifies how reliably perturbations to predictors alter different properties of generated predictive distributions across repeated perturbation realizations. The framework decomposes explanation into multiple probabilistic components. By evaluating empirical reliability frequencies across repeated generated samples and perturbation replicates, DREA transforms attribution from deterministic importance estimation into a probabilistic measure of distributional control. Evaluating explainability methods is challenging because real-world datasets rarely provide known ground-truth attribution structures. Consequently, it is often impossible to determine whether an explanation method correctly identifies the true mechanisms governing predictive behavior [17-20]. In response, we first validate DREA using a controlled synthetic benchmark in which the underlying data-generating processes are explicitly known. This controlled design allows direct evaluation of whether DREA correctly recovers known probabilistic roles and whether it distinguishes true distributional drivers from correlated proxies and irrelevant predictors. We further demonstrate the framework on a diffusion-based hydrological forecasting application that integrates meteorological and basin predictors to generate probabilistic streamflow forecasts at United States Geological Survey (USGS) stream gaging stations across Maryland [21]. The hydrology experiment serves as a real-world demonstration of DREA in decomposing predictor influence into interpretable probabilistic components associated with predictive skill, uncertainty amplification, variance control, and upper-tail discharge 



risk. Beyond global explanations, the framework additionally enables event-level probabilistic attribution by estimating how often predictor perturbations increase or decrease predicted discharge and flood-tail probabilities across generated diffusion samples.  The main contributions of this study are therefore fourfold: 1. We introduce DREA, a probabilistic attribution framework for generative forecasting systems that explains predictor influence on predictive distributions rather than only point predictions.  2. We propose a generalized multi-metric decomposition framework that separates predictor influence into distributional shift, uncertainty width, variance, tail-risk behavior, and probabilistic skill components.  3. We develop a controlled synthetic benchmark with known probabilistic generating mechanisms to rigorously evaluate distributional explainability and compare DREA against conventional attribution approaches.  4. We demonstrate the applicability of DREA in a real-world diffusion-based hydrological forecasting system, including both global probabilistic explanations and event-level attribution analyses.  Overall, this work extends explainability from deterministic feature importance toward probabilistic distributional attribution, providing a more reliable framework for interpreting generative forecasting systems in uncertainty-sensitive applications. By converting distributional sensitivity into interpretable reliability probabilities, DREA can serve as an explanation module for expert and intelligent decision-support systems where uncertainty, risk, and extreme-event behavior influence operational decisions. 
2. Data and Methods DREA consists of six major components (Figure 1): (1) study design and predictive datasets, where the framework is evaluated using both a controlled synthetic benchmark with known predictor roles and a real-world diffusion-based hydrological forecasting application to assess its ability to provide probabilistic distributional attribution for uncertainty, predictive skill, and extreme-event behavior; (2) model training and prediction within a conditional diffusion framework that produces full predictive distributions, enabling probabilistic rather than point-wise forecasting, and benchmark the approach against standard baseline models; (3) global and event-level predictor perturbation, which evaluates how predictor changes affect generated distributions; (4) distributional comparison using metrics such as Wasserstein distance, predictive interval width, variance, tail probability, and CRPS to quantify distributional sensitivity; (5) probabilistic attribution estimation, which measures the reliability that a predictor induces material distributional changes across repeated 



bootstrap realizations; and (6) outputs and interpretation, including global predictor rankings and local event-level explanations of uncertainty, predictive skill, and extreme-event risk. Together, these components extend explainability from point-wise feature importance to uncertainty-aware probabilistic attribution for diffusion-based predictive modeling.  

 

Figure 1. Overview of the Distributional Reliability Explanation Attribution (DREA) framework.  
2.1 Study design and datasets This study evaluates DREA in two settings. First, a controlled synthetic benchmark is used because the true role of each predictor is known. Second, a hydrological forecasting application is used to test whether the same framework can be applied to real diffusion-generated streamflow distributions. The synthetic benchmark is the main validation experiment; the hydrology case study serves as a real-world demonstration. 
2.1.1 Synthetic benchmark Let the predictor vector be 𝑋 = ,meanݔ} ,varݔ ,tailݔ ,proxyݔ  noise}                                     1ݔ

 

                       
                  

                                 
            

                     
                      
                         

            
                                         

                         

            

               
                           

                              

                       
                                
                          

                     
                        

                           
             

                        
                       

        
                      

                            
                            
                              

                    
                             
                         

                      

           
     

            
     

          
        

          
           

    
     

                         
                                                         

                       

              
                                                      
                                              



The predictors were generated as independent standard normal variables, except for the proxy variable: ݔproxy = meanݔ + ߟ where 2           ߟ ∼ ࣨ(0, 0.352). 
 Thus, ݔproxy is correlated with the true mean driver but is not itself the primary distributional driver. The conditional mean was defined as ߤ(𝑋) =  mean           3ݔ1.6

 The predictive spread was controlled by ݔvar: ߪ(𝑋) = 0.15 + 1.45 ⋅ sigmoid(2.8ݔvar)         4 

 where sigmoid(ݖ) = 11+exp⁡(−௭)           5 

 The base response was generated as ݕbase = (𝑋)ߤ +  6          ߳(𝑋)ߪ

 Where ߳ ∼ ࣨ(0,1). 
 Upper-tail events were introduced through a Bernoulli process controlled by ݔtail: ݌tail = 0.03 + 0.38 ⋅ sigmoid(3.2ݔtail)         7 ݖtail ∼ Bernoulli(݌tail).  
 The final response was ݕ = baseݕ + tail(2.7+0.8ݖ ∣ ߦ ∣) +  8         ߜ

 Where ߦ ∼ ࣨ(0,1), ߜ ∼ ࣨ(0, 0.042). 
 



The variable ߳ controls the main heteroscedastic spread of the predictive distribution, ߦ controls the stochastic magnitude of upper-tail events, and ߜ represents a small independent residual noise term added to avoid unrealistically deterministic structure in the synthetic benchmark. This design creates known roles such that: ݔmean⁡⁡controls the mean, ݔvar⁡controls uncertainty, ݔtail controls upper-tail behavior, ݔproxy is a correlated proxy, and ݔnoise is irrelevant. The variable ݔnoise was intentionally excluded from the data-generating process and therefore represents a purely irrelevant predictor with no direct influence on the predictive distribution. All synthetic variables were generated using a fixed random seed to ensure full reproducibility. While this synthetic design prioritizes interpretable ground-truth roles over full replication of hydrological complexity, including strong temporal autocorrelation, multimodality, and spatial dependence, it provides a controlled environment for evaluating whether DREA recovers distinct distributional mechanisms. 
2.1.2 Hydrological data The real-data application used daily streamflow observations from United States Geological Survey stations in Maryland [21] with at least 95% temporal completeness over 2010–2024 (Figure S1). Daily discharge ܳ௧ was transformed as ݕ௧ = log⁡(1 + ܳ௧)                     10 to reduce positive skewness and stabilize the variance of daily streamflow values prior to diffusion-model training. Meteorological predictors were obtained from gridMET [22] and included daily precipitation, minimum temperature, and maximum temperature. To represent antecedent hydrological memory, precipitation was aggregated over rolling windows: 
௧ܲ(௞) = ∑ ௧ܲ−௥௞−1௥=0            11 

 where ݇ ∈ {3,7,14,30}. Temperature memory was represented using rolling means: 
௧ܶ(௞) = 1௞∑ ௧ܶ−௥௞−1௥=0            12 

 Static basin descriptors were also included: 𝑋static = {basin area,basin perimeter}. No lagged discharge, month, season, or day-of-year variables were used, so the explanations focus on meteorological memory and basin descriptors rather than autoregressive discharge information. 



2.2 Model Training and Prediction 

2.2.1 Conditional diffusion forecasting model For each sample ݅, the model receives a predictor vector 𝑋௜ and generates a distribution of possible target values ௜ܻ . In the hydrological application, 𝑋௜ contains meteorological memory variables and basin descriptors for a given station-date, and ௜ܻ is the transformed daily discharge, ݕ௜ = log⁡(1 + ܳ௜). The conditional predictive distribution is written as ఏܲ( ௜ܻ ∣ 𝑋௜), where ߠ denotes the trained diffusion-model parameters. In practice, this distribution is represented using ܵgenerated samples: ܻ̂௜ = ,௜(1)ݕ̂} ,௜(2)ݕ̂ … ,  ௜(ௌ)}                      13ݕ̂

 In the streamflow example, these generated samples represent multiple plausible daily discharge outcomes for the same station-date, conditional on the observed precipitation, temperature, and basin attributes. The diffusion model was trained by gradually adding Gaussian noise to the observed transformed discharge and learning to remove that noise conditional on 𝑋௜. For diffusion timestep ݐ, the noisy target is ݕ௧ = 0ݕ௧ߙ̄√ +√1 −  ௧߳          14ߙ̄

 where 0ݕ is the observed transformed discharge, ߳ ∼ ࣨ(0,1), and ̄ߙ௧ is the cumulative noise schedule. The denoising network learns to estimate the injected noise:  ߳ఏ(ݕ௧, ,ݐ 𝑋௜) ≈ ߳. The training objective is ℒ(ߠ) = ॱ[∥ ߳ − ߳ఏ(ݕ௧, ,ݐ 𝑋௜) ∥2]         15 

 After training, prediction proceeds by starting from random noise and repeatedly applying the learned denoising model while conditioning on 𝑋௜. Repeating this sampling process produces an ensemble of plausible discharge values for each station-date. The predictive median summarizes the central forecast, while the empirical 5th and 95th percentiles summarize the 90% predictive interval. These generated samples form the predictive distribution that DREA later perturbs and compares across distributional metrics. 
2.2.2 Baseline comparison with SHAP and permutation importance SHAP was used as the primary point-attribution benchmark because it is one of the most widely adopted feature-attribution methods in applied machine learning and environmental modeling. SHAP is based on Shapley values from cooperative game theory and assigns each predictor a contribution to a model output [7]. This makes it a strong representative baseline for conventional feature-importance explanation. However, SHAP is usually applied to point 



predictions or expected model outputs, whereas DREA is designed to explain full predictive distributions generated by a diffusion model. To provide a standard and computationally stable SHAP baseline, we trained Random Forest regressors on the same predictor-target data and computed TreeSHAP values [24]. Permutation importance [8] was also computed as a supplementary comparator. These baselines were not intended to explain the internal mechanics of the diffusion model or to compare Random Forests with diffusion models as forecasting architectures. Instead, they were used to compare two explanation paradigms under the same synthetic ground-truth setting: conventional point-attribution of model output versus DREA-based distributional reliability attribution. This comparison is defensible because the synthetic benchmark explicitly defines which predictors control mean behavior, variance, upper-tail behavior, proxy correlation, and irrelevant noise. Therefore, the relevant question is whether each explanation approach recovers these known roles, not which predictive model has superior accuracy.  As a same-architecture point-output robustness check, we also applied model-agnostic SHAP to the predictive mean of a conditional diffusion model trained with the same synthetic data-generating process and architecture used for DREA. The diffusion sampler was converted to a point-output function by averaging generated samples. This comparison does not replace DREA because SHAP explains the expected prediction, whereas DREA explains changes in the full generated predictive distribution. 
2.3 Predictor perturbation For each predictor ݔ௝ , DREA evaluates its influence by comparing the predictive distribution generated from the original input 𝑋 with the distribution generated after perturbing only ݔ௝ . For global DREA, the primary perturbation strategy was marginal shuffle. Under this strategy, the observed values of ݔ௝  are replaced by values randomly drawn from the empirical marginal distribution of ݔ௝  in the training data: 𝑋(݆,shuf) = ,1ݔ) … , ௝ݔ̃ , … , ௝ݔ̃ ௣)                    16 whereݔ ∼ ܲ̂train(ݔ௝). This perturbation removes the observed alignment between ݔ௝  and the target-generating structure while preserving the empirical scale and marginal distribution of the predictor. The diffusion model is then sampled using 𝑋(݆,shuf), producing the perturbed predictive samples ࣳ̂(݆,shuf) = ௝,shuf(1)ݕ̂} , … , ௝,shuf(ௌ)ݕ̂ }⁡         17 

 



Thus, global DREA compares the original generated distribution: ࣳ̂ = ,(1)ݕ̂} … , with the marginal-shuffle perturbed distribution: ࣳ̂(݆,shuf). Additional perturbations were used for local and event-level directional analyses. For a specific event ݅, positive and negative one-standard-deviation perturbations were defined as 𝑋௜(௝,+) {(ௌ)ݕ̂ = ,௜1ݔ) … , ௜௝ݔ + ௝ߪ , … , ௜௣), 𝑋௜(௝,−)ݔ = ,௜1ݔ) … , ௜௝ݔ − ௝ߪ , … ,  ,(௜௣ݔ
 where ߪ௝  is the empirical standard deviation of predictor ݔ௝ . These directional perturbations answer local questions such as whether increasing or decreasing a predictor raises the median prediction, widens uncertainty, or increases upper-tail risk for a specific event. Quantile-replacement perturbations were also evaluated as sensitivity checks, where ݔ௝  was replaced with empirical lower- or upper-quantile values from the training distribution. 
2.4 Distributional comparison After the baseline and perturbed predictive samples have been generated, DREA compares them using distributional metrics that capture different aspects of predictive behavior. This step is necessary because a predictor may influence the generated distribution in different ways: it may shift the center of the distribution, widen or narrow uncertainty intervals, change predictive variance, alter upper-tail risk, or affect probabilistic forecast skill. Therefore, rather than relying on a single importance score, DREA evaluates multiple complementary distributional changes. These changes are then converted into reliability probabilities that indicate how consistently each predictor alters each aspect of the predictive distribution. 
2.5 Distributional Reliability Explanation Attribution For predictor ݔ௝ , distributional metric ݇, and bootstrap world ݉, DREA computes the change between the original predictive samples and the perturbed predictive samples: Δ௝,௞(௠) = ݀௞(ࣳ̂(௠), ࣳ̂(݆,݉))          18 

 where ݀௞(⋅,⋅)⁡is a distributional comparison metric. In this study, ݀௞ includes Wasserstein distance, interval-width change, variance change, upper-tail probability change, and Continuous Ranked Probability Score (CRPS) change. The DREA probability is defined as 



DREA௝,௞ = 1ெ∑ ॴெ௠=1 ( Δ௝,௞(௠) > ௞ߝ )         19 

 where ܯ is the number of bootstrap realizations, ߝ௞ is a material-change threshold for metric ݇, and ॴ(⋅) is the indicator function. For each distributional metric ݇, the material-change threshold ߳௞ was computed from the pooled empirical distribution of Δ௝,௞(௠)values across predictors and bootstrap realizations within the same experiment.  ߝ௞ = ܳ௤ ({Δ௝,௞(௠)})           20 Thus, all predictors were compared against a common metric-specific threshold. The primary analysis used ݍ = 0.60, corresponding to a moderate empirical material-change threshold. This avoids selecting an arbitrary absolute threshold while preserving comparability across predictors within each DREA component. Sensitivity to the threshold choice was evaluated in the synthetic benchmark using ݍ ∈ {0.50,0.60,0.70,0.80}and is reported in the Supplementary Material. In simple terms, DREA௝,௞ is the empirical probability that perturbing predictor ݔ௝  produces a meaningful change in distributional property ݇. Values close to 1 indicate that the predictor reliably controls that distributional property; values close to 0 indicate weak or unreliable distributional influence. DREA is evaluated using five complementary distributional metrics that quantify different aspects of predictive distribution perturbation: (1) global distributional shift, (2) uncertainty interval width, (3) distributional variance, (4) tail-risk behavior, and (5) probabilistic forecast skill. 
2.5.1 Wasserstein-DREA (Global Distributional Shift) Overall distributional shift was measured using the Wasserstein distance [23]: ܹ(ܲ,ܳ) = inf⁡ఊ∈Γ(௉,ொ)∫ ∣ ݑ − ݒ ∣ ,ݑ)ߛ݀  ,ܲ)are possible generated target values drawn from ܲ and ܳ, respectively, and Γ ݒ and ݑ ,where ܲ⁡ and ܳ denote the original and perturbed predictive distributions 21        (ݒ ܳ) is the set of all ways to match values from the two distributions. Intuitively, Wasserstein distance measures the minimum “transport cost” required to move the original predictive distribution into the perturbed predictive distribution. In DREA, a larger Wasserstein distance means that perturbing a predictor causes a stronger overall shift in the generated distribution. 
2.5.2 Width-DREA (Uncertainty Interval Width) Predictive interval width was computed as 



Width90 = ܳ0.95 − ܳ0.05          22 The width change was Δwidth =∣ Width90(௝) −Width90 ∣         23 This asks whether a predictor widens or narrows uncertainty intervals. 
2.5.3 Variance-DREA (                       ) Predictive variance was Var(ܻ) = 1ௌ−1∑ 2ௌ௦=1(ݕ̄−(௦)ݕ̂)          24 The variance change was Δvar =∣ Var(௝)(ܻ) − Var(ܻ) ∣         25 This evaluates whether a predictor changes the spread of possible generated outcomes. 
2.5.4 Tail-DREA (Tail-risk Behavior) Upper-tail probability was defined as ݌tail = ܲ(ܻ >  26           (0.95ݍ

 where 0.95ݍ is a fixed upper-tail threshold defined from the observed target distribution used for evaluation. The threshold was held fixed when comparing baseline and perturbed generated distributions and was not recomputed separately for each perturbed predictive distribution.  Because the threshold is fixed, Tail-DREA should be interpreted as attribution of fixed-threshold exceedance probability rather than as a purely tail-shape-only metric; predictors that strongly shift the distributional location can also change exceedance probability by moving generated samples above the fixed upper-tail threshold. The tail change was Δtail =∣ tail(௝)݌ − tail݌ ∣             27 This metric asks whether a predictor changes extreme-event probability. Similarly lower-tail DREA can be formulated using ܲ(ܻ < ܳ0.05). In the present study, Tail-DREA was formulated using upper-tail exceedance probabilities because the hydrological application focused on high-flow and flood-risk behavior. However, the framework is directly extensible to lower-tail or two-sided extreme-event attribution.  
 

2.5.5 CRPS-DREA (Probabilistic Forecast Skill) Probabilistic forecast skill was measured using the CRPS [11]: 



CRPS(ܨ, (ݕ = ∫ (ݖ)ܨ) − ॴ(ݖ ≥ ∞−∞2((ݕ ݖ)ܫ is the observed target value, and ݕ ,ݖ is the cumulative distribution function of the generated predictive distribution evaluated at value (ݖ)ܨ where 28        ݖ݀ ≥ exceeds the observed value and 0 otherwise. CRPS measures how closely the full predictive distribution matches the observed outcome, with smaller values indicating better probabilistic forecast skill. The CRPS change was ΔCRPS ݖ is an indicator function equal to 1 when (ݕ = CRPS(௝) − CRPS          29 Because smaller CRPS indicates better probabilistic forecast quality, positive values of ΔCRPS indicate that perturbing a predictor degraded probabilistic skill. Thus, CRPS-DREA measures how reliably perturbing a predictor produces a material deterioration in the quality of the generated predictive distribution. 
2.6 Global and event-level DREA The preceding sections define DREA probabilities for different distributional metrics. These attribution probabilities can be computed at different levels of analysis. Global DREA evaluates how a predictor influences predictive behavior across all evaluation samples. Event-level DREA evaluates how a predictor influences the predictive distribution for a specific observation. This distinction provides both system-level explanations and local event-level explanations. Global DREA uses all test samples: Δ௝,௞(௠) = ݀௞ ({ࣳ̂௜}௜=1௡ , {ࣳ̂௜(௝)}௜=1௡ )         30 The focus is to evaluate how reliably each predictor shapes the predictive behavior of the full system.  Event-level DREA applies the same idea to one event ݅: Δ௜,௝,௞(௠) = ݀௞ (ࣳ̂௜, ࣳ̂௜(௝))           31 

 For a specific station-date event, the question becomes: how does perturbing one predictor change the predictive distribution? For example, the probability that a perturbation increases predicted discharge is 

uܲp(݅, ݆) = 1ெ∑ ॴெ௠=1 ( ௜,௝(௠)ݕ̃ > ௜(௠)ݕ̃ )        32 where ̃ݕ denotes the predictive median. Similarly, the probability that upper-tail risk increases is 



tܲail-up(݅, ݆) = 1ெ∑ ॴெ௠=1 ( tail,௜,௝(௠)݌ > tail,௜(௠)݌ )        33 

2.7 Outputs and interpretation The final DREA outputs are designed to support both global model interpretation and event-level explanation. At the global level, DREA produces a multi-metric attribution matrix in which each row corresponds to a predictor and each column corresponds to a distributional property, such as distributional shift, uncertainty width, variance, tail-risk behavior, or probabilistic forecast skill. This matrix can be visualized as heat maps or ranked bar plots to identify predictors that reliably control different aspects of the generated predictive distribution. For the synthetic benchmark, the global DREA matrix is used to evaluate whether the framework recovers the known roles of the mean, uncertainty, tail, proxy, and noise variables. For hydrological application, the same output is used to identify meteorological and basin predictors that influence different probabilistic properties of streamflow predictions. At the event level, DREA produces local probability-based explanations for individual observations. These include the probability that directional perturbation increases the predictive median, widens the predictive interval, increases predictive variance, or raises upper-tail risk. These outputs provide local explanations that are naturally aligned with generative forecasting because they describe how perturbation change generated distributions rather than only point predictions. Together, these outputs allow DREA to report predictor influence in three complementary forms: multi-metric global attribution, comparison with conventional point-attribution baselines, and event-level probabilistic explanations for individual forecast cases 

 

 

3 Results  

3.1 Synthetic benchmark validation The synthetic benchmark was designed to evaluate whether DREA could recover known distributional roles under controlled conditions. Because the data-generating mechanisms were explicitly specified, the benchmark provides a direct test of whether a probabilistic explainability framework correctly distinguishes predictors controlling mean behavior, uncertainty, upper-tail extremes, correlated proxy information, and irrelevant noise. Figure 2 summarizes the global multi-metric DREA probabilities for the synthetic benchmark. The results show clear separation of the known predictor roles across the different distributional components. The mean driver exhibited consistently high DREA 



probabilities across Wasserstein-DREA and CRPS-DREA, indicating that perturbations to this predictor reliably shifted the predictive distribution and altered probabilistic forecast skill.  In contrast, the uncertainty driver, ݔvar , defined in Equation 4, exhibited the strongest Width-DREA and Variance-DREA responses, indicating that DREA successfully identified predictors controlling predictive spread and uncertainty amplification rather than only shifts in predictive location.  

 

Figure 2. Synthetic benchmark heat map showing DREA recovery of known distributional roles The tail driver produced elevated Tail-DREA and CRPS-DREA probabilities while showing weaker Wasserstein-, Width-, and Variance-DREA responses (Figure 2). This indicates that DREA captured its intended role as an upper-tail and probabilistic-skill driver rather than a primary location or uncertainty-width driver. The correlated proxy experiment provides one of the clearest demonstrations of the framework’s value. Although the proxy variable was strongly correlated with the true mean driver, DREA assigned substantially lower distributional reliability probabilities to the proxy than to the known distributional driver. This indicates that DREA is not merely detecting predictive association; instead, it estimates whether perturbing a variable reliably alters the generated predictive distribution. Similarly, the irrelevant noise variable received near-zero DREA probabilities across nearly all metrics. The comparison with SHAP highlights where point-attribution and distributional attribution agree and diverge (Figure 3). Both SHAP and DREA identified the mean driver as important, assigning it an importance value and reliability probability of 1.0, indicating agreement when 



a predictor strongly controls prediction magnitude. However, SHAP assigned comparable importance to the correlated proxy and the tail-risk driver, whereas DREA assigned low reliability to the correlated proxy because perturbing it did not consistently alter the predictive distribution generated. SHAP also assigned low importance to the uncertainty driver, ݔvar, because this variable mainly controlled predictive spread rather than the average prediction. In contrast, DREA recovered this role through high Width-DREA and Variance-DREA probabilities. Permutation importance, reported in Table S2, showed even weaker sensitivity to non-mean distributional drivers, assigning near-zero importance to the uncertainty driver. These results indicate that conventional point-attribution baselines can recover dominant mean effects but may conflate correlated proxies and understate predictors that primarily control uncertainty or distributional behavior. Supplementary robustness analyses further supported this interpretation. First, DREA probabilities were recomputed using material-change thresholds of ݍ = 0.50, 0.60, 0.70, and 0.80(Table S5). The expected driver structure was stable for the main distributional components: the Mean variable remained the top predictor for Wasserstein-DREA and CRPS-DREA across all thresholds, while the Uncertainty variable remained the top predictor for Width-DREA and Variance-DREA. Tail-DREA identified the Tail variable under moderate thresholds, while stricter thresholds increasingly emphasized the Mean variable, consistent with the fact that fixed-threshold exceedance probability can be affected by both tail-specific jumps and large location shifts. Second, SHAP applied directly to the diffusion predictive mean ranked the Mean variable highest and assigned low importance to the Uncertainty variable (Table S6). The Mean-proxy variable also received low diffusion-mean SHAP importance, indicating that proxy inflation was not present in this same-architecture point-output check. Therefore, the strongest evidence for DREA’s added value is not universal superiority over SHAP on correlated proxies, but its ability to show what aspect of the predictive distribution each predictor drives. SHAP applied to the diffusion predictive mean provides a single point-output importance score, whereas DREA decomposes predictor influence into separate effects on distributional shift, uncertainty width, variance, tail-risk probability, and probabilistic skill. 
 



 

Figure 3. Comparison between Random-Forest SHAP importance and Wasserstein-DREA in the synthetic benchmark. (a) Quadrant interpretation showing agreement and disagreement regimes between association-based and distributional explanations. (b) Quantitative comparison of normalized SHAP scores and DREA probabilities across synthetic variables. 
3.2 Real-world hydrological application The generalized DREA framework was next applied to diffusion-generated streamflow predictions using daily meteorological and basin predictors from Maryland streamflow stations. Unlike the synthetic benchmark, the real-world experiment does not provide known ground-truth attribution structure. It therefore serves as an external application test of whether DREA yields interpretable distributional decompositions in a realistic forecasting setting.  Before applying DREA, we verified that the explained diffusion model achieved strong deterministic skill and calibrated probabilistic performance under station-blocked validation (Table S1). This ensured that DREA was applied to a functionally competent generative predictive model rather than to an inadequately trained forecasting system. Figure 4 summarizes the hydrological multi-metric DREA probabilities. Basin perimeter showed a DREA probability of 1.0 across all five metrics, indicating that perturbing this variable produced material changes in every bootstrap replication under the selected thresholding scheme. This does not imply that basin perimeter is a perfect causal driver of streamflow; rather, it indicates that, within the trained diffusion model, basin perimeter acted as a highly stable structural predictor influencing distributional shift, uncertainty width, variance, upper-tail probability, and probabilistic skill. Basin area also showed strong DREA probabilities, especially for Wasserstein-DREA, Tail-DREA, and CRPS-DREA, suggesting that basin-scale descriptors carried broad distributional information in the hydrological application. 



Meteorological memory variables displayed more differentiated attribution structures. Longer-memory variables, particularly 30-day maximum temperature, 30-day minimum temperature, and 30-day precipitation, showed stronger Tail-DREA and CRPS-DREA responses than most daily or 7-day predictors. In contrast, 3-day precipitation, 3-day maximum temperature, 14-day maximum temperature, and 14-day minimum temperature showed stronger Width-DREA or Variance-DREA responses while exhibiting weaker Wasserstein-DREA or Tail-DREA behavior. This suggests that some short- to intermediate-memory meteorological predictors primarily influenced predictive spread and uncertainty rather than the overall location of the discharge distribution. Furthermore, the hydrological experiment demonstrates that DREA can separate multiple probabilistic mechanisms within a real diffusion-generated forecasting system. Rather than producing a single predictor ranking, the framework reveals how different variables influence distinct aspects of predictive behavior, including distributional shift, uncertainty amplification, and upper-tail discharge risk. 

 

Figure 4. Hydrological DREA decomposition with RF-SHAP comparison. Rows show the top hydrological predictors ranked by mean DREA probability across distributional components. The first five columns show DREA probabilities. The final column shows Random Forest SHAP importance normalized to the range 0–1 and should therefore be interpreted as a scaled point-prediction importance score rather than a distributional reliability probability. 



To provide a comparison with conventional point-attribution methods, SHAP values were also computed for the hydrological prediction model (Figure 4, Table S3). Both DREA and SHAP consistently identified basin-scale descriptors, particularly basin area and basin perimeter, as highly influential predictors. This agreement suggests that the strong basin-geometry signal is not solely an artifact of DREA thresholding; rather, basin area and basin perimeter encode stable structural information used by both the diffusion-based distributional attribution framework and the point-attribution baseline. However, several meteorological memory variables exhibited substantially stronger DREA responses than SHAP importance scores. For example, 30-day precipitation, 30-day maximum temperature, and 30-day minimum temperature showed high Tail-DREA, Wasserstein-DREA, and CRPS-DREA probabilities despite low SHAP importance values. These results suggest that some predictors contribute primarily to predictive uncertainty, probabilistic skill, or extreme-event behavior rather than average prediction magnitude. Consequently, DREA provides complementary information to conventional point-attribution methods by identifying predictors that shape the predictive distribution even when their contribution to point predictions is relatively modest. 
3.3 Event-level probabilistic explanations In addition to global attribution, DREA produced event-level probabilistic explanations for individual forecast events. For each selected station-date event, predictors were perturbed using directional interventions, and the diffusion model was repeatedly sampled to estimate how often the perturbation increased upper-tail discharge risk. Figure 5 shows that event-level attribution can vary across forecast cases, even for predictors that are globally important. Basin perimeter had a DREA probability of 1.0 across all global metrics in Figure 4, and most selected events in Figure 5 also showed high basin-perimeter upper-tail response probabilities. However, one event showed a weak response, indicating that a globally reliable distributional predictor may not increase tail risk for every individual event under a +1 standard deviation perturbation. Similarly, basin area and 3-day precipitation showed strong responses for some events but weaker responses for others. Notably, several meteorological memory variables that exhibited strong global Tail-DREA probabilities, including 30-day precipitation and 30-day temperature metrics, showed more heterogeneous event-level responses. This suggests that these predictors act as conditional tail-risk drivers whose influence depends on the local hydrometeorological state of individual forecast events, whereas basin-scale descriptors exhibited more stable event-level behavior. These event-level results should be interpreted as model-based sensitivity patterns rather than causal hydrological mechanisms or site-specific operational predictions. The main contribution of the event-level analysis is to show that DREA can complement global attribution by providing local probabilistic explanations of how predictor perturbations alter generated tail-risk distributions. We did not compare event-level DREA directly with SHAP 



because SHAP provides local contributions to point predictions, whereas event-level DREA estimates probabilities that perturbations change distributional properties such as upper-tail risk. 

 

Figure 5. Event-level DREA analysis for upper-tail flow risk. Values represent the probability that a +1 standard deviation perturbation of a predictor increases upper-tail discharge risk for specific station-event combinations. 
 

4. Discussion 

4.1 Probabilistic distributional attribution for generative forecasting Several previous studies have explored explainability in environmental and probabilistic forecasting using SHAP, integrated gradients, attention visualization, or permutation-based importance methods [25-28]. However, these approaches typically explain prediction magnitude or local prediction contribution rather than explicitly quantifying probabilistic distributional control [7-11]. DREA differs conceptually because it frames explanation as the probability that perturbing a predictor materially changes a generated predictive distribution. In this sense, the framework shifts explainability from deterministic feature contribution toward empirical distributional reliability. The results show why this shift is useful for generative forecasting systems. In the synthetic benchmark, different predictors controlled different aspects of the predictive distribution. The mean driver mainly affected distributional location and probabilistic skill, the variance 



driver mainly affected predictive width and variance, and the tail driver mainly affected upper-tail behavior. This confirms that predictor influence in probabilistic forecasting is not one-dimensional. A single importance score cannot clearly distinguish whether a predictor shifts the center of the distribution, widens uncertainty intervals, changes variance, alters probabilistic skill, or controls extreme-event probability [4, 14, 29]. The comparison with SHAP and permutation importance further supports this point. SHAP and permutation importance were informative for predictors associated with average prediction magnitude, but they are not designed to decompose predictor effects into separate distributional components such as uncertainty width, variance, and tail-risk behavior [15,30].  The correlated proxy result requires nuanced interpretation. In the Random-Forest SHAP baseline, the Mean-proxy variable received elevated importance because it was strongly correlated with the true Mean variable. In contrast, DREA assigned low distributional reliability to the Mean-proxy variable because perturbing it did not consistently alter the generated predictive distribution. However, same-architecture SHAP applied to the diffusion predictive mean also assigned low importance to the Mean-proxy variable. This indicates that proxy inflation is not inevitable for every SHAP implementation. Therefore, the main advantage of DREA is not simply that it suppresses correlated variables better than SHAP, but that it provides a multi-component distributional explanation that separates mean/location effects, uncertainty width, variance, tail-risk behavior, and probabilistic skill. The same-architecture diffusion-mean SHAP analysis strengthens this distinction. When SHAP was applied directly to the predictive mean of the conditional diffusion model, the mean driver dominated the attribution ranking, whereas the uncertainty driver received low point-output importance. In contrast, DREA assigned high reliability to the uncertainty driver under Width-DREA and Variance-DREA. This shows that the contribution of DREA is not simply the use of a diffusion model, but the explicit attribution of changes in the full generated predictive distribution. In practical terms, SHAP can identify that a predictor is important for the diffusion predictive mean, but DREA indicates how it is important: whether it shifts the distribution, widens uncertainty, increases variance, changes upper-tail probability, or degrades probabilistic skill. 
4.2 Real-world Applications: Beyond Hydrological Forecasting The hydrological application showed that DREA can be applied beyond controlled synthetic data to real diffusion-generated forecasts. In the streamflow case, DREA separated predictors associated with distributional shift, uncertainty amplification, variance control, probabilistic skill, and upper-tail discharge risk. This is useful because hydrological predictors do not necessarily influence forecasts in the same way. Basin descriptors may shape broad discharge distributions [31], antecedent precipitation and wetness conditions may influence 



flood-response and upper-tail behavior [32], and temperature-memory variables may affect distributional state through snowmelt, rain-on-snow processes and evapotranspiration [33,34]. A conventional point-attribution ranking would make these mechanisms harder to separate. This distributional decomposition has direct relevance for downstream decision support. In flood forecasting, for example, a predictor that mainly increases upper-tail probability may be more relevant for early warning than a predictor that only shifts the median forecast. In reservoir operation or water-resource planning, predictors associated with wider uncertainty intervals may indicate cases where conservative decisions or additional monitoring are needed. In energy forecasting, similar DREA components could help distinguish predictors that affect expected demand from those that amplify price or load uncertainty. In biomedical risk prediction, the framework could separate variables that increase average predicted risk from variables that widen prognostic uncertainty or increase extreme-risk probability. Thus, DREA can support more informed decisions by identifying not only which predictors matter, but how they matter for uncertainty-sensitive outcomes. The event-level results further extend the framework from global interpretation to local probabilistic explanation. Instead of asking only which predictors are generally important, event-level DREA asks how a perturbation changes the predictive distribution for a specific station-date event. This allows statements such as whether increasing antecedent precipitation makes high-flow outcomes more likely, whether uncertainty widens, or whether the predictive median increases across diffusion-generated realizations. Such explanations are naturally aligned with generative models because they interpret changes in distributions rather than only changes in point predictions. Overall, the results suggest that probabilistic distributional attribution may provide a more appropriate explanation framework for diffusion and generative forecasting systems than conventional point-attribution methods alone. As generative models become increasingly common in environmental forecasting [12,35], infrastructure planning [36], energy systems [37,38], biomedical prediction [39,40], and other uncertainty-sensitive applications [41,42], methods capable of explaining predictive distributions rather than only point predictions will become increasingly important. As a modular component of expert and intelligent decision-support systems, DREA can enhance trustworthiness by providing probabilistic explanations that are aligned with the generative nature of diffusion-based forecasts. 
4.3 Limitations The main practical limitation of DREA is computational cost. The method requires repeated perturbations, bootstrap realizations, and diffusion sampling, making it more expensive than conventional point-attribution methods. In addition, some implementation choices, including the material-change threshold, number of perturbation realizations, number of 



generated samples, and perturbation strategy, are user-defined and may influence attribution probabilities. In this study, these choices were made transparently and consistently across experiments (Table S4), with the primary material-change threshold defined empirically using the 60th percentile of observed distributional shifts. Synthetic threshold-sensitivity analysis using q=0.50, 0.60, 0.70, and 0.80 is reported in Table S5. Future work should extend similar threshold-sensitivity analyses to larger real-world applications as computational resources permit.  
 

5. Conclusion and Future Work This study introduced Distributional Reliability Explanation Attribution (DREA), a probabilistic explainability framework for diffusion-based forecasting systems. Unlike conventional point-attribution methods, DREA estimates how reliably predictor perturbations alter different properties of generated predictive distributions, including distributional shift, uncertainty width, predictive variance, upper-tail behavior, and probabilistic forecast skill. A controlled synthetic benchmark with known probabilistic generating mechanisms demonstrated that DREA successfully recovers distinct distributional roles associated with mean behavior, uncertainty amplification, and extreme-event control while assigning lower reliability to correlated proxy variables and near-zero reliability to irrelevant noise. Comparisons with Random-Forest SHAP, diffusion-mean SHAP, and permutation importance showed that point-output attribution methods can recover dominant mean effects, but they provide limited separation of predictors that primarily influence predictive uncertainty, variance, or tail-specific behavior. The correlated-proxy result was method-dependent: Random-Forest SHAP assigned elevated importance to the Mean-proxy variable, whereas diffusion-mean SHAP and DREA both assigned it low importance or reliability. Supplementary same-architecture analysis using SHAP on the diffusion predictive mean confirmed that point-output attribution primarily emphasized predictors controlling expected prediction magnitude, while DREA recovered predictors controlling uncertainty width and variance through distributional components. The framework was additionally demonstrated on diffusion-generated hydrological forecasts using Maryland streamflow, meteorological, and basin predictors. The real-world application showed that DREA can decompose predictor influence into interpretable probabilistic components and can provide both global and event-level explanations for generated predictive distributions. Overall, the results suggest that explainability in generative forecasting systems should extend beyond deterministic feature importance toward probabilistic distributional 



attribution. DREA provides one possible framework for this transition by aligning explainability with the probabilistic nature of diffusion-generated forecasts. Future work will extend DREA in three directions. First, additional evaluation metrics can be incorporated to capture lower-tail risk, two-sided extremes, calibration error, interval score, distributional sharpness, and decision-weighted losses. This would allow DREA to be adapted to applications where different parts of the predictive distribution matter, such as drought risk, flood risk, electricity price spikes, or clinical deterioration. Second, future implementations should develop an automated DREA workflow that includes perturbation selection, sensitivity analysis, uncertainty calibration, metric selection, and standardized visualization. Such a workflow could produce multi-metric heat maps, global predictor rankings, event-level explanation panels, and comparison summaries with conventional point-attribution methods. This would make DREA easier to apply across domains and support more transparent interpretation of generative forecasting systems. 
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