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Abstract27

One-dimensional nuclear magnetic resonance (NMR) spectroscopy is essential for28

molecular structure elucidation in organic synthesis, drug discovery, natural prod-29

uct characterization, and metabolomics, yet its interpretation remains heavily30

dependent on expert knowledge and difficult to scale. Although machine learning31

has been applied to NMR spectrum prediction, library retrieval, and structure32

generation, these tasks have largely evolved in isolation using simulated data and33

incompatible spectral representations, limiting their utility in real experimen-34

tal settings. Here we present NMRPeak, a unified cross-modal learning system35

that integrates these three tasks through an experimentally grounded design. We36

curate approximately 1.8 million experimental and simulated spectra to construct37

the largest benchmark for NMR-based structure elucidation. Systematic bench-38

marking reveals that existing models trained predominantly on simulated spectra39

suffer severe performance degradation on experimental data, with top-1 struc-40

ture elucidation accuracy falling below 20%, underscoring a critical gap between41

current simulation paradigms and practical deployment. To bridge this gap, we42

introduce NMRPeak, a unified system built on a molecule-to-spectrum paradigm43

with synergistic coupling of prediction, retrieval, and generation modules. The44

framework is underpinned by a chemically-aware adaptive tokenizer that dynam-45

ically balances discretization granularity to preserve spectral semantics while46

controlling vocabulary size, and a peak-aware similarity metric that enables47

direct comparison across spectra without requiring peak assignments. NMRPeak48

overcomes the longstanding simulation-to-experiment gap in spectrum prediction49

while achieving over 95% top-1 accuracy in molecular retrieval and approximately50

75% top-1 accuracy in stereochemistry-aware de novo structure generation, sub-51

stantially outperforming prior methods under experimental conditions. These52

capabilities establish a foundation for automated and high-throughput molecular53

structure elucidation in organic synthesis, drug discovery, and chemical biology,54

positioning NMRPeak as a robust and ready-to-use platform for AI-assisted NMR55

analysis.56

Keywords: Nuclear Magnetic Resonance Spectroscopy, Cross-modal Learning,57

Molecular Structure Elucidation, AI-assisted Spectral Analysis58

1 Introduction59

One-dimensional nuclear magnetic resonance (NMR) spectroscopy provides60

fingerprint-level information that reflects the local chemical environments and con-61

nectivity of atoms in organic molecules [1, 2]. As a result, it remains one of the most62

widely used experimental techniques for molecular structure elucidation [3–9]. How-63

ever, conventional NMR interpretation relies heavily on expert knowledge and manual64

reasoning, making the process time-consuming, labor-intensive, and difficult to scale65

to complex structures or high-throughput experimental pipelines [10–13]. Artificial66

intelligence (AI) methods have been increasingly applied to address these challenges in67

NMR-based analysis. Conceptually, NMR interpretation can be formulated as a pair68
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of complementary problems: the forward problem predicts NMR spectra from molec-69

ular structures, while the inverse problem infers molecular structures from observed70

spectra. In practice, AI-assisted NMR analysis has evolved into three major task71

paradigms: Prediction models learn to simulate spectra from molecular structures,72

enabling rapid computational screening and spectrum validation; Retrieval meth-73

ods search for candidate molecules in databases given a query spectrum, leveraging74

pre-existing chemical knowledge for efficient structure identification; and Generation75

approaches attempt to directly construct molecular structures from spectral inputs,76

enabling de novo structure elucidation when database matches are unavailable.77

However, prior efforts in AI-assisted NMR analysis have largely focused on specific78

isolated tasks. In spectrum prediction, Kuhn et al. leveraged graph neural networks79

(GNNs) to map atomic environments directly to chemical shifts [14]. Building on this,80

Xu et al. advanced the field by developing the NMRNet model that introduces a81

pre-training and fine-tuning paradigm and establishes a unified framework for NMR82

chemical shift prediction [15]. For molecular retrieval, prevailing approaches rely on83

molecule–spectrum contrastive learning, which ranks candidates based on the cosine84

similarity between the query spectrum and learned molecular embeddings [16–18].85

Alternatively, Jin et al. proposed NMR-Solver [19], which employs NMRNet [15] as a86

workhorse to simulate spectra for candidate molecules, thereby facilitating an indirect87

spectrum-to-spectrum retrieval approach to circumvent direct cross-modal alignment88

issues. Regarding de novo generation, recent models have employed autoregressive or89

diffusion-based mechanisms to achieve end-to-end resolution of molecular structures90

from one-dimensional NMR spectra [20–26]. Furthermore, Hu et al. augmented this91

approach by incorporating substructure prediction as an auxiliary task within a multi-92

task learning framework, thereby enhancing the model’s comprehension of structural93

semantics [27, 28].94

Despite notable progress in each area, existing solutions have largely evolved in95

isolation, preventing exploitation of their inherent complementarities and limiting their96

collective impact on real-world structure elucidation. Moreover, several fundamental97

challenges limit their applicability in practical applications [25, 26].98

First, spectral representations are misaligned across tasks. Prediction models99

typically rely on atom-level assignments that map individual atoms to chemical100

shifts [14, 15, 29–34], requiring fully annotated training data that are rarely available101

in experimental settings. In contrast, retrieval and generation methods often operate102

on unassigned experimental spectra represented as global peak sets, where equivalent103

atoms are merged and additional information such as splitting patterns, coupling con-104

stants and peak integrals in 1H NMR is present. This representational divide creates105

a critical gap: atom–shift representations, while computationally convenient, cannot106

be directly applied to real experimental spectra, whereas molecule–spectrum repre-107

sentations naturally align with how spectra are acquired and reported in practice.108

Compounding this challenge, spectral discretization strategies remain inconsistent109

and fundamentally unresolved. Continuous spectral data points preserve raw spectral110

information but are highly sensitive to preprocessing choices such as interpolation,111

resolution, phase correction, and truncation. Discrete peak list representations align112
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with experimental reporting but introduce a critical trade-off in discretization gran-113

ularity during model tokenization. Fine-grained binning (e.g., 0.1 ppm resolution for114

13C NMR shifts yielding 2,000 bins in Wang et al. [22, 23]) leads to large vocabularies115

and severe data sparsity. Conversely, coarse-grained binning (e.g., fewer than 100 bins116

in Hu et al. [27, 28]) collapses distinct spectra into nearly identical representations,117

obscuring chemically meaningful differences. This divergence highlights the absence of118

a principled, chemically informed solution to the representation problem.119

Second, the scarcity of large-scale, curated experimental benchmarks has forced120

most existing methods to rely on simulated data [20, 21, 23, 25, 26]. Although121

simulation-based datasets enable data scaling, the distribution mismatch between sim-122

ulated and experimental spectra leads to severe performance degradation when models123

trained on simulated data are deployed in real-world scenarios. Recent efforts leverag-124

ing large language models to extract experimental spectra from literature and patents,125

such as NMRexp [35] and NMRBank [36], partially alleviate this shortage. However,126

automated extraction pipelines based on large language models often retain various127

forms of noise (including annotation errors, inconsistent formatting, and incomplete128

records), resulting in degraded model performance when used directly for training [37].129

Systematic curation is therefore required before these resources can serve as reliable130

benchmarks. Critically, the extent of performance degradation when models trained131

on simulated data are deployed on experimental spectra has not been systematically132

quantified, leaving the field without clear guidance on the relative importance of data133

scale versus data domain.134

To address these challenges, we introduce NMRPeak, a unified cross-modal learn-135

ing framework designed to simultaneously solve NMR spectrum prediction, molecular136

retrieval and structure generation. We curate approximately 1.8 million experimental137

and simulated spectra to construct the largest benchmark for NMR-based structure138

elucidation. This benchmark enables a systematic quantification of the simulation-139

to-experiment performance degradation. We introduce a chemically-aware adaptive140

tokenizer that dynamically balances discretization granularity to preserve spectral141

semantics while controlling vocabulary size, and an assignment-free peak-aware sim-142

ilarity metric that enables direct comparison between predicted and experimental143

spectra. By tightly coupling prediction, retrieval, and generation through a shared144

representation and evaluation framework, NMRPeak marks a significant advance on145

experimental benchmarks by resolving the simulation-to-experiment discrepancy in146

spectrum prediction and achieving over 95% top-1 accuracy in molecular retrieval147

and approximately 75% top-1 accuracy in stereochemistry-aware de novo generation.148

As such, our approach establishes strong cross-task synergy and achieves substantial149

performance gains on real-world experimental NMR structure elucidation, enabling a150

meaningful paradigm shift for both forward and inverse spectral interpretation tasks.151
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2 Results152

2.1 Overview of the NMRPeak system153

As illustrated in Fig. 1a, the NMRPeak system integrates three core modules: the154

prediction module (NMRPeak-P), the retrieval module (NMRPeak-R), and the gen-155

eration module (NMRPeak-G), to address diverse scenarios in NMR-based structure156

elucidation. NMRPeak-P adopts a global molecule-to-spectrum perspective to pre-157

dict complete NMR spectra from molecular structures, effectively bridging forward158

prediction and inverse reasoning through unified spectral representation. NMRPeak-159

R leverages a contrastive learning framework to enable bidirectional cross-modal160

retrieval, supporting both molecule-to-spectrum and spectrum-to-molecule queries.161

NMRPeak-G focuses on end-to-end inference of candidate molecular structures162

directly from experimental NMR spectra, including full stereochemical resolution. A163

web-based tool1 further enhances accessibility, enabling streamlined chemical shift164

predictions for the research community.165

To facilitate effective cross-modal interaction, we employ specialized encoder archi-166

tectures tailored to each modality. For understanding of molecular structures, we167

utilize Uni-Mol [38] to encode 3D conformational information, recognizing that 3D168

geometry strongly influences spectral properties such as through-space coupling and169

shielding effects. For SMILES generation, we leverage a BART [39] decoder archi-170

tecture that supports autoregressive sequence modeling with attention mechanisms.171

For NMR spectra, we adopt a peak-sequence representation processed through a172

BART [39] encoder-decoder architecture for peak-sequence understanding and gener-173

ation, enabling flexible handling of variable-length spectra and rich spectral attributes174

including chemical shifts, multiplicities, coupling constants, and peak integrals. This175

architectural choice naturally accommodates the unordered nature of peak sets and176

the variable information content across different spectral types. Detailed specifications177

of these encoder-decoder architectures and their training procedures are provided in178

the Methods section.179

Beyond modular assembly, NMRPeak establishes synergistic interactions that180

enable mutual enhancement across tasks. NMRPeak-P generates simulated spectra for181

candidate molecules identified by retrieval or generation, enabling re-ranking based on182

direct spectrum-to-spectrum similarity rather than relying solely on learned embed-183

dings. This physical validation step substantially improves discrimination between184

structurally similar candidates. Within NMRPeak-R, molecule-to-spectrum retrieval185

assists NMRPeak-P by ranking candidate spectra to identify the most accurate simu-186

lations, while spectrum-to-molecule retrieval provides structural priors and facilitates187

candidate re-ranking to accelerate inference in NMRPeak-G. NMRPeak-G assesses the188

fidelity of NMRPeak-P predictions by testing whether predicted spectra can accurately189

infer the correct molecular structure. Furthermore, it constructs novel candidate struc-190

tures de novo when the target molecule is absent from reference databases, thereby191

overcoming the inherent limitations of closed-set retrieval systems.192

A key technical obstacle in modeling NMR spectra is spectral discretization.193

Fixed-width binning schemes struggle to balance sparsity and semantic resolution:194

1Available at https://ai4ec.ac.cn/apps/nmrpeak
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Fig. 1 The NMRPeak framework. a, Overall architecture of NMRPeak, integrating three syn-
ergistic modules: NMRPeak-P for forward spectral simulation, and NMRPeak-R for cross-modal
retrieval, and NMRPeak-G for inverse structural inference. b, The chemically-aware adaptive tok-
enizer. This component encodes 13C and 1H NMR peaks together with molecular formulas into a
unified token space that includes special, categorical, and numerical tokens. The adaptive discretiza-
tion strategy (right) optimizes the trade-off between vocabulary size and semantic resolution by
dynamically adjusting token density based on prior knowledge of the data distribution. c, The peak-
aware similarity metric for assignment-free spectral comparison. The algorithm employs a two-round
matching process with count-based penalties to compute a final similarity score.

fine-grained bins preserve spectral detail but generate sparse, high-dimensional rep-195

resentations prone to overfitting, while coarse-grained bins reduce dimensionality but196

collapse chemically distinct signals into indistinguishable categories. To resolve this197

trade-off, we introduce a chemically-aware adaptive tokenizer that dynamically adjusts198
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quantization granularity based on domain-specific chemical knowledge. As illustrated199

in Fig. 1b, ultra-fine resolution is used in dense fingerprint regions, while coarser res-200

olution is applied in sparse regions. These adaptive strategies are employed for 1H201

chemical shifts, 13C chemical shifts, and 1H coupling constants. In addition to these202

adaptive numerical tokens, the tokenizer incorporates standard categorical tokens for203

elemental and peak-specific attributes, as well as special tokens to manage sequence204

boundaries. This chemically informed discretization converts variable-length spectra205

into compact token sequences that preserve information-rich fine structure while con-206

trolling vocabulary size, reducing data sparsity in low-signal regions, and improving207

computational efficiency during training and inference. The complete tokenization208

scheme, including region boundaries and resolution tables for each numerical token209

type, is provided in the Methods section.210

As illustrated in Fig. 1c, another core component of this integrated framework is211

the peak-aware similarity metric, which addresses a fundamental challenge in evaluat-212

ing unassigned experimental spectra. Traditional atom-to-shift metrics require explicit213

atom-level assignments that are rarely available experimentally in the literature data.214

Our metric instead quantifies the correspondence between the predicted and exper-215

imental peak sets through a robust two-stage bipartite matching procedure. In the216

first stage, an optimal matching is performed for the shorter peak set to ensure a217

rigorous global alignment of primary spectral features. This is followed by a sec-218

ond stage of greedy matching for the remaining unmatched peaks in the longer set,219

specifically designed to tolerate discrepancies such as spurious or missing peaks that220

frequently occur in real-world measurements. To prevent excessive tolerance for such221

deviations, we incorporate explicit penalty terms based on inconsistencies in peak222

count and hydrogen count. This multifaceted evaluation approach not only enables223

rigorous assessment of molecule-to-spectrum prediction but also provides a quantita-224

tive foundation for spectrum-to-spectrum retrieval, which serves as a critical ranking225

mechanism for both retrieval and generation modules. The mathematical formula-226

tion of this metric, including the feature-specific weighting schemes, is detailed in the227

Methods section.228

To address the persistent discrepancy between simulated and experimental NMR229

data, we construct NMRPeak using large-scale experimental benchmarks rather than230

relying exclusively on computational simulations. We adopt NMRexp [35] as our pri-231

mary data source, representing the largest open repository of experimental NMR232

spectra to date with over three million entries extracted from scientific literature233

and supporting information through automated text mining and manual curation. To234

explicitly quantify the distribution shift between data domains, we incorporate the sim-235

ulated NMR subset from Alberts et al. (MST-NMR) [21], one of the most widely used236

simulated NMR datasets in previous work [20, 21, 24, 26], enabling direct comparison237

of model performance across simulated and experimental scenarios. Our benchmark238

comprises approximately 1 million experimental spectra from NMRexp [35] and 0.8239

million simulated spectra from MST-NMR [21] for training, validation, and testing.240

Detailed statistics, including a UMAP [40] visualization of the structural distribution241

overlap between the simulated and experimental domains and the specific data split242

across sets, are summarized in Fig. 2a-b.243
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Fig. 2 Data benchmarking and performance evaluation of NMRPeak on experimental

datasets. a, UMAP [40] projection of structural distributions between simulated (MST-NMR [21])
and experimental (NMRexp [35]) datasets. b, Statistical summary of the curated NMR benchmark,
comprising over 1.8 million structure–spectrum pairs across training, validation, and test splits for
both simulated and experimental domains. c, Comparative analysis of top-1 structure elucidation
accuracy under different training-to-test scenarios for the baseline MST model [21], NMRPeak-G (sin-
gle module), and the unified NMRPeak framework, where each molecule is characterized by 13C NMR,
1H NMR, and molecular formula information. d, e, Representative case studies of complex molecular
structure elucidation. Each panel displays the input molecular information (SMILES, 2D/3D struc-
tures, molecule formula, and text-based NMR peaks), alongside the forward spectrum simulation

results and inverse structure inference results.

Fig. 2c provides empirical evidence for NMRPeak design through systematic com-244

parisons with the MST baseline [21] in terms of top-1 structure elucidation accuracy245

across multiple benchmark configurations. At the data level, models trained exclu-246

sively on simulated spectra exhibit severe performance degradation when evaluated247

on experimental test sets (see Fig. 2c, Stage I → II). This substantial performance248
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degradation quantifies the distribution mismatch between simulated and experimental249

NMR spectra. Crucially, the construction of experimental training sets enables a qual-250

itative leap in model capability for real-world scenarios (see Fig. 2c, Stage II → III).251

At the representation level, NMRPeak-G consistently outperforms the MST baseline252

under identical data conditions (see Fig. 2c, comparing green squares with blue dia-253

monds), demonstrating that improved spectral tokenization yields performance gains254

complementary to data quality. At the system level, the integration of NMRPeak-255

P for simulating candidate spectra, followed by re-ranking via NMRPeak-R, further256

boosts the top-1 structure elucidation accuracy of NMRPeak-G in real-world experi-257

mental scenarios (see Fig. 2c, Stage III). Moreover, serving as a ‘secondary validator’258

for NMRPeak-P, NMRPeak-G achieves higher structure elucidation accuracy when259

operating on spectra predicted by NMRPeak-P than when using raw experimental260

spectra (see Fig. 2c, Stage III → IV). This seemingly counterintuitive result reveals a261

key insight: high-quality predicted spectra need not replicate experimental noise to be262

chemically informative. Instead, NMRPeak-P effectively denoises experimental vari-263

ability while preserving essential structural semantics, thereby producing spectra that264

are better suited for downstream reasoning. Moreover, to intuitively demonstrate the265

system’s proficiency in handling high-complexity molecular architectures, we selected266

two representative examples from the NMRexp test set featuring stereochemical com-267

plexity, extended chains, polycyclic frameworks, heteroatom-rich structures, and high268

atom counts (see Fig. 2d-e). These case studies highlight NMRPeak’s exceptional269

performance in both high-fidelity forward spectrum simulation and precise reverse270

structural inference, where the ground-truth structures were successfully identified and271

ranked at the top-1 position amidst structurally similar candidates. By simultaneously272

advancing forward spectrum prediction and inverse structure inference, NMRPeak273

demonstrates that system-level integration is essential for reliable experimental NMR274

interpretation.275

2.2 NMRPeak-P: Spectrum prediction from molecular276

structures277

Unlike conventional NMR prediction models that operate at the atom-to-shift level [14,278

15, 33], mapping individual atoms to specific chemical shift values, NMRPeak-P adopts279

a global molecule-to-spectrum paradigm to directly predict complete, unassigned280

experimental NMR spectra. This design choice addresses a fundamental practical281

constraint: atom-level assignments are rarely available for experimental spectra and282

typically require extensive expert knowledge. By modeling spectra as unordered sets283

of peaks rather than atom-indexed outputs, we naturally aligned NMRPeak-P with284

real-world experimental workflows where spectra are reported as lists of peaks with285

associated attributes (chemical shifts, multiplicities, integrals, and coupling constants)286

without explicit atom assignments. This representation provides a unified interface287

compatible with both downstream retrieval and generation tasks, which operate on288

unassigned spectral data in the same manner.289

NMRPeak-P generates NMR spectra through autoregressive prediction of discrete290

spectral tokens produced by the chemically-aware adaptive tokenizer. This formu-291

lation allows the model to handle variable-length peak sets and encode multiple292
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Top-1 genera+on accuracy Top-5 generation accuracy Top-10 generation accuracy 

Fig. 3 Performance of NMRPeak-P. a, Distribution of spectral similarity scores between pre-
dicted and experimental 13C (left) and 1H (right) NMR spectra, calculated using the peak-aware
similarity metric. b, Correlation between predicted and experimental chemical shifts (δ) for 13C (top)
and 1H (bottom), derived from the first-round valid matching using the peak-aware similarity met-
ric. c, Error distribution of predicted peak counts for 13C and 1H NMR spectra. For 1H spectra,
peak counts are expanded based on integration values to ensure physically grounded comparisons. d,
Radar charts show the top-k (k = 1, 5, 10) molecular generation accuracy of NMRPeak-G using sim-
ulated and experimental spectra across six input configurations. For all panels, C and H correspond
to 13C and 1H NMR peaks, and F denotes molecular formula constraints.
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spectral attributes beyond chemical shifts, including splitting patterns, coupling con-293

stants, and integrals in 1H NMR. To further improve prediction robustness and294

accuracy, we implement a multi-model ensemble strategy in which multiple indepen-295

dent predictors generate candidate spectra that are subsequently re-ranked using the296

molecule-to-spectrum ranking function of NMRPeak-R. This ensemble-based refine-297

ment, designated as NMRPeak-P-Multi, effectively identifies predictions that best298

capture the underlying molecular structure’s spectral signature, while the single-model299

baseline is denoted as NMRPeak-P-Single.300

The evaluation of molecule-to-spectrum prediction poses a challenge in the absence301

of atom-level assignments. Traditional evaluation metrics based on chemical shift dif-302

ferences per-atom are not applicable in this setting. We therefore employ the proposed303

peak-aware similarity metric, which quantifies the global correspondence between pre-304

dicted and experimental peak sets using optimal bipartite matching. The metric jointly305

considers chemical shift accuracy and peak count consistency, and imposes explicit306

penalties for spurious or missing peaks.307

Fig. 3 summarizes the performance of NMRPeak-P on the NMRexp test set. As308

shown in Fig. 3a, NMRPeak-P-Multi consistently outperforms the single-model vari-309

ant in both 13C and 1H NMR spectra in terms of peak-aware similarity. Although310

improvements in similarity scores appear modest, a more detailed analysis reveals311

substantial gains in structurally meaningful aspects of the predictions. For peaks suc-312

cessfully matched in the first matching stage, both single and ensemble models achieve313

high chemical shift accuracy (see Fig. 3b), indicating that the core spectral features314

are well captured. In contrast, the ensemble model exhibits a markedly more concen-315

trated error distribution in peak count prediction (see Fig. 3c), with the majority of316

molecules showing deviations of fewer than five peaks.317

Beyond direct spectral similarity, we assess the functional quality of predicted spec-318

tra by examining their utility for inverse structure inference. Specifically, we apply the319

frozen NMRPeak-G to spectra predicted by NMRPeak-P and measure structure elu-320

cidation accuracy. As shown in Fig. 3d, the spectra generated by NMRPeak-P enable321

higher structure inference accuracy than the raw experimental spectra under identical322

conditions. When 13C NMR, 1H NMR and molecular formula information are pro-323

vided, NMRPeak-G achieves a top-1 accuracy of 71.29% using experimental spectra.324

This accuracy increases to 74.73% for spectra generated by NMRPeak-P-Single and325

further improves to 75.42% for spectra from NMRPeak-P-Multi. Collectively, these326

results underscore that NMRPeak-P not only bridges the long-standing gap between327

the simulated and experimental spectra, but also establishes a critical foundation for328

synergistic interaction between forward prediction and inverse structure elucidation.329

2.3 NMRPeak-R: Cross-modal retrieval between molecules330

and NMR spectra331

Drawing inspiration from CLIP-style contrastive learning frameworks for cross-modal332

alignment [41–44], NMRPeak-R aligns molecular structures and NMR spectra into333

a shared latent embedding space to enable bidirectional molecule-to-spectrum and334

spectrum-to-molecule cross-modal retrieval. The learned joint embedding space pro-335

vides an efficient mechanism for rapid candidate recall across large-scale repositories,336
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enabling screening of millions of molecule-spectrum pairs through simple cosine337

similarity computation in the latent space. However, relying exclusively on latent338

embeddings for spectrum-to-molecule faces fundamental limitations in NMR-based339

structure elucidation. Specifically, NMR spectra corresponding to structurally similar340

molecules often exhibit subtle yet chemically decisive differences. These fine-grained341

distinctions, such as small chemical shift variations or splitting patterns, are difficult342

to fully capture in a single global embedding vector optimized through contrastive343

learning objectives. Consequently, embedding-based retrieval alone struggles to dis-344

criminate between hard negative candidates with high structural similarity that cluster345

closely in the latent space despite representing chemically distinct molecules. This lim-346

itation becomes increasingly severe as the database size grows and the density of the347

chemical space increases, creating a performance bottleneck that cannot be overcome348

through embedding space refinement alone.349

To address this challenge, NMRPeak-R introduces a multi-dimensional retrieval350

framework that augments semantic embedding similarity with explicit spectrum-351

level physical validation in spectrum-to-molecule retrieval. We leverage NMRPeak-P352

as a bridging mechanism to generate simulated spectra for candidate molecules,353

thereby enabling direct spectrum-to–spectrum comparison. This design yields three354

complementary similarity scores: (1) Spectrum-to-molecule embedding similarity355

(NMRPeak-R-S2M-SME) computes the cosine similarity between the query spectrum356

embedding and the candidate molecule embedding in the shared contrastive latent357

space, providing efficient coarse-grained semantic matching; (2) Spectrum-to-spectrum358

embedding similarity (NMRPeak-R-S2M-SSE) computes the cosine similarity between359

the latent representation of the query spectrum and the latent representation of the360

predicted spectrum for each candidate molecule, enabling comparison in the more spe-361

cialized spectral embedding subspace; (3) Spectrum-to-spectrum rule-based similarity362

(NMRPeak-R-S2M-SSR) applies the peak-aware similarity metric to directly compare363

the query spectrum and predicted spectrum in the original signal space. We combine364

these three complementary scores through a weighted linear combination, designated365

as NMRPeak-R-S2M-Combine, allowing for rapid candidate retrieval and accurate366

fine-grained discrimination.367

Fig. 4 summarizes the cross-modal retrieval performance of NMRPeak-R after368

contrastive learning. Fig. 4a-b demonstrate the scale-dependent behavior of a single369

contrastive learning strategy across database sizes ranging from 100 molecule-spectrum370

pairs to the full set (approximately 100,000 entries). The baseline approach exhibits a371

clear decline in retrieval accuracy as database size increases, with the top-1 accuracy372

dropping from 100% at 100 entries to below approximately 90% at 100,000 entries. This373

degradation directly reflects the rising prevalence of hard negatives: as the database374

grows, the probability increases that structurally similar molecules with nearly identi-375

cal embedding representations will be present, making discrimination based solely on376

latent similarity increasingly difficult. By incorporating simulated spectra and explicit377

peak-level comparison, NMRPeak-R significantly mitigates this degradation. Quanti-378

tative results in Fig. 4c demonstrate that the combined multi-dimensional strategy379

elevates spectrum-to-molecule retrieval accuracy beyond 95%, even in large-scale set-380

tings. When molecular formula constraints are additionally provided, the retrieval381
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Fig. 4 Performance of NMRPeak-R. a, b, Impact of database scale on retrieval accuracy for
molecule-to-spectrum (a) and spectrum-to-molecule (b) tasks using a single contrastive learning strat-
egy. Results are reported for database sizes ranging from 100 entries to the full experimental set
(≈100k entries). c, Comprehensive retrieval performance on the full-scale benchmark across diverse
input modalities. The left panel shows contrastive learning-based molecule-to-spectrum retrieval and
the right panel displays spectrum-to-molecule retrieval results using multi-dimensional fusion strat-
egy across six input configurations. For all panels, C and H correspond to 13C and 1H NMR peaks,
and F denotes molecular formula constraints.

accuracy approaches nearly 100%, underscoring the robustness and practical reliability382

of the system.383

To dissect the contribution of each component, Fig. 5a compares multiple retrieval384

variants. Introducing NMRPeak-R-S2M-SSE yields measurable improvements over385

NMRPeak-R-S2M-SME, confirming the utility of predicted spectra as intermediate386

representations. Incorporating NMRPeak-R-S2M-SSR leads to a more pronounced387

performance gain, closely approaching that of the full combined model. These results388

highlight the importance of directly modeling spectral physics rather than relying389

exclusively on latent semantic alignment. Further analysis of weighting strategies (see390
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Top-1 retrieval accuracy (C-to-Mol) Top-1 retrieval accuracy (H-to-Mol) Top-1 retrieval accuracy (CH-to-Mol) 

Top-1 retrieval accuracy (CF-to-Mol) Top-1 retrieval accuracy (HF-to-Mol) Top-1 retrieval accuracy (CHF-to-Mol) 

Fig. 5 Ablation study and weighting analysis of NMRPeak-R. a, Comparison of retrieval
accuracies for different variants across various input modalities. b, Ternary plots illustrating the
impact of weighting strategies on top-1 retrieval accuracy for diverse configurations. For all panels,
SME, SSE, and SSR denote spectrum-to-molecule embedding, spectrum-to-spectrum embedding, and
spectrum-to-spectrum rule-based similarity, respectively. C and H correspond to 13C and 1H NMR
peaks, and F denotes molecular formula constraints.

Fig. 5b and Supplementary Figure 1) reveals a consistent pattern: overemphasizing391

embedding-based similarity degrades retrieval performance, whereas increasing the392

contribution of explicit peak-aware rules steadily improves accuracy. This observation393

suggests a general retrieval principle in scientific domains that latent embeddings are394
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effective for candidate recall while explicit domain rules are essential for fine-grained395

discrimination.396

NMRPeak-R proves to be a robust and scalable retrieval module that integrates397

semantic alignment with physically grounded validation. By tightly coupling predic-398

tion and retrieval through simulated spectra and peak-aware similarity, NMRPeak-R399

forms a critical link in the integrated NMRPeak system. The retrieval module not only400

enables efficient database search for structure identification, but also provides essen-401

tial ranking mechanisms that enhance both the prediction module (by selecting the402

most accurate simulated spectra during ensemble refinement) and the generation mod-403

ule (by providing structural priors and candidate validation during de novo structure404

construction). This bidirectional integration exemplifies the synergistic design philos-405

ophy underlying the NMRPeak framework, where each component contributes to and406

benefits from the capabilities of the others.407

2.4 NMRPeak-G: End-to-end molecular structure generation408

from NMR spectra409

A central challenge in NMR-based molecular structure elucidation is the inference410

of complete stereochemical information from spectral data. Many prior studies have411

avoided this challenge by restricting the output space to two-dimensional molecular412

graphs or stereochemistry-agnostic representations such as canonical SMILES without413

stereochemical descriptors [24, 27, 28]. Although such simplifications reduce model-414

ing complexity and improve training convergence, they fail to address the practical415

requirements of experimental chemists, for whom stereochemical configurations such416

as chirality and geometric isomerism are often essential. NMRPeak-G addresses this417

challenge by performing end-to-end molecular generation with full stereochemical418

resolution. Given an experimental NMR spectrum, the model autoregressively gen-419

erates a stereochemically complete SMILES sequence, requiring it to infer not only420

atomic connectivity but also subtle spatial information encoded in spectral features.421

This task represents a substantially more challenging objective than topology-only422

reconstruction and places stringent demands on the model’s capacity for spectral423

interpretation.424

The model accepts as input the peak-sequence representation produced by the425

chemically-aware adaptive tokenizer, which encodes both 13C NMR and 1H NMR spec-426

tra along with optional molecular formula constraints when available. During inference,427

the model generates candidate SMILES sequences using beam search with configurable428

beam widths to explore diverse structural hypotheses. However, autoregressive gener-429

ation from complex spectral inputs inevitably produces some candidates that contain430

minor syntactic errors or chemically invalid structures that violate fundamental chem-431

ical principles. To address these issues, we employ a progressive refinement strategy432

that integrates explicit chemical validation and cross-module feedback.433

The base generation variant, NMRPeak-G-Raw, produces ranked candidate434

SMILES sequences directly from beam search scores without post-processing. These435

candidates are subsequently filtered and re-ranked in NMRPeak-G-Rerank-Base by436

removing invalid or duplicate SMILES using RDKit [45] validation and by enforc-437

ing molecular formula constraints when available to prune the candidate space.438
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Top-1 generation accuracy Top-5 genera2on accuracy Top-10 generation accuracy 
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Fig. 6 Performance of NMRPeak-G. a, Impact of beam search width on structure elucida-
tion accuracy across six diverse input configurations. The bar charts compare stereochemistry-aware
accuracy (isomer = True) against topology-only accuracy (isomer = False) for top-1 to top-100 can-
didates. b, Comparative evaluation of generative accuracy for the MST baseline, NMRPeak-G-Raw,
and the full NMRPeak-G-Rerank-Combine strategy. Radar charts illustrate top-1, top-5, and top-10
generation performance across different input modalities. For all panels, C and H correspond to 13C
and 1H NMR peaks, and F denotes molecular formula constraints.

To further improve ranking accuracy, we exploit synergistic interactions within the439

NMRPeak system. Specifically, for each validated candidate molecule, we leverage440

NMRPeak-P to generate its predicted NMR spectrum and evaluate this simulated441

spectrum against the original query spectrum using multiple similarity metrics of442

NMRPeak-R to re-rank candidates. This yields four enhanced variants: NMRPeak-G-443

Rerank-SME, NMRPeak-G-Rerank-SSE, NMRPeak-G-Rerank-SSR, and NMRPeak-444

G-Rerank-Combine, mirroring the multi-dimensional re-ranking strategy employed in445

NMRPeak-R.446

Fig. 6a evaluates structure elucidation accuracy on the NMRexp experimental447

test set, comparing performance with and without stereochemical consideration under448

varying beam search widths. Although stereochemistry-aware prediction exhibits449
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Fig. 7 Ablation study and weighting analysis of NMRPeak-G. a, Comparison of structural
inference accuracies for different generative variants across various input modalities. The bar charts
evaluate the performance of the MST baseline, NMRPeak-G-Raw, and various re-ranking config-
urations (Base, SME, SSE, SSR, and their combinations) for top-1, top-5, and top-10 candidates.
b, Ternary plots illustrating the impact of weighting strategies on top-1 generation accuracy for
diverse configurations. For all panels, SME, SSE, and SSR denote spectrum-to-molecule embedding,
spectrum-to-spectrum embedding, and spectrum-to-spectrum rule-based similarity, respectively. C
and H correspond to 13C and 1H NMR peaks, and F denotes molecular formula constraints.

lower top-1 accuracy, reflecting the intrinsic difficulty of distinguishing stereoiso-450

mers, the performance difference narrows as the beam size increases. Importantly,451

the stereochemistry-aware accuracy curve converges toward the topology-only upper452
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bound. This behavior demonstrates the model’s capacity to extract and utilize stere-453

ochemically relevant information from NMR spectra. Fig. 6b compares NMRPeak-G454

with the MST baseline model under identical experimental conditions and input con-455

figurations. In the comprehensive setting where 13C NMR, 1H NMR, and molecular456

formula are all provided, the top-1 accuracy progressively improves from 60.93%457

(MST) to 71.29% (NMRPeak-G-Raw), ultimately reaching 75.22% with NMRPeak-458

G-Rerank-Combine. Mirroring this trend across all configurations, NMRPeak-G-Raw459

achieves substantial performance improvements, demonstrating that the chemically-460

aware adaptive tokenizer enhances the model’s capacity for spectral interpretation461

and structure inference. The further gains in top-1 accuracy observed upon introduc-462

ing re-ranking strategies demonstrate that each component of the refinement pipeline463

contributes meaningfully to final performance.464

Ablation studies presented in Fig. 7 and Supplementary Figure 2 further elucidate465

the contributions of individual components. Specifically, NMRPeak-G-Rerank-Base,466

by incorporating chemical validation, yields a tangible improvement over NMRPeak-467

G-Raw baseline, while NMRPeak-G-Rerank-Combine leverages multi-dimensional468

ranking strategies to further optimize the ranking of candidate molecules. These trends469

across different ranking components closely mirror the observations from NMRPeak-R,470

reinforcing a fundamental principle that emerges across both retrieval and generation471

tasks.472

The generation results establish that NMRPeak-G successfully performs end-to-473

end stereochemistry-aware structure elucidation directly from experimental NMR474

spectra, achieving accuracy levels that approach practical applications for computer-475

assisted structure determination. The consistent benefits observed from integrating476

prediction and retrieval modules for candidate validation underscore the importance477

of system-level design, demonstrating that isolated task-specific models cannot achieve478

the same performance as tightly integrated multi-module frameworks where each479

component enhances the others through complementary capabilities. This synergistic480

architecture enables NMRPeak-G to overcome the fundamental limitations of closed-481

set retrieval systems by constructing novel molecular structures de novo when target482

molecules are absent from reference databases, while simultaneously providing vali-483

dation mechanisms for simulated spectra that improve the accuracy of both forward484

prediction and database retrieval tasks.485

3 Discussion486

The current implementation of NMRPeak establishes a tightly-coupled integration487

among prediction, retrieval, and generation modules, creating a unified framework488

where each component enhances the others. This synergistic architecture validates our489

core premise that separating forward and inverse tasks limits performance, whereas490

their coupling enables robust interpretation.491

Nevertheless, several limitations in the current system suggest critical avenues for492

future research. First, because of the scarcity of metadata in public repositories, the493

model does not yet explicitly account for environmental factors such as solvent effects,494

temperature dependence, or pH sensitivity. Future work must therefore prioritize the495
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curation of richly annotated experimental databases to capture these physicochemi-496

cal nuances. Second, our reliance on one-dimensional 13C and 1H NMR spectra, while497

effective for topology, may lack the discriminative power for highly complex struc-498

tures. Extending the framework to incorporate two-dimensional NMR experiments499

and complementary multi-modal spectroscopic data will be essential to resolve struc-500

tural ambiguities that remain opaque to 1D signals. A specific challenge remains501

stereochemical differentiation, where the system’s accuracy currently lags behind its502

topology matching capabilities. To address this, future work will explore the integra-503

tion of conformational ensemble modeling with computational chemistry methods to504

better capture spatial configurations.505

Ultimately, the implications of this work extend beyond NMR analysis to broader506

questions of cross-modal learning in the physical sciences. Our results demonstrate507

three key principles. First, effective integration demands synergistic coupling rather508

than simple concatenation of modalities. Second, learned representations and physics-509

based constraints serve complementary rather than redundant functions. Third,510

experimental training data remains essential for robust real-world performance. These511

principles provide a framework for AI-driven discovery across synthetic chemistry,512

pharmaceutical development, and biological systems, where computational approaches513

must reconcile the enduring divide between idealized theory and experimental practice.514

4 Conclusion515

In this work, we present NMRPeak, a unified cross-modal learning framework that516

bridges the persistent discrepancy between computational simulation and experimen-517

tal reality in NMR-based structure elucidation. We construct the largest curated518

benchmark of experimental NMR spectra to date and systematically quantify the519

distribution shift from the simulated data, providing a robust foundation for the520

field. Our framework addresses two fundamental challenges in spectral analysis. The521

chemically-aware adaptive tokenizer resolves the trade-off between sparsity and seman-522

tic resolution through domain-informed discretization that aligns with experimental523

reporting standards. The assignment-free peak-aware similarity metric enables rig-524

orous, physically grounded comparisons between predicted and experimental spectra525

without requiring atom-level assignments. Crucially, NMRPeak demonstrates that526

integrating prediction, retrieval, and generation yields synergistic improvements. For-527

ward prediction effectively bridges the simulation-to-experiment gap to enhance528

inverse inference. Through synergistic modular interaction, the system achieves over529

95% top-1 accuracy in spectrum-to-molecule retrieval and approximately 75% top-1530

accuracy in stereochemistry-aware de novo structure generation on rigorous exper-531

imental benchmarks. These results establish a new paradigm for AI-assisted NMR532

spectroscopy in which the field moves from isolated, simulation-dependent tasks to533

holistic, experimentally grounded systems capable of handling real-world complexity.534

This advance paves the way for fully automated, high-throughput molecular structure535

elucidation in chemical and biological discovery pipelines.536
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5 Methods537

5.1 Data curation and benchmark construction538

5.1.1 Benchmark datasets539

Experimental NMR dataset540

The experimental NMR dataset (NMRexp [35]) was curated through a multi-stage541

cleaning and harmonization pipeline designed to ensure chemical validity, spectral542

consistency, and compatibility with downstream prediction, retrieval, and generation543

tasks.544

Initial molecule validation and canonicalization. For each record, the asso-545

ciated molecular structure was first validated using RDKit [45]. Invalid or unparsable546

SMILES strings were discarded. All remaining molecules were standardized to a unique547

RDKit canonical SMILES representation, which served as the molecule-level identifier548

throughout data processing. Molecules failing sanitization, containing unsupported549

elements, exceeding 100 atoms, or lacking valid 3D coordinates were excluded. To550

reduce stereochemical ambiguity in experimental spectra, molecules with more than551

one chiral center were removed. Only molecules composed of elements from the set {H,552

C, O, N, S, F, Cl, Br, Si, P, I, B, Se} were retained. These filtering steps are necessi-553

tated by the performance limitations of optical chemical structure recognition (OCSR)554

tools [46, 47], thereby prioritizing the accuracy of the resolved molecular structures.555

Independent cleaning of 13C NMR spectra. 13C NMR spectra were pro-556

cessed independently from 1H spectra due to their distinct annotation structure. Each557

spectrum was required to contain exclusively numeric chemical shift values within a558

physically plausible range (-50 to 300 ppm). Spectra containing malformed or non-559

numeric entries were discarded. To enforce internal chemical consistency, spectra were560

required to satisfy two constraints: (i) the number of reported 13C resonances did not561

exceed the number of carbon atoms in the molecular structure; and (ii) chemical shifts562

followed a monotonic ordering, consistent with standardized experimental reporting.563

Spectra violating either condition were removed.564

Independent cleaning of 1H NMR spectra. 1H NMR spectra were subjected565

to a more stringent validation procedure reflecting their richer annotation structure.566

Each peak was required to contain a valid multiplicity category, coupling constant567

annotations, proton count (integration), and a chemical shift range. Coupling con-568

stants were parsed numerically and constrained to physically plausible limits, with569

stricter upper bounds applied to molecules lacking heavy heteroatoms. Proton counts570

were required to be positive integers and capped to exclude implausible annotations.571

The chemical shift ranges were restricted to -3 to 17 ppm, and the malformed or572

inverted ranges were rejected. For each peak, the centroid of the reported chemical573

shift range was used as the representative chemical shift. To ensure molecular-level574

consistency, the sum of all integrated proton counts was required to exactly match575

the total number of hydrogen atoms in the molecular structure. Chemical shifts were576

additionally required to follow a monotonic ordering.577

Molecule-level merging and harmonization. After modality-specific cleaning,578

1H and 13C spectra were merged at the molecule level using canonical SMILES as the579
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unique key. For each molecule, at most one cleaned 1H spectrum and one cleaned 13C580

spectrum were retained. Molecules possessing only one of the two spectral modalities581

were preserved and included in the dataset. For each retained molecule, the molecular582

formula was calculated using RDKit and stored alongside spectral annotations, atomic583

identities, and 3D coordinates. Spectrometer frequency and solvent information, due584

to their highly concentrated and imbalanced distributions, are retained in the dataset585

but excluded from model training.586

Condition-aware sample filtering during training and evaluation. During587

training and validation, spectra were treated as valid samples only if all experimental588

settings required by the specific model configuration were available, including nucleus589

type (1H and/or 13C). Records missing any required condition were filtered out under590

the corresponding experimental setting but remained available for other configura-591

tions. This design avoids imputing missing experimental metadata while maximizing592

data reuse across different learning tasks.593

Simulated NMR dataset594

The preprocessing of MST-NMR [21] focused primarily on molecular validity rather595

than spectral consistency. For each record, the associated molecular structure was596

validated using RDKit, and invalid or unparsable SMILES strings were discarded. All597

remaining molecules were standardized to RDKit canonical SMILES representations598

to ensure consistency with the experimental dataset.599

No additional spectrum-specific filtering was applied to MST-NMR, as the sim-600

ulated 1H and 13C spectra are noise-free, physically consistent by construction, and601

fully paired with the corresponding molecular structures. This distinction allows MST-602

NMR to serve as a clean simulation baseline while preserving a clear separation from603

the more heterogeneous experimental NMR data.604

5.1.2 Data splitting605

Although MST-NMR provided the raw dataset, the split datasets were not available.606

Therefore, we re-curated both datasets by following the same splitting strategy, which607

was consistently applied across experimental (NMRexp) and simulated (MST-NMR)608

datasets.609

All datasets were split into training, validation, and test subsets following a610

randomized molecule-level protocol. For each dataset, samples were first randomly par-611

titioned into a training set (90%) and a held-out test set (10%). The training set was612

then further split into a reduced training subset (95%) and a validation subset (5%).613

This procedure resulted in final proportions of 85.5%, 4.5%, and 10% for training, vali-614

dation, and test sets, respectively. All splits were performed using a fixed random seed615

to ensure reproducibility. Random shuffling was applied prior to splitting, and each616

molecule was assigned to exactly one subset, preventing any overlap between training,617

validation, and test data.618
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5.2 Chemically-aware adaptive tokenizer619

We introduce a chemically-aware adaptive tokenizer that converts heterogeneous spec-620

tral annotations and molecular formula information into a unified discrete sequence.621

The tokenizer is designed to balance numerical precision, chemical interpretability,622

and vocabulary efficiency, while remaining robust to experimental noise.623

5.2.1 Token categories and vocabulary design624

The overall vocabulary consists of three classes of tokens: special tokens, categorical625

tokens, and numerical tokens (Fig. 1b).626

Special tokens include sequence boundary markers (BOS and EOS) as well as627

modality-specific separators indicating the start and end of 13C NMR spectra and628

1H NMR spectra segments. These tokens enable a single sequence to encode multiple629

modalities in a fixed and interpretable order.630

Categorical tokens represent discrete chemical attributes that are naturally sym-631

bolic rather than numerical. For 1H NMR spectra, this includes peak multiplicity632

categories and proton integration counts. For molecular formulae, categorical tokens633

encode element types and corresponding atom counts.634

Numerical tokens are used to represent continuous-valued spectral quantities,635

including 13C chemical shifts, 1H chemical shifts, and 1H coupling constants. These636

variables are discretized using an adaptive binning strategy described below.637

5.2.2 Adaptive discretization of numerical variables638

Direct uniform discretization of spectral values either leads to excessively large vocab-639

ularies when using fine bins or to severe information loss when using coarse bins. To640

address this trade-off, we adopt a chemically-aware adaptive discretization strategy641

that assigns different resolutions to different value ranges based on empirical peak642

density and chemical relevance.643

For each numerical variable, the value range is partitioned into a set of non-644

overlapping intervals. Within high-density or chemically informative regions, finer bin645

widths are used to preserve resolution, whereas coarser bins are applied in low-density646

or less informative regions. Extreme values outside typical experimental ranges are647

grouped into overflow bins.648

Each numerical token corresponds to a closed interval and is represented by a649

unique symbolic identifier encoding its lower and upper bounds. The overall vocabulary650

size is thus controlled by the number of adaptive intervals rather than by the numerical651

precision of the original values.652

5.2.3 Spectrum sequence construction and inverse transformation653

Each NMR spectrum is converted into a sequence of tokens by iterating over indi-654

vidual peaks. For 13C NMR spectra, each peak contributes a single numerical token655

representing its chemical shift. For 1H NMR spectra, each peak is encoded as a com-656

posite of categorical and numerical tokens, including multiplicity, coupling constant657

tokens, proton count, and chemical shift (range).658
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Peaks within each spectrum are ordered according to decreasing chemical shift,659

consistent with standard experimental reporting conventions. 13C and 1H spectra are660

concatenated into a single sequence using modality-specific separator tokens, followed661

by a molecular formula segment encoding element types and counts.662

Variable-length sequences are supported by the use of explicit boundary tokens663

and standard padding during batching. Each numerical token maps to a predefined664

value interval, and inverse transformation yields the interval midpoint as the recon-665

structed value. Consequently, NMRPeak-P predictions may exhibit discrete clustering666

where multiple distinct experimental values are mapped to identical predicted values,667

manifesting as horizontal striping patterns in the correlation plots (see Fig. 3b).668

5.3 Peak-aware similarity metric669

5.3.1 Problem formulation670

Given two NMR spectra of the same type (either 1H NMR or 13C NMR), we aim to671

compute a normalized similarity score in the range [0, 1] that quantifies their struc-672

tural resemblance. Each spectrum is represented as an unordered set of peaks without673

atom-level assignments. For 1H NMR, each peak is characterized by a five-tuple: chem-674

ical shift range [δmin, δmax], multiplicity, integration (number of hydrogens nH), and675

coupling constants. For 13C NMR, each peak is represented solely by its chemical676

shift δ. The similarity score enables direct evaluation of NMRPeak-P predictions and677

facilitates spectrum-to-molecule re-ranking in both NMRPeak-R and NMRPeak-G678

pipelines.679

Formally, let A = {a1, a2, . . . , anA
} and B = {b1, b2, . . . , bnB

} denote two spectra680

with nA and nB peaks, respectively. Our objective is to define a similarity function681

S(A,B) ∈ [0, 1] that captures both the quality of peak-to-peak correspondences and682

the overall consistency between the two spectra.683

5.3.2 Two-stage peak matching procedure684

The peak matching process consists of two stages designed to establish comprehensive685

correspondences between peaks in A and B.686

We first define a distance-based similarity function that quantifies the proximity687

between spectral features:688

ϕ(d, σ) = exp

(

−
d

σ

)

(1)

where d is the distance between two features (e.g., chemical shift difference) and σ689

is the scale parameter that controls the decay rate of similarity with distance. We690

use σ = 5.0 ppm for 13C NMR and σ = 1.0 ppm for 1H NMR as default values.691

Additionally, we define a tolerance threshold τ beyond which matches are considered692

invalid: τ = 20.0 ppm for 13C NMR and τ = 2.0 ppm for 1H NMR.693

Peak expansion for 1H NMR. For 1H NMR spectra, we employ an expansion694

strategy to account for the fact that each peak represents multiple hydrogens. Each695

peak ai with integration n
(i)
H is replicated n

(i)
H times to create virtual peaks with696

identical chemical shifts. After expansion, let A′ and B′ denote the expanded peak697
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sets with sizes n′
A =

∑nA

i=1 n
(i)
H and n′

B =
∑nB

j=1 n
(j)
H , respectively. For 13C NMR, no698

expansion is performed, so A′ = A and B′ = B.699

Stage I: Global optimal matching. Without loss of generality, assume |A′| ≤700

|B′|. We construct a cost matrix C ∈ R
|A′|×|B′| for the linear assignment problem,701

with different formulations for 13C and 1H NMR.702

For 13C NMR, we first compute a similarity matrix:703

Sij = ϕ(|δai
− δbj |, σ) (2)

and then convert it to a cost matrix:704

Cij = 1− Sij (3)

For 1H NMR (using expanded peaks), we directly construct a squared-distance705

cost matrix based on the center of chemical shift ranges:706

Cij = (δcenterai
− δcenterbj

)2 (4)

where δcenter = (δmin + δmax)/2.707

We solve the linear assignment problem using the Hungarian algorithm to find708

the optimal one-to-one matching M1 = {(i, π(i)) : i = 1, . . . , |A′|}, where π is the709

assignment function that minimizes the total cost:710

π∗ = argmin
π

|A′|
∑

i=1

Ci,π(i) (5)

Stage II: Greedy matching of remaining peaks. After Stage I, the larger711

spectrum B′ contains |B′| − |A′| unmatched peaks. For each remaining peak bj ∈ B′
712

that was not matched in Stage I, we perform a greedy search to find its best match in713

A′ by maximizing the similarity score.714

For 13C NMR:715

i∗ = arg max
i∈{1,...,|A′|}

ϕ(|δai
− δbj |, σ) (6)

For 1H NMR:716

i∗ = arg max
i∈{1,...,|A′|}

ϕ(|δcenterai
− δcenterbj

|, σ) (7)

Let d∗ = |δai∗
− δbj | for

13C or d∗ = |δcenterai∗
− δcenterbj

| for 1H. The match (i∗, j) is717

added to M2 and is considered valid if d∗ ≤ τ ; otherwise, it is marked as invalid. This718

greedy strategy ensures all peaks are matched while maintaining quality assessment.719

5.3.3 Similarity scoring with multi-feature integration720

The final similarity score combines the averaged peak-level similarities with penalty721

terms that account for spectral inconsistencies.722
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Peak-level similarity for 13C NMR. For each matched pair (i, j) ∈ M1 ∪M2,723

the similarity depends solely on chemical shift:724

sCij =

{

ϕ(|δai
− δbj |, σ) if |δai

− δbj | ≤ τ

0 otherwise
(8)

Matches from Stage II are dampened by a factor of 0.8 to reflect their greedy725

nature:726

s̃Cij =

{

sCij if (i, j) ∈ M1

0.8 · sCij if (i, j) ∈ M2

(9)

The average peak similarity is:727

s̄C =
1

|M1 ∪M2|

∑

(i,j)∈M1∪M2

s̃Cij (10)

The structural penalty accounts for peak count differences and invalid matches:728

pCstruct =
max(|A|, |B|)

|M1 ∪M2|+ ||A| − |B||+ (|M1 ∪M2| − |Mvalid
1 |)

(11)

where Mvalid
1 denotes the subset of Stage I matches that satisfy the distance threshold.729

The final 13C NMR similarity score is:730

S(A,B) = 0.8 · s̄C + 0.2 · pCstruct (12)

Peak-level similarity for 1H NMR. For 1H NMR, we integrate multiple spec-731

tral features with weighted contributions. For each matched pair of expanded peaks732

(i, j) that map back to original peaks (aµ(i), bν(j)) through the expansion mapping,733

we compute:734

sHij = 0.4 · ϕ(|δmin
µ(i) − δmin

ν(j)|, σ) + 0.4 · ϕ(|δmax
µ(i) − δmax

ν(j) |, σ)

+ 0.05 · 1[mult(aµ(i)) = mult(bν(j))]

+ 0.1 · 1[nH(aµ(i)) = nH(bν(j))]

+ 0.05 · scoupling(aµ(i), bν(j)) (13)

where 1[·] is the indicator function, mult(·) denotes peak multiplicity, and scoupling735

computes the similarity between sorted coupling constant lists:736

scoupling(a, b) =

{

1
|Ja|

∑|Ja|
k=1 ϕ(|J

(k)
a − J

(k)
b |, 10) if |Ja| = |Jb|

0 otherwise
(14)

where Ja and Jb are the sorted coupling constant lists (in Hz), and the scale parameter737

10 Hz is used for coupling constant comparison.738
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The validity check and Stage II dampening are applied as:739

s̃Hij =











sHij if (i, j) ∈ M1 and dij ≤ τ

0.8 · sHij if (i, j) ∈ M2 and dij ≤ τ

0 otherwise

(15)

where dij = |δcenterµ(i) − δcenterν(j) |.740

The average peak similarity is:741

s̄H =
1

|M1 ∪M2|

∑

(i,j)∈M1∪M2

s̃Hij (16)

For 1H NMR, we compute penalties based on the expanded peak sets:742

pHstruct =
max(|A′|, |B′|)

|M1 ∪M2|+ ||A′| − |B′||+ (|M1 ∪M2| − |Mvalid
1 |)

(17)

The hydrogen count penalty reflects the overall hydrogen balance:743

pH =
min(|A′|, |B′|)

max(|A′|, |B′|)
(18)

The final 1H NMR similarity score is:744

S(A,B) = (0.8 · s̄H + 0.2 · pHstruct) · pH (19)

5.4 Training procedure745

5.4.1 Learning objectives746

We train three distinct models with different objectives tailored to their respective747

tasks: spectrum prediction (NMRPeak-P), spectrum-molecule retrieval (NMRPeak-748

R), and molecule generation (NMRPeak-G).749

Spectrum prediction loss of NMRPeak-P. NMRPeak-P is trained to autore-750

gressively predict spectral tokens from molecular structure. The model takes as input751

molecular features encoded using the same protocol as Uni-Mol [38] (atomic elements752

and 3D coordinates when available), and generates a sequence of spectral tokens753

obtained from the chemistry-aware tokenizer. The model is trained with a standard754

autoregressive language modeling objective:755

Lprediction = −
T
∑

t=1

logP (zt|z<t,m; θ) (20)

where m denotes the molecular representation, zt is the t-th spectral token in the756

sequence of length T , and θ represents the model parameters. The predicted spec-757

tral tokens are subsequently decoded back to the original peak list representation758
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(chemical shifts, multiplicities, integrations, and coupling constants) through inverse759

transformation of the tokenizer.760

Contrastive retrieval loss of NMRPeak-R. NMRPeak-R learns aligned repre-761

sentations of molecules and spectra through contrastive learning. The model encodes762

molecular features m into embedding emol and spectral tokens z (from the chemistry-763

aware tokenizer) into embedding espec. For a batch of B molecule-spectrum pairs, the764

model computes a similarity matrix scaled by temperature τcl:765

S =
EmolE

T
spec

τcl
(21)

where Emol ∈ R
B×d and Espec ∈ R

B×d are the normalized embedding matrices.766

The contrastive loss is computed bidirectionally:767

Lmol→spec = −
1

B

B
∑

i=1

log
exp(Sii)

∑B
j=1 exp(Sij)

(22)

Lspec→mol = −
1

B

B
∑

i=1

log
exp(Sii)

∑B
j=1 exp(Sji)

(23)

Lretrieval =
Lmol→spec + Lspec→mol

2
(24)

where the diagonal entries Sii correspond to positive pairs (matched molecule-768

spectrum pairs) and off-diagonal entries represent negative pairs.769

Notably, molecular formula information is not explicitly incorporated as input770

tokens during NMRPeak-R training. This design choice is motivated by two consid-771

erations: (1) In retrieval scenarios where the search space is constrained to a finite772

database, molecular formula filtering as a post-processing step already achieves high773

precision without requiring the model to learn this association. (2) Providing for-774

mula information during training may inadvertently cause the model to rely on this775

high-level constraint rather than learning fine-grained spectral features, potentially776

compromising its ability to distinguish between isomers with identical formulas.777

Molecular generation loss of NMRPeak-G. NMRPeak-G performs condi-778

tional molecule generation from spectral information. The model takes as input779

spectral tokens z and optionally molecular formula tokens f from the chemistry-aware780

adaptive tokenizer, and autoregressively generates SMILES tokens {s1, s2, . . . , sL}781

obtained from Smirk-based tokenization [48]:782

Lgeneration = −
L
∑

t=1

logP (st|s<t, z, f ; θ) (25)

where st is the t-th SMILES token in the sequence of length L and θ are the model783

parameters.784

In contrast to NMRPeak-R, molecular formula information must be explicitly pro-785

vided as input tokens when available. This arises from the fact that the generation786

search space becomes unbounded without molecular formula constraints, the model787
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would need to explore an intractably large space of possible molecules. By conditioning788

on the molecular formula, we effectively reduce the search space to molecules satisfying789

the elemental composition, thereby improving both generation efficiency and accuracy.790

When formula information is unavailable, the model generates molecules conditioned791

solely on spectral tokens.792

5.4.2 Model architecture793

The overall framework is built upon two backbone architectures: a Uni-Mol [38]794

encoder for molecular representation learning and a BART-based [39] encoder–decoder795

architecture for SMILES sequence and spectral sequence modeling. Depending on796

the task, different combinations are employed while maintaining a unified design797

philosophy.798

For all modules involving molecular structure encoding, we adopt the Uni-Mol799

encoder architecture [38]. The input consists of atomic element types and 3D coordi-800

nates, following the original Uni-Mol preprocessing protocol. The pretrained Uni-Mol801

weights are initialized from the official checkpoint but are not frozen; instead, the entire802

encoder is fine-tuned during training to adapt to NMR-related tasks. For modules803

involving molecular sequence generation, SMILES tokens obtained via Smirk-based804

tokenization [48] are processed using a BART decoder. The decoder follows the stan-805

dard BART decoder configuration and autoregressively generates SMILES tokens806

conditioned on encoder outputs. Spectral tokens produced by the chemistry-aware807

adaptive tokenizer are processed using a standard BART architecture. Specifically,808

the spectral encoder and spectral decoder both follow the BART-base configuration.809

All BART-based components share the same vocabulary. When encoder and decoder810

are both from BART, their token embedding layers are shared, consistent with the811

original BART design.812

Architecture of NMRPeak-P. NMRPeak-P adopts a molecule-to-spectrum813

encoder–decoder architecture. The Uni-Mol encoder encodes molecular features into814

continuous representations, which are then fed into a BART decoder that autoregres-815

sively generates spectral tokens discretized by the chemistry-aware tokenizer.816

Architecture of NMRPeak-R. NMRPeak-R employs a dual-encoder architec-817

ture for contrastive learning. Molecular structures are encoded by the Uni-Mol encoder,818

while spectral tokens are encoded by a BART encoder. To align the representation819

spaces, a fully connected projection layer (adapter) is appended to the Uni-Mol encoder820

output, projecting molecular embeddings to the same dimensionality as the spectral821

encoder (768 dimensions). The resulting molecular and spectral embeddings are ℓ2-822

normalized before computing the similarity matrix for contrastive training. In this823

module, no decoder is used.824

Architecture of NMRPeak-G. NMRPeak-G follows a spectrum-to-molecule825

encoder–decoder architecture. Spectral tokens (and optionally molecular formula826

tokens) are first encoded by a BART encoder. The encoded spectral representations827

are then consumed by a BART decoder that autoregressively generates SMILES tokens828

using Smirk-based tokenization [48]. Since both encoder and decoder follow the stan-829

dard BART configuration, they share token embedding parameters. When molecular830

formula tokens are provided, they are concatenated with spectral tokens at the encoder831
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input level, enabling the decoder to condition generation on both spectral patterns832

and elemental composition constraints.833

5.4.3 Multi-model ensemble strategy for NMRPeak-P834

For inference with a single-model version of NMRPeak-P, we use the best-performing835

checkpoint selected according to the validation performance. For the multi-model836

ensemble version, we leverage multiple checkpoints saved at different training steps.837

Instead of relying on a single best model, predictions are generated from several inter-838

mediate checkpoints and then aggregated during inference. By default, we ensemble839

10 models selected from different training steps.840

5.4.4 Retrieval weight calibration for NMRPeak-R841

The combined score is computed as a linear combination of SME, SSE, and SSR:842

Scombine = α · SME + β · SSE + γ · SSR, (26)

where α + β + γ = 1. Each coefficient takes values in the range [0, 1] with an inter-843

val of 0.1. Therefore, for each fixed input condition, there are 66 possible coefficient844

combinations.845

When the input simultaneously contains both 13C and 1H spectra, SME and SSE846

are computed directly on the combined input, yielding a single score for each metric. In847

contrast, the SSR score is calculated as a weighted combination of the two modalities:848

SSR = λ · SSR13C + (1− λ) · SSR1H, (27)

where λ ∈ [0, 1] with a step size of 0.1, and the two weights sum to 1.849

5.4.5 Beam search strategy for NMRPeak-G850

The beam search implementation follows the decoding strategies used in XLM mod-851

els [49] and the NAG2G model [50]. During inference, we adopt task-specific decoding852

hyperparameters to balance determinism and diversity. For NMRPeak-P, the default853

beam size is set to 1 and the temperature is set to 1.0, resulting in deterministic and854

stable spectral predictions. For NMRPeak-G, the default beam size is set to 10 and855

the temperature is set to 3.0, encouraging higher diversity in generated molecular856

structures.857

5.4.6 Computational resources858

All models were trained on NVIDIA A100 GPUs with 80GB memory. NMRPeak-859

P and NMRPeak-G were trained on 8 × A100 80GB GPUs using distributed data860

parallel training, whereas NMRPeak-R was trained on a single A100 80GB GPU.861

5.5 Evaluation protocol862

The evaluation of NMRPeak-P is conducted from two complementary perspectives.863

First, we compute the similarity score using the peak-aware similarity metric, which864
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directly measures the agreement between predicted and reference spectra at the peak865

level (including chemical shifts, multiplicities, integrations, and coupling constants).866

Notably, this metric is highly stringent, and even minor deviations in peak attributes867

can lead to noticeable score reductions. As a result, similarity scores are typically below868

0.95, even for high-quality predictions. Second, we assess the structural consistency869

of predicted spectra by feeding them into a frozen NMRPeak-G model to reconstruct870

molecular structures. We report top-k accuracy, measuring whether the ground-truth871

molecule appears among the top-k generated candidates. This evaluation reflects the872

practical utility of predicted spectra in downstream structure elucidation. Due to the873

strictness of the peak-aware similarity metric, even small numerical differences between874

NMRPeak-P-Single and NMRPeak-P-Multi correspond to substantial differences in875

actual spectral parsing accuracy.876

For NMRPeak-R and NMRPeak-G, the evaluation metrics are based on top-877

k retrieval and generation accuracy, respectively. Notably, the retrieval accuracy of878

NMRPeak-R is reported over the entire test set as the candidate search space.879

Data availability. All processed NMR datasets used in the NMRPeak benchmark880

are available at https://zenodo.org/records/19122815. The dataset includes all curated881

data splits of NMRexp [35] and MST-NMR [21] used for training, validation, and882

testing, along with the original raw data from NMRexp.883

Code availability. The NMRPeak code is publicly available at https://github.884

com/Colin-Jay/NMRPeak, and the trained model parameters are available at https:885

//zenodo.org/records/19122815. An online service is also available at https://ai4ec.886

ac.cn/apps/nmrpeak.887

Acknowledgements. F.T. acknowledges the National Key R&D Program of China888

(Grant No. 2024YFA1210804), National Natural Science Foundation of China (Grant889

No. 22573085), and a startup fund at Xiamen University. J.C. acknowledges the890

National Natural Science Foundation of China (Grant Nos. 22225302, 92470201,891

92461312, 22021001, 21991151, 21991150, 92161113, 22411560277), the Fundamental892

Research Funds for the Central Universities (20720220009, 20720250005), and the Lab-893

oratory of AI for Electrochemistry (AI4EC) and IKKEM (Grant Nos. RD2023100101894

and RD2022070501) for financial support. This work used the computational resources895

in the IKKEM intelligent computing center. J.Z. acknowledges the National Natural896

Science Foundation of China (Grants No. 22403037), Laboratory of AI for Electro-897

chemistry (AI4EC) and IKKEM (Grants Nos. RD2023100101 and RD2022070501) for898

financial support.899

References900

[1] Hu, G., Qiu, M.: Machine learning-assisted structure annotation of natural prod-901

ucts based on ms and nmr data. Natural Product Reports 40(11), 1735–1753902

(2023)903

30

https://zenodo.org/records/19122815
https://github.com/Colin-Jay/NMRPeak
https://github.com/Colin-Jay/NMRPeak
https://github.com/Colin-Jay/NMRPeak
https://zenodo.org/records/19122815
https://zenodo.org/records/19122815
https://zenodo.org/records/19122815
https://ai4ec.ac.cn/apps/nmrpeak
https://ai4ec.ac.cn/apps/nmrpeak
https://ai4ec.ac.cn/apps/nmrpeak


[2] George, J.H.: Structure revision of meroterpenoid natural products enabled904

by biomimetic total synthesis. Chemical Communications 61(79), 15333–15345905

(2025)906

[3] Hartman, J.D., Kudla, R.A., Day, G.M., Mueller, L.J., Beran, G.J.: Benchmark907

fragment-based 1 h, 13 c, 15 n and 17 o chemical shift predictions in molecular908

crystals. Physical Chemistry Chemical Physics 18(31), 21686–21709 (2016)909

[4] Lin, M., Liu, X., Xiang, Y., Wang, F., Liu, Y., Fu, R., Cheng, J., Yang, Y.:910

Unravelling the fast alkali-ion dynamics in paramagnetic battery materials com-911

bined with nmr and deep-potential molecular dynamics simulation. Angewandte912

Chemie 133(22), 12655–12661 (2021)913

[5] Lin, M., Fu, R., Xiang, Y., Yang, Y., Cheng, J.: Combining nmr and molecular914

dynamics simulations for revealing the alkali-ion transport in solid-state battery915

materials. Current Opinion in Electrochemistry 35, 101048 (2022)916

[6] Lin, M., Xiong, J., Su, M., Wang, F., Liu, X., Hou, Y., Fu, R., Yang, Y., Cheng,917

J.: A machine learning protocol for revealing ion transport mechanisms from918

dynamic nmr shifts in paramagnetic battery materials. Chemical Science 13(26),919

7863–7872 (2022)920

[7] Atwi, R., Chen, Y., Han, K.S., Mueller, K.T., Murugesan, V., Rajput, N.N.:921

An automated framework for high-throughput predictions of nmr chemical shifts922

within liquid solutions. Nature Computational Science 2(2), 112–122 (2022)923

[8] You, Q., Sun, Y., Wang, F., Cheng, J., Tang, F.: Decoding the competing effects924

of dynamic solvation structures on nuclear magnetic resonance chemical shifts925

of battery electrolytes via machine learning. Journal of the American Chemical926

Society 147(17), 14667–14676 (2025)927

[9] Fan, Y., Sun, J., Ma, S., Chen, M., Lou, X., Hu, B.: Relative-high concentration928

electrolytes for high-rate cycling of li-metal batteries guided by diffusion nmr and929

epr imaging. The Journal of Physical Chemistry Letters (2026)930

[10] Xue, X., Sun, H., Yang, M., Liu, X., Hu, H.-Y., Deng, Y., Wang, X.: Advances931

in the application of artificial intelligence-based spectral data interpretation: a932

perspective. Analytical chemistry 95(37), 13733–13745 (2023)933

[11] Kuhn, S., Jesus, R.P., Borges, R.M.: Nuclear magnetic resonance and artificial934

intelligence. Encyclopedia 4(4), 1568–1580 (2024)935

[12] Das, S., Merz Jr, K.M.: Exploring the frontiers of computational nmr: Methods,936

applications, and challenges. Chemical reviews 125(19), 9256–9295 (2025)937

[13] Luo, Y., Zheng, X., Qiu, M., Gou, Y., Yang, Z., Qu, X., Chen, Z., Lin, Y.: Deep938

learning and its applications in nuclear magnetic resonance spectroscopy. Progress939

31



in Nuclear Magnetic Resonance Spectroscopy 146, 101556 (2025)940

[14] Jonas, E., Kuhn, S.: Rapid prediction of nmr spectral properties with quantified941

uncertainty. Journal of cheminformatics 11(1), 50 (2019)942

[15] Xu, F., Guo, W., Wang, F., Yao, L., Wang, H., Tang, F., Gao, Z., Zhang, L.,943

E, W., Tian, Z.-Q., et al.: Toward a unified benchmark and framework for deep944

learning-based prediction of nuclear magnetic resonance chemical shifts. Nature945

Computational Science, 1–9 (2025)946

[16] Yang, Z., Song, J., Yang, M., Yao, L., Zhang, J., Shi, H., Ji, X., Deng, Y.,947

Wang, X.: Cross-modal retrieval between 13c nmr spectra and structures for948

compound identification using deep contrastive learning. Analytical Chemistry949

93(50), 16947–16955 (2021)950

[17] Sun, H., Xue, X., Liu, X., Hu, H.-Y., Deng, Y., Wang, X.: Cross-modal retrieval951

between 13c nmr spectra and structures based on focused libraries. Analytical952

Chemistry 96(15), 5763–5770 (2024)953

[18] Xu, H., Zhou, Z., Hong, P.: Enhancing peak assignment in 13 c nmr spectroscopy:954

A novel approach using multimodal alignment. In: ICML 2024 Workshop AI for955

Science: Scaling in AI for Scientific Discovery (2024)956

[19] Jin, Y., Wang, J.-J., Xu, F., Ji, X., Gao, Z., Zhang, L., Ke, G., Zhu, R., et al.: Nmr-957

solver: Automated structure elucidation via large-scale spectral matching and958

physics-guided fragment optimization. arXiv preprint arXiv:2509.00640 (2025)959

[20] Alberts, M., Zipoli, F., Vaucher, A.: Learning the language of nmr: structure960

elucidation from nmr spectra using transformer models. In: AI for Accelerated961

Materials Design-NeurIPS 2023 Workshop (2023)962

[21] Alberts, M., Schilter, O., Zipoli, F., Hartrampf, N., Laino, T.: Unraveling molec-963

ular structure: A multimodal spectroscopic dataset for chemistry. Advances in964

Neural Information Processing Systems 37, 125780–125808 (2024)965

[22] Yao, L., Yang, M., Song, J., Yang, Z., Sun, H., Shi, H., Liu, X., Ji, X., Deng,966

Y., Wang, X.: Conditional molecular generation net enables automated structure967

elucidation based on 13c nmr spectra and prior knowledge. Analytical chemistry968

95(12), 5393–5401 (2023)969

[23] Xue, X., Sun, H., Sun, J., Patiny, L., Liu, X., Chen, K., Yan, J., Li, L., Liu, X.,970

Xu, S., et al.: Nmrmind: A transformer-based model enabling the elucidation from971

multidimensional nmr to structures. Analytical Chemistry 97(41), 22603–22614972

(2025)973

[24] Xiong, Z., Zhang, Y., Alauddin, F., Cheng, C.X., An, J.S., Seyedsayamdost, M.R.,974

Zhong, E.D.: Atomic diffusion models for small molecule structure elucidation975

32



from nmr spectra. arXiv preprint arXiv:2512.03127 (2025)976

[25] Chen, H., Huang, Q., Wu, A., Zhang, W., Ye, J., Wu, J., Tan, K., Lu, X., Xu,977

X.: Dise: A diffusion probabilistic model for automatic structure elucidation of978

organic compounds. arXiv preprint arXiv:2510.26231 (2025)979

[26] Yang, Q., Wu, B., Liu, X., Chen, B., Li, W., Long, G., Chen, X., Xiao, M.:980

Diffnmr: diffusion models for nuclear magnetic resonance spectra elucidation.981

Materials Futures 5(1), 015601 (2026)982

[27] Hu, F., Chen, M.S., Rotskoff, G.M., Kanan, M.W., Markland, T.E.: Accurate and983

efficient structure elucidation from routine one-dimensional nmr spectra using984

multitask machine learning. ACS Central Science 10(11), 2162–2170 (2024)985

[28] Hu, F., Tubb, J.M., Argyropoulos, D., Golotvin, S., Elyashberg, M., Rotskoff,986

G.M., Kanan, M.W., Markland, T.E.: Pushing the limits of one-dimensional987

nmr spectroscopy for automated structure elucidation using artificial intelligence.988

arXiv preprint arXiv:2512.18531 (2025)989

[29] Paruzzo, F.M., Hofstetter, A., Musil, F., De, S., Ceriotti, M., Emsley, L.: Chemical990

shifts in molecular solids by machine learning. Nature communications 9(1), 4501991

(2018)992

[30] Guan, Y., Sowndarya, S.S., Gallegos, L.C., John, P.C.S., Paton, R.S.: Real-time993

prediction of 1 h and 13 c chemical shifts with dft accuracy using a 3d graph994

neural network. Chemical Science 12(36), 12012–12026 (2021)995

[31] Zou, Z., Zhang, Y., Liang, L., Wei, M., Leng, J., Jiang, J., Luo, Y., Hu, W.:996

A deep learning model for predicting selected organic molecular spectra. Nature997

Computational Science 3(11), 957–964 (2023)998

[32] Ai, W.-J., Li, J., Cao, D., Liu, S., Yuan, Y.-Y., Li, Y., Tan, G.-S., Xu, K.-P.,999

Yu, X., Kang, F., et al.: A very deep graph convolutional network for 13c nmr1000

chemical shift calculations with density functional theory level performance for1001

structure assignment. Journal of Natural Products 87(4), 743–752 (2024)1002

[33] Yan, W., Lai, X., Chen, Y., Zhang, W., Wu, J., Xu, X.: General framework for1003

geometric deep learning on tensorial properties of molecules and crystals. Journal1004

of the American Chemical Society 147(51), 47044–47056 (2025)1005

[34] Bhadauria, A., Feng, Z., Popescu, M., Paton, R.: Cascade-2.0: Real time1006

prediction of 13c-nmr shifts with sub-ppm accuracy (2025)1007

[35] Wang, J.-J., Jin, Y., Zhi, C.-Y., Liu, Y.-J., Huang, X.-H., Xu, F., Ji, X., Fang,1008

X., Tao, H., E, W., et al.: Nmrexp: A database of 3.3 million experimental nmr1009

spectra. Scientific Data 12(1), 1954 (2025)1010

33



[36] Wang, Q., Zhang, W., Chen, M., Li, X., Xiong, Z., Xiong, J., Fu, Z., Zheng,1011

M.: Nmrextractor: leveraging large language models to construct an experimental1012

nmr database from open-source scientific publications. Chemical Science 16(25),1013

11548–11558 (2025)1014

[37] Shen, S., Xie, J., Yang, Z., Zhang, A., Sun, S., Gao, B., Fu, T., Qi, B., Li,1015

Y.: Molspectllm: A molecular foundation model bridging spectroscopy, molecule1016

elucidation, and 3d structure generation. arXiv preprint arXiv:2509.21861 (2025)1017

[38] Zhou, G., Gao, Z., Ding, Q., Zheng, H., Xu, H., Wei, Z., Zhang, L., Ke, G.:1018

Uni-mol: A universal 3d molecular representation learning framework. In: The1019

Eleventh International Conference on Learning Representations (2023)1020

[39] Lewis, M., Liu, Y., Goyal, N., Ghazvininejad, M., Mohamed, A., Levy, O., Stoy-1021

anov, V., Zettlemoyer, L.: Bart: Denoising sequence-to-sequence pre-training for1022

natural language generation, translation, and comprehension. In: Proceedings of1023

the 58th Annual Meeting of the Association for Computational Linguistics, pp.1024

7871–7880 (2020)1025

[40] McInnes, L., Healy, J., Melville, J.: Umap: Uniform manifold approximation and1026

projection for dimension reduction. arXiv preprint arXiv:1802.03426 (2018)1027

[41] Radford, A., Kim, J.W., Hallacy, C., Ramesh, A., Goh, G., Agarwal, S., Sastry, G.,1028

Askell, A., Mishkin, P., Clark, J., et al.: Learning transferable visual models from1029

natural language supervision. In: International Conference on Machine Learning,1030

pp. 8748–8763 (2021). PmLR1031

[42] Lai, Q., Xu, F., Yao, L., Gao, Z., Liu, S., Wang, H., Lu, S., He, D., Wang,1032

L., Zhang, L., et al.: End-to-end crystal structure prediction from powder x-ray1033

diffraction. Advanced Science 12(8), 2410722 (2025)1034

[43] Li, Q., Jiao, R., Wu, L., Zhu, T., Huang, W., Jin, S., Liu, Y., Weng, H., Chen,1035

X.: Powder diffraction crystal structure determination using generative models.1036

Nature Communications 16(1), 7428 (2025)1037
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