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Abstract
Biological sequence-function relationships are commonly modeled through local sequence similarity,
engineered features, or learned embeddings. Here we evaluate whether admissible transformations can
organize protein fitness landscapes into recursive transport geometry before manifold formation. In this
Phase I study, we analyze GFP ortholog systems and the GB1 fitness landscape using admissibility-
constrained recursive indexing. Across GFP systems, recursive basins preserved phenotype-local
structure without using phenotype labels for basin formation, including ~ 38% node compression, ~ 60%
edge reduction, and near-perfect path preservation in ppluGFP. Transfer-compatible GFP systems
preserved meaningful recursive transfer at low capacity (~ 2–4 dimensions), whereas incompatible
systems required higher capacity and exhibited perturbation-sensitive fragmentation. In GB1, dense
redundant topology supported robust rerouting rather than GFP-like fragmentation, indicating that
transport behavior depends strongly on topology regime. Synthetic topology interventions further
showed causal control within constructed transport graphs: clustering enhancement reduced maximum
edge betweenness from ~ 0.0263 to ~ 0.00005, nearly eliminating bottleneck dominance. Across
analyses, redundancy, rerouting capacity, bottleneck concentration, and spectral cohesion predicted
robust, transitional, and fragmentation-sensitive phase regions. These results support a predictive and
intervention-capable recursive transport-topology framework for biological organization and suggest
that pre-manifold constraint-consistent indexing can induce measurable, compressible, and manipulable
transport structure with relevance to biological modeling and artificial representation learning.

Introduction
Protein fitness landscapes are often represented through raw sequence similarity, engineered features,
learned embeddings, or supervised models trained directly on measured phenotypes. These approaches
are powerful, but they often ask downstream optimization to discover which transitions are lawful, which
neighborhoods are biologically meaningful, and which pathways preserve function.

Recursive Indexing (RIX) starts from a different premise: useful geometry may be downstream of
indexing. Instead of treating biological variants as unconstrained symbols, RIX reorganizes them into
constraint-consistent transport neighborhoods before manifold learning or prediction. The central
question of Phase I is whether admissibility-constrained organization produces measurable
compression, phenotype locality, transfer sensitivity, perturbation robustness, and topology-defined
phase behavior.

More generally, RIX treats representation quality as an operational alignment problem: a representation
is useful to the extent that it preserves the relevant properties, links, constraints, and admissible
transformations of the system being represented. From this perspective, indexing is not a neutral
labeling step. It is the first representational act that determines which relationships remain visible, which
transitions remain lawful, and which geometry downstream learning systems are asked to recover.
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This framing creates a bridge to artificial intelligence. If valid transformations shape representations
before embedding, learning systems may benefit from pre-manifold structure rather than relying entirely
on scale and optimization to recover relational organization after the fact. Protein landscapes provide a
tractable empirical setting because constraints, phenotypes, transfer regimes, and perturbations can be
measured.

Primary contributions
Define recursive admissibility organization as a pre-manifold indexing layer that transforms raw
sequence variation into constrained transport topology.

Show that admissibility-constrained organization preserves navigability and phenotype locality
without using phenotype labels to form recursive basins.

Separate local recursive organization from cross-system transfer alignment, showing that internally
organized systems can still be externally misaligned.

Identify global recursive transport geometry, rather than local similarity alone, as the layer most
associated with transfer compatibility.

Introduce topology variables - redundancy, rerouting capacity, bottleneck dominance, and spectral
cohesion - that predict and causally influence perturbation behavior in constructed transport graphs.

Map robust, transitional, and fragmentation-sensitive transport phase regions with implications for
representation learning.

Methods Overview
Phase I used graph-based recursive transport analyses across three classes of systems: toy non-
biological domains, GFP ortholog fitness landscapes, and the GB1 combinatorial protein fitness
landscape. The goal was not to maximize predictive leaderboard performance, but to test whether
admissibility-constrained indexing produces measurable organization before downstream manifold
learning.

Raw variants were represented as graph nodes. Edges encoded local accessibility or admissible
transitions. In the biological analyses, admissibility was operationalized using mutation position and
amino-acid compatibility structure. The simplest recursive basin rule grouped variants by mutation
position plus coarse biochemical class, creating an unsupervised pre-manifold organization layer.
Phenotype labels were not used to construct these basins.

Operationally, recursive indexing is defined here as the repeated use of preserved admissibility structure
to organize, compress, and evaluate higher-order transport geometry. In the protein analyses below,
preserved structure corresponds to admissible sequence-function neighborhoods; recursive
compression turns those neighborhoods into higher-order transport basins that can be tested for
navigability, phenotype locality, transfer alignment, and perturbation robustness.
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Operational definitions

Term Operational meaning in Phase I

Admissible transition An edge permitted by a predefined compatibility rule, such as mutation
position plus amino-acid class or local sequence accessibility.

Recursive basin A contracted group of variants sharing admissible local structure; in the
GFP analyses, the primary rule was mutation position plus coarse amino-
acid class.

Recursive transport
geometry

The graph geometry induced after admissible transitions and recursive
basins define pathways for traversal, compression, perturbation, or transfer.

Transfer retention A source-frozen recursive traversal metric interpreted relative to shuffled,
flattened, and incompatible-regime controls rather than as absolute
prediction accuracy.

Recursive capacity
threshold

The estimated minimum recursive representational capacity required to
preserve a target transfer or phenotype-continuity signal.

Bottleneck
dominance

Concentration of transport flow through limited pathways, measured here
primarily by maximum edge betweenness.

Spectral cohesion A global connectivity/stability proxy measured by graph spectral gap.

Fragmentation-
sensitive regime

A topology regime in which perturbation reduces connectivity, spectral
cohesion, or transport continuity.

Analysis workflow and controls
The analysis workflow had five steps: construct admissible transport graphs; recursively compress
compatible neighborhoods into basins; measure preservation of navigability, phenotype locality, and
transfer; perturb or ablate graph structure; and map topology-defined robustness, bottleneck, and phase
behavior. This workflow allowed local organization, global transport alignment, and perturbation
robustness to be evaluated separately.

Primary metrics included path fidelity, path ranking, compression retention, within-basin phenotype
dispersion, recursive transfer capacity thresholds, geodesic distortion, simplified Forman-style graph
curvature, edge betweenness, spectral gap, perturbation drift, and phase-region assignment.
Randomized controls included matched basin shuffles, topology perturbations, phenotype shuffles,
neighborhood disruption, hierarchy flattening, and synthetic topology interventions. Reproducibility
materials report node/edge counts, random-control counts, fixed seeds, and available confidence
intervals or empirical permutation summaries for the main numerical claims.

Methods summary table
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Analysis Graph nodes Edge / topology
rule

Controls Primary metrics

Toy domains 3x3 navigation
graphs and
symbolic
correction
systems

Legal transitions
or lawful
correction
transitions

Matched random
edges, random
coarsening

Path fidelity,
ranking,
compression
retention

GFP
compression

Observed GFP
variants plus
reference state

Mutation-position
and amino-acid-
class
admissibility

Randomized
recursive basins
and phenotype
shuffles

Compression,
path distortion,
phenotype
dispersion

GFP transfer Ortholog
recursive graphs

Source-frozen
recursive traversal
geometry

Neighborhood
shuffles, hierarchy
flattening,
phenotype
randomization

Transfer
retention,
geodesic
distortion,
hierarchy benefit

GB1 regime
analysis

GB1
combinatorial
variants

Local sequence
accessibility with
recursive
admissibility
compression

Perturbation
sweeps and
randomized
controls

Connectivity,
phenotype drift,
curvature
variance

Synthetic
topology

Constructed
sparse and dense
transport graphs

Controlled
changes to
redundancy,
clustering, and
bottleneck
pressure

Baseline vs
modified topology

Edge
betweenness,
spectral gap,
phase region

Causal-language guardrail: Synthetic interventions are causal with respect to constructed transport
topology. They should not yet be interpreted as direct experimental perturbations of protein function,
evolution, or cellular biology.

Results

Phase I progression
The Phase I program progressed from validating constraint-consistent indexing to a predictive and
causal transport-topology framework. The key transition was from asking whether lawful indexing is
measurable to asking whether transport behavior can be predicted and manipulated from topology.
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Phase Milestones Core discovery

Recursive indexing
validity

2–3 Admissibility-constrained recursive geometry forms
measurable biological organization

Transfer geometry 4–6 Global transport geometry governs transfer compatibility

Compression and
efficiency

7 Compatible systems preserve transfer under extreme
recursive compression

Fragmentation
boundaries

8 Transport collapse occurs through measurable
fragmentation transitions

Comparative regimes 9 Transport behavior depends on topology regime

Predictive and causal
topology

10 Transport behavior is predictive, causal, and phase-
boundary organized

This Phase I study moves from lawful indexing and recursive biological compression to transfer geometry,
fragmentation boundaries, comparative regimes, causal topology intervention, and measurable phase
regions.

Admissibility-constrained recursion preserves navigability and
phenotype locality
Early benchmarks established that lawful indexing was computable and ablatable: legal-transition
indexC preserved path structure better than matched random controls, and meaningful recursive
coarsening retained more relational structure than random coarsening. The main text uses this result as
a non-biological proof-of-concept; full toy-domain controls belong in Supplementary Note 1.

The first biological test extended the same principle to GFP ortholog landscapes. In ppluGFP,
admissibility filtering reduced edges while preserving full connectivity, and recursive compression
preserved near-perfect path structure. Across GFP systems, recursive basins preserved substantially
lower phenotype dispersion than randomized basins even though phenotype labels were not used to
construct the basins.

In the statistical-lock analysis, RIX basins were compared against 50 matched randomized recursive
basin controls for each of ppluGFP and amacGFP. ppluGFP RIX basins had mean within-basin phenotype
standard deviation 1144.1 versus randomized means of 2568–2571 (~ 55% reduction; z-like effect = 
17.24), while amacGFP RIX basins had 883.2 versus 1787–1791 (~ 50% reduction; z-like effect = 16.42).
Because 50 randomized controls were used, the minimum empirical one-sided p-value is approximately
1/51 = 0.0196 when no random control matches or exceeds the RIX result.

Key compression result: recursive admissibility achieved ~38% node compression and ~60% edge
reduction in ppluGFP while preserving connectivity, navigability, and phenotype-local structure.
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Admissibility-constrained recursive basins preserve substantially lower within-basin phenotype dispersion
than matched randomized recursive basins. In the statistical-lock analysis, ppluGFP RIX basins had mean
within-basin phenotype standard deviation 1144.1 versus randomized means of 2568–2571, while
amacGFP RIX basins had 883.2 versus 1787–1791. Phenotype labels were not used to construct recursive
basins, indicating that phenotype-local organization emerged from admissibility-constrained structure
rather than phenotype supervision.

System / analysis Main quantitative signal Main interpretation

ppluGFP
compression

~ 38% node compression; ~60% edge
reduction; mean path distortion ~ 0.997

Redundancy removed without loss
of navigability

ppluGFP
phenotype locality

RIX std 1144.1 vs random 2568–2571;
~55% reduction; z-like effect 17.24; n = 
50 controls

Phenotype locality emerged without
phenotype-supervised basin
formation

amacGFP
phenotype locality

RIX std 883.2 vs random 1787–1791;
~50% reduction; z-like effect 16.42; n = 
50 controls

Same admissibility rule preserved
phenotype locality across ortholog
systems

Global recursive transport geometry governs transfer compatibility
GFP ortholog analyses separated local organization from transferable alignment. Local basin structure
could remain strong even when transfer failed; compatibility was associated instead with preserved
global traversal geometry and phenotype-weighted geodesic organization.

Transfer retention is reported on the source-frozen recursive traversal metric; values are interpreted
relative to matched shuffled, flattened, and incompatible-regime controls rather than as absolute
prediction accuracy.

We define Recursive Transfer Capacity Threshold (RTCT) as the minimum recursive representational
capacity required to preserve a specified transfer signal. Systems requiring low RTCT preserve transport
organization efficiently, whereas systems requiring high RTCT require increasing representational
complexity to maintain transfer performance. RTCT therefore acts as an operational measure of
recursive transport coherence.

Compatible GFP systems maintain meaningful transfer performance at low recursive capacity, whereas
incompatible systems require substantially greater capacity and exhibit transfer collapse. Intermediate
systems occupy a transitional regime.

Recursive transport behavior separates into coherent, rerouting, transitional, and fragmented phase regions.
Fragmentation boundaries emerge as a function of recursive capacity and perturbation pressure.

Together, these capacity and fragmentation analyses indicate that recursive transfer failure is not simply
a loss of local organization, but a transition into a higher-capacity, perturbation-sensitive transport
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regime.

Notably, compatible GFP systems occupy the coherent-to-transitional region at low recursive capacity,
whereas incompatible systems move rapidly into fragmented regions as perturbation increases.

Comparative transport regimes: GFP vs GB1
Unlike the GFP ortholog systems, the GB1 fitness landscape did not exhibit fragmentation under
recursive perturbation. Instead, transport remained robust across recursive compression levels,
indicating that recursive organization can be preserved through alternative admissible pathways when
sufficient topological redundancy is present.

Recursive compression reduced graph complexity substantially while preserving navigable structure.
Node count decreased from 5,000 variants in the admissible graph to 889 compressed representatives,
while edge count decreased from 45,512 to 16,714, corresponding to an 82.2% reduction in nodes and a
63.3% reduction in edges. Despite this compression, phenotype locality remained preserved. Mean
within-basin phenotype standard deviation was 0.104 for recursive basins compared with 0.146 for
random controls, corresponding to a 28.6% improvement in phenotype locality.

Recursive compression of the GB1 admissible graph reduced node count from 5,000 variants to 889
compressed representatives and edge count from 45,512 to 16,714, corresponding to 82.2% node reduction
and 63.3% edge reduction. Despite this compression, recursive basins preserved phenotype locality relative
to randomized controls.

Transport robustness was similarly preserved under perturbation. Mean phenotype drift remained nearly
constant across recursive perturbation levels, varying only between 0.148 and 0.153. At the same time,
curvature variance decreased from 716 in the unperturbed system to 33 under maximal perturbation,
suggesting that recursive transport reorganized into smoother alternative pathways rather than
collapsing into disconnected regions.

The resulting transport regime differs qualitatively from the fragmentation behavior observed in
incompatible GFP transfers. Whereas incompatible GFP systems exhibited recursive transfer collapse
under recursive capacity inflation and perturbation, GB1 maintained coherent transport despite
substantial recursive perturbation. Comparative regime analysis therefore identifies two distinct classes
of recursive topology: fragmentation-sensitive systems, in which admissible transport depends on a
small number of critical pathways, and redundancy-supported systems, in which transport can be
rerouted through multiple alternative admissible trajectories.

Additional evidence for redundancy-supported transport emerged from clustering interventions. In
sparse structured topologies, maximum edge betweenness decreased from 0.0263 to 0.000052
following cluster enhancement, representing a greater than 500-fold reduction in bottleneck
concentration. Spectral cohesion increased systematically across transport phases, with mean spectral
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gap rising from 0.003 in fragmentation-sensitive systems to 0.136 in transitional systems and 0.274 in
robust systems. Together, these results suggest that recursive transport robustness is governed not
simply by local admissibility, but by the availability of redundant admissible routes capable of sustaining
coherent traversal under perturbation.

The contrast between GB1 and GFP highlights a central conclusion of the framework: recursive transport
behavior depends not only on admissible local structure but also on global topological organization.
Dense redundant systems support transport rerouting and robustness under perturbation, whereas
sparse bottleneck-dominated systems are more susceptible to fragmentation and transfer collapse.
Recursive transport topology therefore provides a mechanistic framework for understanding how
biological systems balance compression, robustness, and evolvability across distinct fitness
landscapes.

System Transport
regime

Perturbation
behavior

Mechanistic interpretation

GFP
orthologs

Sparse
structured

Fragmentation-
sensitive

Bottleneck-dominated, low rerouting
capacity

GB1 Dense
redundant

Perturbation-robust Distributed redundancy, high rerouting
capacity

Unlike GFP-compatible transport systems, GB1 remains connected under perturbation and exhibits stable
phenotype drift despite progressive recursive constraint disruption.

GFP-compatible and GB1 systems occupy distinct transport regimes. GFP exhibits fragmentation-sensitive
behavior whereas GB1 exhibits perturbation robustness through redundant transport pathways.

Predictive and causal transport topology
Milestone 10 moved from description to prediction and intervention. Redundancy, rerouting capacity,
bottleneck concentration, and spectral cohesion separated robust GB1-like transport from
fragmentation-sensitive GFP-like transport before perturbation outcomes were considered.

Importantly, phase assignment could be predicted from redundancy and spectral cohesion prior to
perturbation outcomes, indicating that transport behavior is forecastable from topology alone.

Synthetic clustering interventions dramatically reduce bottleneck concentration, demonstrating causal
control over transport topology through rerouting enhancement.

Spectral cohesion cleanly separates fragmentation-sensitive, transitional, and robust transport regimes,
indicating that global connectivity structure predicts transport stability.

Transport systems occupy distinct phase regions defined by redundancy and bottleneck pressure.
Increasing redundancy systematically shifts systems toward robust transport behavior.
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Phase mapping further separated systems into robust, transitional, and fragmentation-sensitive regions.
Redundancy 2 behaved as fragmentation-sensitive, redundancy 4 as transitional, and redundancy 6–12
as increasingly robust. Spectral cohesion separated the same phase structure, suggesting that global
graph cohesion tracks transport stability.

Discussion
The analysis supports the hypothesis that admissibility-constrained recursive transport structure can act
as an organizing layer in protein sequence-function landscapes. Rather than depending primarily on local
sequence similarity or post-hoc statistical optimization, admissible transformations can be recursively
structured into coherent transport geometry prior to manifold formation. The resulting geometry is
measurable, compressible, predictive within the tested graph-transport analyses, manipulable within
constructed topology space, and organized into distinct topological phase regions.

A central contribution of this work is the separation of three frequently conflated layers: local similarity,
local admissibility, and global recursive transport organization. Local admissible neighborhoods can
generate internally coherent, phenotype-local basins even in transfer-incompatible systems. However,
successful cross-system transfer requires coherent global traversal geometry across recursive
coordinate systems. This distinction explains why systems that appear well organized locally can still
fail to transfer: their recursive transport coordinates may be globally misaligned.

A second major finding is that robustness is strongly topological. Both GFP orthologs and GB1 exhibit
recursive admissibility organization, yet they occupy sharply different transport regimes. Sparse,
bottleneck-dominated systems are fragmentation-sensitive and perturbation-prone. Dense, redundant
systems support effective rerouting and maintain global stability under stress. These differences are
predictable from topology variables — redundancy, rerouting capacity, bottleneck concentration, and
spectral cohesion — and can be altered through targeted synthetic interventions in constructed transport
graphs. Most notably, increasing local rerouting capacity via clustering reduced maximum edge
betweenness by nearly three orders of magnitude, demonstrating topology-level control over transport
fragility.

Current self-supervised approaches such as LeJEPA seek stable and identifiable representations through
alignment objectives, predictive structure, and distributional constraints. RIX addresses a
complementary question: whether representational stability can also emerge from recursively conserved
admissibility structure before manifold formation. In this sense, RIX is not proposed as a replacement
for statistical representation learning, but as a candidate upstream organizational layer that may reduce
the burden placed on downstream optimization.

Unlike protein language models, which learn representations from large-scale sequence statistics, or
graph neural networks, which learn over a fixed graph structure, RIX focuses on constructing recursive
transport geometry prior to representation learning. The framework is therefore complementary rather
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than competitive: it proposes a pre-manifold structural prior that could potentially augment existing
representation-learning architectures.

For biology, this framework provides a testable mechanistic lens on phenotype locality, ortholog
compatibility, and evolutionary robustness. It suggests that biological systems may differ not only in
local admissible structure, but also in the global topology of allowable transport. Dense, redundant
landscapes may preserve function through rerouting, whereas sparse bottleneck-dominated landscapes
may be more vulnerable to fragmentation and transfer collapse. This distinction may help explain why
some protein systems remain robust under perturbation while others require higher representational
capacity to preserve coherent traversal.

For artificial intelligence, the implications are architectural. Most current representation-learning
pipelines begin with raw symbolic indices and delegate relational structure discovery to large-scale
optimization. The RIX results motivate a different approach: construct or learn constraint-consistent
recursive transport structure upstream of the primary learner. Such pre-manifold organization may
improve transfer, sample efficiency, robustness, and interpretability in domains where not all transitions
are valid and local similarity alone is insufficient.

Phase I does not claim that recursive transport topology explains all biological organization, nor that RIX
supersedes existing methods. It provides evidence that pre-manifold constraint-consistent indexing is a
computationally meaningful and architecturally consequential primitive. The framework now offers a
foundation for broader empirical validation, controlled benchmark comparison, and practical
implementation in biological modeling and artificial representation systems.

Scope, Limitations, and Falsifiability
Phase I does not claim universal biological generalization, closed-form transport laws, comprehensive
biological prediction, AGI, or universal physics. It establishes a predictive and intervention-capable
transport-topology framework that requires external replication and benchmark comparison.

Early GFP analyses emphasize observed single-mutant graphs for interpretability and should be
extended to broader combinatorial regimes.

Initial admissibility rules use coarse amino-acid classes; future work should test BLOSUM-informed,
structural, energetic, and evolutionary constraints.

Some randomized-control analyses used limited random-control counts; external submission should
use larger fixed-seed control suites.

Curvature analyses use simplified Forman-style graph curvature; alternative transport curvature
metrics should be compared.

Synthetic perturbations and topology interventions probe transport structure but should not yet be
interpreted as direct evolutionary dynamics.
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The framework requires controlled comparisons against GNNs, hierarchical graph methods, protein
language models, and topology-preserving nulls.

The hypothesis is weakened if constraint-consistent indexing fails against matched topology controls, if
recursive compression fails to preserve phenotype locality beyond randomized basins, if global transport
geometry does not predict transfer compatibility across expanded systems, or if topology interventions
fail to reproduce predicted changes under external replication.

Reproducibility and Benchmark Roadmap
The accompanying repository supports reproduction of the locked Phase I claims. Future work will
extend this reproducibility package into a broader benchmark suite for evaluating recursive transport-
topology methods against standard graph and protein-representation baselines.

Planned benchmark extensions include controlled comparisons against GCN, GAT, GIN, GraphSAGE,
DiffPool, MinCutPool, HARP, ESM-2/ESM-3, and topology-preserving random controls. Evaluation will
focus on ortholog transfer, sparse-label prediction, perturbation robustness, recursive compression
efficiency, and topology-aware generalization.

This benchmark roadmap is intended to separate three questions: whether admissibility-constrained
indexing preserves phenotype-local structure, whether recursive transport geometry improves transfer
robustness, and whether topology-aware pre-manifold organization provides useful inductive bias for
downstream biological and AI representation models.

Conclusion
This Phase I study supports the conclusion that admissibility-constrained recursive transport structure
can induce measurable, compressible, and predictive organization in biological sequence-function
landscapes, with topology-level manipulability demonstrated within constructed graph-topology
analyses. Across GFP orthologs and GB1, compatible or redundant systems preserved compact, stable
transport, while bottleneck-sensitive systems exhibited fragmentation, recursive capacity inflation, and
perturbation-sensitive collapse.

For biology, this provides a testable graph-transport lens on phenotype locality, transfer compatibility,
and perturbation robustness. For AI, it suggests a concrete architectural hypothesis: more broadly, the
results suggest that representation geometry may emerge not only from optimization and scale, but also
from the lawful organization of admissible transformations before learning begins.
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Figure 1

Unified theory progression

This Phase I study moves from lawful indexing and recursive biological compression to transfer geometry,
fragmentation boundaries, comparative regimes, causal topology intervention, and measurable phase
regions.
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Figure 2

Recursive GFP compression preserves navigability and phenotype-local basin structure

Admissibility-constrained recursive basins preserve substantially lower within-basin phenotype dispersion
than matched randomized recursive basins. In the statistical-lock analysis, ppluGFP RIX basins had mean
within-basin phenotype standard deviation 1144.1 versus randomized means of 2568–2571, while
amacGFP RIX basins had 883.2 versus 1787–1791. Phenotype labels were not used to construct recursive
basins, indicating that phenotype-local organization emerged from admissibility-constrained structure
rather than phenotype supervision.
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Figure 3

Recursive Transfer Capacity Threshold Curves
Compatible GFP systems maintain meaningful transfer performance at low recursive capacity, whereas
incompatible systems require substantially greater capacity and exhibit transfer collapse. Intermediate
systems occupy a transitional regime.

Page 17/24



Figure 4

Recursive Transport Fragmentation Boundaries and Phase Regions
Recursive transport behavior separates into coherent, rerouting, transitional, and fragmented phase regions.
Fragmentation boundaries emerge as a function of recursive capacity and perturbation pressure.
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Figure 5

GB1 recursive compression preserves navigable topology
Recursive compression of the GB1 admissible graph reduced node count from 5,000 variants to 889
compressed representatives and edge count from 45,512 to 16,714, corresponding to 82.2% node reduction
and 63.3% edge reduction. Despite this compression, recursive basins preserved phenotype locality relative
to randomized controls.
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Figure 6

GB1 Robustness Profile
Unlike GFP-compatible transport systems, GB1 remains connected under perturbation and exhibits stable
phenotype drift despite progressive recursive constraint disruption.
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Figure 7

Comparative Transport Regimes
GFP-compatible and GB1 systems occupy distinct transport regimes. GFP exhibits fragmentation-sensitive
behavior whereas GB1 exhibits perturbation robustness through redundant transport pathways.
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Figure 8

Clustering Enhancement Eliminates Bottleneck-Dominated Transport
Synthetic clustering interventions dramatically reduce bottleneck concentration, demonstrating causal
control over transport topology through rerouting enhancement.
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Figure 9

Spectral Cohesion Separates Transport Phases
Spectral cohesion cleanly separates fragmentation-sensitive, transitional, and robust transport regimes,
indicating that global connectivity structure predicts transport stability.
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Figure 10

Recursive Transport Phase Map
Transport systems occupy distinct phase regions defined by redundancy and bottleneck pressure.
Increasing redundancy systematically shifts systems toward robust transport behavior.
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