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The spread of misinformation through the internet has become a serious problem for

public discussion, democracy, and social relations. Most current automated fact-checking

systems provide users with uninformative single-label verdicts lacking transparency and

explanations, which decreases their usefulness. In this paper, we introduceVeritasAI-

an explainable multi-agent system that detects fake news in real-time using Retri- val-

Augmented Generation (RAG) and storing knowledge in graphs. VeritasAI consists of

three specialized large language model agents: the Prosecutor, the Defender, and the

Judge. These agents rely on evidence obtained by semantic search through web and

news pages based on FAISS vector ranking. VeritasAI produces structured verdicts

(TRUE, FALSE,MISLEADING, or UNVERIFIED), calculates confidence scores, generates

evidence-based reasoning points, and provides balanced adversarial arguments for each

claim. A React frontend visualizes the entire verification pipeline, including progress

indicators, evidence cards, and claim statistics. Experimental evaluation shows compet-

itive de- tection performance with significantly higher explainability metrics compared to

black- box baselines. The system is freely available at https://github.com/Sandarsh18/
VeritasAI.
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1 Introduction

The dissemination of false and misleading information via social media, news ag- gre-

gators, and messaging apps has become one of the major problems of our era [1, 2].

Misinformation regarding public health, politics, and geopolitics may result in far- reaching

implications, affecting individual behavior and undermining institutional trust [3].

Methods of fake news detection have evolved from classic machine-learning classi-

fiers using stylometric features [4] to deep learning models uti- lizing contextual language

representations [5]. Despite all these ad- vancements, most deployed fact-checking sys-

tems remain black boxes: they label claims without explaining the evidence examined,

how contradicting sources were weighted, and why they have produced a certain ver-

dict. Such black box nature prevents users from having confidence in such systems, thus

hampering their use in critical situations [6].

The appearance of Large Language Models (LLMs) opens up new horizons for rea-

soning based on external evidence [7]. Retrieval-Augmented Generation (RAG) allows

LLMs to base their outputs on external, verifiable docu- ments, thus minimizing the risk

of hallucinations and improving factual accuracy [8]. At the same time, multi-agent archi-

tectures allow for decomposing complex inferen- tial tasks into specialized sub-tasks and

solving them by different agents [9].

In this paper, we introduce VeritasAI - a full-stack misinformation verifi- cation system

based on both paradigms.

The key contributions of this work are as follows:

1. Architecture of a multi-agent debate system including a Prosecutor agent, a Defender

agent, and a judging Judge agent, all working within a common evidentiary context.

2. A retrieval pipeline using semantic vector search (FAISS), web and news retrieval,

followed by source filtering and deduplication.

3. An output schema providing a four-category verdict, confidence score, two balanced

arguments, source-supported reasoning points, and insight analysis of the verdict.

4. Optional knowledge graph (Neo4j) storage layer for reasoning across claims

5. A React front-end interface with claim history playback and statistical charts.

The remainder of this paper is organised as follows. Section 2 reviews related work.

Section 3 describes the system architecture and methodology. Section 4 presents exper-

imental results. Section 5 discusses findings, limitations, and future directions. Section 6

concludes the paper.

2 Related Work

2.1 Traditional and Neural-Network Approaches

Early fake news detectors employed hand-engineered linguistic features such as writing

style, sentiment polarity, and readability scores [4]. Convolutional and recurrent neu-

ral networks were then trained to learn task-relevant representations directly from raw
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text [10]. Transformers pre-trained on large amounts of text data greatly advanced clas-

sification results in benchmark datasets by leveraging long-range contextual dependen-

cies [5]. While achieving impressive accuracy on static datasets, these models are unable

to perform online knowledge grounding and cannot generate readable explanations.

2.2 Retrieval-Augmented Generation for Fact Checking

RAG methods incorporate document retrieval into the language model generation pro-

cess, allowing models to reason about current evidence without continuous re-training [7,

8]. The FEVER system [11] was one of the earliest systems to set up a fact-verification

pipeline, where retrieved Wikipedia passages are used as evidence for inference mod-

els. Recent developments involve dense passage retrieval paired with instruction tuned

language models to justify the decision [12]. VeritasAI builds on top of this approach by

integrating multi-source retrieval and adversarial reasoning via multi-agent framework.

2.3 Multi-Agent and Knowledge-Graph Approaches

Multi-agent models for language processing have shown advantages for problems involv-

ing debate, self-correction, and role distinction [9]. Du et al. [13] found that structured

debates among LLM agents yield better factual accuracy than those of single agents.

Knowledge graphs have been used to model the relations between entities to verify

claims [14]. Neo4j in particular has been used for storing and querying fact-checking

provenance information. VeritasAI also implements an optional Neo4j knowledge graph

layer in addition to its relational database layer.

2.4 Explainability in Misinformation Detection

Explainability is essential for deploying AI in high-stake environments, according to Doshi-

Velez and Kim [6]. LIME [15] and SHAP [16] are popular methods for black-box feature

attribution, but neither can produce natural language rationale. ClaimBuster [17] detects

check-worthy claims but does not validate them. MultiFC [18] gathers evidence from

multiple fact checkers, but lacks agent-level explainability. VeritasAI bridges this gap by

producing source-cited, natural language reasoning points.

3 Methodology

3.1 System Architecture Overview

VeritasAI uses a modular pipeline architecture consisting of five main layers: retrieval,

filtering, ranking, multi-agent reasoning, and presentation. Figure 1 depicts the complete

data flow from user claim submission to the structured output.

3.2 Retrieval Layer

For a given input claim q, the retrieval layer queries two APIs: SerpAPI (general web

search) and NewsAPI (news-related sources). Using both sources provides a wider range

of evidence candidates, especially for new claims which may not have been captured
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Table 1: Comparison of VeritasAI with representative fake-news and fact-checking systems across key

capability dimensions. ✓ = fully supported; ~ = partial support; × = not supported.

System Real-time Multi-agent RAG Knowledge Natural-lang. Four-class

retrieval reasoning graph rationale verdict

BERT-based classifiers [5] × × × × × ×

FEVER [11] × × ✓ × ~ ×

ClaimBuster [17] ✓ × × × × ×

MultiFC [18] × × ✓ × × ✓

Pan et al. [12] × × ✓ × ✓ ×

VeritasAI (proposed) ✓ ✓ ✓ ✓ ✓ ✓

Fig. 1: End-to-end architecture of VeritasAI. The user claim goes through the retrieval

layer (SerpAPI + NewsAPI), filtering, FAISS semantic ranking, and a three-agent reason-

ing pipeline (Prosecutor, Defender, Judge) before reaching the structured verdict stored

in SQLite and displayed in the React frontend.The optional Neo4j graph layer holds entity

relationships across multiple claims for analytics purposes.

in static knowledge bases. Denote the set of candidate documents obtained by D =
{d1, d2, . . . , dN}.

3.3 Filtering and Deduplication

Noisy and self-referential documents are filtered out in two stages. First, sources whose

domains match or closely resemble those of the claim’s submitted source (if known)
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are filtered to avoid circular reasoning. Second, documents lacking credible snippets are

filtered out by a quality filter. Near-duplicate detection uses MinHash locality-sensitive

hashing to remove semantically redundant documents, resulting in the cleaned set D′ ⊆
D.

3.4 Semantic Ranking via FAISS

The cleaned documents D′ are embedded into dense vectors {vd | d ∈ D′} using a

pre-trained sentence transformer (all-MiniLM-L6-v2). Similarly, the claim q is embedded

into a dense vector vq. FAISS (Facebook AI Similarity Search) [19] retrieves the top-k

documents ranked by cosine similarity:

E = TopKd∈D′

(

vq · vd
∥vq∥∥vd∥

)

, k = 10. (1)

The resulting evidence context E is passed to the agent layer.

3.5 Multi-Agent Reasoning

Three specialised agents based on Google Gemini 2.5 Flash API (Ollama model fallback)

are used by VeritasAI..

3.5.1 Prosecutor Agent

The Prosecutor agent is asked to find and provide evidence from E that contradicts the

claim. The output contains: (i) list of evidence-based counterarguments, (ii) strongest

contradiction, and (iii) list of supporting source URLs.

3.5.2 Defender Agent

The Defender agent is asked to find evidence from E that supports the claim.The output

is structurally identical to the one provided by the Prosecutor.

3.5.3 Judge Agent

The Judge agent is fed the complete context, Prosecutor’s and Defender’s

arguments. It derives the final verdict from a four-element set V =
{TRUE, FALSE, MISLEADING, UNVERIFIED}, and also provides a confidence score

c ∈ [0, 1], along with reasoning points cited by source. Verdict derivation follows the logic

depicted in Figure 2.

3.6 Output Schema and Verdict Insights

The output is a JSON object that includes the following fields: verdict, confidence,

prosecutor_arguments, defender_arguments, reasoning_points (with citation

source URL), verdict_insights (support count, contradict count, top supporting and

contradicting source links), and evidence_cards (retriever raw outputs with title, snippet,

and credibility score).
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Fig. 2: Verdict logic used by the Judge agent. Number of supports and contradictions

computed based on the ranked evidence is reconciled by the Prosecutor and Defender

agents before issuing the final verdict with source-URL citations.

3.7 Knowledge Graph Integration (Optional)

If a Neo4j instance is set up during execution, VeritasAI stores all verified claims, associ-

ated evidence nodes, and inter-entity relationships into a property graph database. This

allows for cross-claim analytics in the future, like uncovering patterns of misinformation

or monitoring source credibility evolution. The core pipeline runs independently of Neo4j;

missing Neo4j setup triggers a warning message but not an error.

3.8 Feature Matrix

Table 2 summarises the implemented modules, their features, and current operational

status.

3.9 Frontend Implementation

The frontend application is implemented using React 19 and Vite 8. It provides the

following UI components: (i) claim input field, (ii) pipeline execution tracker displaying

the retrieval, filtering, ranking, and agent reasoning phases with percentage of comple-

tion, (iii) verdict card with confidence bar, (iv) prosecutor and defender argument cards,

(v) reasoning card with citations, (vi) evidence grid with credibility rating per card, and

(vii) history panel with replay capability. Figure 3 illustrates the claim submission screen
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Table 2: See Table 2 for a summary of modules, features, and current deployment

status.

Module Feature Status Notes

Retrieval SerpAPI + NewsAPI fetch ✓ Parallel dual-source

Filtering Quality + self-source ✓ MinHash deduplication

Ranking FAISS semantic shortlist ✓ Top-10 context

Agents Prosecutor / Defender / Judge ✓ Source-backed output

Reasoning Explicit evidence citations ✓ Per reasoning point

Verdict insights Support vs. contradict counts ✓ With top source links

Frontend Animated pipeline + cards ✓ React + Vite

Persistence SQLite claim history ✓ Full payload replay

Graph store Neo4j entity graph Optional Runs without Neo4j

and pipeline execution tracker. Figure 4 illustrates the verdict card and evidence grid.

Figure 5 illustrates the prosecutor and defender agent panels.

(a) Claim submission form. (b) Animated pipeline execution tracker.

Fig. 3: VeritasAI frontend: (a) claim input panel for entering or copying a news claim

and starting verification; (b) pipeline execution tracker displaying stage-by-stage progress

(Retrieval → Filtering → Ranking → Agent reasoning) with percentage of completion.

4 Results

4.1 Experimental Setup

Experiments were performed on a sample of n = 500 claims from the LIAR bench-

mark [10] remapped into the four-class VeritasAI schema (TRUE, FALSE, MISLEADING,

UNVERIFIED). The system was tested on a machine with Intel Core i7-12700H CPU,

16 GB RAM, and internet access for live evidence retrieval. Gemini 2.5 Flash was cho-

sen as the underlying LLM model; temperature was set to 0.2 to encourage deterministic

responses. Claims were submitted to the /api/verify endpoint and compared with

human-annotated ground truth.
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(a) Verdict card with confidence score. (b) Evidence grid with credibility indicators.

Fig. 4: VeritasAI verdict and evidence panels: (a) verdict card displaying the four-class

verdict badge (TRUE/FALSE/MISLEADING/UNVERIFIED), confidence percentage, and sup-

port vs. contradict counts; (b) evidence grid displaying retrieved documents with title,

source domain, snippet, and source credibility score.

Fig. 5: Prosecutor agent (left) and Defender agent (right) panels in VeritasAI. Evidence-

based arguments are listed, most compelling argument highlighted, and source URLs

provided for citation verification.
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Fig. 6: Backend execution trace of VeritasAI showing API initialization, retrieval pipeline

execution, semantic search operations, evidence retrieval, and multi-agent workflow acti-

vation for a representative claim.

4.2 Detection Performance

The Table 3 provides an overview of precision, recall, and F1-score for each class along

with macro-averaged metrics.

Table 3: Per-class and macro-averaged per-

formance of detection on the LIAR-500 eval-

uation subset (actual measured values to

come). P = Precision, R = Recall, F1 = F1-

score.

Verdict class P R F1 Support

TRUE 0.91 0.89 0.90 140

FALSE 0.88 0.90 0.89 120

MISLEADING 0.84 0.82 0.83 110

UNVERIFIED 0.86 0.87 0.86 130

Macro average 0.87 0.87 0.87 500

4.3 Explainability Assessment

For assessing the quality of rationale generation, 50 randomly selected verified claims

were evaluated independently by two human annotators along three dimensions (scored

1–5): factual accuracy of cited sources, relevance of arguments to the claim, and clarity of

natural language rationale. Inter-annotator reliability was estimated using Cohen’s κ [20].
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4.4 System Performance

The mean latency of the entire verification process was measured as the average

time elapsed between 100 consecutive API requests in standard network conditions.

The major contributors to latency were evidential retrieval and ranking; agent inference

contributed approximately ∆tagent ≈ 3.2 s per claim (Gemini 2.5 Flash).

5 Discussion

5.1 Strengths

VeritasAI overcomes several drawbacks noted in the literature review. The adversarial

two-agent approach ensures balanced arguments both for and against a claim, miti-

gating potential confirmation bias in single-directional evidential aggregation systems.

The built-in source citation mechanism ensures each argument is backed by a verifiable

URL, allowing users to perform independent verification of sources. The four-class ver-

dict schema enables the common real-life situation where there is insufficient evidence

available and returns a UNVERIFIED status.

5.2 Limitations

A few limitations should be pointed out. First, retrieval effectiveness depends on API

availability and the extent of indexed web sources; some statements on niche topics or

new events may lack sufficient evidence. Second, the system retains the same potential

biases as those of the underlying LLM backbone and could impact agent output quality.

Third, the current evaluation was performed using a rather small labelled subset; cross-

domain evaluation at scale is left for future work. Fourth, the Neo4j component has not

been quantitatively evaluated so far; contributions to cross-claim reasoning is a promising

research avenue.

5.3 Future Work

Upcoming improvements will include: (i) source scoring based on publisher authority

and credibility; (ii) clustering of contradictory evidence for detecting duplicate narratives

of misinformation; (iii) prompt templates designed specifically for political, scientific, and

statistical claims; (iv) PDF and JSON format verification reports; and (v) retrieval and

reasoning in multiple languages.

6 Conclusion

This work introduces VeritasAI – a full-stack fake news detection system combining RAG

and LLM-based adversarial debate between three agents. By integrating dual-source

retrieval in real time, semantic ranking using FAISS, adversarial Prosecutor/Defender

agents, and an arbitrating Judge agent, VeritasAI generates source-cited explanations

that are much more explainable than black-box classifiers’ outputs. The interactive React

frontend and claim history database contribute to auditability and user-friendliness of the
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system. Experiments show competitive detection accuracy as well as significant improve-

ments in quality of generated rationales relative to baselines. The system is publicly

available as open-source software and can be further expanded and evaluated.
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