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Abstract

As interest in quantum and related optimization paradigms continues to grow,
fairly and systematically comparing their performance across practical problem
settings remains challenging. This challenge arises because these approaches often
target different problem classes, use different mathematical representations, and
are affected differently by modeling choices. As a result, observed performance
depends not only on the solver itself, but also on how a problem is formulated,
reformulated, and translated into a solver-specific input language.
This work presents a publicly available and extensible benchmarking framework
that unifies advances in quantum, quantum-hybrid, quantum-inspired, and clas-
sical optimization by enabling consistent comparison across use cases, solvers,
and models. We address the diversity of solver “languages”—from mixed-integer
programming (MIP) formulations for branch-and-bound methods over quadratic
unconstrained binary optimization (QUBO) models for quantum annealers to
constrained quadratic models (CQM) for hybrid approaches — as well as the
influence of modeling choices, such as binary encodings and penalty formu-
lations, on both performance and solution fidelity. By supporting systematic
variation across the three dimensions of use case, solver, and model, the frame-
work reveals trade-offs that single-dimension benchmarks overlook, clarifies when
native formulations are preferable, and enables rigorous evaluation of practical
combinatorial optimization problems. The two case studies, vehicle routing and
maximum cut, illustrate this principle: their contrasting outcomes show that
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the effectiveness of a solver depends strongly on how well the chosen model
representation matches the solver backend and the use case.

Keywords: Quantum Optimization, Benchmarking, Quantum-Hybrid, Classical
Optimization

1 Motivation

Benchmarking has long been a central methodology for evaluating and comparing
the performance and solution quality of computational methods across technologies
and over time [1, 2]. By providing standardized tasks, metrics, and experimental pro-
tocols, benchmarks enable fair, reproducible, and interpretable comparisons between
algorithms, implementations, and hardware platforms (see e. g. [3]).

As emerging paradigms such as quantum, quantum-hybrid, and quantum-inspired
optimization mature alongside increasingly powerful classical solvers, this bench-
marking role becomes even more critical. In particular, practical quantum devices
have introduced a new class of computational platforms that promise performance
advantages for selected use cases. Advances across quantum, quantum-hybrid, and
quantum-inspired optimization have produced a rapidly growing ecosystem of solvers
and execution backends, which has triggered an active line of benchmarking efforts for
quantum and related technologies [4–6].

Existing benchmark suites for quantum and quantum-inspired optimization largely
focus on characterizing hardware or restricted algorithm families. Hardware- and stack-
centric frameworks such as Q-score [7], AppQSim [8], and SupermarQ [9] define a
small set of canonical workloads and report device-level performance metrics across
platforms, thereby providing valuable, standardized stress tests for gate-based and
annealing architectures. Their studies start from concrete tasks, but typically fix a
single algorithm family and model type, so that modeling choices remain largely
implicit.

Closer to our work, QUARK [10] and QOBLIB [11] provide application-driven
benchmark environments for combinatorial optimization problems. QUARK formu-
lates two industrial decision problems as reusable “pen-and-paper” benchmarks and
implements a modular stack to compare classical and quantum(-inspired) solvers
on fixed QUBO-style formulations, while QOBLIB offers a curated library of chal-
lenging problem classes with MIP and QUBO encodings to systematically track
progress toward quantum advantage. Both frameworks represent important steps
toward practice-oriented benchmarking; however, they primarily restrict attention to
very specific combinatorial optimization problems and expose only a small, fixed set
of formulations per use case, so that the interaction between alternative models (e. g.,
QUBO vs. MIP vs. CQM) and heterogeneous solver technologies is only partially
captured. These limitations motivate the perspective adopted in this work.

The central question is therefore not only whether a method can solve an instance,
but how different technologies compare on the same real-world optimization problem
in terms of solution quality, time-to-solution, robustness across runs, and modeling
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overhead. A key obstacle to meaningful comparison is that optimization technology
is rarely applied to abstract problem classes in isolation; it is applied to use cases.
Use cases come with domain-specific parameters, constraints, and objective structure,
and these details strongly influence which formulation is appropriate. In practice,
benchmarking follows a pipeline: generate or collect representative instances for a use
case, choose a mathematical model for each solver technology, and then execute solver
runs while recording relevant metrics. Most benchmark suites implicitly collapse parts
of this pipeline—e. g., by fixing a single formulation or by focusing on one solver
family—and thereby mix algorithmic performance with modeling choices. We therefore
view benchmarking as a three-dimensional design space:

• Use cases, which define domain semantics and instance distributions,
• Models, which are concrete formulations of a use case in a specific modeling

language,
• Solvers, which operate on specific model types and expose different trade-offs.

A benchmark that fixes one dimension therefore risks attributing outcomes to solvers
that are in fact driven by model choices, or vice versa. We address this by introduc-
ing a use-case-oriented benchmark framework that separates instance creation, model
construction, and solver execution.

Our main contribution is to make this three-dimensional perspective explicit
and actionable. For this, we present a use-case-oriented benchmark framework that
supports systematic comparison across multiple model representations and solver tech-
nologies on identical problem instances. This allows us to analyze not only which
solver performs best for a given model and use case, but also how strongly perfor-
mance depends on the chosen formulation and its alignment with the solver backend.
For each generated problem instance, the framework stores the underlying use-case
parameters together with one or more derived models in a library. Benchmark runs
then operate on these libraries and evaluate a configurable list of solver–model pairs.
This setup makes it possible to study not only which solver performs best, but also
which modeling choices make a solver competitive on a given use case and where
translation overhead or model-induced scaling become limiting factors.

This view reflects how optimization is actually deployed. Branch-and-bound solvers
are primarily designed for MIP-style formulations, while quantum annealers and many
quantum-inspired heuristics naturally operate on QUBO representations. Even within
a single use case, valid formulations can therefore differ substantially in variable count,
constraint handling, and numerical behavior. The numerical case studies (cf. Sections 3
and 4) show that the alignment between model structure and solver design can have a
decisive impact on performance. In the vehicle-routing study, Gurobi performs best on
the native linear mixed integer program (MIP) formulation, whereas the Leap Hybrid
constrained quadratic model (CQM) solver benefits from the binary constrained vari-
ant; in the Maximum-Cut study, by contrast, Gurobi is more competitive on the
quadratic unconstrained binary optimization problem (QUBO) formulation under the
chosen runtime budget. This highlights that solver capabilities alone do not determine
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performance; rather, outcomes depend on the interaction between solver architec-
ture, model representation, and benchmark regime. The software implementation
accompanying this framework is publicly available on GitHub [12].

The remainder of this work is organized as follows. Section 2 describes the key
elements of the benchmark framework, including use cases, solvers, the benchmark
procedure, and artifact persistence. Sections 3 and 4 then demonstrate the framework
on two case studies. Section 3 studies the vehicle routing use case and compares
D-Wave’s Leap Hybrid solvers with classical baselines. Section 4 demonstrates the
framework on the Maximum-Cut problem and compares D-Wave’s quantum annealer
with classical approaches. Detailed model descriptions are contained in Section A and
the supplementary material.

2 Framework Description

Our benchmark framework operationalizes the three-dimensional perspective intro-
duced above in a modular workflow from instance generation to result interpretation.
In practice, it supports two closely related use modes. First, users can assemble bench-
mark studies directly from the existing implementation by selecting supported use
cases, model formulations, and solver backends and then executing standardized com-
parisons. Second, the code base can be extended in a modular way: new use cases can
be added, additional model formulations can be implemented for existing or new use
cases, and further solver backends can be connected through the common interfaces.
This allows practitioners to start from a concrete optimization use case and build
further standardized comparisons on top of the existing framework. Detailed exam-
ples, usage instructions, and implementation guidelines for extending the framework
with additional use cases, models, or solvers are provided in the documentation and
the accompanying code base. In the following, we give a conceptual description of the
framework and its core benchmarking workflow.

As shown in Figure 1, a benchmark study in the framework starts with the gener-
ation of problem instances for a given use case or of entire libraries of such instances.
These instances are then transformed into one or more model representations and
stored together with the corresponding instantiation of the use-case parameters. Based
on these stored artifacts, solver–model combinations can be benchmarked systemat-
ically, and the resulting solutions can be evaluated with respect to use-case-specific
performance measures. This workflow allows a clear separation between use-case defi-
nition, instance generation, model construction, solver execution, and result analysis.
The remainder of this section describes these stages and the main features provided
by the framework.

2.1 Use Cases and Instance Generation

At the highest abstraction level, the framework is organized around optimization
use cases. In the codebase, these use cases are implemented as classes whose names
end in Problem. Each use case defines the semantic structure of a class of optimiza-
tion instances through a parameterized description. A concrete problem instance is
uniquely specified by its use-case-parameters. Based on this abstraction, the framework
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Generator
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Fig. 1: Workflow and exported artifacts from generating to solving a use case instance
with the framework, together with exported artifacts.

provides generators for individual problem instances as well as for larger collections
of instances that can be used in systematic benchmarking studies. This separation
between use case definition and instance generation is important for two reasons.
First, it allows experiments to be conducted on families of structurally compara-
ble instances rather than on isolated hand-crafted examples. Second, it provides a
uniform entry point for the subsequent modeling pipeline, since all later stages oper-
ate on the same use-case parameters regardless of the target model representation.
As a result, the framework supports reproducible benchmark design across multiple
use cases and instance sizes. Correspondingly, instance generators produce individual
problem instances, library generators produce libraries of such instances, and model
builders create the corresponding models for the targeted model type.

The current version of the framework covers five discrete optimization use cases
that span canonical graph benchmarks and decision problems motivated by indus-
trial settings. On the graph side, we include Maximum Cut (Max-Cut) and Maximum
Independent Set (MIS), two classical NP-hard problems that are widely used as bench-
marks in combinatorial optimization and complexity theory [13–15]. For routing, we
consider a stop-capacitated vehicle routing variant as a standard representative of
vehicle routing models [16, 17]. In addition, the framework contains two application-
oriented use cases: an inbound container scheduling use case inspired by container
terminal operations [18, 19] and a discrete portfolio optimization use case with bud-
get, logical coupling, and pairwise discount effects [20, 21]. Table 1 lists all use
cases together with their code-level names and short semantic descriptions; detailed
model formulations and use case parameters for the case-study use cases are given
in Appendix A, while the remaining use cases are documented in the supplementary
material.

2.2 Model Types and Models

Given the use case parameters of a concrete problem instance, the framework features
the formulation of mathematical models that expose different structural properties
to the solvers. In the current implementation we support three major model classes:
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Use Case Explanation

MaximumCutProblem The Maximum Cut Problem is, given a graph G = (V,E)
with edge weights, to partition V into two sets V1 and V2

such that the sum of weights of edges with endpoints in
different sets is maximized.

MaximumIndependentSetProblem Given a graph (V,E) with vertex weights, select an inde-
pendent subset, that is V ′ ⊆ V such that no two vertices
in V ′ are adjacent, and the total weight of V ′ is maxi-
mized.

VehicleRoutingProblem The stop-capacitated vehicle routing problem generalizes
the Traveling Salesperson Problem to multiple vehicles
with a bounded number of customer stops per route,
where each node besides a destined depot represents a cus-
tomer to be served. Given a depot and a fleet of vehicles,
the objective is to construct routes that serve all customers
exactly once while respecting the maximum number of
stops per vehicle and minimizing the total route length.

ContainerSchedulingProblem The goal of container scheduling (inbound scheduling) is
to assign each container a time t and a cargo bay b for
unloading so that no two containers occupy the same bay
at the same time (i. e., at most one container per bay
and time slot). Containers have different unloading dura-
tions, there is a global time limit, and grouped containers
may need to be assigned consistently to bay groups. The
implemented objective minimizes the sum of unloading
start times, subject to bay-feasibility restrictions and the
scheduling constraints.

PortfolioOptimizationProblem Given a set of brands with several admissible facings, each
carrying a cost and a profit, choose at most one facing
per brand to maximize discounted total profit subject to a
budget. Additional logical coupling constraints may apply,
and selected brand pairs can induce pairwise profit dis-
counts.

Table 1: Implemented use cases in the benchmark framework with short descriptions.

mixed-integer programming (MIP) formulations, quadratic unconstrained binary opti-
mization (QUBO) models, and constrained quadratic models (CQM). All three
represent the same underlying combinatorial decision problem, but differ in variable
types, how constraints are handled, and which solver backends they are compatible
with. We sketch the key modeling features for each approach in the following.

A MIP model represents the use case as a finite-dimensional optimization problem
with linear objective and linear constraints, where a subset of variables is restricted to
be integral. Classical mixed-integer programming formulations with linear objectives
and constraints are a standard workhorse in combinatorial optimization; see, e. g., [22]
or [23]. A generic MIP formulation has the form

min
x∈Rn

c⊤x s.t. Ax ≤ b, Aeqx = beq, xi ∈ Z ∀i ∈ I, (1)
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where c ∈ R
n is the objective coefficient vector, A,Aeq and b, beq encode inequality

and equality constraints, and I ⊆ {1, . . . , n} indexes the integer variables. In our
benchmark framework, MIP formulations are the canonical input for classical branch-
and-bound type solvers such as Gurobi, which provide global optimality guarantees up
to a prescribed optimality gap. Constraints remain explicit in (1) and do not need to
be embedded into the objective via penalty terms, which typically leads to well-scaled
models with clear feasibility information.

A QUBO represents the optimization problem solely in terms of binary decision
variables with a quadratic objective and no explicit constraints. QUBO models provide
a unifying framework for binary quadratic problems and are widely used as a target
representation for quantum and quantum-inspired solvers; see [24] and [25] for surveys
and modeling guidelines. A standard QUBO reads

min
x∈{0,1}n

x⊤Qx+ c⊤x+ γ, (2)

where Q ∈ R
n×n is a (typically symmetric) coefficient matrix, c ∈ R

n is a linear
term, and γ ∈ R is a constant offset. “Unconstrained” means that all logical or com-
binatorial constraints of the original use case are encoded as penalty terms in the
entries of Q and c, respectively. QUBO models are the native input for many quantum
and quantum-inspired backends, including quantum annealers, simulated annealing,
and QAOA-based solvers. Within the framework, a QUBO builder maps the use case
parameters of a problem instance to (2) using use-case-specific binary encodings and
penalty scales, which allows us to study how such modeling choices influence solver
performance and solution quality.

Finally, CQMs occupy a middle ground between classical MIP formulations and
purely unconstrained QUBOs. CQMs, as implemented in D-Wave’s Ocean toolchain,
generalize QUBO models by allowing explicit constraints and mixed variable types
while retaining quadratic structure; see the Ocean documentation on CQM [26] and
the description of the Leap Hybrid CQM solver [27]. A generic CQM can be written as

min
x

x⊤Q0x+ c⊤0 x+ γ

s.t. x⊤Qkx+ c⊤k x ≤ bk, k ∈ K,

xj ∈ {0, 1} ∀j ∈ B,

xj ∈ Z ∀j ∈ I,

xj ∈ R ∀j ∈ C,

(3)

where K is a finite index set of constraints, γ a constant offset and B, I, C partition
the variable indices into binary, integer, and continuous subsets. In our framework,
CQM formulations are used as input to hybrid quantum-classical solvers that natively
accept such models (e. g., D-Wave’s Leap Hybrid CQM solver). Compared to QUBOs,
CQMs avoid encoding all constraints as penalties and thus reduce sensitivity to
penalty calibration, while still exposing a quadratic structure that is compatible with
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annealing-style and related heuristic methods. This makes CQMs particularly use-
ful for use cases where constraint handling is nontrivial but a purely linear MIP
formulation would obscure the natural quadratic interactions of the problem.

To connect the abstract model types to executable solver backends, each formula-
tion is created in the modeling language associated with its representation and then
stored in a unified Model wrapper. Concretely, QUBO formulations expose a binary
quadratic model object, MIP formulations expose a mixed-integer model object, and
CQM formulations expose a constrained quadratic model object. These backend-
specific objects are not handled directly throughout the benchmark logic. Instead, they
are encapsulated together with shared metadata such as the model name, instance
identifiers, and interpretation routines in the corresponding model class. Solver wrap-
pers can therefore interact with models through a common interface and access the
underlying backend object only when needed inside their solve method. This design
decouples benchmark orchestration from solver-specific APIs while still allowing each
solver to operate on the native representation required by its backend.

For each model classes MIP, QUBO, and CQM, the framework implements con-
crete use-case-specific models. Table 2 summarizes the currently supported model
variants together with compact abbreviations that we use when referring to models
independently of the solver backend.

2.3 Solvers

To enable fair and reproducible comparisons across heterogeneous technologies, the
framework wraps a diverse set of solver backends behind a thin, uniform interface. Each
backend operates on persisted model artifacts of type MIP, QUBO, or CQM, exposes
a common API for setting solver parameters, and emits a common solution record
containing objective value, runtime, solution status, solver settings, and a backend-
specific information field. A compatibility layer ensures that only valid solver–model
pairs are executed, while additional diagnostics such as hardware timing or raw solver
logs can be preserved when a backend exposes them. The integrated portfolio spans
three families: classical exact and near-exact methods for MIP, quantum and quantum-
inspired samplers for QUBO, and hybrid solvers that combine classical search with
quantum sampling and accept constrained quadratic models. Table 3 provides a com-
pact overview of the currently supported backend wrappers; detailed notes per solver
follow thereafter.

As for the classical baselines, Gurobi (GRB) is a state-of-the-art mixed-integer
programming solver based on branch-and-bound with cutting planes, presolve, and
primal/dual heuristics. It provides global optimality guarantees up to a user-specified
optimality gap and is particularly effective on well-scaled linear formulations with
explicit constraints [22, 23]. With Gurobi QUBO (GRBQ) we built another wrapper
that solves QUBOs as binary (generally nonconvex) quadratic models using global
branch-and-bound and convexification/cutting techniques by Gurobi. It serves as an
exact baseline for small to medium, not overly dense QUBOs, but can degrade on
dense or poorly scaled penalty encodings; careful penalty calibration is often crucial
[24, 25]. Simulated annealing (SA) is a classical heuristic based on the Metropolis
acceptance rule on the QUBO energy landscape. SA offers a fast, robust baseline
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Use Case Type Abbr. Explanation

Maximum Cut MIP MCMIP Native linear mixed-integer formula-
tion of the Maximum-Cut problem.

QUBO MCQUBO Binary quadratic model of
Maximum-Cut.

CQM MCCQM Constrained quadratic formulation of
Maximum-Cut with explicit auxil-
iary variables and constraints.

Maximum
Independent Set

MIP MISMIP Native linear mixed-integer formula-
tion of the Maximum Independent
Set problem.

QUBO MISQUBO Binary quadratic model of Maximum
Independent Set.

CQM MISCQM Constrained quadratic formulation of
Maximum Independent Set.

Vehicle Routing MIP VRPMIP Native arc-based linear MIP formu-
lation of the stop-capacitated vehicle
routing problem.

MIP VRPMIPB Binary position-indexed MIP formu-
lation corresponding more closely to
the QUBO encoding with penalties
encoded as constraints.

QUBO VRPQUBO Binary quadratic model of the vehicle
routing problem.

CQM VRPCQM Native arc-based constrained
quadratic formulation with explicit
routing constraints.

CQM VRPCQMB Binary/quadratic constrained formu-
lation corresponding to the position-
indexed routing encoding.

Container Scheduling MIP CSMIP Mixed-integer formulation of the
inbound container scheduling prob-
lem.

QUBO CSQUBO Binary quadratic model of container
scheduling using penalty terms.

CQM CSCQM Constrained quadratic model of con-
tainer scheduling with explicit feasi-
bility constraints.

Portfolio
Optimization

MIP POMIP Mixed-integer formulation of the
portfolio optimization problem with
explicit budget and logic constraints.

QUBO POQUBO Binary quadratic model of the port-
folio optimization problem.

CQM POCQM Constrained quadratic formulation of
the portfolio optimization problem.

Table 2: Overview of the concrete models currently supported in the benchmark
framework.
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Wrapper Abbr. Type Explanation

GurobiSolver GRB MIP Gurobi is a commercial state-of-the-art
MIP solver.

GurobiQUBOSolver GRBQ QUBO Solves QUBOs to optimality using
Gurobi.

SimulatedAnnealingSolver SA QUBO Solves QUBOs via simulated annealing,
a probabilistic metaheuristic for binary
optimization.

DWaveQuantumSolver DW QUBO D-Wave’s quantum annealer; solves
QUBOs via quantum annealing.

LeapHybridBQMSolver LBQM QUBO A commercial, proprietary hybrid solver
on the Leap platform; leverages D-Wave
quantum resources within a hybrid work-
flow.

LeapHybridCQMSolver LCQM CQM A commercial, proprietary hybrid solver
on the Leap platform; leverages D-Wave
quantum resources within a hybrid work-
flow and accepts the possibility to encode
constraints.

QAOASolver QAOA QUBO Solves QUBOs by the Quantum Approx-
imate Optimization Algorithm, an iter-
ative variational strategy based on a
p-layer quantum circuit and classi-
cal parameter optimization; the current
wrapper is simulator-based but can in
principle be extended to quantum back-
ends.

Table 3: Overview of solver wrappers available in the framework with short expla-
nations.

with controllable runtime (via reads/sweeps) but no optimality guarantees; solution
quality depends on the cooling schedule and initialization, so multiple seeded runs are
typically aggregated; see [28, 29] for detailed descriptions of the algorithm.

Beyond the classical baselines, we include three families of non-classical solvers.
First, we use D-Wave quantum annealer (DW) via the Ocean SDK, which natively
solves QUBO models by quantum annealing [30, 31]. Our DW wrapper takes the
QUBO representation produced by the model builders, converts it to a binary
quadratic model, performs minor-embedding onto the hardware graph, and then
samples from the corresponding annealing schedule; the solver record preserves the
timing information returned by the backend so that hardware usage can be analyzed
separately. Second, we evaluate D-Wave’s cloud-based Leap Hybrid solvers, which
combine large-scale classical metaheuristics with calls to D-Wave quantum process-
ing units (QPUs). We employ both Leap binary quadratic model solver (LBQM) for
unconstrained QUBOs and Leap constrained quadratic model solver (LCQM) for con-
strained quadratic models. This allows us to contrast penalty-based QUBO encodings
with native constraint handling in CQM while using the same backend technology;
various descriptions and technical reports of the Leap framework are to be found in
[26, 27, 32, 33]. Third, we integrate a variational gate-based Quantum Approximate

10



Optimization Algorithm (QAOA) solver, which constructs a p-layer QAOA circuit
from the QUBO Hamiltonian and uses a classical optimizer to tune the variational
parameters; in the current implementation this wrapper is instantiated with a simu-
lator backend by default, but the interface can in principle be extended to quantum
backends. An introduction of the QAOA procedure can be found in [34]. All three
solver families are accessed through the unified benchmark Solver interface, and for
each run we persist common quantities such as solution quality and wall-clock time
together with any backend-specific timing or diagnostic information that is available.

2.4 Benchmark Procedure, Metrics, and Code Extensibility

Besides supporting reproducible benchmark studies, the framework is designed as
extensible research software. In particular, a user can add a new use case by imple-
menting the corresponding problem and generation components, add further model
formulations for an existing or new use case by connecting them to the appropriate
model interface, or integrate an additional solver backend by implementing the com-
mon solver interface for one of the supported model types. This code-level modularity
is central to the framework, since it allows a practitioner who enters with a con-
crete optimization use case to connect new formulations and solver backends without
changing the overall workflow.

We now describe the benchmark routine used by the framework to combine per-
sisted problem instances, model artifacts, and solver backends into a reproducible
evaluation workflow. The central executable object is a solver–model pair, that is, an
ordered pair (S,M) consisting of a concrete solver wrapper S and a concrete stored
model representation M for the same underlying problem instance, such that S is a
valid interface for the model type of M. The feasible solver–model pairs can be derived
by the corresponding Type columns in Tables 2 and 3. Hence, the benchmark interface
accepts a library together with a finite set of such solver–model pairs and executes only
combinations that are valid under the predefined compatibility map between solver
types and model types.

As illustrated in Figure 2, the benchmark routine operates on a persisted library
state rather than on transient intermediate objects. For each problem instance stored
in the library, it iterates over compatible solver–model pairs that are not yet marked
as completed in the checklist, loads the corresponding stored model representation,
executes the solver, and immediately persists the resulting solution file while updating
the checklist. This makes benchmark runs interruptible and resumable at the level of
individual solver–model executions and allows metrics and visualizations to be gener-
ated afterwards from the persisted solution files. Concretely, the routine proceeds as
follows:

1. For each stored problem instance, the benchmark loads the corresponding use-
case parameters and the requested model.

2. For each admissible solver–model pair, the benchmark loads the matching stored
model representation and executes the solver wrapper on that model.
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Persisted benchmark state Benchmark routine Outputs and postprocessing

Library metadata

problem parameters

Pair registry

instance checklist

Stored model

representations

Select next instance

Select next compatible,

incomplete pair

Load stored model

representation

Execute solver

Persist solution
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Persisted solution files

Aggregate persisted

solution files

Extract metrics and

generate visualizations

update

outer loop: repeat for each

instance in the library

inner loop: repeat for each valid,

incomplete solver–model pair

Fig. 2: Sketch of the benchmark routine. For each instance in the persisted library and
for each compatible, incomplete solver–model pair, the routine loads the stored model
representation, executes the solver, persists the resulting solution file, and updates
the checklist. The persisted solution files can subsequently be aggregated for metric
extraction and visualization.

3. The number of runs is pair-dependent. Deterministic Gurobi-based MIP and
Gurobi-based QUBO runs are executed once, whereas stochastic and hybrid solver
calls for the same pair and instance may be repeated.

4. After every individual run, the resulting solution artifact is written to disk imme-
diately and the run status is updated in the checklist. This makes the procedure
interruptible and resumable for each run.

This workflow yields a persistent benchmark state that can be extended incremen-
tally. If a study is interrupted, rerun with additional solver–model pairs, or extended
by more stochastic repetitions, the benchmark continues from the existing checklist
instead of recomputing completed runs. The benchmark writes four classes of artifacts:

1. Library metadata, which enumerate the stored problem instances, the available
model names, and for each instance the filenames of the corresponding parameter
and model artifacts.

2. A solver–model pair registry, which stores the benchmark configuration, i.e., the
selected pair titles together with the underlying solver class, the chosen parameter
settings, and the associated model name.
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3. A per-instance checklist, that records which solver–model pairs have already been
executed for a given instance and which concrete solution filenames belong to
these completed runs.

4. One solution file per run, optionally supplemented by raw backend log files such
as Gurobi logs for post-hoc analysis of bound trajectories and time-to-target
behavior.

Each solution file follows a common schema. It stores the solution status, a human-
readable explanation, a use-case-specific interpretation of the solution, the raw variable
assignment returned by the solver, the objective value, the measured wall-clock run-
time, the problem and model instance identifiers, the solver settings used for that
run, and an additional information field for backend-specific diagnostics. This com-
mon record structure is solver-independent and is generated uniformly by the abstract
solver interface.

Consequently, the benchmark tracks two layers of quantities. First, it records
generic run metrics that are available for every solver–model pair, most impor-
tantly runtime, solver-side objective value, use-case-level problem value, feasibility
status, and run metadata. Second, it records backend-specific information exposed by
individual wrappers, such as additional timing or hardware-usage information for D-
Wave-based runs. These quantities are not left for users to implement from scratch in
standard studies: the current library already provides import and visualization utili-
ties for runtimes, problem values, feasibility information, and backend-specific timing
quantities such as QPU access time. In addition, Gurobi log files can be parsed to
derive bound information and time-to-target style metrics for comparison plots. The
provided plotting utilities therefore already support standard result visualizations such
as runtime plots, problem-value plots, repeated-run ranges, and optional bound over-
lays. Problem-specific quality measures can still be derived from the persisted solution
interpretations during downstream analysis, and the metric and plotting layer is itself
extensible because additional stored fields or log-derived quantities can be exposed
through the same import and visualization interfaces. This separation keeps execution,
storage, and later evaluation conceptually distinct while preserving enough informa-
tion for detailed post-processing. Because benchmark state is persisted in libraries, pair
registries, checklists, and per-run solution files, newly implemented models and solver
wrappers can be incorporated into existing studies without invalidating previously
computed artifacts.

3 Case Study: Vehicle Routing

To demonstrate how the benchmark framework can be used to compare different mod-
els of the same optimization problem across solver classes, we consider a vehicle routing
case study. The goal is not only to compare classical and hybrid solvers, but also to
study how strongly solver performance depends on the chosen model. We compare five
solver–model combinations. As classical baselines, we use Gurobi on two mixed-integer
models of the vehicle routing problem: a native linear arc-based MIP model (VRPMIP)
and a binary position-indexed MIP model (VRPMIPB), corresponding to the QUBO
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model. On the hybrid side, we use LBQM on the QUBO model (VRPQUBO), as well
as LCQM on both a binary CQM model (VRPCQMB) and a native arc-based CQM
model (VRPCQM). All formulations follow the Miller-Tucker-Zemlin (MTZ) subtour
elimination strategy [35] and are based on well-known formulations in the literature,
see e. g. [16]. Detailed formulations of the vehicle-routing models used in this case
study are given in Appendix A.

3.1 Setup

We generated a compact instance library of vehicle routing instances, parame-
terized by the triplet (N,M,K), where N denotes the number of nodes in the
graph representing the customer network, M the number of vehicles, and K

the maximum number of customer stops per vehicle. We consider instance sizes
N ∈ {30, 40, 50, 60, 70, 80} with corresponding numbers of vehicles (N,M) ∈
{(30, 2), (40, 2), (50, 3), (60, 3), (70, 4), (80, 4)}. The node locations are sampled i.i.d.
uniformly in the unit square [0, 1]2, where the Euclidean distances define the rout-
ing cost matrix entries. The stop capacities are chosen according to K =

⌈

N−1
M · 1.1

⌉

,
which yields the configurations

(N,M,K) ∈ {(30, 2, 16), (40, 2, 22), (50, 3, 18), (60, 3, 22), (70, 4, 19), (80, 4, 22)}.

For each configuration, we generate two random instances, resulting in a total of
12 benchmark instances. All solver–model combinations were executed with the same
nominal time limit of 25 seconds per run. Deterministic Gurobi-based MIP runs were
executed once per instance, while stochastic solver–model combinations (LBQM on
QUBO, and LCQM on both CQM variants) have three runs per instance. The resulting
benchmark therefore remains small enough to be reproducible under limited compute
resources while still covering multiple problem sizes and several structurally different
models. Table 4 lists all parameters for the case study.

3.2 Results

Across all tested sizes, all solver–model combinations returned feasible solutions. How-
ever, the achieved objective values differ substantially, and the gap becomes more
pronounced as the instance size increases, as Figure 3 shows.

The strongest overall results were obtained by Gurobi on the native arc-based MIP
model (VRPMIP). In contrast, Gurobi on the binary position-indexed MIP model
(VRPMIPB) performed substantially worse, especially for larger instances. For exam-
ple, at N = 60, the native Gurobi MIP model achieved a mean objective value of
7.42, while the binary Gurobi MIP model reached 27.78. This indicates that the clas-
sical MIP solver is much better matched to the native linear model than to the binary
position-indexed encoding.

Among the hybrid approaches, the binary/quadratic CQM model consistently pro-
duced the best objective values. At N = 80, the mean objective values are: 10.31 for
VRPMIP (Gurobi), 13.51 for LCQM on VRPCQMB, 28.23 for LBQM on VRPQUBO,
38.73 for LCQM on VRPCQM, and 47.57 for VRPMIPB (Gurobi). Thus, while the
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Parameter Meaning Value

problem Use case class VehicleRoutingProblem
N Instance sizes {30, 40, 50, 60, 70, 80}
M Number of vehicles per size {30 : 2, 40 : 2, 50 : 3, 60 :

3, 70 : 4, 80 : 4}

capacity rule Maximum number of cus-
tomer stops per vehicle

⌈

N−1
M

· 1.1
⌉

K Resulting stop capacities {30 : 16, 40 : 22, 50 : 18, 60 :
22, 70 : 19, 80 : 22}

node sampling Sampling of node coordinates i.i.d. uniform on [0, 1]2

distance metric Edge cost between nodes Euclidean distance
solver model pairs Combinations of models and

solvers benchmarked
(GRB, VRPMIP),
(GRB, VRPMIPB),
(LBQM, VRPQUBO),
(LCQM, VRPCQMB),
(LCQM, VRPCQM)

num problems per size Instances generated per size 2
num instances Total instances in library 12

random seed Python RNG seed 42
num reruns qubo Reruns for stochastic QUBO-

based solver calls
3

GRB time limit s Time limit GRB in seconds 25
LBQM time limit s Time limit LBQM in seconds 25
LCQM time limit s Time limit LCQM in seconds 25

metric Optimization metric sum of route lengths

Table 4: Configuration of the Vehicle Routing case study.

classical solver benefits from the linear model, the LCQM backend benefits from the
binary constrained model.

These results indicate that solver performance is tightly coupled to the model
structure. In our experiments, the Gurobi backend performs best on the native linear
MIP model, whereas LCQM performs best on the binary constrained model.

4 Case Study: Maximum Cut

Unlike the preceding vehicle routing case study, where GRB performed best on the
native linear model, the Maximum-Cut study shows the opposite pattern under the
chosen benchmark budget: the quadratic model is particularly favorable for GRBQ.
This complements the vehicle routing example and illustrates that no model family is
uniformly superior; performance depends on the solver–model pairing. In the following,
we compare four solver–model combinations on a common family of weighted graph
instances: GRB on a Max-Cut MIP model, GRBQ on a Max-Cut QUBO model, SA
on the QUBO model, and DW on the same QUBO model. The linear MIP formulation
follows a standardized node-based approach, as widely applied in the literature [15,
22, 36]. The QUBO formulation follows the standard binary encoding of Max-Cut,
as discussed for example in [24, 25, 37]. The concrete Maximum-Cut formulations
underlying these comparisons are summarized in Appendix A.
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Fig. 3: Objective values for the vehicle routing case study across all instances and
solver-model combinations, where lower values correspond to shorter total route
lengths. The instances are separated by gray vertical bars and each instance is noted
as (N, i), where N is the number of nodes and i the index of the instance of this size.
For repeated stochastic or hybrid runs, markers denote mean values and shaded bands
indicate the observed min–max range. Best observed bounds for (GRB, VRPMIP) are
shown as horizontal lines in the corresponding color.

4.1 Setup

We generated a compact instance library of complete weighted graphs with instance
sizes N ∈ {50, 60, 70, . . . , 160}. For each size, two random instances were generated,
resulting in a total of 24 instances. Edge weights were sampled i.i.d. from a lognormal
distribution, clipped at quantile 0.995, and normalized to the interval (0, 1], using
parameter σ = 2.0. The native MIP and QUBO formulations were benchmarked with
Gurobi using a time limit of 20 seconds per run. Gurobi runs were executed once per
instance, whereas SA and DW were repeated three times per instance. For SA, we used
100 reads and 50 sweeps. For DW, we used 100 reads on sampler Advantage system6.4.

In addition to cut values, we record runtime and, for D-Wave Quantum, also the
reported QPU access time. Table 5 summarizes the case-study configuration.

4.2 Results

Across all tested sizes, the achieved cut values and the associated timing behavior
differ increasingly as the instance size grows. Figure 4 shows the objective values.

For the smaller tested instances, the two QUBO-based classical baselines already
achieve very similar solution quality, while the native MIP model remains close but
begins to lag under the 20-second budget. D-Wave Quantum already shows a visible
quality gap in this regime. For example, at N = 50, the mean cut values are 37.85 for
(GRBQ,MCQUBO), 37.83 for (SA,MCQUBO), 37.73 for (GRB,MCMIP), and 36.50
for (DW,MCQUBO).
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Parameter Meaning Value

problem Use case class MaximumCutProblem
N Instance sizes {50, 60, 70, . . . , 160}
instance family Graph family complete lognormal iid
weight range Edge-weight interval (0, 1]
σ Lognormal shape parameter 2.0
quantile clip Weight clipping quantile 0.995
solver model pairs Combinations of models and

solvers benchmarked
(GRB,MCMIP),
(GRBQ, MCQUBO),
(SA, MCQUBO),
(DW, MCQUBO)

num problems per size Instances generated per size 2
num instances Total instances in library 24

random seed Python RNG seed 42
num reruns qubo Reruns for stochastic QUBO-

based solver calls
3

GRB time limit s Time limit for native MIP
solve in seconds

20

GRBQ time limit s Time limit for QUBO solve in
seconds

20

SA num reads Number of annealing reads 100
SA num sweeps Number of sweeps per read 50
DW num reads Number of quantum reads 100
DW sampler Quantum backend Advantage system6.4

metric Optimization metric cut value

Table 5: Configuration of the Maximum Cut case study.

The most notable observation is that, unlike in the vehicle routing case study,
Gurobi performs best here on the quadratic model. Under the chosen 20-second time
budget, (GRBQ,MCQUBO) achieves the strongest overall quality-versus-runtime
trade-off across the entire tested range. At N = 50, (GRBQ,MCQUBO) already
slightly improves on (GRB,MCMIP) while requiring only 0.36 seconds on average
compared to 20.22 seconds for the native MIP baseline. The gap widens substantially
with size: at N = 100, the mean cut value is 124.61 for (GRBQ,MCQUBO) versus
118.08 for (GRB,MCMIP), and at N = 160 the corresponding values are 286.21 ver-
sus 230.86. Hence, under the present benchmark budget, (GRBQ,MCQUBO) is the
strongest classical baseline throughout the study.

Because raw Gurobi runtimes become less informative once the time limit is active,
the lower panel of Figure 5 does not report them directly. Instead, for each instance
and for each Gurobi-based model, we extract from the Gurobi log the first time at
which the solver reaches the best cut value observed for D-Wave on that same instance.
If the target value is not reached within the run, the corresponding entry is set to −1.
This yields a direct classical time-to-target comparison against the D-Wave reference
values.

Simulated annealing remains highly competitive in solution quality; across the
larger sizes, its mean approximation ratio to the best observed solution stays close to
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Fig. 4: Mean cut values for the Maximum-Cut case study across all tested graph
sizes and solver-model combinations, where higher values are better. The instances
are separated by gray vertical bars and each instance is noted as (N, i), where N

is the number of nodes and i the index of the instance of this size. For repeated
stochastic or quantum runs, markers denote mean values and shaded bands indicate
the observed min–max range. Best observed bounds for (GRBQ, MCQUBO) are shown
as horizontal lines in the corresponding color.

one, while its runtime remains below 0.05 seconds even at the largest tested size. Nev-
ertheless, it is consistently slightly weaker than GRBQ and therefore serves primarily
as a lightweight stochastic baseline rather than as the strongest overall method.

D-Wave Quantum yields the weakest solution quality among the four compared
approaches on larger instances, although it remains consistently feasible. Its mean
relative gap to the best observed solution stays in the low single-digit percentage range
for the larger graphs, while the reported QPU access time remains almost constant at
roughly 0.03 to 0.04 seconds across the tested size range. In contrast, the total end-to-
end runtime grows substantially and reaches about 469.80 seconds on average at N =
160. This distinction is important for interpretation: the raw quantum hardware access
remains short, but the practical workflow cost is dominated by additional overhead
outside pure QPU time.

5 Conclusion and Outlook

We presented a use-case-oriented benchmark framework for comparing classical, quan-
tum, hybrid, and quantum-inspired optimization methods across three dimensions:
use cases, models, and solvers. The central design choice of the framework is to persist
problem instances together with their derived model artifacts in libraries and to bench-
mark solver–model pairs on these libraries under a common execution and logging
interface. This makes benchmark studies reproducible, interruptible, and incrementally
extensible, while keeping instance generation, model construction, solver execution,
and result analysis conceptually distinct.
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Fig. 5: Timing-focused view of the Maximum-Cut case study. The lower panel com-
pares D-Wave against Gurobi via a time-to-target metric and the DW access time.

The two case studies illustrate why this separation matters. In the vehicle routing
study, solver performance depends strongly on model structure: Gurobi performs best
on the native linear MIP model, whereas the Leap Hybrid solver group benefits from
the binary models. In the Maximum-Cut study, the picture changes: under the cho-
sen runtime budget, the quadratic model is particularly favorable for Gurobi, while
simulated annealing remains competitive and D-Wave Quantum provides a hardware-
oriented baseline with small QPU access time but noticeable end-to-end overhead.
Overall, these results show that benchmark conclusions cannot be attributed to solver
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technology alone; they depend on the interaction between solver and model, and this
interaction is use-case-dependent.

This suggests several directions for future work. On the benchmark side, the
framework can be extended by additional use cases, alternative models, and further
backends, including stronger decomposition-based or variational methods. On the eval-
uation side, larger instance libraries, broader runtime budgets, and more systematic
statistical aggregation across repeated runs would strengthen cross-technology com-
parisons. More generally, we view the framework not only as a collection of benchmark
scripts, but as an extensible experimental protocol for studying when native mod-
els, penalty-based encodings, or hybrid constrained models are most appropriate for
practical discrete optimization problems.

Supplementary information. Appendix A contains the full parameter lists and
mathematical model descriptions for the two use cases studied in detail in the main
text, namely Maximum Cut and Vehicle Routing. Detailed formulations for Maxi-
mum Independent Set, Container Scheduling, Portfolio Optimization and the Vehicle
Routing CQM models are provided in the separate supplementary document.

Code availability. The benchmark framework implementation accompanying this
work is publicly available on GitHub and archived on Zenodo [12]. The archived release
corresponds to the public research-code release of the repository and is distributed
under the Apache License 2.0.
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Appendix A Case-Study Use Cases and Models

This appendix records the full parameter sets and core formulations for the two use
cases studied in the main text.

A.1 Maximum Cut

Given a simple, undirected graph G = (V,E), n := |V |, with edge weights W : E → R,
the cut value of S ⊆ V is cutW (S) =

∑

{i,j}∈E, i∈S, j /∈S Wij . The Maximum Cut
problem is

max
S⊆V

cutW (S).
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Throughout the following formulations, we use a symmetric weighted adjacency
matrix W ∈ R

n×n with Wij = Wji and Wii = 0, so every undirected edge weight is
counted exactly once.

Parameter Definition Explanation

weighted adjacency matrix symmetric matrix W ∈

R
|V |×|V | with zero diagonal

Adjacency matrix of G with
edge weights as entries

Table A1: MaximumCutProblem Parameters

A.1.1 MaximumCutQUBO (MCQUBO)

The MCQUBO reads

min
x∈{0,1}n

E(x) := −
∑

1≤i<j≤n

Wij

(

xi

(

1− xj

)

+ xj

(

1− xi

))

.

where

xi ∈ {0, 1} (i = 1, . . . , n), xi =

{

1, if node i is in S,

0, if node i is in V \ S.

A.1.2 MaximumCutMIP (MCMIP)

The MCMIP reads

max
∑

1≤i<j≤n

Wij yij

s.t. yij ≤ xi + xj ∀1 ≤ i < j ≤ n,

yij ≤ 2− xi − xj ∀1 ≤ i < j ≤ n,

yij ≥ xi − xj ∀1 ≤ i < j ≤ n,

yij ≥ xj − xi ∀1 ≤ i < j ≤ n,

where

xi ∈ {0, 1} (i = 1, . . . , n), xi =

{

1, if node i is in S,

0, if node i is in V \ S.

yij ∈ {0, 1} (1 ≤ i < j ≤ n), yij =

{

1, if xi ̸= xj ,

0, otherwise.
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A.1.3 MaximumCutCQM (MCCQM)

The MCCQM is the constrained-quadratic counterpart of MCMIP. It uses the
same binary partition variables and binary cut-edge indicators, but represents the
formulation in the CQM interface. The MCCQM reads

min −
∑

1≤i<j≤n

Wij yij

s.t. yij ≤ xi + xj ∀1 ≤ i < j ≤ n,

yij + xi + xj ≤ 2 ∀1 ≤ i < j ≤ n,

yij − xi + xj ≥ 0 ∀1 ≤ i < j ≤ n,

yij + xi − xj ≥ 0 ∀1 ≤ i < j ≤ n,

where

xi ∈ {0, 1} (i = 1, . . . , n), xi =

{

1, if node i is in S,

0, if node i is in V \ S.

yij ∈ {0, 1} (1 ≤ i < j ≤ n), yij =

{

1, if nodes i and j are separated by the cut,

0, otherwise.

A.2 Vehicle Routing

Let V = {0, 1, . . . , N−1} be a set of locations with depot 0 and customers V ⋆ = V \{0}.
Let D = (duv)u,v∈V be a nonnegative distance matrix. Given M ∈ N vehicles and a
maximum number of customer stops K ∈ N per vehicle, the (stop-capacitated) vehicle
routing problem is, find M routes Rj of the form

Rj = (0, rj,1, rj,2, . . . , rj,ℓj , 0), ℓj ∈ {1, . . . ,K}, rj,t ∈ V ⋆,

such that every customer is visited exactly once across all vehicles, i.e.

{

rj,t | j = 0, . . . ,M − 1, t = 1, . . . , ℓj
}

= V ⋆ (disjointly),

and the total route length is minimized:

min

M−1
∑

j=0



d0,rj,1 +

ℓj−1
∑

t=1

drj,t,rj,t+1 + drj,ℓj ,0



 .

A.2.1 VehicleRoutingMIP (VRPMIP)

The VRPMIP reads
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Parameter Type Explanation

distance matrix Matrix D ∈ R
|V |×|V | with

entries duv

Travel distance between
nodes

num vehicles Integer M ∈ N>0 Number of vehicles M
vehicle capacity Integer K ∈ N>0 Vehicle capacity K, that is

maximal number of destina-
tions (nodes without hub)
traversable

Table A2: VehicleRoutingProblem Parameters

min
x,u

∑

u∈V

∑

v∈V
v ̸=u

duv xuv

s.t. C1, C2, C3, C4

where

xuv ∈ {0, 1} (u, v = 0, . . . , N − 1;u ̸= v), xuv =

{

1, if (u, v) in some route,

0, else.

ui ∈ {0, . . . ,K − 1} (i = 1, . . . , N − 1), ui = k, if i at position k in some route

with the constraints

i) All destinations are left by exactly one vehicle:

∑

v∈V
v ̸=i

xiv = 1 ∀i ∈ V ⋆, (C1)

ii) All destinations are reached by exactly one vehicle:

∑

u∈V
u≠j

xuj = 1 ∀j ∈ V ⋆, (C2)

iii) Every transporter is used:
∑

v∈V ⋆

x0v = M, (C3)

iv) MTZ subtour elimination:

ui − uj +K xij ≤ K − 1 ∀ i, j ∈ V ⋆, i ̸= j. (C4)
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A.2.2 VehicleRoutingQUBO (VRPQUBO)

The VRPQUBO is a binary, position-indexed formulation of the stop-capacitated vehi-
cle routing problem. Each variable xi,j,k indicates whether customer i is visited by
vehicle j at route position k. The VRPQUBO reads

min
x∈{0,1}(N−1)MK

E(x) = λ1P1(x) + λ2P2(x) + λ3P3(x) + λ4P4(x) + F (x),

where

xi,j,k ∈ {0, 1} (i ∈ V ⋆, j = 0, . . . ,M − 1, k = 0, . . . ,K − 1),

with

xi,j,k =

{

1, if customer i is the (k + 1)-th stop of vehicle j,

0, otherwise

and the following penalty terms:

i) Each customer is served exactly once:

P1(x) =
∑

i∈V ⋆





M−1
∑

j=0

K−1
∑

k=0

xi,j,k − 1





2

. (P1)

ii) Each vehicle is at most at one customer per position k:

P2(x) =

M−1
∑

j=0

K−1
∑

k=0

(

∑

i∈V ⋆

xi,j,k

)(

∑

i∈V ⋆

xi,j,k − 1

)

. (P2)

iii) If a vehicle has a (k + 2)-th stop, then it must also have a (k + 1)-th stop:

P3(x) =

M−1
∑

j=0

K−2
∑

k=0

∆j,k(x)
(

∆j,k(x)− 1
)

, ∆j,k(x) =
∑

i∈V ⋆

(

xi,j,k − xi,j,k+1

)

.

(P3)
iv) Each vehicle has exactly one first stop:

P4(x) =

M−1
∑

j=0

(

∑

i∈V ⋆

xi,j,0 − 1

)2

. (P4)

The objective function is the sum of route lengths of each vehicle

F (x) = Ffirst(x) + Finner(x) + Flast(x), (F )
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where

Ffirst(x) =

M−1
∑

j=0

∑

i∈V ⋆

d0i xi,j,0,

Finner(x) =

M−1
∑

j=0

K−2
∑

k=0

∑

u∈V ⋆

∑

v∈V ⋆

v ̸=u

duv xu,j,k xv,j,k+1,

and

Flast(x) =

M−1
∑

j=0

[

∑

u∈V ⋆

du0 xu,j,K−1 +

K−2
∑

k=0

∑

u∈V ⋆

du0 xu,j,k

(

1−
∑

v∈V ⋆

xv,j,k+1

)]

.

Penalties are scaled by the parameters λ, which are set by default as follows: Let
dmax = maxu,v∈V duv, then

λ1 = λ2 = 2dmax + 1, λ3 = dmax + 1, λ4 = dmax(N + 1).

A.2.3 VehicleRoutingBinaryMIP (VRPMIPB)

The VRPMIPB is the corresponding binary, position-indexed mixed-integer formula-
tion. It uses the same assignment variables and route-length expression as VRPQUBO,
but replaces the penalty terms of the QUBO model by explicit hard constraints. The
VRPMIPB reads

min
x∈{0,1}(N−1)MK

F (x),

s.t. C1, C2, C3, C4

where

xi,j,k ∈ {0, 1} (i ∈ V ⋆, j = 0, . . . ,M − 1, k = 0, . . . ,K − 1),

with

xi,j,k =

{

1, if customer i is the (k + 1)-th stop of vehicle j,

0, otherwise.

This formulation is essentially the same position-indexed routing model as
VRPQUBO, but the penalty terms are enforced here as hard constraints instead of
being added to the objective. The objective function is again the sum of route lengths
of each vehicle

F (x) = Ffirst(x) + Finner(x) + Flast(x),

where

Ffirst(x) =

M−1
∑

j=0

∑

i∈V ⋆

d0i xi,j,0,
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Finner(x) =

M−1
∑

j=0

K−2
∑

k=0

∑

u∈V ⋆

∑

v∈V ⋆

v ̸=u

duv xu,j,k xv,j,k+1,

and

Flast(x) =

M−1
∑

j=0

[

∑

u∈V ⋆

du0 xu,j,K−1 +

K−2
∑

k=0

∑

u∈V ⋆

du0 xu,j,k

(

1−
∑

v∈V ⋆

xv,j,k+1

)]

,

with the constraints

i) Each customer is served exactly once:

M−1
∑

j=0

K−1
∑

k=0

xi,j,k = 1 ∀i ∈ V ⋆. (C1)

ii) Each vehicle is at most at one customer per position k:

∑

i∈V ⋆

xi,j,k ≤ 1 ∀j = 0, . . . ,M − 1, k = 0, . . . ,K − 1. (C2)

iii) If a vehicle has a (k + 1)-th stop, then it must also have a k-th stop:

∑

i∈V ⋆

xi,j,k −
∑

i∈V ⋆

xi,j,k−1 ≤ 0 ∀j = 0, . . . ,M − 1, k = 1, . . . ,K − 1. (C3)

iv) Each vehicle has exactly one first stop:

∑

i∈V ⋆

xi,j,0 = 1 ∀j = 0, . . . ,M − 1. (C4)

A.2.4 VehicleRoutingCQM (VRPCQM) and
VehicleRoutingBinaryCQM (VRPCQMB)

The two CQM variants correspond to the two MIP formulations in constrained-
quadratic form. VRPCQM is the CQM counterpart of the native arc-based formulation
VRPMIP, whereas VRPCQMB is the CQM counterpart of the binary position-indexed
formulation VRPMIPB.

The native VRPCQM uses the same arc variables xuv and ordering variables ui

as VRPMIP, together with the same routing objective and the same four constraint
families from (C1)–(C4). In other words, the routing semantics are unchanged; only
the model is represented in the CQM interface instead of the classical MIP interface.

Analogously, VRPCQMB uses the same binary position-indexed assignment vari-
ables xi,j,k and the same route-length objective F (x) as VRPMIPB. Its constraints
are exactly the binary-routing constraints from (C1)–(C4), but encoded directly in
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the CQM model. Hence, VRPCQMB is the constrained-quadratic analogue of the
position-indexed formulation underlying VRPQUBO and VRPMIPB.
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