Preprints are preliminary reports that have not undergone peer review.

6 Research Sq uare They should not be considered conclusive, used to inform clinical practice,

or referenced by the media as validated information.

Automating Compiler Flags Selection for SW
Processors via Small Language Models

Chaowei Zhao
Zhengzhou University
Jinyang Yao
PLA Information Engineering University

Bo Zhao

PLA Information Engineering University
Lili Liu

PLA Information Engineering University

Haoran Wang
PLA Information Engineering University

Yadian Cheng

PLA Information Engineering University
Ping Zhang

PLA Information Engineering University

Jinlong Xu
PLA Information Engineering University

Kai Nie

ieknie@zzu,edu,.ch

Zhengzhou University

Research Article

Keywords: Compiler Optimization, Compiler Flags, Large Language Models
Posted Date: June 8th, 2026

DOI: https://doi.org/10.21203/rs.3.rs-9831666/v1

License: € ® This work is licensed under a Creative Commons Attribution 4.0 International License.
Read Full License

Additional Declarations: No competing interests reported.


https://doi.org/10.21203/rs.3.rs-9831666/v1
https://doi.org/10.21203/rs.3.rs-9831666/v1
https://doi.org/10.21203/rs.3.rs-9831666/v1
https://creativecommons.org/licenses/by/4.0/

Automating Compiler Flags Selection for SW
Processors via Small Language Models

Chaowei Zhaol[0009'0008'1933'2423]*, Jinyang Yao?", Bo Zhao?, Lili Liu?,
Haoran Wang?, Yadian Cheng?, Ping Zhang?, Jinlong Xu?, and Kai Nie! ™

! ZhengZhou University, ZhengZhou, China
zhaocw@gs.zzu.edu.cn, ieknie@zzu.edu.cn
2 Information Engineering University, ZhengZhou, China
yaojy1024@126.com, zhaob0O7@tsinghua.org.cn, 1iull_1il1i@163.com,
wang_hr02240163.com, chengyd1025@163.com, 13674910726@139.com,
longkaizh@126.com

Abstract. Finding effective compiler flag combinations for programs
under constrained resources is a fundamental challenge in compiler opti-
mization. The problem is inherently NP-hard, requiring a search within
an extremely high-dimensional discrete space. While traditional heuris-
tic search methods can be effective, they are often computationally ex-
pensive. We propose a machine learning framework, AutoCFS-SLMs,
integrated into the industrial-strength GCC compiler, to predict near-
optimal compiler flag combinations for generating high-performance ex-
ecutables on SW Processors. To the best of our knowledge, this is the
first work to integrate Small Language Models (SLMs)—typically rang-
ing from hundreds of millions to a few billion parameters—into an indus-
trial compiler for performance optimization. By transforming the costly
search problem into an efficient inference task, our approach is compared
against the current state-of-the-art -03 optimization level in GCC using
the SPEC CPU 2017 integer speed benchmark. Experimental results on a
test set independent of the training data show that our method achieves
an average performance improvement of 7.6% compared to -03. This
study demonstrates that pre-trained SLMs can effectively capture ex-
pert optimization knowledge, offering a practical and efficient solution
for low-cost, automated performance tuning in industrial compilers.

Keywords: Compiler Optimization - Compiler Flags - Large Language
Models

1 Introduction

Compiler flag optimization is fundamentally a search for the global optimum
within an ultra-high-dimensional, discrete, and non-linear interaction space. For-
mally, this task can be defined as follows: given a source code P, a search al-
gorithm or machine learning model aims to produce a combination of compiler
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flags C such that the executable compiled with C achieves optimal runtime
performance on a target architecture.

Industrial compilers generally employ fixed, program-agnostic compiler flag
combinations, such as the optimization level -02 and -03. While these presets
generate code of reasonable average quality across broad benchmark suites, they
inevitably miss optimization opportunities specific to individual programs. Con-
sequently, such one-size-fits-all combinations fail to deliver optimal performance
for most applications.

Previous research applying machine learning to compiler optimization has es-
tablished a clear consensus: traditional, fixed optimization combinations struggle
to adapt to diverse program characteristics, whereas learning-based methods can
achieve significant performance gains through adaptive decision-making. Despite
notable progress across various levels, several critical limitations persist.

Early work focused primarily on iterative compilation-based search algo-
rithms. These methods were constrained by the high cost of iterative compilation
and the cold-start problem [1]. While auto-tuning frameworks like OpenTuner
offer flexibility, they still rely on iterative compilation, resulting in low search effi-
ciency and a dependence on carefully crafted, user-defined search spaces [2]. Sub-
sequent research shifted towards data-driven machine learning methods, which
reduced the need for expert knowledge but were often limited by the quality of
manually engineered features [3] [4], leading to poor generalization.

In recent years, the proliferation of novel instruction set architectures, such
as RISC-V and SW64, and the growing complexity of heterogeneous computing
have exacerbated the limitations of traditional methods—namely, low efficiency
and poor adaptability—making their integration into industrial compilers chal-
lenging. Following the revolutionary advances of Large Language Models (LLMs)
in code understanding and logical reasoning, researchers have begun exploring
their application to compiler optimization, hoping they can comprehend source
code semantics and reason about corresponding compilation strategies [5] [6], or
even translate high-level code directly to assembly [7] [8] [9]. However, LLMs
face significant constraints, including context length limits, insufficient math-
ematical reasoning capability, high inference latency, and enormous data re-
quirements. For the downstream task of compiler flag combination optimization,
training data must be collected through iterative compilation and execution on
real hardware, making large-scale dataset creation prohibitively expensive.

In summary, traditional iterative compilation is effective but costly; conven-
tional machine learning methods are limited by feature engineering and general-
ization; and LLM-based approaches demand vast resources [10]. In this context,
SLMs present a promising new direction for tackling this high-dimensional opti-
mization problem. This study explores the use of SLMs for compiler flag combi-
nation optimization and their integration into the industrial GCC compiler. A
central question is: what are the effective boundaries of SLMs when applied to
this combinatorial explosion problem? Specifically, can SLM-recommended flag
combinations consistently outperform baseline optimization levels across pro-
grams of varying complexity and characteristics, and how do they compare to
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the performance of larger LLMs? Through systematic benchmarking, this work
aims to precisely delineate the scope and limits of the SLM-based approach.
The main contributions of this paper are as follows:

— We propose a lightweight, LLM-based compilation optimization method tai-
lored for specific instruction set architectures, such as the SW64 processor
used in our experiments. While prior LLM-based research shows promise, it
often suffers from large model sizes, high inference overhead, massive data
requirements, and insufficient adaptation to target hardware. Our approach
innovatively adopts SLMs and tightly couples them with the compilation
toolchain of the target processor. This ensures optimization effectiveness
while drastically reducing the computational and deployment costs, offering
a practical pathway for applying language models in resource-constrained
environments.

— We introduce a compilation safety backtracking mechanism. LLM-based flag
optimization models can cause compilation failures by generating overly ag-
gressive or incompatible flags, undermining its practical practicality. Our
framework incorporates a dynamic backtracking mechanism at the compiler
interface. When the model’s predicted flags lead to a compilation error, the
mechanism automatically disables high-risk flags iteratively until compila-
tion succeeds or falls back to a stable baseline optimization level, ensuring
robustness and enhancing the method’s practical utility.

— We construct a performance-oriented dataset using real hardware and vali-
date our method’s effectiveness and generalizability on standard benchmarks.
The training programs are sourced from public code repositories, such as Co-
deNet and ExeBench, and augmented via LLM-generated code, filtered for
successful compilation and execution. An adaptive genetic algorithm searches
for near-optimal compiler flag combinations under limited computational
budgets on real hardware, forming high-quality (Prompt, Label) pairs. This
work provides a curated, domain-specific dataset for learning-based compi-
lation optimization.

The remainder of this paper is organized as follows. Section 2 reviews re-
lated work on compiler flag combination optimization based on search, machine
learning, and LLMs. Section 3 details the AutoCFS-SLMs framework. Section
4 elaborates on SLM pre-training and fine-tuning. Section 5 describes the back-
tracking mechanism and compiler integration. Section 6 presents experimental
results. Section 7 summarizes the paper’s contributions.

2 Related Work

Compiler flag optimization has evolved through three paradigms: search-based

iterative compilation, traditional machine learning, and LLM-based methods.
Search-Based Iterative Compilation. Early work [1] [11] showed that ge-

netic algorithms can discover flag combinations surpassing expert-tuned levels.
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While general and black-box, each candidate requires full compilation and ex-
ecution. Triantafyllis et al. [1] reduced overhead via tree-structured search and
static estimation, but reliance on pre-selected flags and inaccurate estimates
limited generalization. Almagor et al. [11] revealed a landscape with many local
optima, confirming feasibility but also highlighting the one-search, one-use
dilemma—optimization knowledge is not transferable. This high cost motivated
learning-based approaches.

Machine Learning with Hand-Crafted Features. To reduce search cost,
subsequent work [12] used manually designed features from source code or IR
to predict optimization strategies, enabling knowledge transfer across programs.
However, feature engineering is labor-intensive and often fails to capture global
semantics or subtle performance-critical patterns. Minor syntactic variations can
cause large feature changes while semantically equivalent code may yield different
features, capping representational power and generalization.

LLM-Based Methods. LLMs leverage large-scale pre-training to learn rich
code representations, eliminating manual feature engineering. Recent studies [10]
[13] [14] frame compiler optimization as sequence-to-sequence tasks, showing
strong potential in understanding code intent and identifying optimization pat-
terns [15] [16]. However, billion-parameter models incur high inference overhead
and memory footprint, complicating integration into resource-constrained com-
piler workflows. Cloud-based deployment also raises data privacy concerns for
proprietary code.

Summary. LLM-based methods represent the state of the art, but their
practicality in resource-sensitive environments remains limited. This gap moti-
vates our exploration of SLMs, which retain semantic understanding while being
lightweight enough for seamless compiler integration.

3 Framework

This section details the architecture and workflow of the AutoCFS-SLMs frame-
work. The objective is to leverage SLMs to automatically infer effective compiler
flag combinations, thereby generating high-performance executables for target
processors. The overall architecture is illustrated in Figure 1. The workflow con-
sists of three main stages: (1) IR generation, where source code is transformed
into Gimple IR; (2) Flag combination inference, where an SLM analyzes the IR
and predicts an optimization combination; and (3) Robust compilation, where
the compiler attempts to generate the executable using the predicted flags, with
an automatic fallback mechanism in case of failure.

Gimple IR Generator. This component transforms the input source code
into Gimple IR, a low-level, architecture-agnostic representation used within
the GCC compiler. Prior work suggests that Gimple IR, by abstracting away
syntactic details and presenting a standardized structure, can be more amenable
to static analysis than raw source code [15]. This IR captures the essential control
and data flow of the program, providing a consistent and informative input
feature for the subsequent SLM.



AutoCFS 5

SLMs. The SLM serves as the core inference engine of the framework. It
takes the Gimple IR sequence as input and outputs a predicted combination
of compiler flags. The model is designed to learn the mapping between code
patterns and beneficial optimization strategies from a curated dataset of ( Gimple
IR, Compiler Flags) pairs. By employing a model with a parameter count in
the range of several million, we maintain substantial representational capacity
while ensuring the model is lightweight enough for practical integration and
low-latency inference in resource-constrained compilation environments.

Compiler with Safety Backtracking. The GCC compiler is invoked with
the flag combination recommended by the SLM. To ensure robustness, we inte-
grate a safty backtracking mechanism. If the initial flag combination triggers a
compilation error, this mechanism is activated. It automatically identifies and
disables high-risk flags from the combination and re-attempts compilation. This
process iterates until compilation succeeds or a fallback to a stable baseline such
as the optimization level -02 is enforced. This subsystem guarantees that the
framework always produces a valid executable, enhancing its practicality for
automated deployment.

In summary, the AutoCFS-SLMs framework tightly integrates an IR-based
code representation, a lightweight SLM for pattern recognition and decision-
making, and a robust compiler interface with automatic error recovery. This
integrated design automates the compiler flag selection process, aiming to im-
prove performance while maintaining reliability, and provides a foundation for
empirical evaluation.

(’ AutoCFS-SLMs \
i Small Optimal | Compilati
: i Gimple ma plima G 1|__Success
foo.cpp H Compiler IR Language Compiler Compiler T e
: Models Flags 1
1
: Disable Ci'mpila!iun:
: Aggressive Failure |
. Compiler Flags /I
~

Fig. 1. Overview of the AutoCFS-SLMs framework. Source code foo.cpp is first con-
verted to Gimple IR. An SLM analyzes the IR and recommends a compiler flag com-
bination. The compiler uses these flags for compilation. Successful compilation yields
an optimized object file foo.o. If compilation fails, the safety backtracking mechanism
adjusts the flags, and the process retries, forming a robust closed loop.

4 Specializing and Training SLMs for Compiler Flag
Optimization

This section details the two-stage training methodology for specializing SLMs
to the compiler flag combination optimization task. We employ a pipeline of
domain-specific pre-training followed by supervised fine-tuning. Section 4.1 de-
scribes the pre-training on a GCC Gimple IR corpus to adapt the model to the
compiler domain. Section 4.2 presents the construction of the target task dataset
and the subsequent fine-tuning process.
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Fig. 2. The two-stage training paradigm for compiler flag combination optimization.
The left side illustrates domain-specific pre-training on a large-scale GCC Gimple IR
corpus using masked language modeling. The right side shows task-specific fine-tuning;:
the pre-trained model parameters are loaded and fine-tuned on a labeled dataset of
(Gimple IR, Compiler Flags) pairs. These optimal flags are near-optimal combinations
obtained via iterative compilation. A multi-label classification head is added to predict
an 85-dimensional binary vector representing the activation of GCC optimization flags.
The workflow transitions from learning general IR semantics to predicting compiler
flags.

4.1 Domain-specific Pretraining on Compiler IRs

We formulate compiler flag optimization as a multi-label classification task, given
a program’s Gimple IR, the model predicts an 85-bit vector indicating which
flags to enable. This reduces the search space from the permutation space of flag
orders to the power set of flags (2%°), making the problem tractable.

As shown in Figure 2, we adopt a two-stage training paradigm based on Code-
BERT [17], a 110M-parameter model pre-trained on code. While CodeBERT
excels at source code understanding, its comprehension of low-level compiler IR
is limited because Gimple IR was absent from its pre-training corpus and dif-
fers significantly from source language syntax. To bridge this gap, we perform
continued pre-training on a large-scale Gimple IR corpus.

Corpus Construction. We build a diverse Gimple IR corpus totaling 7.14
million lines, assembled from: (1) open-source benchmarks (CodeNet, ExeBench),
(2) LLM-generated code compiled to IR, and (3) multiple optimization variants
(-00 to -03) of each program. This ensures broad coverage of program structures
and optimization states.

Vocabulary Expansion and Pre-training. Gimple IR introduces domain-
specific tokens (e.g., SSA variables like _1, IR opcodes like MEM_REF). We expand
the tokenizer vocabulary by adding approximately 200 such tokens to reduce out-
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of-vocabulary rates. We then continue pre-training using masked language mod-
eling with 15% masking probability, applying strategic masking that prioritizes
semantically critical elements (variable references, operation types, data-flow to-
kens). The model is trained for 50,000 steps with batch size 128, using AdamW
(learning rate 5x 10~°) and a linear warmup. This equips the model with special-
ized knowledge of compiler IR while preserving its general code understanding.

4.2 Task-Specific Fine-tuning

Adaptive Genetic Algorithm for Dataset Construction Training an ef-
fective SLM requires a large corpus of (Gimple IR, compiler flags) pairs. How-
ever, exhaustively exploring the 28° possible flag combinations is infeasible. To
efficiently collect high-performance configurations, we develop an automated
pipeline based on an adaptive genetic algorithm (GA). Starting from the -03
baseline, we manually select 85 additional flags with significant optimization po-
tential. The GA then searches for flag combinations that outperform -03, as
illustrated in Figure 3.

Better

foo.cpp p : than
-03?

Adaptive GA  [~—>{ Compiler Flags [

) Crossover i nerate
Caleulate Selection R CERTats

No i i Operation Operation New
X Operat
5 Termination Adaptive Pc, Pm peration Adaptive Pe Adaptive Pm Population
Initialize Calculate

: Condition
opulation Fitness

Met?
Yes Output Optimal

- Flags
Compilation

and Run

Fig. 3. Dataset construction workflow. For each program, Gimple IR is extracted, and
an adaptive GA searches for high-performance flag combinations. Validated pairs that
outperform -03 are retained.

Each flag combination is encoded as an 85-bit binary chromosome. Fitness is
defined as the speedup over -03: F'(C;) = T'(-03)/T(C;), measured after three
stable executions on dedicated CPU cores. The GA employs tournament selection
(k = 3), single-point crossover, and uniform mutation. Crossover and mutation
probabilities are dynamically adapted based on population diversity and con-
vergence: high-fitness individuals receive lower mutation rates to preserve good
genes, while low-fitness individuals receive higher rates to encourage exploration.
If fitness stagnates, both probabilities increase to escape local optima.

We retain all evaluated configurations that surpass -03, yielding over 100k
(Gimple IR, flags) pairs from approximately 5,000 programs. Each pair consists
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of the Gimple IR as input X and an 85-bit binary vector Y indicating enabled
flags. This dataset serves as the foundation for supervised fine-tuning.

Supervised Fine-tuning for Compiler Flag Prediction We formulate com-
piler flag prediction as a multi-label classification task. Given a Gimple IR se-
quence G, the model predicts an 85-dimensional binary vector y, where each en-
try indicates whether a specific flag should be enabled. We model the conditional
probability as Py(y|G) = H?il Py(y;|G), assuming conditional independence for
tractability.

Model Adaptation. We use CodeBERT with 110M parameters as the base
model, replacing its output head with a linear layer that projects the [CLS] token
representation hjcpg) to 85 logits, followed by sigmoid activation:

9i = o(Whicps) + b);.

Loss Function. To handle flag imbalance, we employ a weighted binary
cross-entropy loss:

N 85
1 R .
L= N 2 ;wi [Yrilog Jri + (1 — yri) log(1 — Gri)] ,

with weights w; o 1/+/p; + €, where p; is the empirical frequency of flag i.

Parameter-Efficient Fine-Tuning. We use Low-Rank Adaptation (LoRA)
to reduce trainable parameters. For each query/value projection W € RdoutXdin
the forward pass becomes:

h = Wox + SBAx,
T

with rank r = 8, scaling & = 16, and A, B trainable. All pre-trained parameters
are frozen; only LoRA adapters and the new classification head (totaling ~ 0.4M
parameters) are updated.

Training Details. We use a layered learning rate: 1 x 103 for the classifi-
cation head and 5 x 10~* for LoRA parameters, optimized with AdamW (batch
size 32). Early stopping is based on macro-average F1 on a validation set.

Compiler Integration. A GCC plugin loads the quantized model after
Gimple IR generation, predicts flag probabilities, and applies a threshold 7 =
0.5 to produce binary decisions. The resulting flags are passed to the compiler
backend, enabling seamless integration.

5 Safety Backtracking Mechanism

Deep learning-based flag optimization risks compilation failures or incorrect code
due to overly aggressive flags (e.g., -fsw-fast-math relaxes IEEE standards). To
ensure robustness, we integrate a safety-aware progressive backtracking mecha-
nism into GCC.
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Risk Classification. We classify the 85 target flags into three risk levels
based on language standards conformance, semantic impact, undefined behavior
potential, and historical error data:

— High: Violate standards or trigger undefined behavior (e.g., -ffinite-math-only,

-fdelete-null-pointer-checks).

— Medium: Generally safe but may fail on rare code patterns (e.g., -fmodulo-sched,

-fsched-spec-load).

— Low: Conservative, rarely cause errors (e.g., -mcpu=sw8a, -fgcse-las).

Backtracking Algorithm. Given the model’s predicted flag vector Fpreq
and the risk classification, the algorithm proceeds as follows:

1. Attempt compilation with Fpeq; if successful, return the binary.
2. On failure, successively generate new candidates by removing flags of each

risk level, first high, then medium, then low, appending them to a retry

queue.

3. If all risk-level attempts fail, fall back to the empty flag set, which is equiv-

alent to -02.

This process ensures a valid executable while maximizing performance by re-
tracting only the necessary risky flags. The mechanism adds minimal overhead,
averaging 1.33 extra compilations, and makes LLM-driven optimization practical
for production use.

6 Experiment and Evaluation

This section presents a systematic evaluation of the proposed SLM-based com-
piler flag combination optimization method, assessing its effectiveness, general-
ization capability, and computational efficiency. We conduct three main compar-
isons: (1) performance against the traditional -03 optimization level; (2) perfor-
mance and reliability against mainstream general-purpose LLMs; and (3) com-
putational resource consumption and inference efficiency compared to LLMs. All
experiments were performed on a server equipped with dual SW64 processors,
specifically model WX-H8000 running at 2.00 GHz and an NVIDIA A800 80GB
GPU, using GCC 12.3.0 to ensure a comprehensive and fair evaluation.

6.1 Experiment

This subsection details the configuration for dataset construction, validation of
the safety backtracking mechanism, model performance verification, and effi-
ciency measurements.

Dataset and Benchmark. Training source code is sourced from public
datasets and augmented with LLM-generated code, filtered to remove duplicates,
low-quality code, and programs that fail to compile or execute. For performance
evaluation, we use the SPEC CPU 2017 integer speed benchmark. To ensure
accurate timing, each program execution is bound to a dedicated physical core.
We perform warm-up runs followed by three timed executions, reporting the
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median runtime to minimize noise. Multiple programs are distributed across
cores for parallel execution while avoiding resource contention.

Backtracking Mechanism QOverhead Analysis. In the worst case, the
fallback mechanism algorithm requires k + 1 compilation attempts, where k = 3
is the number of risk levels. However, since most programs succeed on the initial
attempts, the average overhead is much lower. We model the expected overhead
probabilistically. Let pgsuccess be the probability of success on the initial model
prediction. Conditional on initial failure, let py, p., p; be the probabilities that
the failure is due solely to flags of high, medium, or low risk, respectively. The
expected number of extra compilation attempts, Flextra], is:

E[extra] = (]- - psuccess) ' []— “Ph + 2- pm(l - ph)
+3pi(1=pr)(1 = pm) +4- (1= pu)(L = pm) (1 = p1)]

The coefficients 1, 2, 3 correspond to the additional attempts needed after ini-
tial failure when backtracking through high, medium, and low risk levels, re-
spectively; the final 4 accounts for the fallback to the safe baseline optimization
level -02 if all risk-level backtracks fail. Based on failure analysis from the SPEC
CPU 2017 integer speed benchmark runs, we estimate pguccess ~ 0.67 and pp, ~ 1,
which indicates that most failures are due to high-risk flags, with p,, =~ p; =~ 0.
Substituting these values yields Elextra] ~ 1.33. This implies an average increase
in compilation time of only about 33% compared to a single successful compi-
lation—an acceptable trade-off for achieving performance gains while ensuring
robustness.
Comparison Baselines. We compared the following configurations:

— GCC -03: The standard high-performance optimization level.

— AutoCFS-SLMs: Our method, integrating the fine-tuned SLM with safety
backtracking in GCC.

— LLM Baselines: Performance and reliability comparisons against several
widely-used general-purpose LLMs: DeepSeek-V3.2 with 685B parameters,
Qwen3-Max with over 1000B parameters, GPT-5.1, and Claude 4.5 Sonnet.
These are evaluated via API calls with the same task prompt.

Efficiency Metrics. We measure inference latency, including CPU-based
testing on the sw64 processor and GPU-based testing on the NVIDIA AS800,
along with peak GPU memory footprint, for our SLM, versus a representative
7B-parameter LLM such as CodeLlama-7B.

6.2 Evaluation

Performance Comparison Against -O3 We evaluate AutoCFS-SLMs against
the -03 optimization level baseline on the SPEC CPU 2017 integer speed bench-
mark. As shown in Figure 4, the configurations recommended by our model
achieve performance superior or equal to -03 across all nine benchmark pro-
grams. The geometric mean speedup across the suite is 7.6%, demonstrating the
effectiveness of our approach.
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Fig. 4. Speedup achieved by the AutoCFS-SLMs method relative to GCC -03 across
the SPEC CPU 2017 integer speed benchmark. The geometric mean speedup is 7.6%.

Performance Comparison with LLMs To validate the specialized advantage
of our model, we compare it against state-of-the-art general-purpose LLMs on
the same flag prediction task. We provide each model with an identical prompt:
Recommend the performance-optimal compilation flag combination for a specific
benchmark in SPEC CPU 2017 integer speed. The flags suggested by each model
are then used for compilation and performance testing.

Table 1 presents detailed results. Our SLM demonstrates significantly better
overall performance than DeepSeek-V3.2, GPT-5.1, and Claude 4.5 Sonnet, and
shows performance comparable to or slightly better than Qwen3-Max. A critical
observation is that, except for Qwen3-Max and our SLM, the other three models
exhibited various compilation or runtime errors. For example, DeepSeek-V3.2
failed to compile 623.xalancbmk_s due to flag interaction conflicts and crashed
at runtime on several other benchmarks. GPT-5.1 produced compilation errors
on multiple benchmarks due to model hallucinations. Claude 4.5 Sonnet encoun-
tered runtime errors on six of the nine benchmarks.

In contrast, all optimization flags recommended by Qwen3-Max compiled and
executed successfully, which we attribute to its massive scale with over 1000B
parameters enabling strong generalization. Our SLM, leveraging the safety back-
tracking mechanism in Section 5, also guaranteed 100% compilation and execu-
tion success across all benchmarks. More importantly, since our training dataset
inherently contains only flag combinations that compile and run correctly, our
model achieves perfect reliability on the SPEC CPU 2017 integer speed bench-
mark. While some LLMs can achieve excellent performance on individual pro-
grams, their instability, including compilation and runtime failures, is unaccept-
able in practical deployment. Our SLM maintains competitive performance while
offering superior reliability and stability.

Computational Efficiency Analysis To quantify the practical advantages of
our lightweight approach, we compare the inference overhead of our SLM with
a representative larger model, specifically CodeLlama-7B with 7B parameters.
Both models were trained and fine-tuned using the same methodology and data.
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Table 1. Performance improvement, measured as speedup relative to GCC -03, across
the SPEC CPU 2017 integer speed benchmark for different models. A slash indicates
compilation or runtime errors prevented measurement. The geometric mean is calcu-
lated only for Qwen3-Max and our SLM, which yielded complete and valid results
across all benchmarks.

Model 600 602 605 623 625 631 641 648 sy Ceomean
Average

DeepSeek-V3.2  1.42% 5.90%  / /o 4.08% ) 4.47% -AT91%  / /

Qwen3-Max 5.21% 590% 24.28% 6.01% 0.82% 11.94% 13.41% 0.74% -2.65%  7.03%

GPT-5.1 2.37% 4.56% / 0 9.46% / 21.38%  / /

Claude 4.5 Sonnet / 4.02% / -9.87% / / / -5.16% / /

Our SLMs 6.64% 4.83% 25.14% 8.58% 0.41% 12.44% 11.17% 0.49% 1.32%  7.65%

On the SW64 platform, which lacks CUDA support, we performed CPU-
based inference. The inference time for CodeLlama-7B, at 29 minutes and 11
seconds, was 48.1 times that of CodeBERT, which took 36.38 seconds. On the
NVIDIA A800 GPU, the peak GPU memory footprint of CodeLlama-7B, reach-
ing 11.04 GiB, was 25.4 times that of CodeBERT, which used only 0.43 GiB.
These results demonstrate that SLMs make llm-assisted optimization feasible on
resource-constrained edge devices and specialized processors without relying on
high-end GPU.

We observe a clear diminishing returns effect: increasing model parameters
from 0.11B to 7B, which represents approximately a 63.6-fold increase, yields
only marginal performance gains. Specifically, our SLM achieves a geometric
mean performance improvement of 7.65%, compared to Qwen3-Max’s 7.03% on
the SPEC CPU 2017 integer speed benchmark. Meanwhile the associated com-
putational cost grows super-linearly. This supports the right-sizing principle for
llm-driven compiler design: selecting the smallest effective model that matches
the task complexity. Compiler flag optimization is a structured pattern-matching
task with a limited output space, not an open-ended generation problem. SLMs
excel at such tasks given sufficient supervised data.

Our research validates that for the specific domain of compiler flag combina-
tion optimization, a small, specialized model, specifically CodeBERT with 0.11B
parameters, achieves a 48-fold speedup and 25-fold memory efficiency improve-
ment over a larger general-purpose model, specifically CodeLlama-7B with 7B
parameters, while maintaining competitive performance. This finding provides
strong justification for deploying task-adapted SLMs in practical compilation
environments—Ilarger is not always better, and SLMs offer an optimal balance
between performance, efficiency, and practicality.

7 Conclusion

This paper investigates the application of SLMs to the compiler flag combi-
nation optimization and presents the AutoCFS-SLMs framework. Our work
makes three primary contributions. First, we developed an automated pipeline
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for constructing a high-quality dataset for learning-based compiler optimiza-
tion. This tool integrates automatic code acquisition, quality filtering, opti-
mization flag search via an adaptive genetic algorithm, Gimple IR extraction,
and the generation of (Gimple IR, Compiler Flags) pairs. This pipeline signifi-
cantly reduces the data preparation burden for LLM-assisted optimization. We
constructed a first-of-its-kind, large-scale compilation flag optimization dataset
D = (G4, F;, P;) for the SW64 processor, where G; is the Gimple IR, F; is a
near-optimal flag combination, and P; is the corresponding performance metric.
This dataset serves as a valuable resource for future research. Second, we demon-
strated the effective specialization of a general-purpose code model for this task.
Through domain-adaptive pre-training on Gimple IR, vocabulary expansion, and
parameter-efficient fine-tuning, we successfully adapted the CodeBERT model
with 110M parameters into a compiler flag combination optimization expert.
While achieving a geometric mean performance improvement of 7.6% over the
-03 optimization level baseline on the SPEC CPU 2017 integer speed bench-
mark, this small language model delivers a 48-fold speedup in inference and a
25-fold reduction in memory footprint compared to a 7B-parameter LLM, vali-
dating the right-sizing principle for practical deployment. Third, we designed
and integrated a safety backtracking mechanism into GCC to ensure robustness.
This mechanism classifies optimization flags by risk level and employs a progres-
sive fallback strategy during compilation. It guarantees functional correctness
by automatically retracting risky flags upon failure, while still pursuing perfor-
mance gains. This integration makes llm-driven optimization practical for pro-
duction environments with stringent reliability requirements. In summary, the
AutoCFS-SLMs framework provides an efficient, reliable, and practical pathway
for integrating language model intelligence into industrial compilers. It bridges
the gap between the promising capabilities of learning-based methods and the
stringent demands of real-world compilation toolchains.
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