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Abstract

We show that estimating the probability of collective absence is highly nontrivial once
both social interactions and latent external forcing are present. While observing a proxy
variable related to the latent forcing substantially improves inference, practical identifiability
remains weak in finite samples. Numerical experiments reveal a rugged likelihood landscape
with multiple competing minima and approximate compensation directions between latent
forcing and social coupling strength. In particular, different parameter combinations may
yield very similar likelihood values while implying substantially different estimates of the la-
tent forcing probability. Extensive optimisation experiments demonstrate that the resulting
ambiguity is strongly sample-dependent and persists even for moderately large sample sizes.
Nevertheless, sufficiently informative proxy observations substantially improve estimation
accuracy. Our results highlight the distinction between structural identifiability in principle
and practical identifiability in finite samples for latent-variable network models.

1 Introduction

Suppose a lecturer wishes to estimate the probability

Paa := P(all students absent),

where “aa” stands for “all absent”. The problem appears simple at first sight, but in practice it is
highly nontrivial. If student attendance decisions were independent Bernoulli random variables,
one could estimate individual attendance probabilities and multiply them. However, such an
assumption is plainly unrealistic. Students interact socially, influence each other, coordinate
behaviour, and respond collectively to external circumstances such as weather, examinations,
concerts, transportation disruptions, or holidays.

Empirically, lecturers occasionally observe entire classes failing to appear. Such events occur
much more frequently than predicted under independence. Thus, independence is not merely
an approximation; it is qualitatively contradicted by observation. At the same time, direct
empirical estimation of Paa is unreliable. Even over many semesters, one may observe only a
handful of complete absence events. If naa denotes the number of all-absence occurrences in T

observations, then the empirical estimator

P̂aa =
naa

T

has standard error

SE(P̂aa) =

√
Paa(1− Paa)

T
.
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When Paa is small and naa is only 2–3, relative uncertainty becomes enormous. Taking a
“master” sample of T = 50 generated by a realistic model of Sec. 4 with N = 15 students making
up the class, we have naa = 3, and, therefore, P̂aa = 0.06 and SE(P̂aa) = 0.034. That is, the half-
width of the confidence interval of 95% confidence would be just about the size of the estimate
itself, implying a small but very uncertain probability, indeed. This motivates the search for
structured parametric models capable of leveraging dependence information throughout the
full attendance configuration space. The present work investigates both the possibilities and
limitations of such an approach.

2 Independent Model

Let the binary or Bernoulli “indicator” variable

Xi,t ∈ {0, 1}

denote the attendance state of student i at lecture t, where

Xi = 1

means absent. Under independence,

P(X1, . . . , XN ) =

N∏

i=1

pXi

i (1− pi)
1−Xi ,

where
pi = P(Xi = 1).

The all-absence probability becomes

Paa =
N∏

i=1

pi.

This estimate is computationally trivial but grossly underestimates observed collective absences
whenever social dependence exists. To appreciate the scale of the effect, consider the realistic
model of Sec. 4, but temporarily disregard inter-student variation in baseline attendance ten-
dency by taking a uniform value α = −1.2. In isolation, this would imply marginal absence
probabilities of approximately

pi = P(Xi = 1) ≈ 0.3.

Under independence, the probability of all N = 15 students being absent would then become
the minuscule value

Paa ≈ 0.315 ≈ 1.5× 10−8.

Yet, in the synthetic data generated from the full interacting model, the marginal absence
probabilities are closer to 0.65 on average. Clearly, it matters enormously which number is
raised to the power N = 15: the difference amounts to a factor of

(
0.65

0.3

)15

≈ 105.

Even so, the independent estimate,
Paa ≈ 0.0017,

remains far below the true probability

Paa ≈ 0.08,
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known from long simulations of the full model (Sec. 4). Thus, the incorrect independence
assumption would not only substantially underestimate the probability of collective absence,
but also cast students in considerably worse light than warranted: without peer pressure and
social reinforcement or some kind of temptation, they would in fact be much more likely to
do the right thing. Consequently, a statistics teacher experiencing no student turning up only
three years into his teaching career would be justified in suspecting “foul play”, namely, that
students did not decide independently to skip class.

3 Social Dependence Models

Chain-Based Models

A preliminary attempt to incorporate dependence is to assume a directed influence structure:

X1 → X2 → · · · → XN .

This leads to the following approximation of the joint probability:

P(X) = P(X1, . . . , XN ) ≈ P(X1)

N∏

i=2

P(Xi | Xi−1).

Such models can generate larger estimates of Paa than independence. However, they rely on
highly restrictive assumptions:

• a fixed ordering of students,

• asymmetric influence,

• a unique propagation pathway,

• absence of collective latent shocks.

From attendance data, we can estimate the pair-wise conditional probabilities Si,j = P(Xj | Xi).
We can refer to Si,j as the matrix encoding (low-order, pair-wise) social dependence. The
estimate is then

Ŝi,j =
⟨xi,txj,t⟩t
⟨xi,t⟩t

,

where the angle brackets denote sample mean, e.g.

p̂i = ⟨xi,t⟩t =
1

T

T∑

t=1

xi,t.

Form our master sample, we can estimate Paa based on the above chain influence structure, or,
equally “well”, based on a “hub dependence structure”, as:

P̂aa ≈ p̂1

N∏

j=2

Ŝ1,j = 0.015.

Even averaging over all possible “ringleaders” – prompted by the estimate not being invariant
under the change of the hub – leaves the structural ordering/arrangement assumption funda-
mentally artificial. This estimate:

P̂aa ≈

〈
p̂i
∏

j ̸=i

Ŝi,j

〉

i

= 0.009,

is still an order of magnitude smaller than the true probability. However, it is not clear whether
the problem is more with the naivity of the approach of taking social dependence into account
or that it is disregarding exogenous effects (β > 0).
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4 Latent-Variable Social Interaction Model

The most plausible or realistic model would combine:

1. endogenous social interaction [1], and

2. exogenous latent forcing.

Model Definition

Introduce a latent binary or Bernoulli variable

Zt ∈ {0, 1},

Z ∼ Bernoulli(π), where:

• Zt = 0: ordinary day,

• Zt = 1: external shock day.

Conditional on Zt, attendance configurations follow an Ising-type distribution [2, 3]:

P(Xt | Zt) ∝ exp


∑

i

hi(Zt)Xi,t +
∑

i<j

θijXi,tXj,t


 ,

with
hi(Zt) = αi + βiZt.

The parameters have the following interpretation:

• αi: baseline absence tendency,

• βi: sensitivity to external shocks,

• θij : social interaction strength,

Marginally,
P(X) = (1− π)P0(X) + πP1(X),

where

P0(X) = P(X|Z = 0) =
1

Z0

exp


∑

i

αiXi +
∑

i<j

θijXiXj


 ,

with normalisation constant called “partition function”

Z0 =
∑

x∈{0,1}N

exp


∑

i

αixi +
∑

i<j

θijxixj


 , and

P1(X) = P(X|Z = 1) =
1

Z1

exp


∑

i

(αi + βi)Xi +
∑

i<j

θijXiXj


 ,

with partition function

Z1 =
∑

x∈{0,1}N

exp


∑

i

(αi + βi)xi +
∑

i<j

θijxixj


 ,
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are two interacting Ising systems differing only through the shifted fields. For this article,
we adopt the following setup: π = 0.2 and αi, βi, θi are samples from normal random vari-
ables N (−1.2, 0.15), N (1.2, 0.2), N (µw,b, σw,b), in that order, where the within-group mean
dependence strength is µw = 0.5 with a variation of σw = 0.1, and, for the between-group
dependences, µb = 0.08, σb = 0.04. That is, we divide the cohort of 15 students into three
groups of 5 “friends” each group. We treat this model as the “synthetic truth”, something
that generates data. Note that the “master sample” is generated by using a random seed of
rng(2) in Matlab. Given that we know the exact model underlying the data, we will be able
to assess the effectiveness of the method of estimation and the quality of the estimates. This is
the central objective of our work.

5 Likelihood-Based Estimation

The approximation-based estimation methods considered earlier proved unreliable for the com-
bined latent-variable interaction model. We therefore turned to full likelihood estimation [4, 5].
Given observations

{(xt, wt)}
T
t=1,

such that the information carried by the proxy W about Z depends on the separation between
ρ0 and ρ1,

ρ0 = P(W = 1 | Z = 0), ρ1 = P(W = 1 | Z = 1),

the likelihood function is

L(Θ) =
T∏

t=1

[(1− π)P0(xt) f0(wt) + πP1(xt) f1(wt)] , (1)

where
Θ = (α, β, θ, π)

collects all model parameters to be inferred and

f0(w) = P(W = w | Z = 0) = ρw0 (1− ρ0)
1−w,

f1(w) = P(W = w | Z = 1) = ρw1 (1− ρ1)
1−w.

In the present study, the proxy characteristics, ρ0, ρ1, were treated as known quantities in order
to control the informativeness of the proxy variable W . Interpretationally, Wt may represent
weather, transport conditions, local events, or other partially informative signals. If we do not
observe Z or its proxy W , then the likelihood function simplifies to

L(Θ) =

T∏

t=1

[(1− π)P0(xt) + πP1(xt)] .

Since the system size considered here is moderate (N = 15), the partition functions Z0, Z1 were
evaluated exactly by explicit summation over all 2N configurations [2].

Parameter estimation was performed by numerical minimisation of the negative log-likelihood
(NLL),

− logL(Θ).

Two derivative-free optimisation approaches were investigated. First, many of the parameter-
sweep experiments, including those shown in Fig. 2, employed MATLAB’s patternsearch al-
gorithm, a direct-search optimisation method from the Global Optimization Toolbox. Second,
to investigate optimisation dynamics directly, we implemented a custom coordinate-search al-
gorithm. In this scheme, parameters were updated sequentially by testing positive and negative
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perturbations along individual coordinate directions and accepting only likelihood-improving
moves. Adaptive step sizes were used to accelerate or damp the search depending on local
improvement. The custom coordinate-search experiments were run for thousands of iterations
while recording the evolving values of

π̂, P̂aa, and − logL,

yielding the optimisation trajectories shown in Fig. 3.

6 Emergence of Non-Identifiability

6.1 Empirical Observation

The most striking finding was that, even when based on attendance data xi,t alone, likelihood
optimisation consistently produced highly variable estimates of π, even while accurately repro-
ducing the observable probability Paa; see Fig. 1. In particular, our Monte Carlo experiments [6]
suggest that:

• estimates of π became quantised,

• multiple distinct parameter combinations yielded nearly identical likelihood,

• optimisation trajectories drifted slowly along extended flat regions,

• increasing sample size reduced estimation error in Paa more strongly than in π.

6.2 Likelihood Ridge

This behaviour indicates weak practical identifiability [7]. The reason is intuitive. The observ-
able statistics can be reproduced either by:

1. strong social coupling with rare shocks, or by

2. weak social coupling with frequent shocks.

These mechanisms compensate each other. Formally, the marginal model depends on the mix-
ture

(1− π)P0 + πP1.

Suppose we increase π while simultaneously decreasing the contrast between P0 and P1. Then
the observable mixture distribution changes only weakly. This creates an approximate invariance
direction in parameter space:

(π, β, θ) 7→ (π + δπ, β + δβ, θ + δθ),

along which the likelihood varies minimally. Hence the negative log-likelihood develops elon-
gated valleys in parameter space. These valleys correspond to compensation directions along
which increases in latent forcing can be partially offset by decreases in social interaction strength,
while leaving many observable statistics nearly unchanged. In finite samples, such valleys be-
come rugged and fragmented by sampling fluctuations, producing multiple competing local
minima with similar likelihood values.
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Figure 1: Model inference based on attendance data alone: dependence on sample size T .
Although increasing sample size improves inference only slowly, substantial finite-sample ambi-
guity persists even for relatively large T . The number of iterates by patternsearch are limited
to a maximum count of 100, which was always reached, the optimisation therefore terminating
“prematurely”.
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6.3 Regularisation Attempts

We investigated two regularisation strategies [4]. We employed a “Quadratic Prior”

λπ(π − π0)
2

and, in turn, a “Beta Prior”:

−(a− 1) log π − (b− 1) log(1− π).

These regularisation terms were added to the negative log-likelihood. However, these merely
forced the estimates toward the prior means (results not shown). I.e., neither approach restored
identifiability. Actually, this could be expected when a likelihood contains an extended flat ridge
(Sec. 6.2): weak regularisation has negligible effect, whereas strong regularisation effectively
determines the estimate by fiat.

7 Evidence for practical non-identifiability

7.1 Empirical Observation

In the face of non-identifiability based on attendance data alone, we will next investigate whether
the observation of a proxy W of the latent variable Z would restore identifiability. Figure 2
shows the dependence of estimates on sample size and the proxy informativeness parameter

∆W = ρ1 − ρ0.

Clearly, an increasingly better proxy improves identifiability in terms of a smaller variance and
bias of π̂. However, estimates of the coveted absence probability Paa remain highly variable
even with a strongly informative proxy, i.e., high ∆W . Given that optimisation always stopped
prematurely, one might suspect that poor estimates of Paa arise just because of that.

However, Figure 3 (a) strongly suggests that it is not a numerical issue but structural. In
this diagram, we see a number of instances of different optimisation runs for nearby ∆W to
settle into distinct parameter configurations despite prolonged optimisation over thousands of
iterations [7]. Importantly, for the realised finite samples, the negative log-likelihood at these
competing solutions was frequently lower than the value corresponding to the true generating
parameters (not shown). This suggests that the ambiguity cannot be attributed solely to pre-
mature optimisation termination. Instead, finite-sample fluctuations generate spurious minima
capable of overfitting the observed data better than the true generating parameters for the finite
realised sample.

The resulting ambiguity was found to depend strongly on the realised attendance sample.
Different synthetic datasets generated from identical underlying parameters often produced
substantially different optimisation outcomes. Increasing the sample size T reduced this vari-
ability only gradually. Furthermore, the sample dependence is found to diminish considerably
for estimates of π but not Paa, as seen in panels (b) and (c) of Fig. 3, respectively.

7.2 Likelihood geometry and compensation directions

To better understand the source of the observed ambiguity, we examined slices of the likelihood
surface. First, we evaluated the negative log-likelihood as a function of

(π,∆W ),

while keeping all remaining parameters fixed at their true values. Averaging over many reali-
sations of the proxy variable W yielded a smooth likelihood surface whose minimum remained
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Figure 2: Dependence of identifiability on sample size T and goodness of proxy ∆W . The number
of iterates by patternsearch are limited in a maximum count of 250, which was always reached,
the optimum search, thereby, terminating “prematurely”. Black contour lines indicate the true
values.

close to the true value of π across all values of ∆W ; see Fig. 4 (a). This demonstrates that the
ambiguity does not originate from a flat likelihood in the π-direction alone.

The situation changes fundamentally once the remaining parameters are allowed to vary.
Figure 4 (b) shows slices of the likelihood surface in the plane spanned by

(π, λθ),

where λθ rescales the interaction matrix,

θ 7→ λθθ.

A clear valley emerges also in this parameter plane. Increasing latent forcing strength can
be partially compensated by decreasing social interaction strength, and vice versa, while pre-
serving many observable statistical features of the attendance data. Thus, the model exhibits
approximate compensation manifolds in parameter space rather than exact structural non-
identifiability. These compensation directions generate rugged finite-sample likelihood land-
scapes containing multiple competing minima with comparable likelihood values [8]. The nu-
merical evidence therefore suggests that the principal inferential difficulty is not the absence
of information in principle, but rather weak practical identifiability caused by finite-sample
variability and compensatory parameter trade-offs.

9



0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8

W

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8
Iteration #4000

T = 100

T = 200

T = 400

truth

(b)

0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8

W

0.02

0.04

0.06

0.08

0.1

0.12

0.14
Iteration #4000(c)

Figure 3: Dependence of identifiability on sample size T and the number of iterates of optimum
search.

8 Conclusion

We investigated the estimation of the probability of collective absence in the presence of both
social interactions and latent external forcing. Simple independence-based approaches severely
underestimate the probability of collective absence whenever social dependence is present.
Interaction-based models substantially improve estimation of extreme collective events, but la-
tent external forcing introduces major inferential challenges. Approximation-based estimation
methods proved unreliable for the combined latent-variable interaction model, necessitating full
likelihood-based inference with exact partition-function evaluation.

The resulting numerical experiments revealed strong evidence of practical non-identifiability.
Although informative proxy observations substantially improve inference, finite-sample likeli-
hood landscapes remain rugged and highly multimodal. Different parameter configurations can
achieve nearly identical likelihood values while implying substantially different decompositions
between latent forcing and endogenous social interaction.

Importantly, the ambiguity was found to arise not from a flat likelihood in the latent forcing
parameter alone, but from approximate compensation directions involving multiple parameters
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Figure 4: Identifiability in view of dependences of the “cost function”, the “negative log-
likelihood”, NLL. (a) Fixing all parameters but π and the influence of the goodness of the
proxy ∆W . (b) Compensation between social dependence and exogenous effects affecting ab-
sence for fixed ∆W = 0.4.

simultaneously. In particular, latent forcing intensity and social coupling strength can partially
compensate each other while preserving observable attendance statistics.

The study illustrates a broader statistical phenomenon: even when a model is structurally
identifiable in principle, practical identifiability may remain weak in realistic finite samples due
to finite-sample fluctuations, optimisation trapping, and compensatory parameter trade-offs.

Beyond the pedagogical setting motivating this work, similar inferential difficulties are likely
to arise in many latent-variable network systems involving interacting agents subject to unob-
served common forcing. Inference in interacting binary systems is known to become statistically
challenging in high-dimensional settings [9].
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