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Abstract

Heart failure is a progressive syndrome with high morbidity and mortality, making timely risk stratifi-
cation and streamlined care pathways essential. We present a clinical decision-support and patient-
engagement application that predicts heart-failure risk and reduces downstream delays. The goal is
to assist clinicians with calibrated, interpretable predictions while giving patients clear, actionable
guidance improving efficiency without compromising safety or trust. Using a validated open-source
cohort, we benchmarked gradient-boosted trees (XGBoost), decision trees, random forests, Cox regres-
sion, artificial neural networks, and support vector machines under standardized pre-processing and
cross-validation. Model selection emphasized both discrimination and calibration. We report AUROC
and AUPRC for ranking performance and classimbalance sensitivity, along with calibration via ECE.
An operating threshold was chosen to balance misses and false alarms for near-term clinical use. To
address rarity of events, we applied SMOTE and class weighting during training. The application pro-
vides separate UL/ UX flows for clinicians and patients. Al workflows are orchestrated in n8n behind
REST APIs, and data are managed in a keyed MySQL schema for integrity, auditability, and integration.
A generative component (Gemini) supports patient FAQs, step-by-step guidance, and automatically
structured appointment requests for clinicians. To mitigate black-box and hallucination risks, we pair
SHAP-based explanations with constrained prompting, consistency checks against model outputs and
database state, and human in the loop reviews. Project execution follows Agile/Scrum in Jira with
continuous validation across internal folds and an external hold-out, with prospective and fairness
evaluations planned. For governance, data handling aligns with HIPAA and GDPR—encryption in
transit and at rest, role-based access, audit logging, data minimization, consent and subject rights, and
breach procedures while design adheres to ISO 9241-210 for user friendly, iterative UX and WCAG
for accessibility. Our overarching aim is to earn user trust, increase clinical efficiency, and ultimately
reduce avoidable heart-failure burden through earlier identification and more efficient follow-up.

Keywords: Heart Failure; Machine Learning; Deep Learning; Neural Networks; Random Forest;
Survival Analysis; Cox Model; Ejection Factor.

1. Introduction

Heart failure presents a major global health burden, contributing to significant morbidity, mortal-
ity, and long-term healthcare costs. Although several clinical scoring tools and risk calculators exist,
many suffer from poor calibration, limited generalizability, or interfaces that are difficult to integrate
into fast-paced clinical workflows. As a result, clinicians often lack timely and reliable support when
making early risk assessments. Recent advances in machine learning for tabular clinical data combined
with improvements in model explainability, uncertainty estimation, and feature attribution now make
it possible to generate more accurate and interpretable near term risk predictions. However, achieving
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dependable performance in real-world settings still requires careful handling of data quality issues,
class imbalance, temporal drift, and continuous model monitoring. Heart failure diagnosis and risk
stratification rely on heterogeneous clinical variables that exhibit complex nonlinear relationships.
Machine learning has shown potential in augmenting clinician decision-making by automatically
identifying predictive patterns in structured medical records [42]. This work examines several ML and
statistical approaches to determine which models offer optimal performance for mortality prediction,
EF regression, and survival estimation.

Heart failure occurs when the heart becomes too weak or too stiff to pump blood effectively
throughout the body. Under normal physiology, the heart circulates oxygen, nutrients, and hormones
to tissues while transporting carbon dioxide and metabolic waste to the lungs, liver, and kidneys
for removal. In heart failure, the heart has not stopped working, but it is no longer able to deliver
sufficient blood and oxygen to meet the body’s metabolic demands. This chronic condition can
progress gradually, and many individuals live with heart failure for years, experiencing periods of
stability and episodes of worsening symptoms. The most common underlying cause is coronary
artery disease (CAD), in which the arteries supplying the heart become narrowed or obstructed by
atherosclerotic plaque. Reduced blood flow deprives the myocardium of oxygen, weakening the
muscle over time [1]. Hypertension is another major contributor. Chronic high blood pressure forces
the heart to pump against increased resistance, causing the left ventricle to thicken (left ventricular
hypertrophy). Although initially compensatory, this thickened muscle becomes stiff and eventually
weakens, leading to impaired filling and reduced contraction.

Previous cardiac injuries also play a significant role. A myocardial infarction (heart attack) results
in the death of heart muscle cells, leaving behind scar tissue that reduces the heart’s ability to contract.
Cardiomyopathies, which include genetic, viral, inflammatory, or toxic damage to the myocardium,
similarly impair the heart’s structure and function. Heart valve disease, where valves do not open or
close properly, can cause blood to leak backward (regurgitation) or obstruct forward flow (stenosis).
Both conditions increase the workload on the heart and promote heart failure progression. Prolonged
arrhythmias, such as atrial fibrillation or ventricular tachycardia, disrupt coordinated pumping and
can eventually weaken the myocardium. Heart failure is dangerous because it triggers a cascade of
systemic complications. Reduced cardiac output can cause fluid accumulation in the lungs (pulmonary
edema), leading to shortness of breath, or in the lower limbs (peripheral edema). Decreased blood
flow to the kidneys may result in kidney dysfunction, while liver congestion impairs liver function.
The stagnant blood flow inside a weakened ventricle can also promote the formation of clots that may
travel to the brain and cause strokes. Severe electrical instability of the heart can lead to life-threatening
arrhythmias, cardiac arrest, or sudden cardiac death [29].

Diagnosis typically involves a combination of blood tests to assess organ function and cardiac
biomarkers, electrocardiograms (ECG) to evaluate electrical activity and detect rhythm abnormalities,
and echocardiography, which provides information on heart structure and measures the ejection
fraction, an important indicator of systolic function [2,3]. These tests help clinicians determine the type
and severity of heart failure and guide appropriate treatment strategies.

1.1. Blood Features and other contributing factors

As people get older the heart muscle naturally becomes stiffer and the blood muscles loses
elasticity which makes it harder to respond to tough exercise. Not to mention the other heart diseases
that can evolve with age and cause heart failure. Anaemia, is when someone has a low dosage of red
blood cells in the blood or Hemoglobin (protein inside the red blood cells). In this case less oxygen
reaches the heart itself and other organs which makes the heart want to pump faster to make up
for the low oxygen level which weakens the muscle overtime [3]. Creatinine Phosphokinase is an
enzyme released when muscle cells are damaged including the heart muscle (specefic type is Creatine
Kinase-Myocardial Band, an enzyme found mostly in heart muscle). If the creatine phosphokinase
is high, this means that there might have been recent heart muscle injury. Such damage in the
tissues lowers the pumping power, which indicated a correlation between creatine phosphokinase
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and heart failure disease [2]. Diabetes, which is caused by high percentage of glucose in the blood that
attaches to protienes and fats forming harmful chemical compunds called AGEs which can damage the
endothelium (inner lining of blood vessels) and eventually creates stiffness and narrowing of arteries
and prohibits oxygen rich blood to enter the heart, leading to its weakening [4]. Platelets are cells that
help blood clots, and if their is abnormal activity that may cause inflammation of vessels and eventual
decrease in the ejection fraction [5]. Serum Creatinine is a waste product filtered by the kidneys and
high levels means reduced kidney function. When that happens fluid and salt build up which creates
more pressure on the heart, and hence heart failure. In the other way around also, when the heart
weakens less blood reaches the kidneys and weakens its function [2]. Also, when someone has heart
failure low sodium often appears because the body is releasing stress hormones that cause water
retention and dilute the sodium level. So we must keep an eye on Serum Sodium as well [6]. Finally,
we ought to mention smoking, which damages blood vessels, lowers oxygen levels in the blood and
increases blood pressure and can factor into heart failure [7,9].

HF remains a key driver of morbidity, mortality, and utilization of healthcare worldwide. Accurate
short- to medium-term risk stratification guides triage, follow-up intensity, and early intervention.
A decade of machine learning (ML) studies reports equal or better discrimination versus traditional
scores, while also surfacing clinically meaningful risk factors (e.g., ejection fraction, renal markers,
age, sodium) across cohorts [2,6,10]. Yet deployability hinges on calibration, interpretability, and data
governance in real workflows areas where projects frequently under-report methods and stress tests
[11-13]. The prediction of heart failure outcome is commonly cast as supervised learning on tabular
clinical covariates. Baselines include logistic regression for binary endpoints and Cox proportional
hazards for time-to-event analysis under proportional hazards and additive-linear effects. Modern
ML layers nonlinearity and high-order interactions via: Tree ensembles (Random Forest, Gradient
Boosting: XGBoost/LightGBM) [14,15]. Kernel methods (SVM with linear/RBF kernels and calibrated
probability maps) [16,17]. Neural networks (shallow MLPs to attention/hybrid models) [2,18]

Evaluation spans discrimination (AUROC, AUPRC), calibration (calibration-in-the-large, slope,
reliability diagrams, ECE), and clinical utility (decision curve analysis, net benefit) [19,20]. Explain-
ability (permutation importance, SHAP) increasingly mediates clinician trust and model auditing
[10,21-23].

2. Review of Previous Work/Existing Solutions

Classical regression and risk scores. Large HF cohorts and pragmatic scores (e.g., Get With The
Guidelines-Hear Failure as a guideline for in-hospital mortality) traditionally rely on logistic/Cox
models. Comparative studies indicate that, with careful regularization and feature screening, regression
can remain surprisingly competitive; however, performance drops when nonlinear interactions or
strong feature interactions dominate [6,24]. Strengths are transparent coefficients, hazard ratios, and
simple recalibration. Limitations include linearity and PH assumption.

Tree ensembles and SVMs. Random Forest (RF) offers variance reduction via bagging and
handles mixed-scale predictors and nonlinearities with minimal feature engineering [14]. Gradient-
boosted trees (XGBoost/LightGBM) often deliver state-of-the-art AUROC on tabular data, but can
be miscalibrated without isotonic/Platt post-hoc steps [15,25]. SVMs appear in HF and broader
Cardiovascular tasks but require kernel/scale tuning and class-imbalance control [26]. Systematic
comparisons typically show incremental AUROC gains over regression, with mixed calibration results
unless explicitly addressed [6,12].

Artificial Neural Networks. From shallow Master Limited Partnerships to hybrid attention archi-
tectures, ANNs capture cross-terms (e.g, estimated glomerular filtration rate, which is a calculation that
estimates how well your kidneys are filtering your blood) and nonstationary effects. Multiple projects
report that ANNs match or exceed tree ensembles in discrimination when data size and regularization
are adequate, and when post-hoc calibration is applied [2,10,18]. Recent explainable/hybrid efforts
inject constraints (monotonicity, multi-objective optimization) to better meet clinical acceptance.
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What prior work consistently finds. Across open datasets and EHR cohorts, ejection fraction,
renal function markers (serum creatinine), age, and serum sodium repeatedly emerge as top predictors,
echoing findings from the open Heart Failure Clinical Records dataset and broader hospital registries
[6,8,10].

3. Current Technologies and Tools

Open, vetted datasets are vital for reproducibility. The Heart Failure Clinical Records, dataset
contains 13 widely reported features (age, anaemia, creatine phosphokinase, diabetes, ejection fraction,
high blood pressure, platelets, serum creatinine, serum sodium, sex, smoking, time, DEATH EVENT)
and is frequently used for transparent comparisons [8,10]. Many machine learning models are being
used including support vector machine to draw a hyper plane between patients with low risk and
those with high risk but this can be less interpretable than simpler trees [2]. K- Nearest Neighbors is
also used to find a patient with the nearest health condition as the one being inserted as input. The
model basically memorizes the dataset but this does not scale well for complex data [18]. We have also
tree-based models , like decision tree that splits data by rules [18] and gradient boosting trees that are
rendered sequentially to fix the errors of the previous ones [27]. Toolchains in similar projects typically
pair: scikit-learn / XGBoost / LightGBM for baselines and ensembles, PyTorch / TensorFlow / Keras
for ANNS, Calibration (Platt, isotonic regression), and Explainability (SHAP kernel/tree explainers)
for model auditing [6,21].

4. Our Modeling Choices

In Data & preprocessing, we adopt the UCI HF Clinical Records dataset to align with open
benchmarks [8]. Following best practice, we:

e  perform train/validation/test splits with patient-level isolation

* apply minimal imputation (if needed) and standardization where appropriate,

e  control class imbalance via class-weighted losses (regression/ANN) and class-weight or balanced
subsampling (RF), without synthetic expansion,

®  use cross-validated threshold tuning for decision-curve evaluation.

*  Model family A: Cox regression. For time-to-event interpretability, we include a penalized Cox
model (lasso/ridge tuned by CV). This yields hazard ratios and global coefficients clinicians
recognize; we verify PH assumptions and, when needed, use time-varying calibration plots
[23,24].

e  Model family B: Random Forest. RF is selected for its robust tabular performance, implicit
interaction capture, and stable variance under limited sample sizes. We enable probability
calibration (isotonic) and assess out-of-bag error for hyperparameter screening (n-estimators,
max-depth, min-samples-leaf) [14,25].

e Model family C: ANN (MLP). We implement a regularized MLP (dropout, weight decay, early
stopping), optimized with Adam, tuned via Bayesian/coordinate search over width/depth. We
apply temperature scaling for post-hoc calibration and compute SHAP (Deep/Kernel) for local
explanations [18,21].

For explainability & auditing. We computed SHAP across models:

e  Global: predictor rankings (ejection fraction, serum creatinine, age, sodium...), stability across
folds [21].

*  Local: case-level attributions to support clinician review. We monitor agreement/disagreement
among model families to flag potential model-specific artifacts.

¢ C(Clinical utility. Beyond AUROC/AUPRC, we report calibration (slope, intercept, reliability
curves), Brier score, and decision curves (net benefit across thresholds used in triage) [12,20].
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Figure 1. Trends in patients in relation to mortality in the dataset

5. Dataset

The Heart Failure Clinical Records dataset contains 299 patient records with 13 clinical vari-
ables [41], including: age, anaemia, creatinine phosphokinase (CPK), diabetes, ejection fraction (EF),
high blood pressure, platelets, serum creatinine, serum sodium, sex, smoking status, time of follow-up,
and death event as illustrated in Figure 1 [40]. This data was then augmented to a 5000 person datatset
to aid with our model and ensure that there is sufficient training data. The use of synthetic data
is significant, since a major roadblock for research in this field is the lack of data, specifically large
datasets. The dataset exhibits moderate class imbalance and features a mixture of continuous and
binary variables [42].

6. Relevance to Proposed Work

We aim to use mainly blood-test result factors alongside other factors to detect early possible
heart failure by predicting the possible ejection fraction before a patient gets the chance to get an
echo-cardiogram to get the actual ejection fraction rate.

We built and compared three complementary models. Cox proportional hazards, Random Forest,
and a regularized multilayer perceptron on the validated UCI(Health Preventive Cardiology Program)
Heart Failure dataset [8]. To ensure rigor and reproducibility, we enforced strict train/validation/test
separation at the patient level, avoided any synthetic data enlargement, and addressed class imbalance
with weighting and balanced sampling rather than oversampling [26]. Because probability quality
matters as much as rank order in clinical settings, we calibrated each model in a way that suits its
mechanics: isotonic regression for Random Forest, temperature scaling for the neural network, and a
recalibration step for Cox [11,23,25]. Model auditing relied on SHAP, using tree-, deep-, and kernel-
based explainers to provide both global stability checks and case-level attributions that clinicians can
review [21].

On the held-out test set, Random Forest was the best overall when we weighed three dimensions
together discrimination, calibration, and clinical utility. After isotonic calibration, it kept top-tier
AUROC/AUPRC while reducing calibration error and delivered consistently positive net benefit across
clinically relevant decision thresholds [19,20]. The neural network closely matched Random Forest
on discrimination but needed more careful calibration to produce equally trustworthy probabilities,
and its performance varied a bit more across cross-validation folds. Cox regression remained valuable

179

180

181

182

183

184

185

186

187

188

189

190

191

192

193

194

195

196

197

198

199

200

201

202

203

204

205

206

207



6 0f 20

WEBHOOK
(data from doctor/ response) (input of blood test / prediction)
» FLASK Web App |« »  Trained Models

(input of biood test / prediction)
Check for Avsilibty | 934 from doctor Main Al Chatbot in

on nén nén

A i‘ h

Appaintment Chatbot

available/ suggestoin

0

Prediction Display

DEATIEEVENT = DOCtor

COX
SHAP
LLM BOX

data from doctor

RESERVE on n8n

A

success 0000 e ———-

Patient Validation

reservation details I

image,paf / results

Patlent nBn Al to process

image/pd!

Figure 2. Designa and Architecture of Heart Failue Analysis System

for time-to-event interpretation as its hazard ratios are transparent and clinically familiar, yet it
lagged behind Random Forest and the neural network in capturing nonlinear interactions and in
threshold-level net benefit.

Compared with typical studies that optimize AUROC alone, our approach is deliberately balanced
and deployment-minded. We co-optimize discrimination and probability calibration, then quantify
decision-curve net benefit to translate scores into actionable thresholds rather than mere rankings
[12,23]. Our SHAP analysis is tailored to each model family and reported at both global and local
levels, providing audit trails that support clinical review and quality assurance [21]. By avoiding
synthetic augmentation in a relatively small HF cohort, we preserve realistic joint distributions and
reduce the risk of over-optimistic results. Treating calibration as a first-class objective, assessing
calibration-in-the-large, slope, and expected calibration error, then correcting them, improves the
clarity and safety of risk communication at the bedside [11].

In practice, this means Random Forest (with isotonic calibration) is our recommended default
because it pairs strong discrimination with reliable probabilities and robust net benefit across common
triage thresholds [14,25]. The neural network is a strong alternative when complex feature interactions
are central and computational budget allows, while Cox remains the preferred lens for transparent
time-to-event interpretation and as a clinically intuitive baseline [23,24]. Overall, our system offers not
just higher AUROC but better-calibrated, explainable, and decision-useful risk estimates, validated
under realistic constraints rather than inflated by synthetic data making it better suited for real clinical
integration than many otherwise comparable projects. More so, our LLM leveraged interace increases
user firendliness and eliminates some of the black box problem [13,22].

7. Design Methodologies

The Figure 2 shows first the interface that is running on flask with which users will react. There
is a portal for both doctor and patients. As per doctors, they can login and choose the patient they
are dealing with. There are two main features. The first is appointment booking using an Al chatbot.
When the doctor enters an input into the chat bot, the web app will call a webhook into n8n sending
in the body whatever has been typed. The n8n workflow connected to the webhook is the main Al
chatbot, that is prompted to fulfill this specific task ( connected to gemini API). Based on the input,
it will respond, and if needed, will call another workflow (check availbility / reserve appointment).
The check for availability workflow will check in the database if there be any availability to issue the
doctor / patient meeting, and return back to the main chatbot who will in turn send back in the webhook

208

209

210

211

213

214

215

216

217

218

219

220

221

222

223

224

225

226

227

228

229

230

231

232

233

234

235

236

237

238



7 of 20

the response (available or not + suggestions if not). If the doctor proceeds with the availability, the
main chatbot will then use the reserve worklfow that will put the entry in the database and then return
to the doctor on the interface, through the webhook, that the operation has been successful. Of course,
the database having been updated, the appointments will become visible on the patient side, ready
to be confirmed. Second, we have the ML predictions. The doctor can put a blood test, this also will
be sent via webhook as a binary file to n8n, where, through gemini API, the specific features that
are needed will be extracted. The response given back in the webhook will autofill the fields on the
interface. When the doctor clicks on “save and predict”, the flask app will use the models trained
to predict death event and/or ejection fraction, alongside the Cox regression and the shap analysis.
All of these will appear on the interface. Also, those results are interpreted by a prompted gemini
Al to give a small descriptive summary of the results. As per the patients, he will be able to confirm
appointments done by the doctor after they sign in through the appropriate portal.

8. Preprocessing
Data preprocessing consisted of:

¢  Removal of missing values (dataset is already complete).

®  Scaling of continuous variables using standardization for neural network models.
¢ Train-test splitting with stratification for classification tasks.

¢ No oversampling was used to avoid altering clinical validity.

9. Implementation - Model Selection

This section describes the end-to-end implementation of the machine learning system, the survival
analysis module, and the LLM-assisted workflows used to integrate predictions into a clinical decision-
support interface.

9.1. Qverview

All models and preprocessing pipelines were implemented in Python using standard scientific
libraries. Reproducibility was maintained through fixed random seeds, pinned package versions, and
configuration files under version control. All experiments execute end-to-end from a single entry point,
producing timestamped output folders for metrics, plots, and artifacts.

9.2. Preprocessing

Continuous variables were standardized to zero mean and unit variance, while binary indicators
were preserved in their native format for interpretability. Median imputation was applied only on the
training folds to prevent leakage. Stratified sampling maintained the outcome distribution across the
five folds.

®  Scaling: StandardScaler for continuous features, since many have different ranges as seen in
Figure 1.

¢ Imputation: Median imputation.

¢  Encoding: No transformation for binary fields.

e  Splitting: 5-fold stratified cross-validation.

9.3. Machine Learning Models

Three predictive tasks were implemented:

* Binary Classification: A large set of classification models for predicting DEATH_EVENT. We made
two sets of such models, some that used Ejection Fraction and others that didn’t, since checking
EF with an Echocardiogram could defeat the point of using our model as a non-invasive diagnosis
technique.

*  Regression: ANN-based regression for estimating EF when it was not present. Mean Absolute
Error (MAE) was chosen of Mean Squared Error (MSE) as, when dealing with classes as fragile as
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human life, there will be unexplained outliers that the model cannot hope to predict. To prevent
these from interfering with the accurate prediction of the average patient, MAE was chosen since
MSE tends to accentuate the effect of outliers in the model [46].

*  Survival Analysis: Cox Proportional Hazards (CoxPH) model for time-to-event prediction [50].
The Concordance Index (or C-index) is standard for measuring such a model’s performance
[49,52].

Traditional ML models (e.g., Random Forest, Logistic Regression, SVM) were implemented using
scikit-learn, while the CoxPH model used the 1ifelines package.

9.3.1. Classical ML Pipeline

RF, Gradient Boosting (XGBoost and LightGBM), DT, KNN, and SVMs were tested. Accuracy,
precision, recall, F1-score, and AUC-ROC were computed using 5-fold cross-validation, which is
especially recommended for imbalanced data [47].

9.3.2. Neural Network Models
Two ANN families were used:

* A3-layer ANN classifier trained with binary cross-entropy and Adam optimizer.
*  Aregression network trained with Huber loss for EF prediction.

Both models used early stopping and grid search. The classifier grid contained 96 architectures;
the regression grid contained 64.

9.4. Cross-Validation

Five-fold cross-validation was used for all models. The following metrics were tracked:

*  Classification: Accuracy, precision, recall, F1-score, AUC-ROC.
e  Regression: Mean Absolute Error (MAE), Huber loss.
e  Survival: Concordance index (C-index).

9.5. Model Export and Deployment

Each model was packaged with its preprocessing steps:

e  C(Classical models exported via joblib.
e ANN models exported in HDF5 format.
e  CoxPH exported via 1ifelines serialization.

A unified inference script loads the selected pipeline, applies preprocessing, and generates
predictions, survival estimates, EF regression outputs, and SHAP-based interpretability explanations.

9.6. Web Application Interface Integration
The Flask-based interface exposes modules for:

* entering patient data,

¢ uploading blood-test reports,

¢ LLM based appointment chatbot

e LLM based description and explanation and ML prediction of results

. interacting with the LLM-based agents,

e viewing SHAP and cox graphs alongside mortality probabilities and possible ejection fraction
predictions

All interactions route through a SQLite3 backend, and predictions are displayed alongside
interpretability information to enhance clinical trust.
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10. Results

This section presents the quantitative performance of all models across the three predictive tasks:
binary mortality classification, ejection fraction regression, and survival analysis. Metrics are averaged
over five-fold cross-validation unless stated otherwise.

10.1. Classification Performance with Ejection Fraction

Table 1 presents performance metrics for all models trained with EF included. As in prior
literature, tree-based models dominated, with Random Forest, XGBoost, and LightGBM all achieving
extremely strong discrimination and calibration.

Table 1. Classification Metrics with EF Included

Model Acc. Prec. Rec. F1
LightGBM 99.12% | 99.10% | 98.09% | 98.59%
XGBoost 99.04% | 98.97% | 97.96% | 98.46%
Random Forest | 98.88% | 99.09% | 97.32% | 98.20%
ANN Classifier | 97.20% | 97.00% | 99.00% | 96.27%
KNN (k=5) 98.02% | 97.66% | 95.98% | 96.81%
Decision Tree | 97.82% | 96.57% | 96.49% | 96.52%
SVM (RBF) 96.56% | 94.58% | 94.45% | 94.51%

LightGBM achieved an AUROC of 0.9989, outperforming the Random Forest’s measured AUROC
of 0.9993. As seen in Table 1, LightGBM had the best accuracy and Fl1-score, followed closely by
XGBoost and Random Forest, as well as the ANN Classifier. The consistency of the hyperparameters

Table 2. Best Hyperparameters for XGBoost and LightGBM

Parameter XGBoost | LightGBM
n_estimators 200 200
learning_rate 0.1 0.1

subsample 0.8 0.8

colsample_bytree 0.8 0.8

max_depth 6

num_leaves 63

obtained via 5-fold cross-validation, as seen in Table 2, reinforces that moderately deep trees with
strong subsampling yield optimal generalization for this dataset. The near-perfect AUROC values
imply excellent separation between deceased and surviving patients, agnostic to EF. Nevertheless,
accuracy and recall (especially in LightGBM and XGBoost) also remained stable, without signs of
overfitting under cross-validation. The standard deviation of accuracy for LightGBM was only 0.17%
across folds.

10.2. Classification Performance without Ejection Fraction

Removing EF moderately reduces discriminative power, as shown in Table 3, but performance
remains clinically meaningful across nearly all models. Tree-based approaches again outperform
neural and linear baselines. AUROC values remained extremely strong:

- LightGBM AUROC: 0.9988

- Random Forest AUROC: 0.9990

Notably, even without EF, tree ensembles maintain near-perfect separability, primarily due to
complementary predictive signals from serum creatinine, age, sodium, anemia, and blood pressure.
Again, the accuracy had a standard deviation of only 0.16% between folds, which indicates a lack of
overfitting. As seen in Table 3, the overall rankings for the top four models remains constant, showing
that some architectures have a marked advantage in with this type of data. Specifically, the consistent
performance of tree-based models over the ANN classifiers suggest some level of noisy data with more
"jagged" patterns, as well as reflecting the small, structured, tabular nature of the dataset itself.
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The drop in recall seen between Tables 1 and 3 across models highlights the class imbalance. However,

Table 3. Classification Metrics without EF

Model Acc. Prec. Rec. F1
LightGBM 98.82% | 99.03% | 97.19% | 98.10%
XGBoost 98.66% | 98.83% | 96.87% | 97.84%
Random Forest | 98.60% | 99.09% | 96.43% | 97.74%
ANN Classifier | 96.78% | 94.94% | 94.66% | 94.80%
Decision Tree | 97.46% | 96.11% | 95.79% | 95.94%
KNN (k=5) 97.42% | 97.19% | 94.51% | 95.83%
SVM (RBF) 94.20% | 92.77% | 88.39% | 90.52%
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the AUROC measurements show that the models still successfully discriminate between patient

outcomes with extremely high confidence.

10.3. Regression Performance: Ejection Fraction Prediction

+5 EF points for most patients, as illustrated in Table 4 and Figure 3.

The ANN regressor achieved strong performance, producing clinically useful predictions within

Table 4. Ejection Fraction Regression Performance

Model

MAE

Huber Loss

ANN Regressor

2.80

241

The model’s MAE of 2.8 significantly outperforms typical clinical estimation variability, suggesting
utility as a screening aid for early risk detection and assessment. The model follows the general trend
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Figure 3. Plots of the Regression ANN'’s predictions against the actual value

of EF, as shown in Figure 3, with some discrepancies that worsen closer to the extremes. Overall, the

ANN Regressor shows strong clinical utility as an aid alongside the classifier models.

10.4. Performance of Survival Analysis

The Cox Proportional Hazards model yields:

. C-index with EF: 75.45%
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. C-index without EF: 72.60%

Kaplan—-Meier curves generated using CoxPH stratify patients into distinct high-risk and low-risk
clusters, seen in Figure 4. Although not perfectly accurate in terms of probabilities, these curves can be
clinically useful for urgency analysis [48,51].
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Figure 4. Risk and urgency indications by CoxPH for a relatively healthy (left) and unhealthy (right) patient

Hazard Ratios by Feature
EF Cox model
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Figure 5. Hazard Ratios including Ejection Fraction

The hazard ratios, shown in Figures 5 and 6, can provide some insights into the inner workings of
the cox model. Although it is not the most accurate model, this data will provide information on what
features affect a patient’s immediate risk of fatal HF.

10.5. Unsupervised and Multi-Output Baselines
Two additional experiments highlight the limits of unsupervised or naive model structures:

¢ K-Means clustering: 53.0% accuracy with EF, 52.9% without EF.
¢ Multi-output ANN: 80.60% classification accuracy, 3.289 MAE on EF regression.

These results confirm that mortality prediction and EF estimation require distinct, specialized model
architectures.
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Hazard Ratios by Feature
NOEF Cox model
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Figure 6. Hazard Ratios excluding Ejection Fraction

10.6. Summary of Key Findings

e  Random Forest is the strongest classifier overall, achieving up to 98.88% accuracy.

*  ANN classifiers remain competitive, especially with EF included.

*  ANN regression demonstrates clinically meaningful EF prediction (MAE 2.8).

¢ CoxPH offers interpretable long-horizon risk estimation, though with lower predictive power.

Overall, the combination of ensemble learning, neural models, and survival analysis provides a
comprehensive multitask framework for heart failure prediction.

11. Implementation: Understanding Tree-Based Models Biologically

Across all ensemble models (RF, XGBoost, LightGBM), feature-importance analyses using SHAP,
permutation AUC-drop, and impurity-based metrics consistently identified Ejection Fraction (EF),
serum creatinine, age, serum sodium, and platelets as the strongest predictors of heart-failure
mortality. This agreement across three distinct tree-based architectures indicates that the learned repre-
sentations are stable, not model-specific artifacts. Permutation AUC-drop analysis further validated
this consistency: perturbing EF or serum creatinine resulted in large AUROC degradation, whereas
low-ranked clinical covariates (e.g., smoking, diabetes, sex) produced minimal impact. This section
interprets the biological drivers of these tree-model predictions and outlines the framework for Genetic
Algorithm (GA) feature selection, which will be used to identify redundancies and dependencies
among predictors.

11.1. Feature Importance

The Figures 7 and 8 show LightGBM feature-importance rankings under both EF-included and
EF-excluded settings. These are supported by nearly identical rankings produced independently
by XGBoost and Random Forest. All of these were calculated with AUC-drop permutation analysis
[53]. Serum Creatinine remains the strongest predictor across all tree-based models and the ANN,
reflecting, from a technical standpoint, that the models are using similar patterns for their predictions.
This indicates a lack of overfitting from the Gradient Boosting trees, which are prone to this, reinforced
by RF showing almost identical patterns. Between the above importances, and across other models as
well, the lack of information regarding the Ejection Fraction causes heavy reliance on Serum Creatinine,
as well as some reliance on Age and Serum Sodium. All other features are much less important. Serum
Creatinine remains the strongest predictor across all tree-based models and the ANN, reflecting, from
a technical standpoint, that the models are using similar patterns for their predictions. This indicates a
lack of overfitting from the Gradient Boosting trees, which are prone to this, reinforced by RF showing
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Feature Importance (AUC drop) - LightGBM (Including EF)

serum_creatinine 4 0.059063
ejection_fraction - 0.032014
age 1 -o.oossos
serum_sodium - .0.002799
creatinine_phosphokinase I0-000704
platelets |0.000314
high_blood_pressure - 0.000006
smoking - 0.000001
anaemia - -0.000001
diabetes - -0.000001
sex 1 -0.000001
0.60 Obl 0.‘02 0.63 0‘64 0.65 0.66

Permutation Importance (AUC drop)
Figure 7. Permutation AUC-drop feature importance with EF included (LightGBM).

Feature Importance (AUC drop) - LightGBM (No EF)
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diabetes 40.000001
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sex 1+0.000001

0.00 0.02 0.04 0.06 0.08 0.10
Permutation Importance (AUC drop)

Figure 8. Permutation AUC-drop feature importance without EF (LightGBM).

almost identical patterns. Between the above importances, and across other models as well, the lack
of information regarding the Ejection Fraction causes heavy reliance on Serum Creatinine, as well as
some reliance on Age and Serum Sodium. All other features are much less important.

11.2. Identifying Redundant or Dependent Features Using Genetic Algorithm

To assess which features are essential and which may be redundant, a Genetic Algorithm
(GA)-based feature-selection framework was developed. This framework is applicable to any model,
but it will be run on LightGBM, our best model, and Random Forest, which is non-gradient boosted
and so less prone to overfitting.

11.2.1. Implementation Framework

Each chromosome represents a binary feature-selection mask across ten clinical features (excluding
time, death event, and EF). For each chromosome, a new classifier is trained using only the selected
subset. The pipeline is:

¢ Initial population of 100 feature subsets (including a full-feature baseline).
e Top 10% of each generation propagate unchanged (elitism).
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* 1000 mutated offspring generated via probability-weighted selection.
e Convergence criterion: identical best chromosome for 5 consecutive generations.
¢  All evaluated subsets cached to avoid repeated training.

This setup ensures a balance between exploration of the feature space and exploitation of promising
subsets, while maintaining computational efficiency.

11.2.2. Results using LightGBM

After running the algorithm, it took 12 iterations to converge with LightGBM on the following
features: Serum Creatinine, Serum Sodium, Age, and High Blood Pressure. Upon further analysis,
every model in the top ten of the final survival pool utilized these features, seen clearly in Figure
9. To test if this a product of overfitting, the same was run with Random Forest, a model much less
susceptible to overfitting than gradient-boosted trees, for near identical results. It, too, took 12 iterations
to converge on the same four features, which all of its top ten used as well. This is unsurprising given
the near-identical feature importance rankings amongst the tree-based models.

Feature inclusion in top 10 individuals

104

®

o

Inclusion count

Figure 9. Feature usage frequency across the top ten GA-surviving chromosomes (LightGBM).

These results echo a strong conclusion that these four features are strongly linked to the risk of
Heart Failure. For three of the four, the result can be explained trivially from a technical standpoint:
Serum Creatinine (SC), Serum Sodium (SS), and Age were the three most important predictors in the
absence of EF, shown in Figure 8, and other features may have acted as noise. High Blood Pressure
(HBP), however, is harder to explain. The winning model beat the initial no-EF model’s accuracy of
98.82% with 99.04%, although its AUROC did drop from 0.9988 to 0.9958. To verify that these four
features were indeed better than just three, a LightGBM model was trained using only SC, SS, and
Age. It performed somewhat well, with a 97.76% accuracy and a 0.9934 AUROC, but HBP clearly
did provide the winning model with useful data. Although not present at the top of the feature
importance rankings for the tree-based models such as LightGBM, HBP was the greatest Hazard Ratio
on the CoxPH model, shown with and without EF in Figures 5 and 6 respectively. Therefore, CoxPH’s
accurate classification of high- and low-risk patients strongly relied on HBP, which could explain
its significance in the LightGBM tree-based model despite its absence from a top spot in the feature
importance ranking.

11.3. Clinical Significance of the Dominant Features when excluding EF

Across all tree-based models, and even the ANN predictor, Serum Creatinine reigned as the most
valuable predictor. In fact, for every 0.5mg/dl rise in Creatinine concentration over the average, the
mortality probability rises by 15% on average [54]. These statistics justify the importance placed on
Creatinine, agnostic to the presence of Ejection Fraction. These statistics also reflect the drastic rise
in Average Serum Creatinine shown between patients who survived and those who passed away
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in Figure 1 for reference. Biologically, this happens because during HF, reduced cardiac output and
congestive venous pressures impair renal perfusion. This leads to renal hypoperfusion, ischemia, and
kidney injury, which reflect in elevated Creatinine levels [55].

When Ejection Fraction is not present, Age and Serum Sodium also increase in importance. Aging
causes the cardiac structure to degrade, which non-trivially causes the risk of HF to rise [56]. This
aligns with the rise in average age between patients who survived, and those who did not, in Figure 1.
Serum Sodium, especially when reduced below normal levels at 137.5 mmol/L (hyponatremia), is also
seen as an indicator of HF, since for every 1 mmol/L decrease below average, a 4% rise in mortality risk
occurs, reflecting our dataset in Figure 1 once again [57]. This is because during HF, reduced cardiac
output and effective circulatory volume, the body releases non-osmotic Arginine Vasopressin, causing
greater water retention with no change in Sodium, leading to decreased Serum Sodium concentrations,
a strong indication of HF [58].

Technically speaking, High Blood Pressure was always the biggest outlier, due to the fact that it did not
occupy a top spot in the feature importance rankings. However, our CoxPH model did identify it as
an important feature, hence its selection in the Genetic Algorithm test (GA). Biologically, chronic HBP
is a direct cause of HF, causing structural changes in the left ventricle of the heart, since the pressure
overload causes the myocardium to increase the thickness of the arterial wall (hypertension) [59].

12. Web application with the Integration of Gemini

W HeartFailure Care Dashboard Appointments Dr Rengan (doctor) Logout

Record data for Harihar Back to dashboard

Enter the latest lab values and clinical indicators to generate a mortality risk prediction.

Serum Creatinine (mg/dL)
Mortality probability
10

o,
Ejection Fraction (%) 54.0%
S Estimated ejection fraction
Age (years) 46.7%

830
SHAP feature importances
Serum Sodium (mmol/L)

139.0

Creatinine Phosphokinase (mcg/L)

51.0

Platelets (kiloplatelets/mL)

371.0

[[] High Blood Pressure

[C] Smoking Cox survival curve

ot B Relative hazard - 1.575
naemia

"] Diabetes

Sex

Female v

Upload images or PDFs

| Choose Files |No file chosen o4

Save and predict : T o0

Figure 10. The patient input dashboard, our core feature
We built a web application interface around this app to make clinical use easy and maximize

impact. As seen in Figure 10, doctors will be able to input details about their patient or upload a PDF /
image file. If a file is uploaded, a Gemini-based OCR built with n8n reads the needed information and
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completes the input fields.

Once the information is taken in, our models make the needed predictions. Firstly, a mortality
probability is predicted alongside a SHAP feature importance graph, where larger red features had a
greater impact on increasing mortality, helping doctors understand the model’s reasoning and make
logical suggestions to their patients. If the patient does not provide Ejection Fraction, this of course
affects which model is used, with a minute change in accuracy nonetheless, as seen in Tables 1 and 3.
When not provided, our model is able to predict their ejection fraction with an MAE of 2.80 as seen
in Table 4. After this, a cox survival hazards plot is also shown, allowing doctors to understand the
urgency and need for immediate treatment on every case. This model assists doctors with that and
also adapts to the presence of Ejection Fraction. The C-index drops marginally here as well, however.
We also use an LLM to provide further clarification on our models decisions and reasoning. We pass
the inference and SHAP results to a Gemini API-based LLM using n8n for further reasoning and
clinical support. Around this core feature, we have built basic signup and login systems for doctors
and patients, as well as appointment booking functionality. Our aim is to ensure that our models are
easy to use and harness to better the lifes of and reduce the risks for patients. Our interface utilizes a
simple HTML/CSS frontend with JS, as well as a Flask Python backend. The models were trained via a
Python kernel in Jupyter Notebook and exported, after which the savefiles are read for weights during
inference. Additional features such as OCRs and LLMs utilize Gemini APIs, effectively integrated with
an n8n system.

12.1. Hart Failure System Summary

By eliminating less important features in a Genetic Algorithm alongside AUC-drop permutation
analysis for Feature Importance and CoxPH-native Hazard Ratios, we were able to arrive at the most
influential features for the model’s performance, namely Serum Creatinine, Age, Serum Sodium, and
High Blood Pressure. The strong biological reasoning for the selection of these features, alongside their
appearance under rigorous technical processes reflect how well successful models, such as Tree-based
Classifiers like LightGBM or ANN Classifiers generalized to the data and extracted the underlying
complex and non-linear patterns in the data for highly accurate non-invasive diagnoses of HFE. The
final LightGBM model was able to predict HF with an accuracy of 99.04% without the need of an
Echocardiogram to determine EF.

We would also discuss about the limitations of our work. The dataset is small and gathered
from a specific place which can lead to possible biases and limit the generalizability of our findings.
Second, the number of features is limited. Important clinical factors such as previous heart conditions
were not included. ECG results could have allowed us to spot heart failure related abnormalities,
and tracking the development of blood test results over time could have allowed us to ensure that
values extracted are actually meaningful. Future work would need to incorporate those features
alongside other relevant ones into our model and enlarge the dataset to include a more diverse and
balanced population, so that the model’s early heart failure detection can become a clinically useful
risk assessment and more hence reliable . Testing again over a set of real patients that were not part of
our dataset would then be crucial to see if the results would match their relative echocardiographic
results, giving us a more accurate picture of how much our model is really able to generalize.

13. Technical Discussion
Our findings illustrate several key observations:

*  Tree-based algorithms, especially gradient boosting such as LightGBM, performed best on this
dataset, with similar performance after removing noisy features.

*  Neural networks approach but do not exceed ensemble performance, including Random Forest,
in this dataset, which reflects the small, tabular nature of the data as well as the "jagged" class
separation.
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e  Serum Creatinine was the strongest predictor for the tree-based models and the ANN Classifiers,
agnostic to the presence of Ejection Fraction

e  Survival modeling captures longitudinal mortality trends not visible in classification alone, and
uses High Blood Pressure as it the strongest Hazard Ratio.

*  Serum Creatinine, Serum Sodium, Age, and High Blood Pressure were sufficient to obtain a peak
in accuracy for the model, reflecting the biological importance of these predictors.

14. Conclusion

This work explores multiple machine learning and statistical approaches for heart failure pre-
diction using a unified dataset and evaluation framework. The results demonstrate that ensemble
methods specifically Random Forests outperform neural networks in small clinical tabular datasets
[44]. The features isolated by the genetic model, mostly in agreement with feature importance and
hazard ration, reflected the modern biological consensus for factors affecting heart failure.
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The following abbreviations are used in this manuscript:
HF Heart Failure

CPK Creatinine Phosphokinase

MLP Multilayer Perceptron

XGBoost Extreme Gradient Boosting

LightGBM Light Gradient Boosting Machine

RBF Radial Basis Function

GA Genetic Algorithm

SHAP SHapley Additive exPlanations
PH Proportional Hazards

CoxPH Cox Proportional Hazards Model

AUROC Area Under the Receiver Operating Characteristic Curve
AUPRC Area Under the Precision-Recall Curve

ECE Expected Calibration Error

MOTE Synthetic Minority Over-sampling Technique

HDF5 Hierarchical Data Format version 5

WCAG Web Content Accessibility Guidelines

HIPAA Health Insurance Portability and Accountability Act

GDPR General Data Protection Regulation
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