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Abstract 11 

Background: Sepsis is a leading cause of death in the intensive care unit (ICU), with 12 

significantly higher rates in elderly patients due to immunosenescence and greater 13 

comorbidity burden. Existing machine learning models for ICU mortality prediction 14 

predominantly rely on fixed-time-window feature extraction without evaluating how 15 

temporal sampling density influences performance. This study aimed to compare the effects 16 

of different temporal sampling density strategies on in-hospital mortality prediction in 17 

elderly sepsis patients and identify the critical sampling density at which information 18 

saturates. 19 

Methods: This retrospective cohort study used the Medical Information Mart for Intensive 20 

Care IV database as the development set and the Electronic ICU Collaborative Research 21 

Database as the external validation set. Patients aged 65 years or older who met the Sepsis-22 

3 criteria and had an ICU stay of at least 24 hours were included. A fixed-architecture long 23 

short-term memory network was used to compare six temporal sampling strategies (1-24 

point, 2-point, 3-point, 4-point, 6-point, and 24-point) under a unified feature set and 25 
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training strategy. Model performance was evaluated in terms of the area under the receiver 26 

operating characteristic curve, the area under the curve, the F1 score, and the Brier score. 27 

Interpretability analysis was performed to identify the core drivers of the optimal model. 28 

Results: Of the 546028 screened records, 20163 elderly sepsis patients were included. The 2-29 

point group (admission and 24-hour) achieved optimal discrimination (area under the receiver 30 

operating characteristic curve 0.814, 95% confidence interval 0.809–0.818), with the largest 31 

improvement over the single-point group (0.122; P<0.001). The difference versus the 24-point 32 

hourly group was not significant (P=0.961), indicating predictive equivalence. Adding 33 

intermediate sampling points beyond 2 points yielded no additional gain. Sensitivity analysis 34 

confirmed that the 24-hour endpoint contains richer prognostic information than earlier 35 

timepoints do. External validation (n=11039) confirmed these findings. The 24-hour Glasgow 36 

Coma Scale score, blood urea nitrogen, and lactate level were the core predictive indicators. 37 

Conclusions: In elderly ICU sepsis patients, a simplified two-point sampling strategy 38 

(admission baseline and 24-hour endpoint) achieves predictive equivalence to hourly dense 39 

monitoring. Intermediate sampling points provide no additional gain, suggesting that 40 

simplified sampling is sufficient under ICU data sparsity constraints. 41 

Keywords: Sepsis; Machine learning; Temporal sampling density; Elderly patients; Intensive 42 

care unit; Interpretability 43 

Background 44 

Sepsis is a life-threatening organ dysfunction caused by a dysregulated host response to infection 45 

and is one of the leading causes of death among patients in intensive care units (ICUs) worldwide 46 

[1]. An estimated 48.9 million new sepsis cases occur globally each year, resulting in 47 

approximately 11 million deaths that account for nearly 20% of all-cause mortality [2]. Elderly 48 

populations exhibit significantly greater sepsis incidence and mortality than the general 49 

population owing to immunosenescence, diminished physiological reserve, and greater 50 

comorbidity burden [3,4]. Studies have reported in-hospital mortality rates of 30–50% among 51 
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sepsis patients older than 65 years, with mortality increasing progressively with advancing age 52 

[5]. Therefore, early identification of elderly sepsis patients at high risk of death is clinically 53 

important for optimizing resource allocation and improving outcomes. 54 

Currently, conventional severity scoring tools such as the Acute Physiology and Chronic Health 55 

Evaluation II (APACHE II) and the Sequential Organ Failure Assessment (SOFA) are widely 56 

used to assess mortality risk in ICU patients [6,7]. However, these traditional scoring systems 57 

have significant limitations: their scoring variables are relatively fixed, making it difficult to 58 

adequately capture dynamic disease evolution; they exhibit suboptimal predictive accuracy in 59 

specific subpopulations, such as elderly sepsis patients; and they lack the capacity to leverage 60 

temporal data [8,9]. With the increasing availability of electronic health record (EHR) data and 61 

advances in artificial intelligence, machine learning (ML) methods have demonstrated substantial 62 

potential for ICU prognostic prediction [10], and the predictive performance of automatically 63 

extracted EHR data has been shown to be comparable to that of manually curated data [46]. 64 

In recent years, numerous studies have employed ML models to predict mortality risk in intensive 65 

care unit (ICU) sepsis patients, using diverse algorithmic frameworks ranging from traditional 66 

machine learning (e.g., XGBoost, random forest) to deep learning (e.g., long short-term memory 67 

[LSTM], gated recurrent units [GRUs], and transformers) [11–15]. A systematic review 68 

encompassing 31 studies and more than 1.47 million sepsis patients reported that ML models 69 

achieved AUROC values ranging from 0.62--0.90 for sepsis-related mortality prediction, 70 

generally outperforming conventional scoring systems (e.g., SOFA AUROC 0.47--0.86) [16]. 71 

The application of interpretability analysis methods such as SHAP has further enhanced the 72 

clinical credibility and utility of these models [17,18]. Nevertheless, existing studies have 73 

important shortcomings: first, only 29% of studies have completed external validation, and 61% 74 

present a high risk of bias, raising concerns about model generalizability [16,19]; second, most 75 

models employ fixed-time window "snapshot" feature extraction (e.g., within 24 hours of ICU 76 
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admission) without adequately considering how temporal sampling density influences model 77 

performance [20,21]. 78 

In clinical practice, the acquisition frequency of physiological indicators varies 79 

substantially—from continuous real-time monitoring to laboratory tests performed only 80 

every few hours. Although efficient prognostic prediction is limited, the use of limited 81 

clinical data remains a critical clinical challenge [22,23]. Although prior studies have 82 

explored the impact of different time window sizes on sepsis prediction performance 83 

[23,24], few have systematically investigated whether prediction performance exhibits a 84 

saturation effect across the complete gradient from simplified (single-point) to dense 85 

(hourly) sampling within a fixed observation window. Notably, the transition from an 86 admission static baseline (t₀) to incorporating follow-up dynamic information has already 87 

produced a significant improvement in predictive performance [8,11]; however, the 88 

marginal benefit of adding intermediate sampling timepoints after obtaining baseline and 89 

endpoint information remains unclear. In fact, ICU temporal data contain two 90 

fundamentally different acquisition modes: "streaming" vital signs continuously recorded 91 

by monitors (missing rate <6%) and "pulsed" laboratory indices (e.g., lactate, creatinine, 92 

international normalized ratio [INR]) typically collected only 1–2 times daily, with 93 

instantaneous missing rates at any single-hour slice reaching 84–95% and Glasgow Coma 94 

Scale (GCS) missing rates of 61–75% (Supplementary Material 2). Consequently, overly 95 

dense sampling schemes inevitably rely heavily on last observation carried forward (LOCF) 96 

imputation, which may degrade model performance by amplifying noise [25,26]. Therefore, 97 

determining the critical sampling density at which information saturates for in-hospital 98 

mortality prediction in elderly sepsis patients is essential for constructing simplified, 99 

efficient, and clinically deployable prediction models. 100 
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This study aimed to use two large publicly available ICU databases, the MIMIC-IV and eICU-101 

CRD, to compare the effects of six temporal sampling density strategies (1-point, 2-point, 3-102 

point, 4-point, 6-point, and 24-point) on in-hospital mortality prediction performance in 103 

elderly sepsis patients via a fixed-architecture LSTM network. We hypothesized that, within 104 

a fixed 24-hour observation window, a simplified two-point sampling strategy (admission 105 

baseline plus 24-hour treatment endpoint) would achieve predictive equivalence to hourly 106 

dense monitoring and that further increasing intermediate sampling points would not 107 

provide additional predictive gain. Through dual-database validation and SHAP 108 

interpretability analysis, this study provides an efficient data acquisition approach for the 109 

clinical deployment of ICU sepsis mortality prediction models. 110 

Methods 111 

Study design and study population 112 

This study was designed and reported in accordance with the Transparent Reporting of a 113 

Multivariable Prediction Model for Individual Prognosis or Diagnosis—Artificial Intelligence 114 

(TRIPOD+AI) 2024 update [27] and the Strengthening the Reporting of Observational Studies in 115 

Epidemiology (STROBE) statement [28]. Within this framework, this retrospective cohort study 116 

used data from two publicly available critical care databases: the Medical Information Mart for 117 

Intensive Care IV (MIMIC-IV, version 3.1) and the Electronic ICU Collaborative Research 118 

Database (eICU-CRD, version 2.0). The MIMIC-IV served as the model development set, and the 119 

eICU-CRD was used for external validation. This study aimed to explore the effects of different 120 

temporal sampling densities on in-hospital mortality prediction performance in elderly sepsis 121 

patients. To eliminate interference from the model algorithm itself, a fixed-architecture deep 122 

learning model was used as a temporal feature detector to systematically compare the predictive 123 

performance of six temporal sampling densities (1-point, 2-point, 3-point, 4-point, 6-point, and 124 

24-point). All the models were trained and evaluated under a unified feature set, model 125 
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architecture, and training strategy, with temporal sampling density as the sole variable. The 126 

overall technical workflow is illustrated in Figure 1 and encompasses six key stages: cohort 127 

construction, temporal sampling design, model development, internal and external validation, 128 

interpretability analysis, and clinical utility assessment. 129 

 130 

Figure 1 Study workflow. A total of 20163 elderly sepsis patients were retrospectively enrolled 131 

from MIMIC-IV v3.1 as the development cohort, and 11039 patients from eICU-CRD v2.0 were 132 

used as the external validation cohort. Twenty-three clinical variables were extracted at six 133 

candidate temporal sampling densities within the first 24 hours after ICU admission. The last 134 
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observation carried forward (LOCF) method was used to handle missing data. A fixed-135 

architecture unidirectional long short-term memory (LSTM) network with two hidden layers (64 136 

units each) and a fused input vector of 87 dimensions was employed for in-hospital mortality 137 

prediction. Model performance was evaluated via the area under the receiver operating 138 

characteristic curve (AUROC) with 95% confidence intervals derived from 1,000 bootstrap 139 

resamples. DeLong's test with Bonferroni correction (significance threshold α=0.0033) was 140 

applied for pairwise comparisons between different sampling strategies. SHapley Additive 141 

exPlanations (SHAP) analysis and decision curve analysis (DCA) were performed to interpret 142 

model predictions and assess their clinical utility. 143 

 144 

The MIMIC-IV database comprises the clinical records of patients admitted to the intensive care 145 

units of Beth Israel Deaconess Medical Center (Boston, USA) from 2008--2019, containing more 146 

than 500,000 ICU admissions. The eICU-CRD database is a multicenter telemedicine database 147 

containing clinical information for more than 200,000 patients from 335 ICUs across 208 148 

hospitals in the United States from 2014–2015. Both databases have received approval from their 149 

respective institutional review boards, have been deidentified, and have waived informed consent. 150 

All data access was completed through PhysioNet credentialing. 151 

The inclusion criteria were as follows: age ≥65 years at ICU admission; meeting the Sepsis-3 152 

diagnostic criteria (infection resulting in an increase in the Sequential Organ Failure Assessment 153 

[SOFA] score of ≥2 points); ICU stay ≥24 hours; complete vital sign records at 0 hours after 154 

admission; and at least one recorded timepoint between 12 and 23 hours. The exclusion criteria 155 

were missing in-hospital mortality outcome labels, missing key static features (age or 156 

comorbidity information), physiologically implausible values, and data coverage below 50% 157 

during the 0- to 24-hour period after admission. 158 
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Data collection and preprocessing 159 

Data, including demographic characteristics, vital signs, laboratory results, and comorbidity 160 

information, were extracted from the EHR systems of the MIMIC-IV and eICU-CRD databases 161 

within 24 hours of ICU admission. A total of 23 predictors were included according to three 162 

principles: (i) established core prognostic factors from the sepsis mortality literature, including 163 

organ dysfunction indicators involved in the Sepsis-3 diagnostic criteria [1], physiological and 164 

laboratory parameters covered by the SOFA scoring system [7], acute physiological variables in 165 

the APACHE II framework [6], tissue perfusion markers such as lactate [29], and neurological 166 

function assessment indicators such as the Glasgow Coma Scale (GCS) [30]; (ii) clinical routine 167 

accessibility, meaning that all indicators are routinely collected at the bedside within 24 hours of 168 

ICU admission; and (iii) collinearity exclusion, whereby candidate variables underwent Pearson 169 

correlation analysis and highly collinear variables with |r|>0.8 or variance inflation factor 170 

(VIF)>10 were excluded (e.g., total GCS score, activated partial thromboplastin time). The 171 

complete candidate variable pool and selection rationale are detailed in Supplementary Material 172 

1. The final set of 23 predictors comprised 18 dynamic features and 5 static features. Dynamic 173 

features included heart rate, systolic blood pressure, diastolic blood pressure, mean arterial 174 

pressure, respiratory rate, pulse oxygen saturation (SpO₂), body temperature, oxygenation index 175 

(PaO₂/FiO₂), lactate, serum creatinine, blood urea nitrogen (BUN), white blood cell count, 176 

hemoglobin, platelet count, international normalized ratio (INR), GCS eye opening response, 177 

GCS verbal response, and GCS motor response. Static features included age, diabetes history, 178 

heart failure history, Charlson Comorbidity Index [31], and frailty status [32]. 179 

Data processing comprises multiple steps. For dynamic features, missing values were imputed via 180 

the last observation carried forward (LOCF) method; that is, the most recent valid observation for 181 

each patient was used to fill missing data, and any remaining missing values after LOCF 182 

imputation were filled via the median of the training set from 5-fold cross-validation. Missing 183 

static feature values were imputed using the training set mode (for binary variables) or median 184 
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(for continuous variables). For continuous variables, winsorization was applied via the 1st and 185 

99th percentiles of the training set to manage outliers, with extreme values beyond this range 186 

replaced by the corresponding percentile values. All the features were z score standardized on the 187 

training set, and the standardization parameters were directly applied to the external validation set 188 

to ensure independence of the validation process and prevent data leakage. 189 

Outcome definition 190 

The primary outcome of this study was all-cause in-hospital mortality during ICU hospitalization, 191 

which was defined as death from any cause while the patient was in the ICU. The mortality label 192 

was extracted directly from the hospital discharge status field in the database, with survival coded 193 

as 0 and death coded as 1. For the MIMIC-IV database, in-hospital mortality status was 194 

determined via hospital_expire_flag; for the eICU-CRD database, it was determined via the 195 

actual hospital mortality field. All outcome labels were extracted before feature engineering to 196 

ensure label independence. 197 

Temporal sampling density experimental design 198 

The core experimental design of this study aimed to isolate the independent effect of temporal 199 

sampling density on model predictive performance. To achieve this goal, a unified fixed-200 

architecture LSTM model was employed, with completely consistent model hyperparameters, 201 

feature sets, training strategies, and evaluation procedures maintained across all experimental 202 

groups; the only varying parameter was the number of temporal sampling points in the input time 203 

series data. On the basis of actual ICU clinical workflows and data acquisition frequencies, six 204 

progressive temporal sampling schemes were designed: a 1-point group (admission baseline only, 205 

0 h); a 2-point group (0 h and 23 h); a 3-point group (0 h, 12 h, and 23 h); a 4-point group (0 h, 8 206 

h, 16 h, and 23 h); a 6-point group (0 h, 5 h, 10 h, 14 h, 19 h, and 23 h); and a 24-point group 207 

(hourly discrete sampling from 0--23 h). The 0-hour timepoint corresponds to the admission 208 

baseline assessment, and the 23-hour timepoint corresponds to the routine re-evaluation at the end 209 

of the first treatment day after ICU admission. 210 
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Data extraction for each temporal sampling group followed a uniform LOCF forward-fill 211 

rule: at each prespecified sampling timepoint, the current or most recent prior valid 212 

observation was extracted; if no record existed at that timepoint or at any preceding 213 

timepoint, the training set median was used for imputation. This mechanism ensured that 214 

differences between sampling density groups arose solely from the sampling frequency 215 

rather than from the imputation strategy. The six temporal sampling schemes, including 216 

their respective timepoints, are detailed in Table 1. 217 

 218 

Table 1 Temporal sampling strategies of the six experimental groups 219 

Group Number of points Sampling timepoints (h) Number of timesteps 

1-point 1 0 1 

2-point 2 0, 23 2 

3-point 3 0, 12, 23 3 

4-point 4 0, 8, 16, 23 4 

6-point 6 0, 5, 10, 14, 19, 23 6 

24-point 24 Hourly (0–23) 24 

The 0-hour timepoint corresponds to the admission baseline; the 23-hour timepoint 220 

corresponds to the end of the first ICU treatment day. 221 

ML model development and evaluation 222 

This study employed a unidirectional long short-term memory (LSTM) network [33] as the 223 

temporal sequence feature extractor. The LSTM model input comprises dynamic feature matrices 224 

arranged in chronological order (number of timepoints × 18 dimensions). Static features (5 225 

dimensions) were concatenated with the final LSTM hidden state (64 dimensions) and the 226 

dynamic features at the last timestep (18 dimensions) after sequence processing, forming a fused 227 

vector (total dimension 87) that was fed into the classification head. The specific architecture 228 



Page 11/46 

included two unidirectional LSTM layers with a hidden dimension of 64 and an interlayer 229 

dropout rate of 0.3 and a classification head consisting of a fully connected layer (with an input of 230 

87 dimensions and an output of 32 dimensions), a ReLU activation function, a dropout layer 231 

(with a rate of 0.2), and an output layer (32 dimensions to 1 dimension), with the final death 232 

probability predicted via a sigmoid function. 233 

Model development was conducted on the MIMIC-IV database. A 5-fold stratified cross-234 

validation strategy was adopted to ensure that the proportion of death and survival samples in 235 

each fold was consistent with that of the full dataset. In each cross-validation iteration, 4 folds 236 

were used for model training, and the remaining fold served as the validation set for 237 

hyperparameter tuning and early stopping decisions; after completion of the 5-fold validation, the 238 

prediction results from all folds were pooled for performance evaluation. To eliminate 239 

randomness from data partitioning, a random seed of 42 was set to ensure reproducibility of the 240 

experimental results. Model training used the Adam optimizer with an initial learning rate of 241 

1×10⁻³, β₁=0.9, and β₂=0.999; the early stopping strategy was set to terminate training when the 242 

validation set AUROC showed no improvement for 5 consecutive epochs; the batch size was 64; 243 

and the maximum number of training epochs was 100. The model uses a binary cross-entropy 244 

loss function, and class weights are dynamically adjusted during training to partially mitigate the 245 

positive–negative sample imbalance. 246 

Model performance was comprehensively evaluated via the following metrics: the area under the 247 

receiver operating characteristic curve (AUROC), the area under the precision‒recall curve 248 

(AUPRC), the F1 score, and the Brier score [37]. AUROC and AUPRC reflect the comprehensive 249 

discrimination ability of the model; the F1 score reflects the balance between precision and recall; 250 

and the Brier score reflects the calibration of the predicted probabilities. All the performance 251 

metrics were calculated on the basis of the pooled prediction results from 5-fold cross-validation. 252 

The 95% confidence intervals (CIs) were constructed via 1000 bootstrap resamplings [34] to 253 

assess the stability of the model performance estimates. The statistical significance of AUROC 254 
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differences between groups was assessed via the DeLong test [35], with a two-sided significance 255 

level of α=0.05. Model development, training, and evaluation were implemented via the PyTorch 256 

framework (version 1.12.0), and all the experiments were performed on a Linux workstation 257 

equipped with an NVIDIA GeForce RTX 3090 GPU. The complete experimental code and data 258 

preprocessing scripts have been made publicly available on GitHub 259 

(https://github.com/wangjunnyworld/sepsis-temporal-sampling) to ensure study reproducibility. 260 

Benchmark model comparison 261 

The benchmark model comparison framework of this study centered on temporal sampling 262 

density as the core variable. The six temporal sampling density schemes (1-point, 2-point, 263 

3-point, 4-point, 6-point, and 24-point) constituted mutually controlled benchmark model 264 

groups, in which the 1-point group (admission baseline only) represented the traditional 265 

static prediction mode without dynamic follow-up information, the 24-point group (hourly 266 

continuous sampling) represented the idealized full-density dynamic monitoring mode, and 267 

the 2-point, 3-point, 4-point, and 6-point groups represented progressively denser sampling 268 

strategies. By systematically comparing the AUROC, AUPRC, F1 score, and Brier score across 269 

the six groups, the critical sampling density at which the prediction performance saturates 270 

was identified, and the full-spectrum performance gradient from simplified to dense 271 

sampling was quantified. 272 

The statistical significance of performance differences between groups was assessed via the 273 

DeLong test for pairwise comparisons, with a total of 15 pairwise comparisons across the 274 six groups; after Bonferroni correction [36], the significance threshold was α=0.0033. For 275 

sampling strategies approaching performance saturation, 1000 bootstrap resamplings were 276 

further used to evaluate the 95% confidence interval of AUROC differences between 277 

adjacent sampling density groups to confirm performance equivalence or comparison 278 

results presented as forest plots, with AUROC values and their 95% confidence intervals 279 
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displayed side by side across sampling density groups to facilitate intuitive identification of 280 

the performance inflection point. All performance evaluations were independently repeated 281 

on the external validation set (eICU-CRD) to confirm the robustness of the main findings in 282 

cross-center scenarios. 283 

Interpretability analysis of the optimal ML model 284 

To reveal the decision mechanism of the optimal temporal sampling density model (2-point 285 

sampling group), this study employed the SHapley Additive exPlanations (SHAP) method for 286 

post hoc interpretability analysis of the model prediction results. SHAP is based on cooperative 287 

game theory principles and assigns an additive attribution value (SHAP value) to each feature in 288 

individual prediction instances by calculating the weighted average marginal contribution of each 289 

feature across all possible feature combinations, thereby quantifying the positive or negative 290 

driving effect of each feature on the model output. Given that the LSTM architecture used in this 291 

study is a deep learning model, the DeepSHAP algorithm (implemented via the DeepExplainer 292 

interface in the Python SHAP library) was used for model interpretation, with the background 293 

distribution set as a random subsample of 1000 samples from the training set. 294 

The interpretability analysis comprised three levels. First, global feature importance ranking: the 295 

mean absolute SHAP value for each feature across all validation samples was calculated to obtain 296 

the feature importance ranking, identifying the core clinical variables driving death prediction. 297 

Second, single-feature dependence analysis was performed: key features ranked highly in global 298 

importance (e.g., GCS verbal score, BUN, lactate) were selected, and SHAP dependence plots 299 

were drawn to reveal the functional relationship between feature value and predicted risk, 300 

identifying patterns such as linear increase, stepwise transition, or threshold effects. The third step 301 

is clinical threshold mining: critical values at which the risk probability underwent significant 302 

turning points were identified within SHAP dependence plots, and the pathophysiological 303 

mechanisms underlying threshold effects were interpreted in conjunction with clinical 304 

physiological knowledge. Interpretability analyses were performed on the pooled results of 5-fold 305 
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cross-validation from the MIMIC-IV development set to ensure the robustness of feature 306 

attribution. Analysis was implemented via the Python SHAP library (version 0.41.0). 307 

Sensitivity analysis 308 

To verify the robustness of the performance advantage of the optimal two-point sampling scheme 309 

(0 h and 23 h) and to exclude the possibility that this result depended on a specific timepoint 310 

selection, multiple sensitivity analysis experiments were designed. With the 0-hour baseline 311 

timepoint fixed, the 6-hour, 12-hour, 18-hour, and 23-hour timepoints were used as the second 312 

timepoint to construct single-variable-variation 2-point sampling control groups, and the effects 313 

of different second-timepoint selections on the model AUROC were evaluated. In addition, to 314 

assess the sensitivity of model performance to randomness in data partitioning, 5-fold cross-315 

validation experiments were repeated using different random seeds (10, 20, 30, 40, 50), and the 316 

variation range of the AUROC was observed. The above sensitivity analyses were all completed 317 

on the MIMIC-IV development set and simultaneously reproduced on the external validation set 318 

(eICU-CRD) to confirm the cross-center robustness of the main findings. 319 

Statistical analysis 320 

Continuous variables are presented as the means ± standard deviations or medians (interquartile 321 

ranges), and categorical variables are presented as frequencies (percentages). Between-group 322 

comparisons were performed via independent-samples t tests (normal distribution) or Mann–323 

Whitney U tests (nonnormal distribution) for continuous variables and chi-square tests or Fisher's 324 

exact tests for categorical variables. The 95% confidence intervals for model performance metrics 325 

were constructed via 1000 bootstrap resamplings; in each resampling, samples equal in size to the 326 

original dataset were drawn with replacement, the target metric was calculated, and the 2.5th and 327 

97.5th percentiles were used as the lower and upper bounds of the confidence interval. The 328 

statistical significance of AUROC differences between groups was assessed via the DeLong test; 329 

multiple comparison correction was performed via the Bonferroni method, with the corrected 330 

significance threshold set at α=0.05 divided by the number of comparisons. All the statistical 331 
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analyses were implemented via the Python SciPy library (version 1.9.0) and the scikit-learn 332 

library (version 1.1.0), with two-sided tests and a significance level of α=0.05. 333 

Results 334 

Study population 335 

In the MIMIC-IV cohort, 546028 ICU hospitalization records were initially screened, 41,295 of 336 

which met the Sepsis-3 diagnostic criteria. After further screening for patients aged ≥65 years, 337 

21,923 patients were identified; after confirming valid feature records within 24 hours, 21,921 338 

patients entered the initial screening queue. Subsequent stepwise exclusion removed 129 patients 339 

without 0-hour baseline data, 487 patients lacking 12- to 23-hour follow-up data, 266 patients 340 

with 0- to 23-hour data coverage below 50%, and 876 patients with incomplete core vital signs at 341 

0 hours. Ultimately, 20163 patients meeting all the inclusion criteria were included in the model 342 

development cohort, comprising 16393 survivors (81.3%) and 3770 nonsurvivors (18.7%). On 343 

the basis of the 23 predictors included in the final model, the events-per-variable (EPV) ratio was 344 

approximately 164:1, far exceeding the conventional recommended threshold for prediction 345 

model construction (EPV ≥ 10), thereby ensuring the robustness of model estimation and 346 

effectively reducing overfitting risk. In the eICU-CRD cohort, after identical screening 347 

procedures, 11039 patients were ultimately included in the external validation cohort, comprising 348 

8,106 survivors (73.4%) and 2,933 nonsurvivors (26.6%). The two groups were generally 349 

comparable in terms of age, sex distribution, and major clinical characteristics. Significant 350 

differences in the Sequential Organ Failure Assessment (SOFA) score, serum lactate level, blood 351 

urea nitrogen (BUN) level, and Glasgow Coma Scale (GCS) score (all P<0.001) were detected 352 

between the death and survival groups, with patients in the death group exhibiting more severe 353 

organ dysfunction and metabolic disturbances. The baseline characteristics of the study 354 

population, stratified by survival status, are summarized in Table 2 (see end of manuscript).The 355 

patient screening flowchart is shown in Figure 2. 356 
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 357 

Figure 2 Patient screening flowchart for the multicenter temporal prediction cohort of 358 

elderly sepsis patients. Left panel: The MIMIC-IV database initially contains 546028 ICU 359 

hospitalization records; after multilayer screening (Sepsis-3 diagnostic criteria, age ≥65 360 

years, key feature completeness, and data quality), 20163 patients were ultimately included 361 

in the model development set. Right panel: The eICU-CRD database initially contained 12762 362 

records meeting the Sepsis-3 criteria; after identical screening, 11039 patients were 363 

included in the external validation set. Abbreviations: MIMIC-IV, Medical Information Mart 364 

for Intensive Care IV; eICU-CRD, Electronic ICU Collaborative Research Database; Sepsis-3, 365 

Third International Consensus Definitions for Sepsis and Septic Shock; ICU, intensive care 366 

unit. 367 

 368 
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Predictive performance comparison across temporal sampling densities 369 

In the MIMIC-IV development set with 5-fold cross-validation, the 2-point sampling group 370 

(0 h and 23 h) achieved optimal discrimination performance, with an AUROC of 0.814 (95% 371 

CI 0.809–0.818) and an AUPRC of 0.537 (95% CI 0.528–0.546). Compared with the single-372 

point baseline group, the 2-point baseline group showed improvements (0.122, from 0.692 373 

to 0.814; P<0.001). Compared with the 24-point hourly discrete sampling group, the AUROC 374 

difference in the 2-point group was not statistically significant (0.814 vs. 0.814, P=0.961), 375 

and the AUPRC was slightly lower (0.537 vs. 0.542) without statistical significance, 376 

indicating that within a fixed 24-hour observation window, the simplified two-point 377 

sampling strategy achieved predictive equivalence to hourly dense monitoring. 378 

In terms of the performance gradient, the AUROC increased sharply from 0.692 in the 1-point 379 

group to 0.814 in the 2-point group and then plateaued. The subsequent addition of intermediate 380 

sampling timepoints yielded no further improvement, with the AUROC fluctuating in the range of 381 

0.806–0.810 for the 3-point (0.809, P=0.082), 4-point (0.806, P=0.028), and 6-point (0.810, 382 

P=0.141) configurations, without significantly surpassing the 2-point group level. This 383 

"performance saturation" phenomenon suggests that, after baseline and endpoint information was 384 

obtained, intermediate timepoints filled via LOCF did not provide additional genuine predictive 385 

signals to the model. 386 

Given the class imbalance characteristic of in-hospital sepsis mortality outcomes, precision–recall 387 

analysis provides a more informative evaluation. The 2-point group AUPRC was 0.537, which 388 

was close to that of the 24-point group (0.542) and significantly greater than that of the single-389 

point group (0.339) and the intermediate multipoint sampling groups (3-point 0.528,4-point 390 

0.525, and 6-point 0.528). For the Brier score, the 2-point group value of 0.182 was essentially 391 

equivalent to the 24-point group value of 0.186, further supporting the reliability of the two-point 392 

strategy in terms of probabilistic prediction accuracy. 393 
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The detailed numerical results for all temporal sampling strategies are summarized in Table 3, 394 

confirming that the 2-point configuration captures the majority of predictive information with 395 

minimal additional benefit from intermediate sampling. 396 

Table 3 Predictive performance of models under different temporal sampling density 397 

configurations in the MIMIC-IV development cohort 398 

Configuration Points Sampling strategy 

(h) 

AUROC (95% CI) AUPRC (95% CI) P 

value 

1-point 1 {0} 0.692*** (0.686–

0.698) 

0.339 (0.331–

0.347) 

<.001 

2-point 2 {0, 23} 0.814 (0.809–0.818) 0.537 (0.528–

0.546) 

Ref. 

3-point 3 {0, 12, 23} 0.809 (0.806–0.812) 0.528 (0.519–

0.537) 

0.082 

4-point 4 {0, 8, 16, 23} 0.806* (0.802–

0.810) 

0.525 (0.517–

0.533) 

0.028 

6-point 6 {0, 5, 10, 14, 19, 

23} 

0.810 (0.805–0.815) 0.528 (0.516–

0.540) 

0.141 

24-point 24 Hourly (0–23) 0.814 (0.808–0.820) 0.542 (0.533–

0.551) 

0.961 

AUROC values are presented with 95% confidence intervals derived from 1,000 bootstrap 399 

resamples. Asterisks indicate Bonferroni-corrected P values from pairwise DeLong's test 400 

compared with the 2-point [0–23 h] strategy (*P<0.05, ***P<0.001). 401 

Abbreviations: AUROC, area under the receiver operating characteristic curve; AUPRC, area 402 

under the precision‒recall curve; CI, confidence interval; LSTM, long short-term memory; Ref., 403 

reference group. 404 
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 405 

Figure 3A illustrates this performance saturation phenomenon: the AUROC increased sharply 406 

from 0.692 in the 1-point group to 0.814 in the 2-point group, representing an increase of 0.122—407 

the largest performance gain observed across all adjacent group comparisons; thereafter, the 408 

AUROC for the 3-point through 6-point configurations fluctuated within the narrow 0.806–0.810 409 

range, and the 24-point group plateaued at 0.814, indicating that predictive performance entered a 410 

saturation plateau beginning at the 2-point configuration. Figure 3B presents the forest plot of 411 

AUROC differences relative to the 2-point reference group with corresponding 95% confidence 412 

intervals, corroborating that, apart from the single-point group (ΔAUROC = −0.122, P<0.001), 413 

the magnitude of differences for all remaining groups fell below 0.01, with the 24-point group 414 

essentially overlapping the null reference line (P=0.961). Collectively, these findings demonstrate 415 

that the optimal two-point sampling strategy sufficiently captures the critical clinical information 416 

governing 24-hour disease evolution in elderly sepsis patients, achieving predictive equivalence 417 

to the 24-point hourly discrete sampling strategy without additional predictive value conferred by 418 

intermediate timepoint acquisition. 419 
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 420 

Figure 3 Performance saturation analysis of temporal sampling strategies. (A) Test set AUROC 421 

values (with 95% confidence intervals) for the LSTM models trained with 1- to 6-point sampling 422 

strategies. The dashed vertical line indicates the inflection point where adding additional 423 

sampling timepoints no longer yields a statistically significant improvement in discriminative 424 

performance. (B) Forest plot showing pairwise comparisons relative to the 2-point [0–23 h] 425 

reference strategy via DeLong's test. The error bars represent 95% confidence intervals for 426 
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AUROC differences. All P values were Bonferroni-corrected with a significance threshold of 427 

α=0.0033 (indicated by the dashed vertical line). AUROC, area under the receiver operating 428 

characteristic curve; LSTM, long short-term memory. 429 

External validation of the optimal sampling strategy 430 

The eICU-CRD database included 11039 samples for external validation of the 2-point sampling 431 

model. The model demonstrated robust predictive performance, with an AUROC of 0.763 (95% 432 

confidence interval [CI] 0.757–0.769), a Brier score of 0.217, and an AUPRC of 0.546 (95% CI 433 

0.536–0.556). Other performance metrics included an accuracy of 0.714, a recall of 0.382, a 434 

precision of 0.802, an F1 score of 0.518, and a specificity of 0.910. The external validation 435 

performance of all temporal sampling density configurations is detailed in Table 4. Notably, the 436 

AUROC difference between the 2-point and 24-point groups in the external validation was not 437 

statistically significant (0.763 vs. 0.768, P=0.31), further supporting the equivalence between the 438 

two-point strategy and hourly dense monitoring across different healthcare systems. 439 

Table 4 Performance comparison of temporal sampling density configurations in the eICU-440 

CRD external validation cohort 441 

Configuration AUROC (95% CI) AUPRC (95% CI) P value 

1-point 0.665 (0.658–0.672) 0.358 (0.348–0.368) <0.001 

2-point 0.763 (0.757–0.769) 0.546 (0.536–0.556) Ref. 

3-point 0.761 (0.755–0.767) 0.542 (0.532–0.552) 0.48 

4-point 0.760 (0.754–0.766) 0.540 (0.530–0.550) 0.21 

6-point 0.763 (0.756–0.770) 0.547 (0.537–0.557) 0.95 

24-point 0.768 (0.762–0.774) 0.556 (0.546–0.566) 0.31 
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The models were trained on the MIMIC-IV development cohort and directly evaluated on 442 

the eICU-CRD cohort without retraining. P values were derived from pairwise DeLong's test 443 

against the 2-point [0–23 h] strategy (reference). 444 

Abbreviations: AUROC, area under the receiver operating characteristic curve; AUPRC, area 445 

under the precision‒recall curve; CI, confidence interval; eICU-CRD, eICU Collaborative 446 

Research Database; Ref., reference group. 447 

Calibration and clinical utility assessment of the optimal temporal sampling scheme 448 

Beyond discrimination, the accuracy of model output probabilities is another key determinant of 449 

clinical deployability. Figure 4 presents the calibration performance of the 2-point model in the 450 

MIMIC-IV internal development cohort and the eICU-CRD external validation cohort. The 451 

internal cohort metrics were calculated on the basis of out-of-fold predictions from 5-fold cross-452 

validation. The model demonstrated acceptable calibration in both cohorts, with calibration 453 

curves distributed approximately along the ideal diagonal (Figures 4A and 4B). The Brier score 454 

was 0.182 in the internal validation cohort and 0.217 in the external validation cohort, indicating 455 

good probabilistic prediction accuracy in the internal cohort and a modest decrease in calibration 456 

in the external cohort without severe systematic risk overestimation or underestimation. 457 

 458 

Figure 4 Calibration curves of the 2-point model in the internal validation cohort (MIMIC-IV) 459 

(A) and external validation cohort (eICU-CRD) (B). The diagonal dashed line represents perfect 460 
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calibration. The solid green line with a shaded area represents the model's predicted probability 461 

versus the observed frequency with a 95% confidence interval. The model demonstrated 462 

acceptable calibration in both cohorts, with Brier scores of 0.182 and 0.217 in the internal and 463 

external validation cohorts, respectively. Abbreviations: MIMIC-IV, Medical Information Mart 464 

for Intensive Care IV; eICU-CRD, Electronic ICU Collaborative Research Database; 2-point 465 

model, baseline at 0 h and 23 h; Brier, Brier score; CI, confidence interval. 466 

 467 

Finally, decision curve analysis (DCA) [38] was used to evaluate the clinical utility of different 468 

models in real-world settings. Within the core clinical decision threshold range for ICU sepsis 469 

death risk intervention (0.05–0.30), the 2-point model demonstrated a consistent and significant 470 

clinical net benefit over both the 1-point baseline model and the "treat all/treat none" benchmark 471 

strategies in both the internal and external cohorts. Most notably, throughout the entire decision 472 

interval, the net benefit curve of the 2-point group essentially overlapped with that of the 24-point 473 

hourly discrete sampling group (Figures 5A and 5B). This result supports the core clinical 474 

hypothesis of this study: the simplified two-point data extraction strategy can provide clinical 475 

decision support comparable to that of 24-point hourly discrete sampling while substantially 476 

reducing the data collection burden on clinical staff. 477 

 478 
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Figure 5 Decision curve analysis (DCA) of the 2-point model for in-hospital mortality prediction 479 

in elderly sepsis patients. (A) MIMIC-IV development cohort. (B) The eICU-CRD external 480 

validation cohort. Within the core clinical decision threshold range for ICU sepsis death risk 481 

intervention (0.05–0.30), the 2-point model demonstrated consistent and significantly greater net 482 

clinical benefit than both the 1-point baseline model and the "treat all/treat none" benchmark 483 

strategies in both cohorts. The net benefit curve of the 2-point group essentially overlapped with 484 

that of the 24-point hourly discrete sampling group throughout the entire decision interval. 485 

Abbreviations: DCA, decision curve analysis; MIMIC-IV, Medical Information Mart for 486 

Intensive Care IV; eICU-CRD, Electronic ICU Collaborative Research Database; 2-point model, 487 

baseline at 0 h and 23 h; 1-point baseline, static baseline at 0 h; 24-point full, hourly discrete 488 

sampling from 0--23 h. 489 

 490 

Interpretability of the optimal model 491 

To reveal the decision mechanism of the optimal two-point sampling model, SHapley Additive 492 

exPlanations (SHAP) [39] analysis was performed on prediction results from representative folds 493 

of the MIMIC-IV development set. Global feature importance ranking revealed that 23-hour 494 

follow-up features dominated the predictive contribution, whereas only a few 0-hour baseline 495 

features ranked among the top contributors, and among static features, only age had a substantial 496 
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impact, as illustrated in Figure 6.  497 

 498 

Figure 6 SHAP global feature importance ranking for 2-point model in-hospital mortality 499 

prediction in elderly ICU sepsis patients. The horizontal bar chart displays the mean absolute 500 

SHAP value for each feature, ranked from highest to lowest impact on mortality probability. The 501 

feature colors indicate measurement timepoints: the red bars represent 23-hour follow-up 502 

dynamic features, the blue bars represent 0-hour admission baseline dynamic features, and the 503 

gray bars represent static demographic features. The GCS verbal response score at 23 hours 504 

(gcs_verbal_23h) presented the highest mean |SHAP| value, followed by the blood urea nitrogen 505 

score at 23 hours (bun_23h) and the GCS eye opening score at 23 hours (gcs_eye_23h). Among 506 

the baseline features, only the admission respiratory rate (resp_rate_0 h) and peripheral oxygen 507 

saturation (spo2_0 h) ranked within the top ten. SHAP, SHapley Additive exPlanations; GCS, 508 
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Glasgow Coma Scale; bun, blood urea nitrogen; gcs_eye, Glasgow Coma Scale eye opening; 509 

gcs_motor, Glasgow Coma Scale motor response; heart_rate, beats per minute; resp_rate, 510 

respiratory rate; spo2, peripheral oxygen saturation; inr, international normalized ratio; wbc, 511 

white blood cell count; pao2_fio2, ratio of partial pressure of arterial oxygen to fraction of 512 

inspired oxygen; dbp, diastolic blood pressure; temp_c, temperature in Celsius; spo2_23h, 513 

peripheral oxygen saturation at 23 hours. 514 

 515 

Specifically, the 23-hour GCS verbal response score (gcs_verbal_23h) ranked first with the 516 

highest mean absolute SHAP value, followed by 23-hour BUN (bun_23h), 23-hour GCS eye 517 

opening score (gcs_eye_23h), 23-hour heart rate (heart_rate_23h), and 23-hour lactate 518 

(lactate_23h). The 23-hour GCS motor response score (gcs_motor_23h) and 23-hour INR 519 

(inr_23h) also ranked within the top seven. Among the 0-hour baseline features, only the 520 

admission respiratory rate (resp_rate_0 h) and SpO₂ (spo2_0 h) entered the top ten. Among the 521 

static features, only age ranked 10th, with the remaining static features contributing little. This 522 

distribution pattern indicates that the 24-hour treatment response status after ICU admission—523 

particularly in terms of neurological function and metabolic indicators—has greater prognostic 524 

value than the baseline status at admission. 525 

Single-feature dependence analysis further revealed the clinical behavior patterns of key features. 526 

The SHAP dependence plot of the 23-hour GCS score showed clear stepwise risk stratification 527 

(Figure 7): patients with a score of 1 (no response) had a median SHAP value of approximately 528 

0.11, indicating an extremely high death risk contribution; at a score of 2 (incomprehensible 529 

sounds), the risk contribution decreased to approximately 0.085; at a score of 3 (inappropriate 530 

words), it further decreased to approximately 0.035; and at scores of 4 (confused) and 5 531 

(oriented), the SHAP values became negative (approximately −0.03 and −0.075, respectively), 532 

indicating that patients with intact consciousness had significantly reduced death risk. Each one-533 

grade improvement in the GCS score was associated with an approximately linear one-step 534 
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decrease in the risk of death, confirming the central role of neurological function assessment in 535 

determining the prognosis of elderly sepsis patients. 536 

 537 

Figure 7 SHAP dependence plot of the 23-hour Glasgow Coma Scale (GCS) verbal score for in-538 

hospital mortality prediction in elderly sepsis patients. The x-axis represents the original GCS 539 

verbal score (1 = no response, 2 = incomprehensible sounds, 3 = inappropriate words, 4 = 540 

confused, 5 = oriented), and the y-axis represents the SHAP value (impact on mortality 541 

probability). Red diamonds denote the median SHAP value at each score level. The plot reveals a 542 

clear stepwise risk stratification pattern: each one-grade improvement in the GCS score is 543 

associated with an approximately linear one-step decrease in the risk of death, confirming the 544 

central role of neurological function assessment in determining prognosis. Abbreviations: SHAP, 545 

SHapley Additive ExPlanations; GCS, Glasgow Coma Scale. 546 

 547 
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The SHAP dependence plot for 23-hour lactate, illustrated in Figure 8, revealed a nonlinear 548 

threshold effect. When the lactate concentration was less than 2.0 mmol/L, the SHAP values were 549 

generally negative, suggesting a protective effect of low lactate levels; when the lactate 550 

concentration exceeded 2.0 mmol/L, the SHAP values shifted from negative to positive, and the 551 

death risk contribution began to increase monotonically; and when the lactate concentration 552 

exceeded 4.0 mmol/L, the risk contribution rose sharply. This finding is highly consistent with 553 

the definition of 2.0 mmol/L lactate as the critical threshold for tissue perfusion inadequacy in 554 

sepsis clinical guidelines, providing physiological evidence supporting the clinical interpretability 555 

of model predictions. 556 

 557 

Figure 8 SHAP dependence plot of 23-hour lactate for in-hospital mortality prediction in elderly 558 

sepsis patients. The x-axis represents the lactate value at 23 hours (mmol/L), and the y-axis 559 

represents the SHAP value (impact on mortality probability). A smoothing spline was fitted for 560 
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visualization purposes. When lactate is below 2.0 mmol/L (the clinical threshold for tissue 561 

perfusion inadequacy in sepsis guidelines), SHAP values are generally negative, suggesting a 562 

protective effect; when lactate exceeds 2.0 mmol/L, SHAP values shift from negative to positive, 563 

and the death risk contribution begins to increase monotonically; and when lactate exceeds 4.0 564 

mmol/L, the risk contribution increases sharply. Abbreviations: SHAP, SHapley Additive 565 

exPlanations. 566 

Sensitivity analysis 567 

To verify that the performance advantage of the optimal two-point sampling scheme (0 h and 23 568 

h) did not depend solely on the chance selection of specific timepoints, this study fixed the 0-hour 569 

baseline timepoint and systematically used 6-hour, 12-hour, 18-hour, and 23-hour timepoints as 570 

the second timepoint to construct control groups, evaluating the effect of second-sampling-point 571 

selection on model predictive performance. 572 

The results revealed that as the second timepoint shifted from 6 hours to 23 hours, the model 573 

AUROC increased monotonically: the 0-hour and 6-hour combination yielded an AUROC of 574 

0.736 (95% CI 0.728–0.743) and an AUPRC of 0.398; the 0-hour and 12-hour combination 575 

increased to an AUROC of 0.774 (95% CI 0.769–0.779) and an AUPRC of 0.460; the 0-hour and 576 

18-hour combination further increased to an AUROC of 0.796 (95% CI 0.789–0.803) and an 577 

AUPRC of 0.499; and the 0-hour and 23-hour combination (the optimal scheme) achieved the 578 

highest AUROC of 0.814 (95% CI 0.809–0.816) and an AUPRC of 0.537. The Brier score 579 

improved synchronously, decreasing from 0.205 for the 6-hour combination to 0.175 for the 23-580 

hour combination. These detailed performance metrics for all second-timepoint configurations are 581 

presented in Table 5, highlighting the monotonic increase in predictive accuracy as the second 582 

timepoint approaches the 24-hour endpoint and supporting the clinical rationale for selecting 24 583 

hours after ICU admission as the key assessment timepoint. 584 

Table 5 Effect of second sampling timepoint selection on model performance (sensitivity 585 

analysis) 586 
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Configuration AUROC (95% CI) AUPRC F1-score Brier 

1-point (0 h) 0.692 (0.684–0.698) 0.339 0.372 0.232 

2-point (0, 6 h) 0.736 (0.728–0.743) 0.398 0.434 0.205 

2-point (0, 12 h) 0.774 (0.769–0.779) 0.460 0.469 0.191 

2-point (0, 18 h) 0.796 (0.789–0.803) 0.499 0.502 0.179 

2-point (0, 23 h) 0.814 (0.809–0.816) 0.537 0.512 0.175 

All the configurations used an identical fixed-architecture LSTM; only the second sampling 587 

timepoint varied. 588 

Abbreviations: AUROC, area under the receiver operating characteristic curve; AUPRC, area 589 under the precision‒recall curve; LSTM, long short-term memory. 590 

Discussion 591 

This study systematically compared the effects of six temporal sampling density strategies 592 

on in-hospital mortality prediction performance in elderly sepsis patients via a fixed-593 

architecture LSTM network. The core findings were as follows: from the admission static 594 

baseline (1-point group AUROC 0.692) to the simplified two-point sampling (2-point group 595 

AUROC 0.814), the predictive performance improvement reached 0.122—a significant 596 

increase from the two-point group to the 24-point group; the simplified two-point sampling 597 

strategy (admission baseline and 24-hour treatment endpoint) achieved predictive 598 

equivalence to hourly dense monitoring (24-point group AUROC 0.814, P=0.961). After 599 

baseline and endpoint information, further addition of intermediate timepoints (3-point, 4-600 

point, and 6-point) yielded no additional predictive gain, with the AUROC fluctuating within 601 

the 0.806–0.810 range, suggesting a performance saturation phenomenon within the 24-602 

hour observation window. External validation in the eICU-CRD database further confirmed 603 

the equivalence between the two-point strategy and hourly dense monitoring (AUROC 604 
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0.763 vs. 0.768, P=0.31), corroborating the clinical applicability of this simplified sampling 605 

approach across different healthcare systems. 606 

This "performance saturation" phenomenon can be interpreted in relation to the literature 607 

at three levels. At the level of sampling frequency exploration, Rasmussen et al. [8] 608 

compared three discrete granularities (1 hour, 4, and 24) in which higher-frequency data 609 

improved performance but increased the computational burden; however, their granularity 610 

gradient was too sparse to reveal the pattern of diminishing marginal returns for 611 

intermediate sampling. Zargoush et al. [24] systematically evaluated the timeliness of 612 

historical information and reported that stale data at intermediate timepoints might impair 613 

performance—a direction consistent with our finding of "no additional gain from adding 614 

intermediate points"—but neither study conducted a systematic exploration from the 615 

perspective of a sampling frequency gradient. This study is the first to compare the 616 

complete sampling density gradient from 24°C within a fixed 24-hour window and to reveal 617 

the critical density at which performance saturates. At the level of clinical deployment of 618 

simplified sampling, Desautels et al. [20] demonstrated with the InSight system that 619 effective prediction can be achieved using only minimal variables such as vital signs, SpO₂, 620 

GCS, and age (AUROC 0.781). This study advances the simplified approach from "which 621 

features" to "which timepoints" and, through SHAP interpretability analysis, reveals the 622 

core driving features at key timepoints (e.g., 23-hour GCS verbal score, BUN, and lactate), 623 

thereby advancing the simplified approach from the independent dimensions of "which 624 

features are needed" and "at which timepoints data should be collected" to the precise 625 

positioning of "which indicators should be prioritized at key assessment nodes." 626 

To contextualize the discriminative performance of our model within existing clinical 627 

benchmarks, we compared it with the performance of traditional ICU severity scores in 628 

elderly sepsis populations reported in the literature. Independent validation studies in 629 
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elderly or very elderly sepsis patients revealed AUROC values for the APACHE II score 630 

ranging from 0.6890.784, for the SOFA score from 0.6880.842, and for the APACHE IV score 631 

of approximately 0.722 in patients over 80 years of age [40–42]. The simplified two-point 632 

LSTM model proposed in this study achieved an AUROC of 0.814 in the MIMIC-IV 633 

development set, which is at the upper limit of the range reported for traditional scores; 634 

even in the external validation set (eICU-CRD), where it decreased to 0.763, its performance 635 

remained comparable to that of most traditional scores in similar populations. Importantly, 636 

traditional scoring systems typically rely on continuous collection and complex weighting of 637 

multiple physiological indicators within 24 hours of intensive care unit (ICU) admission, 638 

whereas this model is equivalent to or even superior in discriminative performance, with 639 

only sparse data from two timepoints (admission baseline and 24-hour endpoint), 640 

highlighting its practical advantage for clinical deployment. 641 

From a clinical translation perspective, the two-point sampling strategy offers substantial 642 

practical advantages. Data collection at only two timepoints greatly reduces the clinical 643 

workload, aligning with the core demand for "simplified usability" of predictive tools in 644 

high-frequency, high-pressure ICUs [21,39]. Second, the two-point model demonstrated 645 

high specificity (0.910) in the external validation, which has direct clinical value for 646 

alleviating the alarm fatigue problem prevalent in ICUs [43]. Liu et al. [43] noted in a 647 

commentary published in Lancet Digital Health that high sensitivity with concomitant low 648 

specificity is the core mechanism underlying clinical alarm fatigue, calling for substantial 649 

improvement in specificity while maintaining basic sensitivity to gain clinicians' trust. The 650 

specificity of our two-point model (0.910) directly addresses this clinical pain point. Finally, 651 

SHAP interpretability analysis revealed that dynamic changes in key features such as the 652 

23-hour GCS verbal score, BUN, and lactate are the core drivers of prediction, which not 653 

only enhances the clinical credibility of the model [17,18] but also provides data-driven 654 
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validation for the traditional clinical experience that 24-hour treatment response 655 

assessment serves as a critical prognostic node. 656 

Regarding the mechanism by which intermediate multipoint sampling fails to yield additional 657 

gain, we hypothesize that the primary reason lies in the noise amplification effect of the LOCF 658 

forward-fill strategy in a data-sparse environment. This study calculated the raw missingness 659 

rates of dynamic features at each timepoint (Supplementary Material 2). The results revealed two 660 

fundamentally different acquisition modes for ICU temporal data: "streaming" vital signs (heart 661 

rate, blood pressure, oxygen saturation, etc.) continuously recorded by monitors, with extremely 662 

low missing rates (<6%), and "pulsed" laboratory indices (lactate, creatinine, INR, etc.) typically 663 

collected only 1–2 times daily, with instantaneous missing rates at any single-hour slice reaching 664 

84–95%, and GCS missing rates also reaching 61–75%. In the two-point scheme, only the 0-hour 665 

and 23-hour timepoints require extraction of genuine observations, minimizing LOCF fill 666 

instances; in the 3-point, 4-point, and 6-point schemes, the data demand at intermediate 667 

timepoints increased substantially, but the actual collection frequency of laboratory indices was 668 

far below the preset sampling density, forcing LOCF to repeatedly copy stale observations and 669 

inject artificial artifacts into the model. Moor et al. [26] explicitly noted in their MGP-AttTCN 670 

model that traditional LOCF imputation introduces noise and dilutes genuine physiological 671 

change signals in ICU temporal data. This study provides new empirical evidence for this 672 

mechanism from the perspective of sampling frequency, suggesting that, under the realistic 673 

constraint of ICU data sparsity, a "less but precise" timepoint selection strategy is superior to a 674 

"more but noisy" dense sampling scheme. We chose LOCF over more advanced imputation 675 

methods such as MICE or KNN, primarily because it directly mirrors the clinical workflow 676 

(clinicians typically carry forward the most recent known value until new data are generated) and 677 

offers the advantages of zero hyperparameters and extreme computational simplicity, making it 678 

more suitable for bedside deployment in real-time ICU warning systems. Nevertheless, we 679 

acknowledge that the phenomenon of intermediate sampling points yielding no additional gain 680 
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may partially reflect artificial artifacts introduced by LOCF, and future research should compare 681 

alternative imputation strategies within the same framework to verify the robustness of this 682 

conclusion. 683 

The methodological design of this study has several distinctive features. The use of a fixed LSTM 684 

architecture, a unified feature set (23 predictors selected on the basis of established sepsis 685 

prognostic literature, clinical routine accessibility, and collinearity exclusion principles; see 686 

Supplementary Material 1 for details), and a consistent training strategy ensured that the only 687 

difference between the six experimental groups was temporal sampling density, thereby precisely 688 

isolating the independent effect of this factor on predictive performance. Focusing on the high-689 

risk subgroup of elderly sepsis patients aged ≥65 years addresses both the practical needs of ICU 690 

clinical practice in the context of global population aging and the greater physiological trajectory 691 

heterogeneity in elderly patients, enabling the effect of temporal sampling density to be fully 692 

manifested [35,44]. Seymour et al. [45] identified four clinical phenotypes of sepsis (α, β, γ, δ) 693 

from large ICU cohorts via machine learning clustering analysis, in which the β phenotype was 694 

characterized by advanced age and chronic disease burden and the δ phenotype exhibited the 695 

highest mortality, revealing substantial heterogeneity in the risk of death among sepsis patients. 696 

This heterogeneity is precisely the key foundation enabling temporal models to surpass static 697 

prediction. 698 

However, this study has several limitations. First, the retrospective design cannot establish causal 699 

relationships; Sepsis-3 diagnosis relies on retrospective ICD coding and SOFA score changes, 700 

which may introduce identification bias; and model performance requires further validation in 701 

independent prospective cohorts [47]. Second, both databases are from the U.S. healthcare 702 

system, and the generalizability of the model to other countries or regions remains to be 703 

confirmed [19]. Third, this study did not incorporate treatment intervention information (e.g., 704 

antibiotic use, vasoactive medications), and future models could be further optimized by 705 

integrating treatment dynamics. Finally, the optimality of the two-point scheme was based on the 706 
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24-hour in-hospital death prediction task; optimal sampling strategies may differ for other clinical 707 

scenarios (e.g., early sepsis recognition or longer observation windows). 708 

Conclusions 709 

This study systematically compared the effects of six temporal sampling density strategies 710 

on in-hospital mortality prediction performance in elderly sepsis patients via a fixed-711 

architecture LSTM network. We found that the simplified two-point sampling strategy 712 

(admission baseline and 24-hour treatment endpoint) achieved predictive equivalence to 713 

hourly dense monitoring (AUROC 0.814 vs. 0.814, P=0.961), whereas adding intermediate 714 

sampling timepoints did not provide additional predictions. External validation in the eICU-715 

CRD database further confirmed the equivalence between the two-point strategy and hourly 716 

dense monitoring (AUROC 0.763 vs. 0.768, P=0.31), corroborating the cross-robustness of 717 

this simplified sampling approach. SHAP interpretability analysis revealed that 24-hour 718 

treatment response status—particularly the GCS verbal score, BUN, and lactate—has 719 

greater prognostic value than does admission baseline status. This study provides an 720 

efficient data acquisition approach for the clinical deployment of ICU sepsis mortality 721 

prediction models, maintaining high predictive accuracy and clinical credibility while 722 

reducing the clinical workload. Prospective studies are warranted to further validate these 723 

findings and explore the differential selection of optimal temporal sampling strategies 724 

across different clinical scenarios. 725 
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 899 

Table 2 Baseline characteristics of elderly sepsis patients in the MIMIC-IV 900 

development cohort 901 

Characteristic Survivors 

(n=16393) 

Nonsurvivors 

(n=3770) 

P value 

Demographics    

Age, years 76.18 ± 7.64 77.34 ± 7.84 <0.0001 

Diabetes, n (%) 5889 (35.9%) 1335 (35.3%) 0.4877 

Heart failure, n (%) 2945 (18.0%) 1025 (27.1%) <0.0001 

Severity scores    

Frailty score 0.29 ± 0.71 0.38 ± 0.79 <0.0001 

Is frail, n (%) 1542 (9.4%) 511 (13.5%) <0.0001 

Vital signs    

Heart rate, bpm 84.58 ± 18.67 90.24 ± 20.44 <0.0001 
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SBP, mmHg 112.00 (100.00–
127.00) 

109.00 (96.50–
125.00) 

<0.0001 

DBP, mmHg 57.00 (50.00–66.00) 58.00 (49.25–68.00) 0.2317 

MBP, mmHg 73.00 (65.00–83.00) 72.00 (63.00–83.00) <0.0001 

Respiratory rate, 

bpm 

18.50 (16.00–22.50) 21.00 (17.48–25.00) <0.0001 

SpO₂, % 98.00 (96.00–
100.00) 

97.00 (95.00–99.83) <0.0001 

Temperature, °C 36.72 (36.39–37.06) 36.67 (36.33–37.11) 0.0109 

Neurological (GCS)    

GCS eye opening 2.99 ± 1.19 2.73 ± 1.27 <0.0001 

GCS verbal response 3.01 ± 1.85 2.69 ± 1.80 <0.0001 

GCS motor response 4.90 ± 1.82 4.53 ± 1.93 <0.0001 

Laboratory results    PaO₂/FiO₂ ratio 271.88 ± 151.43 232.48 ± 148.07 <0.0001 

Lactate, mmol/L 1.70 (1.20–2.60) 2.20 (1.40–3.70) <0.0001 

Creatinine, mg/dL 1.10 (0.80–1.70) 1.50 (1.00–2.40) <0.0001 

BUN, mg/dL 24.00 (16.00–39.00) 35.00 (23.00–55.00) <0.0001 

Characteristic Survivors 

(n=16393) 

Nonsurvivors 

(n=3770) 

P value 

Demographics    

Age, years 76.18 ± 7.64 77.34 ± 7.84 <0.0001 

Diabetes, n (%) 5889 (35.9%) 1335 (35.3%) 0.4877 

Heart failure, n (%) 2945 (18.0%) 1025 (27.1%) <0.0001 

Severity scores    
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Frailty score 0.29 ± 0.71 0.38 ± 0.79 <0.0001 

Is frail, n (%) 1542 (9.4%) 511 (13.5%) <0.0001 

Vital signs    

Heart rate, bpm 84.58 ± 18.67 90.24 ± 20.44 <0.0001 

SBP, mmHg 112.00 (100.00–
127.00) 

109.00 (96.50–
125.00) 

<0.0001 

DBP, mmHg 57.00 (50.00–66.00) 58.00 (49.25–68.00) 0.2317 

MBP, mmHg 73.00 (65.00–83.00) 72.00 (63.00–83.00) <0.0001 

Respiratory rate, 

bpm 

18.50 (16.00–22.50) 21.00 (17.48–25.00) <0.0001 

SpO₂, % 98.00 (96.00–
100.00) 

97.00 (95.00–99.83) <0.0001 

Temperature, °C 36.72 (36.39–37.06) 36.67 (36.33–37.11) 0.0109 

Neurological (GCS)    

GCS eye opening 2.99 ± 1.19 2.73 ± 1.27 <0.0001 

GCS verbal response 3.01 ± 1.85 2.69 ± 1.80 <0.0001 

GCS motor response 4.90 ± 1.82 4.53 ± 1.93 <0.0001 

Laboratory results    PaO₂/FiO₂ ratio 271.88 ± 151.43 232.48 ± 148.07 <0.0001 

Lactate, mmol/L 1.70 (1.20–2.60) 2.20 (1.40–3.70) <0.0001 

Creatinine, mg/dL 1.10 (0.80–1.70) 1.50 (1.00–2.40) <0.0001 

BUN, mg/dL 24.00 (16.00–39.00) 35.00 (23.00–55.00) <0.0001 WBC, ×10⁹/L 11.40 (8.30–15.60) 12.90 (8.80–18.20) <0.0001 

Hemoglobin, g/dL 10.09 ± 1.88 9.89 ± 2.10 <0.0001 Platelet, ×10⁹/L 179.00 (129.00– 183.00 (121.00– 0.9457 
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248.00) 264.00) 

INR 1.30 (1.20–1.50) 1.50 (1.20–1.90) <0.0001 

Data are presented as the mean ± standard deviation, median (interquartile range), or 902 

number (%). P values were calculated via the independent t test or Mann–Whitney U test 903 

for continuous variables and the chi-square test or Fisher's exact test for categorical 904 

variables. 905 

Abbreviations: SBP, systolic blood pressure; DBP, diastolic blood pressure; MBP, mean 906 blood pressure; SpO₂, peripheral oxygen saturation; GCS, Glasgow Coma Scale; PaO₂/FiO₂, 907 

ratio of partial pressure of arterial oxygen to fraction of inspired oxygen; BUN, blood urea 908 

nitrogen; WBC, white blood cell count; INR, international normalized ratio. 909 
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