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Abstract

Accurate depth perception of transparent objects is crucial for robotic grasping and scene under-
standing, but RGB-D sensors experience serious depth noise, missing measurements, and geometric
distortion when measuring transparent objects due to complex optical phenomena such as refraction
and reflection. Existing depth completion models for transparent objects cannot balance global con-
text with local structural modeling, which limits the quality of depth reconstruction in transparent
regions. To address this problem, this paper proposes TADNet, a hierarchical encoder-decoder net-
work for transparent object depth completion. First, a cascaded Swin-Transformer encoder is used to
capture long-range contextual dependencies in multi-scale feature representations, providing reliable
inference cues for regions with corrupted or missing depth. Second, a Transparency-Aware Atten-
tion (TAA) module is introduced to optimize global context modeling in transparent regions through
region-differentiated feature aggregation guided by pixel-level transparency masks, while preserving
local geometric details in non-transparent regions. At the same time, a Structural Feature Enhance-
ment (SFE) module is designed to optimize the feature representation of structures through parallel
attention, thereby promoting the reconstruction of depth discontinuities and fine-grained geomet-
ric details. Finally, a convolutional decoder with densely connected upsampling units is employed to
progressively recover dense depth maps with anti-aliasing properties. Extensive experiments on the
ClearGrasp and TransCG datasets demonstrate that the proposed method achieves competitive per-
formance compared with existing approaches. The results indicate that TADNet effectively improves
depth completion accuracy for transparent objects.

Keywords: Depth completion, transparent objects, transparency-aware, structural enhancement.
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1 Introduction
Transparent objects are widely encountered in
daily environments, such as glass containers, plas-
tic bottles, and transparent tools. Accurate per-
ception of transparent objects is essential for many
robotic applications, including grasping [1, 2] and
human–robot interaction [3, 4]. However, trans-
parent materials pose significant challenges for
RGB-D sensors, as light refraction and reflec-
tion often lead to severe depth noise, missing
measurements, and unreliable geometric cues [5].
Consequently, depth maps captured in scenes con-
taining transparent objects are often incomplete
or highly distorted. As illustrated in Fig. 1, these
primarily manifest as two phenomena: background
penetration due to light refraction, and missing
measurements caused by specular reflections.

To address this problem, recent studies [6–
13] have explored depth completion techniques
based on geometric priors, implicit neural rep-
resentations, CNNs, and Transformer architec-
tures. Although these learning-based methods
have shown promising results, it is still challenging
to extract the geometric information from trans-
parent objects. The drawback is that many models
cannot trade off global context for local struc-
tural modeling, which limits depth reconstruction
quality in transparent regions.

Transformers [14] exhibit strong capabilities
in capturing long-range dependencies through
their self-attention mechanism, while convolu-
tional operations remain effective for reconstruct-
ing local spatial details. Motivated by these com-
plementary characteristics, we propose TADNet,
a transparent object depth completion network
designed to improve depth reconstruction in trans-
parent scenes. The proposed framework adopts a
hierarchical encoder–decoder architecture. Specifi-
cally, a Swin-Transformer encoder [15] is employed
to extract rich global contextual representations
from the input features, while a convolutional
decoder progressively recovers dense depth maps
and refined details.

To better handle the properties of trans-
parent objects, we introduce a transparency-
aware attention (TAA) module, which performs
region-specific feature fusion through pixel-level
transparency masks. For transparent regions, we
aggregate scene information using global context
blocks; while for non-transparent regions, we uti-
lize dense convolutional blocks [16] to preserve
local details, thereby enabling depth reconstruc-
tion. In addition, we design a structural feature
enhancement (SFE) module, which enhances the
representation of local structural transitions in the
feature space, thereby assisting in the reconstruc-
tion of depth discontinuities and geometric details
during decoding.

Transparent Object

Table (Background)

RGB- D 

Camera

Transparent Object

Table (Background)

RGB- D 

Camera

Fig. 1 Illustrations of two common depth perception
errors for transparent objects

Experiments on different datasets demonstrate
that our proposed method achieves competitive
performance compared to state-of-the-art meth-
ods. Experimental results show that TADNet
effectively improves depth completion accuracy in
scenes containing transparent objects and exhibits
good generalization in real-world scenarios.

In summary, the main contributions of this
paper can be summarized as follows:

• We propose TADNet, a hierarchical
encoder–decoder network for transparent
object depth completion. This network
employs a Swin-Transformer encoder to
extract multi-scale contextual features from
the RGB-D input and combines this with
CDCU units to progressively reconstruct
a dense depth map. Through dense fea-
ture reuse and anti-aliasing upsampling,
this network effectively preserves structural
details during depth recovery.

• A TAA module is designed to address
the inherent differences in feature modeling
requirements between transparent and non-
transparent regions. This module performs
region-differentiated feature aggregation to
achieve scene-level contextual information
fusion and local feature optimization for
non-transparent regions.

• An SFE module is designed to optimize
the feature representation of structures. This
module enhances the sensitivity of the fea-
ture space to depth discontinuities and local
geometric changes through a parallel atten-
tion mechanism.

• Experiments conducted on the ClearGrasp
and TransCG datasets demonstrate that the
proposed method is competitive with exist-
ing methods.
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2 Related Work
2.1 Transparent Objects Perception
Transparent object perception has attracted
widespread attention in computer vision and
robotics due to its importance in robot manipu-
lation and scene understanding. However, trans-
parent materials introduce complex optical phe-
nomena such as refraction and reflection, which
often lead to severe distortion or measurement
gaps in RGB-D sensors. This has become a core
bottleneck limiting downstream tasks such as 3D
reconstruction, depth completion, segmentation,
pose estimation, and robot grasping.

With the development of deep learning, data-
driven methods are increasingly being used for
transparent object perception. ClearGrasp [6] is
a representative work for depth completion of
transparent objects. It estimates surface normals
and object masks from RGB images and then
reconstructs the depth map through a global
optimization process. Although this method has
shown good results, the processing speed of this
optimization-based reconstruction limits its appli-
cability to real-world scenarios.

Subsequent research has explored other
learning-based strategies. For example, LIDF-
Refine [7] introduces implicit neural represen-
tations to model the geometry of transparent
objects, enabling the reconstruction of continu-
ous surfaces from sparse observation data. Other
methods attempt to directly improve depth esti-
mation using deep neural networks. For instance,
DFNet [8] employs the U-Net framework to
enhance depth inference for transparent regions,
while TODE-Trans [11] integrates a Transformer-
based architecture to improve contextual reason-
ing during depth reconstruction. DistillGrasp [17],
based on knowledge distillation, utilizes a teacher-
student network to achieve excellent performance
in both accuracy and speed for transparent depth
completion. The aforementioned methods are all
single-view approaches, while multi-view meth-
ods [18–20] have a performance advantage because
they can aggregate scene features from multiple
perspectives, and therefore are also widely stud-
ied. Dex-NeRF [18] uses the NeRF [21] method to
recover depth information of transparent objects
for grasping tasks. TranSplat [20] uses a latent
diffusion model to generate surface embeddings
and performs joint Gaussian optimization using
both the surface embeddings and the input RGB
image in the Gaussian Splatting pipeline, ulti-
mately achieving accurate and dense depth recon-
struction. Multi-view methods rely on information
from different perspectives in the scene, which
makes them less generalizable to new scenes than
single-view-based methods. Therefore, single-view
methods are more often deployed in real-world
tasks.

Despite these advances, accurate perception of
transparent object geometry remains difficult due
to unreliable depth measurements and uncertainty
of visual information. Many existing solutions
either rely on optimization or struggle to cap-
ture global context and fine-grained structural
information simultaneously.

2.2 Depth Completion and
Estimation

Depth estimation and completion are major com-
puter vision tasks that aim to extract dense
geometric depth information of a scene from image
data, providing core geometric support to robot
perception, autonomous driving, and 3D recon-
struction. In the existing literature, there are three
types based on the input format and task goals.

The first category is monocular depth esti-
mation [22, 23], which uses a single RGB image
to predict a dense depth map. Monocular depth
estimation technology has advantages such as
low hardware requirements and flexible deploy-
ment, and has become the most widely adopted
approach for passive depth perception in general
vision scenarios. The second category is sparse
depth completion [24, 25], which uses RGB images
and sparse depth points as input to recover dense
depth maps. It is mainly used in autonomous
driving scenarios that fuse LiDAR and cameras.
Sparse depth completion has become a standard
technology for multi-sensor fusion depth percep-
tion in outdoor navigation and autonomous driv-
ing scenarios. The third category is dense depth
completion with noisy RGB-D [6, 26], using paired
RGB images and dense depth maps with noise and
missing values as input, to repair and complete
depth information. This is the main emphasis of
this paper. Such methods are particularly well-
suited for specific scenarios, such as indoor robotic
applications operating in environments containing
transparent or reflective objects.

3 Method
3.1 Overview
Fig. 2 illustrates the overall architecture of the
proposed TADNet. Our model employs an end-
to-end encoder–decoder design, taking an RGB-D
image I ∈ R

4×H×W , obtained by concatenating
an RGB image C ∈ R

3×H×W and the original
depth image D ∈ R

1×H×W along the channel
dimension, as input. The output is a complete
dense depth map with the same resolution as the
input.

The model first feeds the input RGB-D image
into the encoder to extract multi-scale global
contextual features. The encoder uses a 4-level
Swin-Transformer architecture, outputting fea-
ture maps at resolutions of 1/2, 1/4, 1/8, and
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Fig. 2 Architecture of our proposed method TADNet. The network adopts a hierarchical encoder–decoder architecture,
incorporating the TAA module and the SFE module for improved depth completion in transparent scenes

1/16 of the original input. For each stage of
the encoder’s output feature map, inputs are
simultaneously processed by two modules: First,
the feature map is fed into a TAA module for
region-specific global-local feature fusion. Guided
by pixel-level transparency masks, this module
emphasizes global context modeling of transpar-
ent regions while preserving local details in non-
transparent regions. Second, the same encoder
feature map is fed into the SFE module to opti-
mize feature representations related to structural
changes. After processing by the TAA module and
SFE module, the enhanced multi-scale features
are concatenated with the corresponding layer fea-
tures of the decoder via skip connections. The
concatenated features are then fed into the next
layer of the decoder for further feature upsam-
pling and fusion. The decoder consists of cascaded
CDCU units that progressively upsample the low-
resolution fused features to the original image
resolution to obtain a complete dense depth map.

In the following sections, we will detail the
design of each core component and the loss func-
tion used for model training.

3.2 Swin-Transformer Encoder
Considering that depth perception of transparent
objects is highly dependent on the background
and lighting environment, we believe that extract-
ing global contextual features is key to improving
completion accuracy. Therefore, we introduce the
Swin-Transformer in the encoder section. Specif-
ically, the input RGB-D image is first split into
several non-overlapping 2×2 image patches and

projected to a C=24 dimensional space. Subse-
quently, these features enter a feature extraction
pipeline consisting of four cascaded stages. Each
stage contains an image patch merging layer and
multiple Swin-Transformer modules: the former
halves the resolution and doubles the dimension
through downsampling, while the latter is respon-
sible for feature modeling. The Swin-Transformer
modules alternately use window self-attention
mechanism (W-MSA) and shifted window self-
attention mechanism (SW-MSA), achieving global
context modeling with linear computational com-
plexity relative to image resolution. The encoder
finally produces hierarchical features F1–F4 at res-
olutions from H/2 to H/16 with channel dimen-
sions from 24 to 192. These multi-scale features
are passed to the decoder via skip connections and
input into the TAA and SFE modules.

3.3 Decoder with CDCU Units
In the decoder design, we use a recovery net-
work consisting of four cascaded CDCU units.
The goal is to enable the model to progressively
reconstruct the complete depth map from the low-
resolution features output by the encoder. Each
CDCU unit contains a pair of 3×3 convolutional
layers, a dense block, and a dense upsampling con-
volutional block (DUC). This dense feature reuse
is primarily to fully extract the feature values
of each layer and address the vanishing gradi-
ent problem. Regarding upsampling, we abandon
ordinary transposed convolutions and adopt DUC
blocks because transposed convolutions are prone
to checkerboard artifacts. The DUC first expands

4



the channel count by a factor of 22 using 1×1 con-
volutions, and then restores the high resolution
of the feature map through pixel rearrangement.
The advantage of this approach is that it main-
tains spatial continuity and eliminates aliasing.
The input features are first processed in the
CDCU unit, then concatenated with the features
optimized by the corresponding encoder’s TAA
module and SFE module, and finally passed to the
next stage decoder. This design ultimately ensures
a richly detailed and complete depth map output.

3.4 Transparency-Aware Attention
Module (TAA)

Since transparent objects and their surrounding
areas in an image have different spatial require-
ments for feature extraction, transparent areas
need to use large-scale spatial information to
understand the depth variation pattern, while
surrounding areas need to preserve details with
precise local features. We propose the TAA mod-
ule, which uses pixel-level transparency masks to
guide the fusion of region-differential features. The
TAA module structure is shown in Fig. 3.

This module first divides the multi-scale fea-
tures output by the encoder into two dedicated
processing streams using a pixel-level binary
transparency mask M ∈ R

H×W . Here, the mask
is downsampled to match the resolution of each
encoder feature map. During training, we use real
masks to provide noise-free supervision, ensuring
that the model can capture more accurate feature
maps at transparent boundaries. During inference,
our framework can accept manually annotated
masks or masks generated by pre-trained segmen-
tation models. For the transparent region branch,
we introduce a Global Context (GC) Block [27].
The GC Block effectively models the global con-
text by computing query-independent attention
maps, enabling the aggregation of environmental
information across the entire scene, utilizing fea-
tures of surrounding stable objects to repair the
depth information of transparent surfaces. The
global context modeling process can be described
as follows:

Ftr = Fin + Wv2 ReLU



LN



Wv1

Np
∑

j=1

αjxj







 ,

(1)

where αj = exp(wkxj)/
∑Np

m=1
exp(wkxm) is the

spatial attention weight; Fin and xj represent the
input feature map and the jth pixel’s feature vec-
tor. wk are the convolutional parameters used to
calculate the spatial attention weights, Wv1 and
Wv2 represent the 1×1 convolutional weights used
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Fig. 3 Structure of the proposed TAA module, which per-
forms region-aware feature aggregation to enhance feature
representation in transparent regions

for channel compression and recovery in the bot-
tleneck structure, respectively, and LN represents
layer normalization.

For the non-transparent region branch, we
use the same dense convolutional blocks as the
CDCU unit. This branch focuses on preserving
local details and fine boundaries, maintaining the
structural integrity of the scene. The dense convo-
lutional blocks achieve feature reuse through chan-
nel concatenation, producing the non-transparent
branch output Fntr.

The outputs of the two branches are multiplied
by the transparent mask M and its inverted mask
1 − M , respectively, and then summed to obtain
the feature FTAA:

FTAA = M ⊗ Ftr + (1 −M) ⊗ Fntr, (2)
where ⊗ represents element-wise multiplication,
Ftr is the output of the transparent region branch,
and Fntr is the output of the non-transparent
region branch, which allows the network to trade
off global context and local details at object
boundaries.

3.5 Structural Feature
Enhancement Module (SFE)

Since refractive blurring and sharp depth changes
lead to depth estimation errors around structural
transition regions, we propose the SFE module
that optimizes feature representations of struc-
tural transitions.

As shown in Fig. 4, the SFE module receives
the feature map Fin ∈ R

C×H×W from the
encoder. To improve the discriminative power of
local structural features while maintaining com-
putational efficiency, the module first performs
feature preprocessing using a depthwise separable
convolutional block. Its calculation is defined as
follows:

Fmid = LR(BN(PW(LR(BN(DW (Fin)))))), (3)
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where DW and PW represent depthwise convolu-
tion and pointwise convolution, respectively, and
LR is the LeakyReLU activation function.

Then, the feature Fmid simultaneously enters
the parallel Channel Attention (CAM) and Spatial
Attention (SAM) branches. In the CAM branch,
to capture complementary channel statistics, we
simultaneously employ global average pooling and
global max pooling, and extract channel weights
through a shared lightweight convolutional net-
work.

Fca = Fmid ⊗ σ(FC(Swish(FC(zca)))), (4)
where zca = GAP(Fmid)+GMP(Fmid) aggregates
channel statistics via global average and max pool-
ing. σ and ⊗ denote Sigmoid and channel-wise
scaling. This process allows the model to adap-
tively emphasize feature channels that are more
sensitive to structural changes.

In the SAM branch, considering the impact
of illumination variations, we introduce a multi-
statistical feature fusion strategy. We simulta-
neously extract four statistical features across
the channel dimensions: mean, maximum, min-
imum, and sum, and concatenate them into a
four-channel feature map Fst:
{

Fst = [mean; max; min; sum](Fmid) ∈ R
4×H×W ,

Fsa = Fmid ⊙ σ(C1×1(Swish(C7×7(Fst)))),
(5)

where Fst concatenates four channel-wise statis-
tics; Ck×k is a k × k convolution; ⊙ denotes
spatial-wise weighting.

Finally, the outputs of the two branches are
collaboratively combined element-wise: FSFE =
Fca + Fsa.

The SFE and TAA module are applied in
parallel between each encoder–decoder layer. The
outputs of the two branches are integrated by
element-wise summation to obtain the refined
feature Ffused:

Ffused = FTAA ⊕ FSFE , (6)
this allows for the complementary fusion of
transparency-aware semantic cues and structure
feature representations.

3.6 Loss Function
To train TADNet, we employ a loss function
focused on depth completion for transparent
object regions, consisting of depth regression loss
and surface normal smoothing loss. The loss is
defined as:

L = Ld + βLsmooth, (7)
where β=0.1 is the weight parameter, Ld is the
depth loss, and Lsmooth is the cosine distance
of the surface normal calculated from the pre-
dicted depth and the true depth. The Ld loss

function is used to minimize the squared difference
between the predicted depth and the true depth.
Its calculation formula is:

Ld =
∥

∥

∥D̂ − D∗

∥

∥

∥

2

, (8)

where D̂ and D∗ represent the predicted depth
and the true depth, respectively.

Lsmooth is the cosine similarity loss of the
surface normals. This loss measures the cosine dis-
tance between the predicted depth surface normal
vector and the true depth surface normal vector.
Its calculation formula is:

Lsmooth = 1 − cos
〈

Dh × D̂w,D
∗

h ×D∗

w

〉

, (9)

where Dw and Dh are the gradient vectors of the
depth map D along the width and height axes,
respectively. When calculating the loss, we discard
pixels with depth values falling outside the range
[0.3, 1.5] to mitigate the impact of outliers.

4 Experiment
4.1 Dataset
We train and evaluate on three widely used trans-
parent object depth completion datasets: Clear-
Grasp [6], TransCG [8], and Omniverse [7].
• ClearGrasp Dataset: This is the first large-scale

transparent object depth completion dataset,
containing both synthetic and real-world scene
data. The synthetic training set contains 45,454
RGB-D images generated from CAD models of
nine transparent plastic objects. The real test
set is divided into two subsets: the real-known
subset contains 173 images, including the five
transparent objects seen in the training set,
and the real-novel subset contains 113 images,
including five novel transparent objects not seen
in the training set.

• TransCG Dataset: This is a real-world transpar-
ent object depth completion dataset containing
57,715 real RGB-D images taken by a robot
equipped with an Intel RealSense camera. This
dataset covers 51 common transparent/semi-
transparent/reflective objects from everyday
life, encompassing 130 different real-world
scenes. In this paper, we select several subsets
of scenarios that do not overlap for experiments
in order to reduce data redundancy and better
evaluate the generalization ability of the model.

• Omniverse Object Dataset (OOD): This dataset
contains 61,317 synthetic RGB-D images, pri-
marily targeting transparent objects in clut-
tered scenes.
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Fig. 4 Structure of the proposed SFE module, which enhances feature representations of structural transitions to facilitate
the reconstruction of depth discontinuities

4.2 Evaluation Metrics
We use standard evaluation metrics widely used in
the field of transparent object depth completion
for evaluation.
• RMSE: Root mean square error between the

predicted depth and the ground truth.
• REL: Mean absolute relative error between the

predicted depth and the ground truth.
• MAE: Mean absolute error between the pre-

dicted depth and the ground truth.
• Threshold precision (δ): Percentage of pix-

els satisfying max(di/d̂i, d̂i/di) < δ for δ ∈
{1.05, 1.10, 1.25}. Higher values indicate better
performance.
All evaluation metrics are calculated only in

the transparent object areas of the scene, consis-
tent with previous studies.

4.3 Implementation Details
All experiments were conducted on Ubuntu 20.04
using a single NVIDIA GeForce RTX 3090 GPU
(24GB VRAM) for both training and testing. Dur-
ing model training, we employed the AdamW
optimizer. A multi-stage learning rate scheduling
strategy was used, decaying the learning rate by
50% at training epochs 15, 25, and 35. The batch
size was set to 16, and the total training epochs
were 40. All input images were resized to 320×240
resolution during both training and testing.

To prevent overfitting, we employed exten-
sive data augmentation techniques during train-
ing, including random horizontal/vertical flipping,
random rotation within ±15°, random adjust-
ments to brightness/contrast/saturation in the
HLS color space, and adding Gaussian noise to the
original depth images. The weight β of the loss
function was set to 0.1 in all experiments.

4.4 Comparison with
State-of-the-Art Methods

1) Results on ClearGrasp Dataset
Table 1 presents our comparison results with

SOTA methods on the ClearGrasp dataset, includ-
ing quantitative comparisons on the ClearGrasp

Real-known and Real-novel subsets. To ensure a
fair comparison, all baseline results were either
reproduced using officially released codes with
default configurations or directly cited from their
original papers. As shown in the table, our TAD-
Net achieves excellent performance on both sub-
sets.

On the ClearGrasp Real-known subset, TAD-
Net achieves RMSE, REL, and MAE values of
0.020, 0.024, and 0.014, comparable to the best-
performing method CAGT [13], and outperforms
all other methods. In terms of accuracy met-
rics, TADNet’s δ1.10 and δ1.25 are both slightly
higher than CAGT, indicating that it has excellent
high-precision depth estimation capabilities.

On the ClearGrasp Real-novel subset, TAD-
Net achieves RMSE, REL, and MAE values of
0.013, 0.019, and 0.010, second only to CAGT,
but outperforming all other methods. Notably,
TADNet achieves a δ1.10 of 99.23%, higher than
CAGT’s 99.04%, and its δ1.05 and δ1.25 are also
the second best methods, only slightly lower than
CAGT, which is specifically designed for Sim-to-
Real. This demonstrates its robustness to unseen
transparent objects. Furthermore, its model size
of 12.5MB is smaller than CAGT’s 40.7MB. The
outstanding generalization performance highlights
the effectiveness of the transparency-aware mech-
anism, which enables mask-guided learning, utiliz-
ing masks to represent latent prior information.

In addition, to qualitatively evaluate perfor-
mance, we present a visualization of the depth
completion results in Fig. 5. It can be seen that
the original depth map acquired by the RGB-D
camera exhibits severe missing values and noise
in the transparent object regions. As can be
observed, our model effectively repairs the missing
depth values in the central region of transparent
objects, enabling the output depth map to main-
tain relatively clear object details and a certain
degree of surface smoothness even in cluttered
environments.

2) Results on TransCG Dataset
Table 2 presents the quantitative comparison

results on the TransCG real-world dataset. Given
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Table 1 Depth Completion Results in Comparison on ClearGrasp Dataset

Method Publications RMSE↓ REL↓ MAE↓ δ1.05 ↑ δ1.10 ↑ δ1.25 ↑

Train ClearGrasp Synthetic / Test ClearGrasp Real-known

ClearGrasp [6] ICRA 0.039 0.055 0.029 72.62 86.96 95.58
LIDF-Refine [7] CVPR 0.028 0.033 0.020 82.37 92.98 98.63
DepthGrasp [28] IROS 0.031 0.039 0.021 74.69 89.73 97.35
DFNet [8] RAL 0.068 0.107 0.059 32.42 56.88 91.47
FDCT [9] RAL 0.065 0.103 0.057 33.08 59.81 91.70
TODE-Trans [11] ICRA 0.022 0.029 0.017 84.09 96.25 99.81

DistillGrasp [17] RAL 0.021 0.032 0.018 80.78 94.91 99.56
CAGT [13] TCSVT 0.019 0.024 0.014 88.74 97.19 99.74
TADNet (Ours) - 0.020 0.024 0.014 88.19 97.49 99.75

Train ClearGrasp Synthetic / Test ClearGrasp Real-novel

ClearGrasp [6] ICRA 0.034 0.045 0.025 76.72 91.00 97.63
LIDF-Refine [7] CVPR 0.025 0.036 0.020 76.21 94.01 99.35
DepthGrasp [28] IROS 0.022 0.033 0.017 82.37 93.46 98.48
DFNet [8] RAL 0.051 0.088 0.046 31.23 64.66 97.77
FDCT [9] RAL 0.043 0.073 0.038 39.42 75.54 99.09
TODE-Trans [11] ICRA 0.014 0.020 0.011 91.63 98.45 99.94
DistillGrasp [17] RAL 0.020 0.028 0.015 84.12 96.06 99.43
CAGT [13] TCSVT 0.012 0.017 0.009 95.23 99.04 99.98

TADNet (Ours) - 0.013 0.019 0.010 94.40 99.23 99.91

RGB Raw Depth Ground Truth Completed Depth

Fig. 5 Visualization of the original depth, the ground truth depth, and the depth completed by TADNet on several testing
scenes

the difficulty in obtaining the source code for
methods targeting transparent objects, and the
significant domain gap in real-world datasets, we
evaluate only reproducible methods. The meth-
ods are implemented using their official default
configurations to ensure the fairness of the com-
parison. Our analysis focuses on how TADNet
addresses the shortcomings of existing methods in
real-world scenarios: ClearGrasp and LIDF-Refine
perform the worst, possibly because their global

optimization and implicit neural representations
are sensitive to the distribution of real-world data.
While DFNet, TODE-Trans and TDCNet improve
performance, their performance still falls short in
capturing local details, as indicated by the δ1.05
metric. TADNet achieves the best performance on
RMSE, REL, MAE, δ1.05, and δ1.25, benefiting
from the joint design of the TAA and SFE mod-
ules that balance global reasoning in transparent
regions with local structural enhancement.

8



Table 2 Depth Completion Results in Comparison on TransCG Dataset

Method Publications RMSE↓ REL↓ MAE↓ δ1.05 ↑ δ1.10 ↑ δ1.25 ↑

ClearGrasp [6] ICRA 0.054 0.083 0.037 50.48 68.68 95.28
LIDF-Refine [7] CVPR 0.019 0.034 0.015 78.22 94.26 99.80
DFNet [8] RAL 0.024 0.038 0.018 72.54 92.91 99.95
TODE-Trans [11] ICRA 0.019 0.031 0.014 79.53 96.84 99.98
TDCNet [12] IEEE Sens. J. 0.017 0.029 0.013 82.66 98.11 99.98
TADNet (Ours) - 0.017 0.028 0.013 84.21 97.60 99.99

4.5 Cross-Domain Experiment
Although the previous experiments achieved
excellent performance, they were all trained and
tested on a single dataset. Therefore, cross-domain
experiments are needed to verify generalization.
Table 3 shows the results of the cross-domain
experiment. The model was trained on a com-
bined synthetic dataset of ClearGrasp and OOD
and tested on the real-world TransCG dataset.

The poor performance of ClearGrasp may
be attributed to its multi-subtask pipeline being
highly dependent on the distribution of synthetic
data and cannot adapt to changes in the real-
world environment. LIDF-Refine even shows a
serious performance drop. This may be because
its implicit function overfits the synthetic scene
and cannot generalize to real-world data. DFNet
shows a slight improvement, but due to its lim-
ited global context modeling capabilities, it still
cannot bridge the gap between synthetic and real-
world scenes. Although TranspareNet’s δ metric
demonstrates significant improvement compared
to existing methods, its error metrics perform
poorly. This suggests that its strategy of incorpo-
rating point clouds aids in enhancing fine-grained
accuracy but struggles to address overall depth
error issues in cross-domain scenarios. TODE-
Trans utilizes the global modeling capabilities of
the Transformer to extract generalizable features,
but its performance is not optimal due to the
lack of task-specific modules. CAGT is designed
specifically for simulation-to-real-world transfer
and performs best in cross-domain experiments.

TADNet’s δ1.25 metric is slightly better than
CAGT, and for the remaining metrics, TADNet
ranks second after CAGT. This indicates that the
method has good simulation to real-world transfer
capability and maintains a certain level of depth
completion accuracy.

4.6 Ablation Experiment
To verify the impact of these core components in
TADNet on network performance, we conducted
ablation experiments on the ClearGrasp dataset.
All ablation experiments used the same training
and testing settings, modifying only the corre-
sponding modules to isolate their contributions.

Table 4 presents the results of the ablation exper-
iments, where each core component is removed
from the full model to evaluate its individual
contribution.

Removing the TAA module increases the
RMSE from 0.020 to 0.024; the smaller the δ,
the more significantly the accuracy decreases. This
indicates that the TAA module plays a crucial role
in modeling transparent regions by implementing
global contextual reasoning and adaptive feature
aggregation.

Replacing the CDCU with ordinary convolu-
tions and upsampling resulted in a decline in all
metrics except for δ1.25. This means the dense
connections help improve feature reuse and local
representation when decoding, which is beneficial
for recovering fine geometric structures in depth
completion.

Removing the SFE module also resulted in a
decrease of all metrics. This performance reduc-
tion indicates that the SFE module helps to better
represent local structural changes in feature space.

Overall, the full model achieved the best per-
formance across all evaluation metrics. The com-
bination of the TAA, SFE, and CDCU decoder
modules results in better depth completion.

5 Conclusion
In this paper, we proposed TADNet, a hierar-
chical encoder-decoder network that leverages
a Swin-Transformer encoder for long-range con-
textual modeling and a convolutional decoder
with CDCU units for dense depth recovery. To
further address the difficulties of transparent
object sensing, we proposed the TAA module for
region-aware feature aggregation and the SFE
module to optimize structural representations and
reconstruct depth discontinuities. In our exper-
iments on ClearGrasp and TransCG datasets,
our proposed method performs competitively in
real-world transparent scenes.
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Table 3 Depth Completion Results in Comparison on Cross-Domain Experiment

Method Publications RMSE↓ REL↓ MAE↓ δ1.05 ↑ δ1.10 ↑ δ1.25 ↑

Train ClearGrasp+OOD / Test TransCG Real

ClearGrasp [6] ICRA 0.061 0.108 0.049 33.59 54.73 92.48
LIDF-Refine [7] CVPR 0.146 0.262 0.115 13.70 26.39 57.95
TranspareNet [10] CoRL 0.071 0.060 0.036 62.99 82.92 95.93
DFNet [8] RAL 0.048 0.088 0.039 38.65 64.42 95.28
TODE-Trans [11] ICRA 0.034 0.057 0.026 64.10 78.86 98.80
CAGT [13] TCSVT 0.024 0.043 0.019 70.37 90.48 99.57
TADNet (Ours) - 0.026 0.043 0.020 68.22 88.49 99.94

Table 4 Ablation Study on the Effectiveness of Different Components in TADNet

Method RMSE↓ REL↓ MAE↓ δ1.05 ↑ δ1.10 ↑ δ1.25 ↑

Train ClearGrasp Synthetic / Test ClearGrasp Real-known

w/o TAA 0.024 0.031 0.018 80.09 94.95 99.72
w/o CDCU 0.023 0.029 0.017 83.06 95.47 99.80
w/o SFE 0.024 0.030 0.018 81.43 94.88 99.58
Full model 0.020 0.024 0.014 88.19 97.49 99.75
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