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Abstract
This research introduces the inaugural utilization of a Hybrid Variational Quantum-Classical Neural Network (VQNN) for
geotechnical site characterization utilizing Cone Penetration Test (CPT) data. A substantial CPT database containing
2,516,979 measurement records from various locations in Austria was analyzed to forecast two geotechnical parameters:
directly measured shear wave velocity (Vs) from seismic CPT (SCPT) tests and the Robertson [1] Soil Behavior Type index (Ic
SBT). The hybrid architecture combines a 3-qubit parameterized quantum circuit that uses angle embedding and strongly
entangling layers with classical neural network layers for pre- and post-processing. The whole thing is trained end-to-end was
adopted using L-BFGS-B optimization on a PCA-reduced feature space. Five-fold cross-validation and eight evaluation metrics
(R², RMSE, MAE, MAPE, A10 − I, SI, IA, KGE) to compare the performance of three classical ML models: a Multi-Layer
Perceptron (ANN), a Random Forest (RF), and a Gradient Boosting Machine (GBM). For Ic SBT, all classical models reached
almost perfect accuracy (R² ≥ 0.999), but the VQNN only reached R² = 0.900 (RMSE = 0.149, MAPE = 4.23%, A10 − I = 0.924).
For directly measured Vs, all models showed moderate performance (R² = 0.21–0.48, RMSE = 54–67 m/s), which is in line
with what Chala and Ray [2] found for measured Vs using XGBoost (R² = 0.54, MAE = 41 m/s) and much lower than what they
found for studies that predicted empirically derived Vs [3]. Permutation importance and RF impurity importance were used for
sensitivity analysis. They showed that depth, pore pressure, and sleeve friction were the most important predictors of V�. The
findings confirm VQNN as a promising novel methodology for geotechnical regression in the NISQ era.

1. INTRODUCTION
Accurate calculation of soil shear wave velocity and precise classification of soil behavior type index are essential for
effective geotechnical design and seismic response analysis [3].

For geotechnical engineering projects to be safe, it is important to accurately define subsurface conditions. The Cone
Penetration Test (CPT) is the most popular way to test things in place around the world because it can do continuous
profiling, is very repeatable, and has a lot of multichannel output [1, 4]. Researchers and engineers often use CPT metrics like
pore pressure (u2), sleeve friction (fs), and cone tip resistance (qc) to figure out how strong, dense, and stiff undrained soil is
[5].

CPT uses the SBT index (Ic) to tell the difference between soils that act like clay and soils that act like sand. It does this by
looking at the pore pressure, the sleeve friction (fs), and the cone tip resistance (qt). Vs is important for how a site reacts to
earthquakes, and CPT data has been used to connect it to this. But it changes from site to site, which makes it challenging to
guess how a site will act during an earthquake. ML is used to achieve better Vs and Ic predictions since these contribute to
design decisions as well as based risk analysis [6, 7]. Vs plays a key role in predicting the long-term interactions of soil and
structure as well as defining the liquefaction potential and determining site response [8, 9].

The only way to obtain direct measurements is using on-site specialized geophysics tests such as seismic Cpt (SCPT), cross-
hole, or downhole methods. We do not always have these tests available as part of standard practice. As a result, numerous
studies have sought to establish a relationship between CPT parameters and real-world Vs [1, 10–12] and more recently
machine learning (ML) techniques [2, 3].

The explicit objectives are: (i) to construct and evaluate a hybrid VQNN for the direct prediction of measured Vs and Ic SBT
from nine CPT-derived input features; (ii) to compare the VQNN with ANN, RF, and GBM using 5-fold cross-validation; (iii) to
assess performance through eight metrics, including A10 − I, SI, IA, and KGE; (iv) to examine feature significance; and (v) to
contextualize the findings with recent published benchmarks [2, 3].

2. LITERATURE REVIEW

2.1 Machine Learning for CPT-Based Property Prediction
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The application of ML to CPT data has expanded considerably over the past decade [13]. Applied ANNs to liquefaction
prediction; Random Forests and gradient boosting subsequently demonstrated superior generalization in geotechnical
regression tasks [14–18].

Chala and Ray [3] used RF, SVM, Decision Trees, and XGBoost to predict Vs from the Austrian CPT database. They used four
input features: depth (D), cone tip resistance (qc), sleeve friction (fs), and friction ratio (Rf) [19]. A notable methodological
difference in that study is that the Vs target variable was not directly measured; instead, it was derived from the empirical
equation, which characterizes Vs as a deterministic function of the qc and Ic parameters, which are themselves functions of
the same CPT inputs [1]. The models were able to find a deterministic mathematical function instead of predicting an
independent geophysical observable, which is why RF, SVM, and XGBoost all got R² = 1.00 on both the training and testing
datasets. The test dataset showed that the RF model had an RMSE of 0.96 m/s, an MAE of 0.50 m/s, a MAPE of 0.36%, a SI
of 0.006, and an A10 − I of 1.00.

Chala and Ray [2] created a more advanced framework that combines XGBoost with Shapley Additive Explanations (SHAP)
and a Bayesian Generalized Linear Model (GLM). Their study was very important because it used directly measured Vs from
SCPT and SCPTu tests (96 soundings, n = 3,600 observations) as input features. These were overburden stress (σv), the mean
qc, the mean fs, the depth, the qc coefficient of variation, and the soil behavior type index (Ic). The training set gave the
XGBoost model a R² value of 0.91, and the test set gave it a R² value of 0.54.

It also had MAE = 41 m/s and IA = 0.84. The Bayesian GLM made predictions about probabilities with 95% credible intervals.
SHAP analysis found that overburden stress was the most important predictor, followed by qc and fs. When we used
independent Hungarian SCPT data to check, we got linear correlation coefficients of r = 0.39 (XGBoost) and r = 0.38 (Bayesian
GLM).

Rauter et al. [20] looked at Vietnamese CPT data and found that gradient boosting did the best job, with a R² value of about
0.82. Zhang et al. [14] used deep neural networks on a Chinese multi-site CPT database and got R² > 0.85 after a lot of feature
engineering. Yang et al. [21] showed that Random Forests can reliably reproduce Robertson SBT classifications with an
accuracy of more than 90% for classifying soil.

2.2 Quantum Machine Learning: Principles and Applications
Quantum Machine Learning: Fundamentals and Utilizations QML uses quantum superposition, entanglement, and
interference to work with data in high-dimensional Hilbert spaces [22]. Variational Quantum Circuits (VQCs) use encoding
unitarizes to embed input data, trainable parameterized gates to process it, and measurements to get classical predictions
[23]. The quantum circuit learning framework was introduced by Mitarai et al. [24]; and the hybrid architecture was formalized
by Mari et al. [25]. VQNNs use variational quantum circuits and classical neural networks to model phase and amplitude. They
also use parameter-shift rules to lower measurement costs and barren plateaus. Quantum RNNs surpass traditional RNNs in
predicting soil profiles in geotechnics due to their utilization of superposition to integrate geographical data. Hybrid QCQ-
CNNs improve generalization in noisy settings, suggesting their prospective applicability in CPT contexts where quantum
layers augment expressiveness [26–28]. Hybrids have theoretical benefits in optimization landscapes, but they lack direct
CPT benchmarks. Quantum enhancements may surpass ensembles in scenarios with limited data [29].

Quantum applications are still in their early stages in civil and geotechnical engineering. This work is new because no other
published study has used hybrid VQNNs to figure out geotechnical parameters from in-situ testing.

3. DATASET DESCRIPTION AND PREPROCESSING

3.1 Dataset Overview
The dataset comes from the publicly available CPT database that Oberhollenzer et al. [19] published from Premstaller
Geotechnik. The dataset contains 2,516,979 unique CPT measurement records from various sites in Austria, such as the
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Vienna Basin, Gastein Valley, and Zell Basin. This dataset was also used by Chala and Ray [2, 3]. Only standard CPT/CPTu
tests and their seismic versions (SCPT/SCPTu) are in the database. The latter tests consist of direct Vs measurements at
designated depth intervals. Table 1 provides a succinct summary of the nine input features and two prediction targets utilized
in this study.

This study uses V� values that were directly measured from SCPT/SCPTu geophysical tests, unlike Chala and Ray [3], who
predicted V� using the Robertson [1] empirical formula (a deterministic function of the same CPT inputs). This difference is
very important: predicting a derived V� that is an algebraic function of the model inputs trivially yields R² ≈ 1, whereas
predicting independently measured V� from CPT parameters represents a genuine geophysical regression problem.

Table 1
Summary of input features and target variables used in this study.

Parameter Symbol Unit Role Approx. Range (p1–p99)

Depth below surface z m Input 0.02–43.0 m

Cone tip resistance qc MPa Input 0.05–38.6

Sleeve friction fs kPa Input 0.5–612

Pore water pressure u2 kPa Input 0–680

Normalized friction ratio Fr % Input 0.1–8.5

Normalized tip resistance Qt — Input 0.5–420

Friction ratio Rf % Input 0.1–7.8

Hydrostatic pore pressure u0 kPa Input 0–420

SBT index (CPT-derived) Ic — Input 0.6–3.6

Shear wave velocity (SCPT) Vs m/s Target 1 42–540

SBT zone index (Robertson) Ic SBT — Target 2 1.48–3.53

3.2 Quality and Filtering of Data
The raw database had a lot of missing data in the Vs column: only 3,981 records (0.16%) had Vs values directly measured
from SCPT/SCPTu tests. Chala and Ray [2] also got 96 SCPT/SCPTu soundings (n = 3,600 observations) from the same
source, so this is in line with what they found. We used a two-step filtering process: (i) we deleted rows that had NaN in any
feature or target; and (ii) we clipped the inter-percentile range (IPR) to keep observations within the 1st–99th percentile of
each variable, which is the same as what Chala and Ray [3] did with the IQR-based approach. The Vs dataset had 1,879
samples after filtering (these were used in the SCPT-based Vs prediction task), and the Ic SBT dataset was randomly down
sampled to 5,000 samples to make it easier to work with.

3.3 Normalization and Principal Component Analysis
The RobustScaler was used for feature normalization. It centers each feature on its median and scales it by the IQR (Q3 –
Q1). This is because CPT data has heavy-tailed distributions, and it works better than z-score scaling for datasets with
residual outliers. To stop data leakage, the scaler was only fitted on training fold data. This is a standard practice in
geotechnical ML [2]. PCA also cut the scaled 9-dimensional feature space down to 3 principal components for the quantum
circuit. This kept 88.0% of the total feature variance (PC1: 51.5%, PC2: 22.4%, PC3: 14.1%).

3.4 Structure of Correlation
Figure 1 shows that depth (r = 0.47), hydrostatic pore pressure u0 (r = 0.43), and pore pressure u2 (r = 0.36) are the best linear
predictors of Vs. Sleeve friction (r = 0.28) and qc (r = 0.18) have moderate correlations, which is in line with Chala and Ray [2]
partial dependence analysis, which found that overburden stress and qc were the most important SHAP-ranked features. The
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low linear correlation between qc and Vs (r = 0.18) shows that large-strain penetration resistance and small-strain elastic
stiffness are controlled by different stress-strain regimes. The near-unit correlations between Qt, Fr, and Ic for Ic SBT explain
why the ceiling-level classical model does so well on this target.

4. METHOD

4.1 The framework for the experiment and the performance metrics

4.1.1 General Design of the Experiment
The experimental framework was constructed to yield statistically robust, unbiased performance estimates for all four
models—ANN, RF, GBM, and VQNN—across both target variables (Vs and Ic SBT), adhering to the principled evaluation
protocols established in recent geotechnical machine learning studies [2, 3, 14] and the overarching best-practice guidelines
of Cawley and Talbot [30] and Arlot and Celisse [31]. The design was based on three main ideas: (i) preventing data leakage,
which meant that all data-dependent transformations were only fitted on training data and not on validation data [32]; (ii)
model comparability, which meant that all four models were tested on the same cross-validation folds so that metrics could
be compared directly and fairly [33]; and (iii) metric comprehensiveness, which meant that eight different statistical metrics
were used to measure different aspects of predictive accuracy, dispersion, and engineering reliability [3, 17].

4.1.2 Strategy for Cross-Validation
K-fold cross-validation was used with k = 5 to evaluate the model. This means that the dataset is divided into five folds of
about the same size that don't overlap. In each iteration, one-fold is kept as the validation set and the other four are used for
training. The final performance estimate is the mean of all five-fold-specific validation scores, and the standard deviation
across folds is used as a measure of estimation stability [31, 34]. The choice of k = 5 is based on the well-known bias-
variance trade-off in cross-validation design [35]. This value represents a widely accepted equilibrium between estimation
bias and variance, consistent with the cross-validation protocols employed by Chala and Ray [2, 3], Pham et al. [17], and the
general recommendation of Hastie et al. [34] to utilize k ∈ {5, 10} for the majority of regression applications. For full
reproducibility, partitioning used stratified random assignment with a fixed random seed (seed = 42). This made about 80% of
the training samples and 20% of the validation samples per fold. For the Vs task (n = 1,879), this meant about 1,503 training
samples, and for the Ic SBT task (n = 5,000), it meant 4,000 training samples.

4.1.3 Preprocessing Data in Folds
To avoid preprocessing leakage, which is when information from the validation set gets mixed up with the training set and
gives false performance estimates [30, 32], all steps that involved estimating parameters from data were done separately for
each fold, using only the training part of that fold. Only the RobustScaler was fitted to the training fold, which meant
calculating the median and interquartile range (IQR = Q75 − Q25) of each feature from the training data. Then, the training-
derived statistics was used to transform both folds without refitting, as recommended by Chala and Ray [2] and Kaufman et
al. [32] to prevent data leakage. The RobustScaler was chosen over the standard z-score scaler because CPT data has heavy-
tailed, outlier-prone distributions [4]. For the VQNN pathway only, PCA was also used within each fold. This was done by
estimating the three main components from scaled training features and applying the training-derived transformation matrix
to both folds. This made sure that the variance structure of the validation data did not affect the dimensionality reduction
[30]. Training fold statistics were employed (mean ȳ_train and standard deviation σ_train) to standardize the target variable
even more for the ANN and VQNN. Before we calculated the metrics, The predictions were back-transformed (ŷ = ŷ_norm ·
σ_train + ȳ_train) to make sure that all reported metrics are in original physical units that can be compared across all four
models. RF and GBM were directly trained on the original-scale target because tree-based models are scale-invariant [34].

4.1.4 Metrics for Performance
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Eight different evaluation metrics were used that worked together to measure model performance. These included prediction
accuracy, dispersion, relative percentage error, engineering reliability, and agreement quality followed the multi-metric
evaluation protocols of Chala and Ray [2, 3]. The Coefficient of Determination (R² = 1 − Σ(xi − x̂i)²/Σ(xi − x̄)²) shows how much
of the total variance in the target is explained by the model. An ideal value is 1.0 [36], and it is the most common metric used
in geotechnical ML studies [37]. However, it does not separate bias from dispersion, so it is reported with other metrics [38].
The Root Mean Squared Error (RMSE = √[Σ(xi − x̂i)²/n]) and Mean Absolute Error (MAE = Σ|xi − x̂i|/n) both express average
prediction error in physical units — RMSE penalizes large errors more heavily due to the squared term, while MAE weights all
errors equally, making the combination informative about outlier behavior [39]; RMSE was used as the primary
hyperparameter tuning metric for the GBM model, consistent with Chala and Ray [3]. The Mean Absolute Percentage Error
(MAPE = (1/n)Σ|(xi − x̂i)/xi| × 100%) summarizes normal error as a percentage of the actual measured value, making it a scale-

independent measure of accuracy [40] whose interpretation is intuitive, and that in itself has no correlation with the physical
quantities of the target variable. The Engineering Index A10 (A10 = n₁₀/n, where n₁₀ is the number of predictions within ± 10%
of the values sampled) was introduced by Xu et al. [41] and measures the proportion of prediction that met the ± 10%
engineering tolerance criterion applicable to field geotechnical design [3,42]. The Scatter Index (SI = RMSE/x̄) normalizes the
RMSE using the mean of the measured values together, and generates a dimensionless relative dispersion measure
categorized according to certain cutoffs [43]: SI < 0.05 = excellent precision; 0.05 < SI ≤ 0.10 = good precision; 0.10 < SI ≤ 0.15 
= fair precision; SI > 0.15 = poor precision. The Index of Agreement (IA = 1 − Σ(xi − x̂i)²/Σ(|x̂i − x̄| + |xi − x̄|)²) as a bounded
measure [0, 1] was introduced by Willmott [44], and is used to overcome the insensitivity of R² to both proportional and
additive biases in geotechnical model evaluation and has been proposed as an additional choice of standard complementary
to R² and RMSE [2,45]. The Kling–Gupta Efficiency (KGE = 1 − √[(r − 1)² + (α − 1)² + (β − 1)²], in which r is the Pearson
correlation coefficient, α = σ_pred/σ_obs is the variability ratio, and β = µ_pred/µ_obs is the bias ratio) was suggested by
Gupta et al. [46], a multi-component metric that simultaneously penalizes correlation errors, mismatches in measures of
variability, and bias in measuring mean with equal weight and thus more stringent than R² as a diagnostically informative
criterion [2,47]. Table 2 presents the formulae, optimal values, and taxonomy of the 8 metrics, with reported values indicating
the mean across the five cross-validation folds, which was suggested for reporting on cross-validation using the cross-
validation reporting standards in Demšar proposed [33] and adapted to be used for further study in the geostatistical and
geotechnical ML benchmarking context[3,48].

4.2 Research Pipeline and Workflow
The full machine learning pipeline that was developed for the study is presented in Fig. 2. It goes through the entire process —
starting with raw CPT data through evaluation and making predictions of the model. Based on Chala and Ray [2, 3], the
pipeline had its stages strictly separated to make separation between training and validation. The pipeline divided into two
paths following preprocessing, as below. The classical method (ANN, RF, GBM) receives the whole 9-dimensional scaled
feature space, which allows individual models to use all the feature-feature relationships. The quantum pathway (VQNN) first
uses PCA to reduce the feature space to three main components (the same number as the qubits in the quantum circuit).
Then it encodes the data as rotation angles. Both these pathways are incorporated into a single evaluation framework
allowing data comparison of metrics among the four models in a direct manner. Feature importance analyses are performed
following training with RF impurity-based importance and permutation-equivalent sensitivity ranking based features. This
tests for the predominant CPT predictors among the approaches.

4.3 Traditional Baseline Models
All models underwent assessment within a standardized 5-fold cross-validation (CV) framework. We only used training data
from each fold to fit normalization and PCA. Following Chala and Ray [3], we used eight different metrics, listed in Table 2, to
measure how well the model worked. The A10 − I index (the percentage of predictions that are within ± 10% of the measured
values) is very useful for engineering purposes. Chala and Ray [2] also report the Index of Agreement (IA) and Kling–Gupta
Efficiency (KGE) so that they can be compared directly to that benchmark.
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Table 2
Performance metrics used for model evaluation.

Metric Symbol Formula Ideal

Coefficient of determination R² 1 − Σ(xi−ŷi)² / Σ(xi−x̅)² 1

Root mean squared error RMSE √[Σ(xi−ŷi)²/n] 0

Mean absolute error MAE Σ|xi−ŷi|/n 0

Mean absolute % error MAPE (1/n)Σ|(xi−ŷi)/xi|×100 0

Engineering index (± 10%) A10 − I n10/n (|pred/meas − 1|≤0.1) 1

Scatter index SI RMSE / x̅ < 0.05 = excellent

Index of Agreement IA 1 − Σ(yi−ŷi)²/Σ(|yi−y̅|+|ŷi−y̅|)² 1

Kling–Gupta Efficiency KGE 1−√[(r − 1)²+(α − 1)²+(β − 1)²] 1

Performance index PI RMSE/(x̅×√(R²+1)) 0

4.4 Classical Baseline Models

4.4.1 ANN (Artificial Neural Network)
A fully connected MLP with three hidden layers (64, 64, and 32 neurons) that uses ReLU activations and L2 regularization (α = 
10 − 4). We used the Adam optimizer (lr = 10 − 3) with early stopping (patience = 25 epochs) on a validation fraction of 15%.
Before training, the targets were standardized to have a mean of zero and a variance of one.

Figure 3 shows the ANN architecture that was used in this study. The network design is based on the deep regression model
that was used in recent geotechnical machine learning studies (Wang, 2022). The three hidden layers gradually lower the
number of neurons from 64 to 64 to 32. This lets the network learn hierarchical feature representations, from raw CPT
measurements to derived soil behavior patterns to final parameter predictions. We chose the ReLU (Rectified Linear Unit)
activation function to avoid the problem of the gradient disappearing, which is common in deep networks with sigmoid
activations. L2 weight regularization (α = 10⁻⁴) punishes large weight magnitudes, which helps the small Vs dataset (n = 
1,879) not to overfit. After the second hidden layer, dropout (rate = 0.1) randomly sets 10% of neuron outputs to zero during
training. This works like an implicit ensemble of sub-networks.

4.4.2 Random Forest (RF)
A group of 150 decision trees with a maximum depth of 12. Bootstrap sampling and feature sub-sampling (√p features per
split) helped make the ensemble more diverse. RF gives impurity-based feature importance metrics that are similar to the
permutation feature importance that Chala and Ray [3] used to choose features.

4.4.3 Gradient Boosting Machine (GBM)
A GBM with 150 trees, a learning rate of 0.07, a maximum depth of 5, and 80% random subsampling. We chose GBM as the
state-of-the-art tabular regression baseline because it is very similar to the XGBoost models of Chala and Ray [2, 3] and can
be used as a direct comparison point.

4.5 Decision Tree Analysis: Methodology for Sample Segmentation
Figure 4. Sample decision tree structures illustrating the splitting criteria for predicting Vs (m/s) (left) and Ic SBT (−) (right).
Thresholds are shown in original physical units after back-transformation from the RobustScaler. Leaf node values represent
the mean predicted value within each terminal partition. Node size (n) indicates the number of training samples reaching
each node.
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Figure 4 additionally illustrates that the two targets have very different decision-making processes, which is because they
have different physical drivers. The root node splits on depth (z ≤ threshold) for Vs prediction (left panel), which shows that
depth/confining stress is the main factor that determines how stiff the soil is. The second level shows that sleeve friction (fs)
is the most important secondary predictor. This is consistent with the feature importance rankings shown in Fig. 8 and SHAP
analysis by Chala and Ray [2]. With increasing depths, pore pressure (u2) and friction ratio (Rf) are also present at greater
depths, which suggests their dependence upon the soil stiffness characteristics that are affected by drainage and soil
typology. Leaf node predictions range from around 174 m/s (shallow, low friction soils) through over 390 m/s (deep, rigid
deposits). This applies to the entire training set (42–540 m/s). For Ic SBT prediction (right panel), almost all of the decision
logic is based on normalized cone tip resistance (qc), which controls the root and most of the splits that follow. This agrees
with the Robertson [1] SBT classification model which relies on qc as the axis. Both the friction ratio (Rf) and normalized
friction ratio (Fr) are at level 2. They represent the clay-sand border on the Robertson chart at approximately Fr = 1%. The
predictions for leaf nodes range from 1.78 to 3.29, meaning that they cover SBT Zones 2–5 (silty clay to dense sand). This
shows that the decision tree can get the main structure of the Robertson [1] classification scheme from the CPT data alone.

It is important to remember that the single decision tree gives clear splitting rules, but its ability to make predictions is much
lower than that of the RF ensemble (R² = 0.479). The ensemble averages over 150 different trees to lower variance by using
the law of large numbers. So, the best way to think of the individual tree is as a teaching tool for the main partitioning logic,
not as a model that can predict what will happen.

4.6 Hybrid Variational Quantum-Classical Neural Network
The Hybrid Variational Quantum-Classical Neural Network (VQNN) adopted in this study belongs to the family of Variational
Quantum Algorithms (VQAs), which represent the most practically relevant class of quantum machine learning models for the
current Noisy Intermediate-Scale Quantum (NISQ) era [23, 49]. VQAs are distinguished from purely classical neural networks
by the substitution of one or more computational layers with a parameterised quantum circuit (PQC), also termed a
variational quantum circuit (VQC), which operates on quantum states in a high-dimensional Hilbert space that is exponentially
larger than the corresponding classical feature space [22, 50]. The central hypothesis motivating VQNNs is that this expanded
computational space may confer an inductive bias advantageous for certain regression tasks particularly those characterized
by complex, non-linear feature interactions that is difficult to replicate with classical architectures of comparable parameter
count [51].

CPT data in the geotechnical literature display precisely such characteristics: the connection between cone penetration
measurements and soil behavior parameters (e.g. Vs) comprises multi-scale non-linearities, stress-path dependencies, and
geological variability inadequately captured by linear models [1, 9]. The VQNN framework employed here expands on the
quantum circuit learning approach introduced by Mitarai et al. [24], where a PQC is deployed as a function approximator
similar to that used in classical neural networks, and the hybrid architecture formalized by Mari et al. [25], which showed that
classical pre- and post-processing layers can make the connection between raw data representations and quantum-
compatible encoded states. Such a hybrid design is particularly suited to NISQ hardware constraints and is able to minimize
the required circuit depth and qubit count while realizing both representation as well as quantum feature map performances
[52].

4.6.1 Architecture
The combined development for this work involved designing a dual-functionally different approach from a generic pre-
network that consists of three, sequentially trained, but co-equally functionally different, VQNN architectures [25, 53].

Component 1 — Classical pre-network. The first part is a shallow classical neural network which translates the PCA-induced
d-dimensional input, the vector  whose magnitude is denoted d = Number of qubits = 3 values in the current work, as

a vector of rotation angle  appropriate for embedding quantum angle. Specifically, a linear transformation
plus hyperbolic tangent activation is applied:

x ∈ R
d

θ ∈ [−π , +π ]
d
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where W₁ and b₁ are trainable parameters and tanh nonlinearity maps the output to the interval (− 1, + 1), and scales it by π to
keep the angles within the valid embedding range [−π, +π]. This pre-processing stage is critical since raw PCA scores are real-
valued and unbounded, while quantum rotation gates encode angles that are modulo 2π; without range normalization the
embedding appears periodic and loses injectivity [54, 55]. The tanh based methodology used here is in line with the
formulation of Mitarai et al. [24] as smooth, bounded pre-processing functions to preserve the gradient flow through the
hybrid network without the vanishing gradient associated with hard clipping.

Component 2—This material consists of a 3-qubit PQC, processing the encoded quantum state and harvesting
measurements. The circuit composition and working components are presented in detail in Section 4.6.2. The PQC

introduces a set of trainable quantum weights  (where L is the number of entangling layers and 
is the number of qubits), yielding 18 quantum parameters for the configuration adopted in this study (L = 2, ). The
quantum circuit effectively acts as a kernel function that maps the angle-encoded input into a  8-dimensional Hilbert
space, from which expectation values are extracted as fixed-dimensional real-valued representations [52, 53]. This Hilbert-
space feature map is analogous to the kernel trick in support vector machines, but the specific kernel is implicitly defined by
the circuit architecture and trainable parameters rather than a pre-specified analytical function [56].

Component 3 — Classical post-network. The output component maps the  PauliZ expectation values
 returned by the quantum circuit to a scalar regression prediction ŷ ∈ ℝ via a small fully connected

network:

where  is the quantum measurement output vector, and ,
 represent the post-network weights and bias. An intermediate ReLU-activated hidden layer with 16 neurons is

additionally inserted between the quantum output and the final linear projection to allow the post-network to learn non-linear
combinations of the qubit expectation values before producing the prediction. This design follows Mari et al. (2020), who
showed that a classical post-processing layer is necessary to map quantum observables — which are bounded in [− 1, +1] by
construction — to unbounded regression targets such as Vs (m/s).

Joint optimization. All parameters of the three components  are optimised simultaneously via
a single gradient-based optimisation procedure applied to the mean squared error (MSE) loss on the normalised target
variable. This end-to-end joint training is a critical feature of the hybrid VQNN framework: it allows the classical pre-network to
learn angle representations that maximise the discriminative capacity of the quantum feature map, rather than treating the
quantum layer as a fixed pre-trained module [24, 25]. Targets were standardized to zero mean and unit standard deviation
prior to training, and predictions back-transformed for metric computation, following the convention used for the classical
ANN baseline (Section 4.3.1). The full parameter vector contains 9 + 3 + 18 + 3 + 1 = 34 trainable scalar parameters, a very
compact model by classical standards but consistent with the parameter economy typical of NISQ-era VQNNs [57].

4.6.2 Quantum Circuit
The parameterized quantum circuit (PQC) constitutes the core computational primitive of the hybrid VQNN, with the
transparency standards advocated for reproducible quantum machine learning research [23]. Qubit initialization is the circuit
operates on  qubits, each initialized in the computational ground state |0⟩. The joint multi-qubit initial state is the

tensor product |000⟩ = |0⟩⊗|0⟩⊗|0⟩, which can be written as a length- 23= 8 complex amplitude vector [58]:

This initialisation is standard in VQC literature and represents a separable, unentangled state with unit probability at the all-
zeros computational basis state [22].

θ = π . tanh (W1x + b1)

Wq ∈ R
(L× Nq× 3)

Nq = 3

Nq = 3

2(Nq) =

Nq = 3

⟨Zq⟩ ∈ [−1, +1]3

ŷ = W2q + b2

q = (⟨Z0⟩, ⟨Z1⟩, ⟨Z2⟩)
T

∈ [−1, +1]
3

W2 ∈ R
(1× 3)

b2 ∈ R

Θ = {W1, b1, Wq, W2, b2}

Nq = 3

|ψ �⟩ = |000⟩ = (1, 0, 0, 0, 0, 0, 0, 0)
T

∈ C
8
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1. Angle Embedding — Data encoding layer. The first operation encodes the three PCA-derived input features
 (produced by the classical pre-network) as Y-axis rotation angles applied to

individual qubits. For each qubit q ∈ {0, 1, 2}, the single-qubit Y-rotation gate  is applied:

transforming the basis state |0⟩ into a superposition:

The complete embedding unitary  transforms the initial 8-dimensional state
vector into a product state encoding all three input angles simultaneously. This Angle Embedding scheme, also referred to as
rotational encoding or Pauli feature maps in the QML literature, was formally analyzed by Schuld et al. [55], who showed that
it corresponds to a specific quantum kernel  that captures trigonometric features of the
input space. Importantly, Pérez-Salinas et al. demonstrated that single-layer Angle Embedding has limited expressive capacity
— a limitation they addressed through data re-uploading, where the same data is encoded multiple times at different circuit
depths. In the present implementation, data re-uploading was not applied due to the shallow circuit depth adopted (L = 2
entangling layers); the representational adequacy of the encoding is partially compensated by the classical pre-network's
learned nonlinear transformation of the PCA inputs before embedding.

1. StronglyEntanglingLayers — Trainable ansatz. Following Angle Embedding, L = 2 StronglyEntanglingLayers are applied.
Each layer consists of two sub-operations applied sequentially to all qubits: Rotation sub-layer that reduces the
parameter count and has been shown to achieve comparable expressive capacity in shallow circuits [59] and Entangling
sub-layer to introduces quantum entanglement between qubit pairs — the essential quantum resource that distinguishes
VQNNs from classical models by enabling correlations that cannot be factored into independent single-qubit operations
[58, 60]. The cyclic entanglement pattern adopted here ensures that every qubit becomes correlated with every other
qubit after a single entangling sub-layer, generating a globally entangled multi-qubit state [59, 61]. The
StronglyEntanglingLayers ansatz was introduced in the PennyLane software framework (Bergholm et al., 2018) and has
become a standard circuit template for variational quantum regression and classification tasks. Sim et al.
(2019)demonstrated through expressibility and entangling capability analyses that this ansatz achieves near-maximal
expressibility relative to the full unitary group for  qubits, making it well suited to the 3-qubit configuration
adopted here.

2. PauliZ measurements — Observable extraction. Following the circuit operations, the expectation value of the Pauli-Z
observable ⟨ ⟩ is computed for each qubit q ∈ {0, 1, 2}:

where  are the complex amplitudes of the final state | ⟩ = Σi |i⟩ in the computational basis, and  if

the q-th bit of basis state |i⟩ is 0 (qubit in |0⟩) and − 1 if it is 1 (qubit in |1⟩). Since  is a Hermitian operator with eigenvalues 
± 1, the expectation value ⟨ ⟩ ∈ [− 1, + 1] provides a real-valued scalar summary of the quantum state that is differentiable
with respect to the circuit parameters [24, 53]. Measuring all three qubits simultaneously in the PauliZ basis yields a 3D real-
valued feature vector, which is a standard choice in hybrid QNN regression architectures [24, 25].

Statevector simulation. The circuit is simulated using an exact statevector simulation implemented in NumPy, which
propagates the full 8-dimensional complex amplitude vector. Exact statevector simulation is the standard evaluation method
for small-qubit VQNNs in the QML research community [22, 57] as it provides an upper bound on achievable VQNN
performance by eliminating the stochastic variance associated with finite-shot sampling on real or emulated hardware.

θ = (θ 0, θ 1, θ 2) ∈ [−π , +π ]
3

RY (θ q)

RY (θ q) = [
cos (θ q/2) −sin (θ q/2)

sin (θ q/2) cos (θ q/2)
]

|0 ⟩ → RY (θ q) |0 ⟩ = cos (θ q/2) |0 ⟩ + sin (θ q/2) |1 ⟩

Uemb (θ ) = RY (θ o) ⊗ RY (θ 1) ⊗ RY (θ 2)

k (x, x′ ) = |⟨ψ (x′ )|ψ (x)⟩|
2

Nq ≤ 4

Zq

⟨Zq⟩ = ⟨ψ out |Zq|ψ out⟩ = Σ ᵢ signq (i) ⋅ |α i|
2

α i ψ out α i signq (i) = +1

Zq

Zq
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Optimization via L-BFGS-B. The full VQNN parameter vector Θ is optimised using the Limited-memory Broyden–Fletcher–
Goldfarb–Shanno algorithm with box constraints (L-BFGS-B), a quasi-Newton second-order optimization method [62, 63]. L-
BFGS-B approximates the inverse Hessian of the loss function using a limited-memory rank-two update based on gradient
differences between successive iterations, enabling efficient descent in high-curvature loss landscapes [62]. The use of L-
BFGS-B for training quantum circuits has been validated in multiple QML studies [23, 57] and is particularly effective for
shallow circuits with small parameter counts, where the loss landscape is typically convex or nearly convex in the vicinity of
the initialization point [64]. For the 3-qubit, 2-layer circuit adopted here, the risk of barren plateaus is substantially mitigated by
the shallow depth and the use of a small-angle random initialization strategy around zero, following the recommendation of
Grant et al. [65].

4.6.3 Comparison with PennyLane Implementation
PennyLane [66] is the open-source quantum machine learning framework most widely used for hybrid VQNN research. It
provides a Python-native interface that supports automatic differentiation through quantum circuits via the parameter-shift
rule [24, 53] or backpropagation on simulators, and interfaces with multiple hardware backends including IBM Quantum,
Google Cirq, Rigetti, and trapped-ion platforms [63, 66].

It should be noted that the primary limitation relative to a full PennyLane implementation is the absence of the parameter-
shift rule [24, 53] for gradient computation. The parameter-shift rule allows exact analytical gradients to be computed by
evaluating the circuit at shifted parameter values — a technique that is essential for gradient-based training on real quantum
hardware where backpropagation through the simulation is not available. Since the present implementation uses L-BFGS-B
with numerical finite-difference gradients over the statevector simulation, it is exact for the simulator but would not transfer
directly to hardware execution [23, 66].

5. RESULTS AND DISCUSSION

5.1 Cross-Validation Performance
Table 3 shows the full evaluation results for all four models on both targets. Figures 2 and 3 show the metric bar charts and
scatter plots, respectively. In Section 5.4, the results are compared to benchmarks that have been published. SI classification
[3]: SI < 0.05 = excellent precision (EP); 0.05–0.10 = good precision (GP); 0.10–0.15 = fair precision (FP); SI > 0.15 = poor
precision (PP).

Table 3
Comprehensive 5-fold CV results. Best per target in bold. VQNN in italic.

Target Model R² RMSE MAE MAPE(%) A10 − I SI IA KGE PI

Vs (m/s) ANN 0.4840 53.6915 37.0107 17.37 0.4400 0.2356 0.8013 0.5718 0.1934

  RF 0.4783 53.9866 35.4447 16.94 0.4827 0.2369 0.8017 0.5733 0.1949

  GBM 0.4634 54.7540 35.9597 17.02 0.4693 0.2403 0.8070 0.6019 0.1986

  VQNN 0.2068 66.5716 48.4462 23.04 0.3067 0.2922 0.6476 0.3556 0.2660

Ic SBT ANN 0.9990 0.0151 0.0094 0.38 1.0000 0.0059 0.9997 0.9972 0.0042

  RF 0.9991 0.0140 0.0095 0.39 1.0000 0.0055 0.9998 0.9956 0.0039

  GBM 0.9991 0.0139 0.0102 0.42 1.0000 0.0055 0.9998 0.9984 0.0039

  VQNN 0.8996 0.1487 0.1099 4.23 0.9240 0.0587 0.9733 0.9361 0.0426

5.2 Shear Wave Velocity Prediction
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All of the classical models did the same job of predicting Vs from directly measured SCPT data (Fig. 5): R² = 0.46–0.48,
RMSE = 53.7–54.8 m/s, MAPE = 17.0–17.4%, A10 − I = 0.44–0.48, and SI = 0.235–0.240 (fair precision). Chala and Ray [2]
found that XGBoost could predict measured Vs from SCPT data with a R² of 0.54 and an MAE of 41 m/s. These results are in
line with those. The small difference (our R² ≈ 0.47 vs. their 0.54) is because we used point measurements instead of interval-
based means and coefficients of variation for CPT parameters at each Vs measurement depth, which averaged out noise
within intervals. The IA (0.80–0.81) and KGE (0.57–0.60) values for our classical models are also similar to the IA (0.84) and
KGE (0.65) values that Chala and Ray [2] found. It is important to note that these results are different from those of Chala and
Ray (2023), who used the same dataset to predict empirically derived Vs [1] and got R² = 1.00, RMSE < 2.0 m/s, and MAPE < 
1%. In that case, the ML models learned a fixed algebraic function of the inputs instead of a geophysical relationship. It is
harder to directly predict Vs from CPT parameters, as we have done here, because in-situ Vs depends on things that standard
CPT doesn't measure (like soil fabric, cementation, and stress history) and there is measurement uncertainty from the
seismic source and travel-time determination.

The VQNN got the following scores: R² = 0.207, RMSE = 66.6 m/s, MAPE = 23.0%, A10 − I = 0.307, SI = 0.292, IA = 0.648, and
KGE = 0.356. The model doesn't work as well as classical models because: (i) PCA dimensionality reduction loses 12% of
feature variance; (ii) subsampled training (200 observations per fold); and (iii) 18 trainable quantum weights. Even with these
limitations, the positive R² shows that quantum feature processing can pull out geotechnically useful signals.

5.3 Soil Behavior Type Index Prediction
Classical models did almost perfectly for Ic SBT prediction: ANN/RF R² = 0.999, GBM R² = 0.999, and all models got A10 − I = 
1.000, SI < 0.006 (excellent), IA > 0.999, and KGE > 0.995. This ceiling-level accuracy is based on the mathematical derivation
of Ic SBT from Qt, Fr, and Ic, which are all input features. It is also similar to the R² = 1.00 that Chala and Ray [3] found for
models that predict an empirically derived target. The VQNN got R² = 0.900, RMSE = 0.149, MAPE = 4.23%, A10 − I = 0.924, SI 
= 0.059 (good precision), IA = 0.973, and KGE = 0.936. This is good performance given the strict limits on computing power.

5.4 Training Dynamics
The ANN converged in 80 to 150 epochs, and the stable training-validation loss alignment showed that regularization worked
(Fig. 6a & 6b). For the VQNN, the L-BFGS-B optimizer showed a quick initial descent followed by a slower plateau
convergence, which is what you would expect from the quasi-Newton landscape of VQCs [64]. Convergence stability across
all folds demonstrates that the hybrid architecture is not susceptible to catastrophic barren-plateau collapse given the
selected 2-layer circuit depth and small-angle initialization.

5.5 Predicted vs. Measured
Figure 7 presents the distinctive scatter patterns of each model and target. For Vs, classical models exhibit a similar fan-
shaped dispersion that is in line with the heterogeneous soil conditions across the Austrian sites. The VQNN scatter exhibits
a broader distribution, particularly at high Vs values, reflecting the limited expressibility of the 3-qubit circuit in this regime.
For Ic SBT, all classical models demonstrate near-perfect 1:1 alignment as expected; however, VQNN mostly deviates at the
SBT zone boundaries (Ic ≈ 1.8 and ≈ 3.2), which is in line with the nonlinear classification boundaries that the 3-dimensional
PCA subspace does not fully resolve.

5.6 Feature Importance and Sensitivity Analysis
According to Fig. 8, the three most important predictors for Vs are depth (z), pore pressure parameters (u0, u2), and sleeve
friction (fs). Cone tip resistance (qc) comes in fourth and fifth. This ranking aligns with the SHAP analysis conducted by Chala
and Ray [2], which identified overburden stress (σv) as the predominant feature (with a strong correlation between overburden
stress and depth, r = 1.00, as illustrated in Fig. 2 of Chala and Ray [2], followed by qc and fs. The alignment of feature rankings
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between our RF importance analysis and the SHAP-based analysis by Chala and Ray [2] offers cross-method validation of the
principal geomechanically determinants of Vs prediction.

5.7 Comparison with Published Benchmarks
Table 4 compares the Vs prediction results of the present study against the two most directly relevant published benchmarks
on the same Oberhollenzer [19] Austrian CPT dataset. The apparent discrepancy between the near-perfect metrics reported
by Chala and Ray [3] — RF: R² = 1.00, RMSE = 0.96 m/s, MAPE = 0.36% — and the moderate performance observed in the
present study and in Chala and Ray [2] is entirely explained by the fundamental distinction between predicting empirically
derived versus directly measured Vs [1, 2]. Since Chala and Ray [3] computed Vs as a deterministic algebraic function of the
same CPT inputs used for model training via the Robertson [1] empirical formula, their ML models effectively learned to
recover a known closed-form equation rather than a genuine geophysical relationship, trivially yielding R² ≈ 1.00 regardless of
model type [2]. By contrast, both the present study and Chala and Ray [2] predict directly measured Vs from SCPT geophysical
tests — an intrinsically more challenging task because in-situ Vs is influenced by soil fabric, cementation, stress history, and
seismic measurement uncertainty that are not encoded in standard CPT parameters [9, 12, 67] — yielding R² = 0.46–0.48
(classical models, present study), R² = 0.54 (XGBoost, [2]), and R² = 0.207 (VQNN, present study), collectively representing the
current state-of-the-art for direct Vs prediction on this dataset. The modest performance gap between the present classical
models and the XGBoost of Chala and Ray [2] is attributable to differences in feature engineering: Chala and Ray [2] computed
interval-based means and coefficients of variation for CPT parameters at each Vs measurement depth, reducing within-
interval noise, whereas the present study uses direct point measurements — a simpler but noisier input representation [4]. The
VQNN's lower R² = 0.207 relative to the classical baselines reflects the compounding constraints of PCA dimensionality
reduction (12% variance loss), subsampled training (200 observations per fold), and limited circuit impressibility (34 trainable
parameters), rather than a fundamental limitation of the quantum methodology, and the positive R² confirms that the
quantum feature map extracts physically meaningful signal under these NISQ-era constraints [23, 49, 57].

Table 4
Comparison of Vs prediction results with published benchmarks on the same dataset.

Study Model Vs type R² RMSE

(m/s)

MAPE

(%)

Key note

Chala & Ray (2023) RF DERIVED* 1.000 0.96 0.36 V� from Robertson (2009) formula

Chala & Ray (2023) XGBoost DERIVED* 1.000 1.86 0.94 Same derived V� as RF

Chala & Ray (2025) XGBoost MEASURED 0.540 ≈ 62 N/A MAE = 41 m/s; SCPT/SCPTu data

This study RF MEASURED 0.478 53.99 16.94 5-fold CV; 1879 SCPT samples

This study ANN MEASURED 0.484 53.69 17.37 5-fold CV; 1879 SCPT samples

This study GBM MEASURED 0.463 54.75 17.02 5-fold CV; 1879 SCPT samples

This study VQNN MEASURED 0.207 66.57 23.04 3-qubit; 200 training samples/fold

*DERIVED: Vs not directly measured; computed from Robertson [1] empirical formula using CPT inputs — explains trivially
high R². MEASURED: Vs from SCPT/SCPTu geophysical measurements.

6. DISCUSSION

6.1 Putting Vs Results in the Context of Published Work
Table 4 makes it very clear what our Vs results mean in context. The seeming contradiction that Chala and Ray [3] got R² =
1.00 while this study and Chala and Ray [2] got R² ≈ 0.47–0.54 on the same dataset is fully explained by the difference
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between derived and measured Vs. Predicting derived Vs resembles instructing a model to resolve a predetermined equation
utilizing its inputs. This gives you almost perfect metrics, but it doesn't tell you much about how stiff the soil really is. The
scientifically important job is to predict measured Vs from SCPT, and R² values of 0.47–0.54 are the best that can be done
with this database. Our classical model results (R² = 0.46–0.48, MAE = 35–37 m/s) are close to the XGBoost benchmark from
Chala and Ray [2] (R² = 0.54, MAE = 41 m/s), even though they used a more complicated way of feature engineering (interval-
based mean and coefficient of variation). The IA values reported here (0.80–0.81) are in line with Chala and Ray's [2] IA = 0.84,
which shows that the model behaves the same way in all implementations.

6.2 Interpretation of VQNN Performance
The VQNN results must be interpreted under three compounding computational constraints: (i) PCA reduction from 9 to 3
features losing 12% of variance; (ii) 200-observation subsample per fold; and (iii) 18 trainable quantum weights. Under these
conditions, R² = 0.900 for Ic SBT (A10 − I = 0.924, IA = 0.973, KGE = 0.936) is noteworthy. For Vs, R² = 0.207 is a physically

meaningful result — the VQNN extracts genuine geotechnical signal from a severely constrained quantum feature space. On
hardware devices with nq ≥ 9 qubits, direct angle embedding of all features without PCA could substantially improve
performance.

6.3 Constraints and Comparison with SHAP-Based Interpretability
Chala and Ray [2] utilized SHAP values for model interpretability, offering feature-level attribution for individual predictions; in
contrast, this study employed RF-based permutation importance for sensitivity analysis. Both methods point to the same
main predictors (depth/overburden, tip resistance, sleeve friction), which is a form of cross-method validation. Future
implementations of VQNN should integrate SHAP analysis of the classical layers to elucidate the elements of the quantum
feature representation that influence predictions.

Additional limitations include: (i) the quantum circuit is simulated without noise; real NISQ hardware introduces gate errors
and decoherence that would degrade performance; (ii) the Vs dataset is relatively small (n = 1,879 SCPT samples), limiting
model capacity—Chala and Ray [2] used 3,600 samples from 96 SCPT/SCPTu soundings through interval-based aggregation;
(iii) there is no uncertainty quantification (similar to the Bayesian GLM credible intervals of Chala and Ray, [2]) for VQNN
predictions.

6.4 Publishability and Future Directions
This study satisfies the three criteria for NISQ-era publication identified in the QML literature (Cerezo et al., 2021): (i)
establishing domain-specific quantum model baselines; (ii) identifying problem characteristics favoring quantum approaches;
and (iii) providing reproducible benchmarks. Future work should focus on: qubit-count scaling to nₒ ≥ 9 (eliminating PCA);
hardware-efficient ansatz designs [69]; data re-uploading (Pérez-Salinas et al., 2020); quantum transfer learning [25]; Bayesian
uncertainty quantification for VQNN outputs analogous to Chala and Ray [2]; and SHAP-based interpretability of the classical-
quantum interface layers.

7. CONCLUSIONS
This study presents the first hybrid VQNN applied to CPT-based geotechnical prediction. The following conclusions are drawn:

(1) The VQNN achieved R² = 0.900, A10 − I = 0.924, SI = 0.059 (good precision), IA = 0.973, and KGE = 0.936 for Ic SBT
prediction, closely approaching classical baselines despite operating on three principal components and 200 training
samples per fold.

(2) For directly measured Vs from SCPT data, classical models achieved R² = 0.46–0.48, RMSE = 53.7–54.8 m/s, MAPE = 
17.0–17.4%, SI ≈ 0.24 (fair precision), comparable to the XGBoost benchmark of Chala and Ray[2] (R² = 0.54, MAE = 41 m/s).
The VQNN achieved R² = 0.207 under severe computational constraints.
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(3) A critical methodological distinction is established: studies predicting empirically derived Vs (e.g., Chala and Ray, [3]; R² =
1.00) are not directly comparable to studies predicting directly measured Vs from SCPT, as the former recover a deterministic
algebraic function while the latter addresses a genuine geophysical regression problem.

(4) Sensitivity analysis via RF importance and the SHAP analysis of Chala and Ray[2] converge on the same dominant
predictors: depth/overburden stress, pore pressure, sleeve friction, and cone tip resistance. This cross-method agreement
provides robust geomechanically validations.

(5) RobustScaler normalization with fold-wise fitting effectively prevented data leakage. The eight-metric evaluation
framework (R², RMSE, MAE, MAPE, A10 − I, SI, IA, KGE) enables direct comparison with both Chala and Ray [2, 3].

(6) Future work should address qubit-count scaling (nq ≥ 9 to eliminate PCA), Bayesian uncertainty quantification for VQNN

outputs, SHAP interpretability of the quantum-classical interface, and validation on independent SCPT datasets from different
geological settings.
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Figures

Figure 1

Pearson correlation heatmaps for input features vs. Vs (m/s) (left) and Ic SBT (-) (right).
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Figure 2

A flowchart showing the whole machine learning pipeline for using CPT data to predict Vs (m/s) and Ic SBT (−). The pipeline
includes getting raw data, preprocessing it, normalizing it, reducing it with PCA, training models (ANN, RF, GBM, VQNN),
optimizing hyperparameters, analyzing feature importance, and testing the models against eight performance metrics.
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Figure 3

Deep Neural Network (ANN) architecture used in this study. The network comprises an input layer of nine CPT-derived
features, three hidden layers (64, 64, 32 neurons) with ReLU activations and L2 regularisation, and a linear output layer
producing a scalar prediction of Vs (m/s) or Ic SBT (−). Dropout (rate = 0.1) is applied after the second hidden layer to
mitigate overfitting. The Adam optimiser with learning rate 10⁻³ is used for weight updates.

Figure 4

Sample decision tree structures illustrating the splitting criteria for predicting Vs (m/s) (left) and Ic SBT (−) (right). Thresholds
are shown in original physical units after back-transformation from the RobustScaler. Leaf node values represent the mean
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predicted value within each terminal partition. Node size (n) indicates the number of training samples reaching each node.

Figure 5

Model comparison for all performance metrics (5-fold CV). Top: Vs (m/s). Bottom: Ic SBT (-). VQNN shown in purple.
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Figure 6

6a. Training loss curves (all 5 folds) - ANN (left) and VQNN (right) for Vs (m/s).

6b. Training / validation loss curves - ANN (left) and VQNN (right) for Ic SBT (-).
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Figure 7

Predicted vs. measured scatter plots (fold 5 validation set). Top: Vs (m/s). Bottom: Ic SBT (-). Dashed = 1:1 line.

Figure 8

Feature importance (RF mean decrease in impurity) for Vs (left) and Ic SBT (right).
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