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Abstract
Later-life risk in rural South Africa unfolds under conditions of multimorbidity, socioeconomic inequality
and uneven access to care, making it difficult to identify who is most vulnerable to adverse ageing
trajectories. Using three waves of Health and Aging in Africa: A Longitudinal Study of an INDEPTH
Community (HAALSI) data and a cleaned survivor subset of 1,435 adults, we developed an interpretable
machine-learning framework to predict non-successful ageing, defined by functional limitation or
psychological distress at Wave 3. In repeated 10-fold cross-validation (5 repeats), discrimination
increased from 0.774 ± 0.038 in a baseline model to 0.846 ± 0.031 with longitudinal change scores and
0.860 ± 0.029 in the full proximal model; a constrained artificial neural network (ANN) benchmark
achieved 0.841 ± 0.042. SHapley Additive exPlanations identified baseline household assets and BMI
change as the strongest contributors to prediction, with age and Wave 2 depressive symptoms
contributing secondarily. Although rank discrimination was strong, calibration slope and intercept (3.661
and − 1.242) indicated compressed predicted probabilities. These findings suggest that later-life risk in
rural South Africa is better captured by multidomain longitudinal information than by baseline
characteristics alone and that community health screenings should prioritize monitoring household
asset stability and BMI trends as early warning indicators of declining functional health, and that
interpretable machine learning may support relative risk stratification, although absolute risk estimation
and generalisability remain limited.

Introduction
South Africa provides a particularly important setting for studying later-life vulnerability in Sub-Saharan
Africa because population ageing is unfolding alongside persistent socioeconomic inequality,
multimorbidity and uneven access to supportive health and social systems [1, 2]. Findings from the
Health and Aging in Africa: A Longitudinal Study of an INDEPTH Community in South Africa (HAALSI)
indicate that ageing outcomes in rural South Africa are shaped not only by disease burden, but also by
the combined influence of functional health, mental health and material conditions across the life course
[1, 3]. As a result, older adults in this setting do not follow a single or stable ageing trajectory, and
approaches derived primarily from high-income contexts may miss important variation in risk. This
makes rural South Africa a critical context for developing locally-adaptable tools to identify individuals at
elevated risk of poorer ageing outcomes over time.

This study is primarily informed by cumulative disadvantage theory, which holds that inequalities in
social conditions, material resources and health exposures accumulate across the life course and
contribute to divergence in later-life outcomes [4, 5]. This perspective is especially relevant in South
Africa, where many older adults age under conditions shaped by long-term structural inequality,
household vulnerability and uneven access to protective resources. Within this broader explanatory
framework, successful ageing is used as the outcome-oriented gerontological lens for distinguishing
more favourable from less favourable ageing statuses in later life [6].
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Successful ageing has long been influential in gerontology, commonly emphasizing the avoidance of
disease and disability, maintenance of physical and cognitive function and continued engagement with
life [6]. However, this framework has also been criticized for relying heavily on evidence from Western,
Educated, Industrialized, Rich and Democratic populations and for insufficiently accounting for the social
and structural conditions that shape ageing across the life course [7, 8]. Recent meta-analytic and
conceptual work further suggests that successful ageing remains relatively uncommon globally and that
contemporary frameworks increasingly emphasize subjective and context-sensitive dimensions of
ageing alongside objective functioning [9, 10]. In settings such as rural South Africa, later-life well-being
may therefore be less accurately captured by idealized models of ageing developed elsewhere. The
present study adopts a pragmatic operationalization of later-life outcomes for longitudinal risk prediction
while interpreting those outcomes within a cumulative disadvantage perspective.

Despite the growing availability of longitudinal ageing data in Africa, much of the existing literature
remains cross-sectional, and recent reviews have highlighted the relatively limited use of longitudinal
ageing studies across Sub-Saharan Africa [11]. This limitation is especially relevant in the present
setting, where ageing outcomes are likely shaped by the interplay of functional capacity, depressive
symptoms, body composition and material resources across time. Machine-learning methods offer a
useful complement because they can model complex, non-linear patterns and higher-order interactions
without requiring strong a priori functional assumptions [12, 13]. Recent ageing-focused reviews further
suggest that explainable machine-learning approaches may be particularly useful when prediction
models seek to capture multidomain later-life vulnerability while retaining interpretability [14, 15].

However, predictive performance alone is insufficient if model behaviour remains opaque. SHapley
Additive exPlanations (SHAP) provide a framework for examining how individual predictors contribute to
both overall model behaviour and person-level predictions, thereby supporting interpretable risk
modelling [16]. Using three waves of HAALSI data, the present study evaluates an interpretable machine-
learning framework for predicting non-successful ageing in rural South Africa. Specifically, the study
aims to quantify the incremental predictive gain associated with adding longitudinal change and
proximal follow-up indicators beyond baseline characteristics alone, identify the most influential
functional, psychological and socioeconomic predictors of non-successful ageing using SHAP-based
interpretation, and assess whether a parsimonious artificial neural network (ANN) benchmark retains
meaningful predictive signal in a resource-constrained setting.

Materials and Methods

Study design and data source
This study was a prospective cohort analysis using data from the Health and Ageing in Africa: A
Longitudinal Study of an INDEPTH Community in South Africa (HAALSI), a population-based cohort of
adults aged 40 years and older residing in the Agincourt sub-district of Mpumalanga Province, South
Africa. Data from three waves were used: Wave 1 (2014–2015), Wave 2 (2018–2019), and Wave 3
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(2021–2022). The present analysis examined whether baseline characteristics, longitudinal change, and
proximal follow-up indicators improved prediction of non-successful ageing at Wave 3. The reporting of
this study follows the Transparent Reporting of a multivariable prediction model for Individual Prognosis
or Diagnosis–Artificial Intelligence (TRIPOD + AI) statement.

Participants and analytical sample
The initial Wave 1 cohort comprised 5,059 participants. For inclusion in the present analysis, participants
were required to contribute a valid Wave 3 ageing outcome and to have complete data on the principal
Wave 1 to Wave 2 predictors used to estimate longitudinal change. A staged exclusion process was
applied. First, 1,731 participants were excluded because of attrition or mortality before Wave 3. Second,
962 participants were excluded because of missing data on key Wave 1→Wave 2 predictors, principally
body mass index (BMI) and gait speed. Third, 931 participants were excluded during data hygiene
screening because of physiologically implausible changes in BMI or mental-health scores between
Waves 1 and 2 exceeding ± 15 units. These values were considered likely to reflect recording artifacts or
placeholder values rather than plausible biological change. The final analytical sample therefore
comprised 1,435 participants.

Comparative analysis showed that excluded participants were significantly older and more functionally
limited at baseline (p < .01), indicating potential healthy-survivor bias. Accordingly, the final sample
should be interpreted as a cleaned survivor subset rather than as fully representative of the baseline
cohort. Complete-case analysis was used because the primary objective was to estimate interpretable
longitudinal change metrics, and key repeated-measure predictors were unavailable for a substantial
proportion of excluded cases.

Outcome definition
The primary outcome was non-successful ageing at Wave 3, coded as a binary variable (1 = non-
successful ageing, 0 = successful ageing). Successful ageing was defined as the simultaneous absence
of both functional limitation and psychological distress. Non-successful ageing was coded when either
criterion was present. Functional limitation was defined as gait speed below 0.6 m/s or self-reported
walking difficulty. Psychological distress was defined as a Center for Epidemiologic Studies Depression
Scale (CES-D) score of 9 or higher.

Predictor definition
Predictors were grouped into three nested tiers to evaluate the incremental contribution of baseline
characteristics, longitudinal change, and proximal status indicators. Tier 1 comprised baseline variables
(age, sex, and Wave 1 household asset index). Tier 2 comprised longitudinal trajectories, operationalized
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as Wave 1→Wave 2 change scores for BMI and CES-D. Tier 3 comprised proximal Wave 2 status
indicators for depressive symptoms and functional difficulty.

Data cleaning and missing data
To improve interpretability of longitudinal change estimation, data were screened for implausible
transitions between Waves 1 and 2. BMI and mental-health shifts greater than ± 15 units were excluded
as likely artifacts. No multiple imputation was undertaken because the key repeated-measure predictors
required for velocity estimation were unavailable for a substantial proportion of excluded observations.
For model fitting, predictors entered into XGBoost were analysed on their original scale, whereas ANN
inputs were standardized as appropriate for neural-network training.

Statistical analysis
XGBoost was used as the primary learner because of its capacity to model non-linear relationships and
higher-order interactions. A constrained artificial neural network (ANN), comprising a single hidden layer
with five neurons and ReLU activation, was retained as a secondary benchmark. To assess potential
temporal overlap and proximity bias, three nested model architectures were evaluated: (1) a baseline
model containing age, sex, and Wave 1 household asset index; (2) a longitudinal model adding Wave
1→Wave 2 changes in BMI and CES-D; and (3) a full proximal model adding Wave 2 depressive
symptoms and functional difficulty.

Internal validation was conducted using repeated 10-fold cross-validation with five repeats. Mean area
under the receiver operating characteristic curve (AUC) and standard deviation were reported across
folds to quantify performance stability. Calibration was assessed using slope and intercept estimates
derived from logistic regression of observed outcomes on predicted log-odds. SHapley Additive
exPlanations (SHAP) were used to summarize the relative contribution of predictors to model
classification. Model development, validation, and reporting followed established best practices for
multivariable prediction modelling, including transparent interpretation of machine-learning outputs [17].

Results

Attrition Flow and Final Analytical Sample
Of the initial 5,059 participants in the Wave 1 cohort, 1,731 were excluded due to attrition or mortality by
Wave 3. Missingness in W1 → W2 predictors resulted in the removal of another 962 individuals.
Following the data hygiene screening for implausible physiological transitions, a further 931 participants
were excluded.

The final analytical sample comprised a cleaned survivor subset of 1,435 adults (Table 1). Comparative
analysis revealed that excluded participants were significantly older and more functionally limited at
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baseline compared to those retained in the final subset (p < .01). These differences indicate a potential
healthy-survivor bias within the analytical sample.

Table 1
Sample selection and staged exclusions.

Stage N
excluded

Remaining
sample

Reason

Initial HAALSI cohort — 5,059 Wave 1 participants

Loss to follow-up /
mortality

1,731 3,328 Did not contribute Wave 3 outcome

Missing W1→W2
predictors

962 2,366 Missing BMI and/or gait-speed predictors

Data hygiene
screening

931 1,435 Implausible BMI or mental-health
changes ( > ± 15 units)

Final analytical subset — 1,435 Cleaned survivor subset used for
modelling

Nested Model Performance and Proximity Bias
Cross-validated performance estimates from repeated 10-fold cross-validation (5 repeats) showed
stable discrimination across the nested models (Fig. 1). The Baseline Model achieved an AUC of 0.774 ± 
0.038, the Longitudinal Model achieved 0.846 ± 0.031, and the Full Proximal Model achieved 0.860 ± 
0.029. The modest gain of + 0.014 AUC units from adding proximal Wave 2 status indicators suggests
that predictive performance was driven primarily by longitudinal trajectories rather than by near-term
status indicators that overlap conceptually with the Wave 3 outcome. The constrained ANN benchmark
performed similarly to the XGBoost model (AUC = 0.841 ± 0.042), indicating that a meaningful portion of
the predictive signal was retained across different algorithmic architectures.

Table 2
Cross-validated nested model performance.

Model Feature set Mean
AUC

SD

Baseline Age, sex, Wave 1 asset index 0.774 0.038

Longitudinal Baseline + BMI change + CES-D change 0.846 0.031

Full proximal Longitudinal + Wave 2 depressive symptoms + functional
difficulty

0.860 0.029

ANN
benchmark

Reduced four-feature model 0.841 0.042

Feature Contribution
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SHAP analysis (Fig. 2) identified baseline household assets and BMI change as the strongest
contributors to the predictive risk score. Lower baseline asset levels and sharper declines in BMI
between Waves 1 and 2 were associated with increased predicted risk of non-successful ageing. Age
and Wave 2 depressive symptoms also contributed meaningfully, whereas sex and proximal functional
status contributed comparatively less.

Calibration and Probability Alignment
Although the model demonstrated strong rank discrimination (AUC = 0.860), calibration analysis yielded
a slope of 3.661 and an intercept of − 1.242, indicating substantial probability compression. In practical
terms, this means that while the model effectively distinguished higher- from lower-risk individuals,
predicted probabilities were insufficiently spread relative to observed outcome frequencies. The model is
therefore better suited to relative risk stratification than to precise absolute risk estimation.

Discussion
This study evaluated whether later-life risk in rural South Africa is better predicted by baseline
characteristics alone or by a combination of baseline conditions, longitudinal change and proximal
follow-up information. Three findings are central. First, discrimination improved substantially when
longitudinal trajectories were added to the baseline model, indicating that repeated observation captured
important risk information not available from baseline status alone. Second, the additional gain from
proximal Wave 2 status indicators was comparatively modest, suggesting that the predictive signal was
driven primarily by longer-term trajectories rather than by short-term temporal overlap with the Wave 3
outcome. Third, baseline household assets and BMI change emerged as the strongest contributors to
prediction, whereas proximal functional status played a smaller role than expected.

The overall pattern of findings is interpretable through a cumulative disadvantage lens. The strongest
contributors to model classification were not confined to a single biomedical marker; instead, they
reflected the joint importance of material conditions, bodily change and psychological status. This is
consistent with the view that later-life vulnerability in South Africa is shaped by the cumulative
consequences of unequal resources and uneven resilience across the life course rather than by one
dominant risk factor alone [4, 5]. At the same time, the present results should be read as compatible with
cumulative disadvantage rather than as a direct empirical test of that theory. The analysis is predictive
rather than causal, and the outcome was deliberately operationalized for risk classification.

A second interpretive point concerns the meaning of non-successful ageing in this study. The outcome
was operationalized pragmatically as the presence of either functional limitation or psychological
distress at Wave 3. This approach is useful for prediction and stratification, but it does not capture the
full multidimensional range often associated with broader successful-ageing frameworks, including
cognition, social engagement and subjective well-being [6, 8–10]. The present model therefore classifies
a specific adverse ageing profile rather than the entirety of later-life well-being.
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The nested analysis is especially important for interpreting reviewer concerns about temporal overlap.
The increase from 0.774 to 0.846 when longitudinal trajectories were added suggests that dynamic
change between Waves 1 and 2 contains substantial information about later non-successful ageing. By
contrast, the smaller increment from 0.846 to 0.860 after the addition of proximal Wave 2 status
indicators suggests that the model’s performance is not driven mainly by near-term carryover from
variables that mirror the Wave 3 outcome. In that sense, the results support the interpretation that
longer-term change processes (not only near-term status) carry the dominant predictive signal in this
cleaned survivor subset.

The prominence of household assets is consistent with prior South African work showing persistent
socioeconomic gradients in later-life health and functional vulnerability [18]. In the present study,
household assets likely capture more than material wealth alone; they may also index buffering capacity,
access to care and the cumulative effects of structural inequality. Likewise, the strong role of BMI
change suggests that bodily trajectories may function as a sensitive marker of nutritional, metabolic and
frailty-related processes that are difficult to capture through cross-sectional snapshots alone. The
emergence of BMI decline as a leading contributor indicates that change itself may be more informative
than static body size in this setting.

Wave 2 depressive symptoms also contributed meaningfully, although they were not the dominant
predictor once assets and BMI change were taken into account. This is still substantively important.
Prior studies in South Africa have shown that depressive symptoms in older adults are closely linked to
disability, functional limitation and wider social vulnerability [19, 20]. The present findings extend that
literature by showing that depressive symptoms remain relevant even in a multivariable longitudinal
model, but that their contribution is embedded within a broader configuration of material and bodily
vulnerability rather than acting as a singular risk determinant.

The constrained ANN benchmark performed similarly to the XGBoost model, indicating that a
meaningful portion of the predictive signal was retained across different algorithmic architectures.
However, this comparison should be interpreted narrowly. The ANN was intentionally simplified and
included as a benchmark rather than as a fully optimized alternative. Its performance therefore suggests
that the observed signal was not unique to the boosting framework, but it does not establish equivalence
between model classes or imply that neural-network methods were exhaustively tested in this
application.

From a methodological perspective, the study demonstrates both the value and the limits of
interpretable machine learning in ageing research. On the one hand, the model achieved strong rank
discrimination after rigorous data cleaning, and SHAP helped clarify that the principal contributors to
classification were baseline socioeconomic conditions and longitudinal BMI change. On the other hand,
calibration remained poor despite strong ranking performance. The slope and intercept indicate that
predicted risks were compressed and not well aligned with observed outcome frequencies. Accordingly,
the framework is more appropriate for relative risk stratification than for precise individual-level
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probability estimation. This interpretation is consistent with emerging work showing that explainable
machine-learning approaches can improve classification of healthy-ageing outcomes, while recent
reviews also stress the need for cautious interpretation, transparent reporting and further validation in
older-adult populations [14, 15].

These results also have practical implications. Later-life risk assessment in rural South Africa may be
better approached as a multidomain task that integrates material vulnerability, bodily decline and
psychological status rather than focusing narrowly on disease burden alone. In particular, the findings
suggest that mental health should not be treated as secondary, but they also indicate that longer-term
socioeconomic and nutritional trajectories may be at least as important for identifying who is at elevated
risk. This implies that multidomain surveillance approaches may be more useful than single-indicator
screening in resource-constrained settings.

Some limitations should be acknowledged. First, the final analytical sample was heavily restricted
through attrition, missing-data exclusion and outlier screening, resulting in a cleaned survivor subset that
was younger and functionally healthier than those excluded. This likely limit generalisability and may
inflate observed performance relative to the full cohort. Second, the outlier-removal strategy, although
justified by implausible transitions, may also have excluded some true but extreme changes. Third, the
operationalization of non-successful ageing was intentionally narrow and did not include cognition or
social engagement. Finally, despite strong discrimination, the model has not been externally validated
and calibration remained weak for absolute probability estimation.

Conclusion
This analysis suggests that non-successful ageing in rural South Africa is better captured by
multidomain longitudinal information than by baseline characteristics alone. The strongest predictive
signal was derived from baseline household assets and BMI change, with only modest additional gain
from proximal Wave 2 indicators. These findings suggest that community health screenings in rural
South Africa should prioritize monitoring household asset stability and BMI trends as early warning signs
of declining functional health. Collectively, the results support the use of interpretable machine-learning
approaches for relative risk stratification in ageing research, while also underscoring the importance of
sample selection, data hygiene, and calibration in evaluating model performance.
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Figures

Figure 1

Nested model ROC comparison showing discrimination for baseline, longitudinal and full proximal models.
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Figure 2

SHAP beeswarm plot showing the relative contribution and direction of major predictors in the final model.
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Figure 3

Calibration plot for the final model. Strong ranking performance is accompanied by compressed probability
estimates.
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