
EEG Emotion Recognition Based on Masked
Generative Adversarial Networks and Neural
Architecture Search
Kexuan Zhu 

Qufu Normal University
Qian Zhao 

Qufu Normal University
Huadi Wang 

Qufu Normal University
Yang Zhao 

Shanxian Vocational Secondary School of Shandong

Research Article

Keywords: EEG, emotion recognition, generative adversarial network, data augmentation, neural
architecture search

Posted Date: April 21st, 2026

DOI: https://doi.org/10.21203/rs.3.rs-9400088/v1

License:   This work is licensed under a Creative Commons Attribution 4.0 International
License.   Read Full License

Additional Declarations: No competing interests reported.

https://doi.org/10.21203/rs.3.rs-9400088/v1
https://doi.org/10.21203/rs.3.rs-9400088/v1
https://doi.org/10.21203/rs.3.rs-9400088/v1
https://creativecommons.org/licenses/by/4.0/


 
1 

EEG Emotion Recognition Based on Masked Generative 

Adversarial Networks and Neural Architecture Search 

Kexuan Zhua, Qian Zhaoa,*, Huadi Wanga, Yang Zhaob 

a College of Engineering, Qufu Normal University, Rizhao, 276800, China 

b Department of Mechatronics Engineering, Shanxian Vocational Secondary School of Shandong, Heze, 274300, 

China 

*Corresponding author: Qian Zhao. Email: zhaoq0620@126.com 

Abstract: EEG signals face challenges such as a scarcity of training data, significant individual 

variability, and difficulties in designing neural network architectures, which severely limit the 

performance and generalization capabilities of emotion recognition models. This paper proposes an 

EEG-based emotion recognition method that integrates masked generative adversarial data 

augmentation with personalized neural architecture search. We designed a data augmentation strategy 

using a frequency-domain feature-based stochastic electrode mask generative adversarial network, 

which effectively expands the training dataset and enhances the model’s generalization ability. 
Subsequently, we constructed a neural architecture search space tailored for EEG signals and employed 

a differentiable architecture search method to automatically discover the optimal network topology. 

Finally, a personalized architecture search strategy is employed to independently identify the 

classification network best suited to each subject’s unique EEG signal characteristics. Experimental 
validation on the public EEG emotion dataset DEAP achieved a classification accuracy of 98.64% on 

the Arousal dimension and 98.59% on the Valence dimension, significantly outperforming traditional 

machine learning methods and deep learning models with fixed architectures. 

Keywords: EEG, emotion recognition, generative adversarial network, data augmentation, neural 
architecture search 

1. Introduction 

As a core element of human psychological activity, emotions profoundly influence an 
individual’s cognitive processes, decision-making, and social interactions [1]. Accurate 
identification and understanding of emotional states demonstrate broad application potential 
in various fields, including human-computer interaction, mental health monitoring, driving 
safety alerts, and educational assessment [2]. Traditional emotion recognition methods 
primarily rely on external behavioral characteristics such as facial expressions, voice 
intonation, and body movements to infer internal emotional states [3]; however, these 
methods are susceptible to interference from subjective control and external environmental 
factors [4], resulting in limitations in recognition accuracy and robustness. 

Electroencephalogram (EEG) signals originate directly from neural activity and can 
more fundamentally reflect the physiological basis of emotion generation. With 
millisecond-level temporal resolution and resistance to conscious masking, they provide an 
objective and reliable physiological approach to emotion recognition [5–8]. However, the 
construction of EEG emotion datasets relies on complex experiments and expensive 
equipment, resulting in small-scale publicly available datasets that are prone to overfitting in 
deep learning models [9]; At the same time, significant inter-individual variations in EEG 
activity patterns pose a challenge to the models’ generalization capabilities [10]. Furthermore, 
classifiers often rely on manually designed architectures, which are not only time-consuming 
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and labor-intensive but also make it difficult to ensure a globally optimal structure [11]. These 
factors have hindered the further development of EEG emotion recognition research. 

Given the challenges outlined above, this paper presents three key innovations: 
1. To address the scarcity of EEG data, after extracting features through 

frequency-domain decomposition, we randomly mask some electrode channels and use 
generative adversarial networks to generate high-quality samples, thereby effectively 
augmenting the training dataset. 

2. To address the challenge of network architecture design, we construct a neural 
architecture search space tailored to EEG signals and employ differentiable architecture 
search methods to automatically discover optimal network topologies, thereby more 
effectively extracting discriminative features and improving classification accuracy. 

3. To address the issue of individual variability, we propose a personalized architecture 
search strategy that independently searches for the classification network best suited to each 
subject’s signal characteristics, achieving precise adaptation at the architectural level. 

2. Related Work 

2.1 Data Augmentation 

Research on data augmentation for EEG-based emotion recognition has developed 
diverse technical approaches, providing crucial support for improving the accuracy and 
robustness of emotion recognition. Li et al. [12] achieved effective data augmentation through 
temporal distortion, frequency noise addition, and frequency masking, thereby effectively 
mitigating the problem of overfitting in small-sample models; Wardoyo et al. [13] proposed a 
radius-constrained SMOTE sampling strategy, which synthesizes samples in the feature space 
under radius constraints, enabling more reasonable supplementation of small datasets; Liao et 
al. [14] performed probabilistic sampling of EEG features based on a Gaussian mixture model, 
generating synthetic samples that conform to the distribution of the original data. 

Generative Adversarial Networks (GANs), with their powerful generative capabilities, 
have demonstrated significant potential in the field of EEG emotion recognition data 
augmentation. Luo et al. [15] proposed a Wasserstein-based Generative Adversarial Network 
Domain Adaptation (WGANDA) framework, which achieves cross-subject EEG emotion 
recognition through a two-step training process and gradient penalization; its performance 
significantly outperforms existing domain adaptation methods; Zhang et al. [16] combined 
GANs with self-supervised learning, using masking transformations and adversarial training 
to increase sample diversity, and introduced a multi-factor training network to balance sample 
quality and diversity; Tang et al. [17] proposed a cross-domain adaptation GAN (SDC-Net), 
incorporating semantic dynamic consistency constraints into the generator to enable 
synthesized samples to effectively bridge distribution differences across different subjects. 

These data augmentation techniques optimize EEG data from various dimensions, 
effectively enhancing the performance of EEG emotion recognition models and laying a solid 
technical foundation for the development of the field. 

2.2 Neural Architecture Search 

In the field of EEG emotion recognition, Neural Architecture Search (NAS) has made 
significant progress by leveraging its automated network design capabilities to effectively 
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address issues such as the difficulty of traditional manually designed models in adapting to 
the spatiotemporal characteristics of EEG signals and their limited generalization ability. The 
team led by Li, Zhang, et al. [11] was the first to systematically apply NAS to EEG emotion 
recognition, exploring how to automatically construct networks capable of learning 
discriminative features from multi-channel EEG signals, thereby laying the foundation for 
subsequent research. In their subsequent work [18], the team further refined their approach by 
proposing the Transformer-based Neural Architecture Search (TNAS) framework, which 
employs Multi-Objective Evolutionary Algorithms (MOEA) to discover the optimal model 
for emotion recognition from a well-trained pool of hypernetworks. Li et al. [19] proposed 
Spatio-Temporal Neural Architecture Search for EEG-based Emotion Recognition (SSTNAS), 
which utilizes spatial and temporal EEG features through spiking convolutional neural 
networks and spiking long-short-term memory networks, respectively, and explores the 
appropriate SNN architecture for each task via spiking activation patterns. Wu et al. [20] 
proposed the AutoEER framework, designing a search space specifically tailored for EEG 
signals to derive the optimal network architecture from the proposed search space. Neural 
architecture search not only discovers superior domain-specific architectures that surpass 
human design experience but also adaptively optimizes EEG-based emotion recognition, 
enhancing classification accuracy and robustness. 

However, existing research suffers from the following shortcomings: First, data 
augmentation methods are often limited to time-domain or simple frequency-domain 
transformations, failing to fully exploit the multi-channel spatial topology and 
frequency-domain discriminative features of EEG signals, resulting in insufficient sample 
diversity. Second, neural architecture search typically employs a uniform network, neglecting 
individual differences and limiting personalized recognition capabilities. Finally, generative 
adversarial networks and architecture search are often applied independently at the data and 
model layers, failing to achieve deep integration between data augmentation and architecture. 

3 Proposed Method 

The proposed method framework consists of three core modules, as shown in Fig. 1. 

 
Fig. 1 System Architecture Diagram 
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3.1 Frequency-Domain and Spatial Feature Representation 

3.1.1 Frequency Domain Decomposition and Feature Extraction 

As a reflection of the electrophysiological activity of brain neurons, the frequency 
components of EEG show a clear correlation with specific states of brain function [21]. To 
accurately extract emotion-related feature information from EEG signals, this study 
decomposes raw single-channel EEG signals into four major frequency bands—δ (0.5–4 Hz), 
θ (4–8 Hz), α (8–13 Hz), and β (13–30 Hz)—each with distinct physiological significance, 
in accordance with the standardized frequency band classification rules of international 
clinical electroencephalography [22]. 

For each decomposed frequency band, two types of features are extracted to capture the 
association patterns between the signal and emotional states from different dimensions: 

(1) Differential Entropy (DE) 
DE is a quantitative measure of the uncertainty in the probability distribution of 

continuous random variables; it reflects the complexity and variability of a signal and has 
been widely applied in EEG-based emotion recognition tasks [23]. It is typically assumed that 
the EEG signals in each frequency band follow a Gaussian distribution, and the definition of 
differential entropy can be expressed as [24]: 

( ) ( )2e2log
2

1
h =fx  

where σ2 is the signal variance, calculated as follows: 
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where N is the number of sampling points within a single short-time window, and  is 

the mean of the signal  within that time window. 

(2) Power Spectral Density (PSD) 
PSD is used to describe the distribution of signal power in the frequency domain; it 

provides an intuitive representation of the contribution of different frequency components to 
the total energy of the signal [25]. Its mathematical expression is: 

( )2

1

1  =
=

K

k fkf xFFT
K

PSD  

where  represents the fast Fourier transform result of the signal xfwithin the 

kth time window, and K is the total number of time windows into which the signal is divided. 
Combining these two types of features enables a more comprehensive representation of 

EEG frequency-domain information, providing richer discriminative criteria for subsequent 
emotion classification tasks [26]. 

3.1.2 Spatial Mapping 

To preserve the spatial topology and multidimensional features of the EEG signals, the 
DE and PSD features extracted from the four frequency bands of the 32-channel electrodes 
based on the 10-20 system [27] were spatially mapped [28] and converted into a 2D feature 
map with a 9×8 grid. Subsequently, the DE and PSD maps from the four frequency bands 
were stacked by frequency band to form a 9×8×8 three-dimensional spatio-frequency feature 
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map, as shown in Fig. 2. This representation integrates spatial, frequency-domain, and 
feature-type information, providing structured input for deep learning models and supporting 
the mining of emotion-related features. 

 
Fig. 2 EEG spatial mapping diagram 

3.2 Masked Adversarial Training for Data Augmentation 

3.2.1 Random Masking Operation 

For 2D EEG feature maps, each value in the matrix is set to a random decimal between 0 
and 1, and a threshold r is then randomly selected within a certain range. The value at each 
position in the matrix is compared with r; if the random number is less than r, that position is 
marked as masked and set to zero; otherwise, the original value is retained. This process 
regenerates the mask in every training iteration. This masking mechanism forces the generator 
to learn universal patterns of the complete data distribution from various partially observed 
scenarios, rather than memorizing specific data patching patterns, thereby significantly 
enhancing the model’s generalization ability and robustness. 

3.2.2 Adversarial Training Network Architecture 

This paper proposes a network for enhancing EEG spatial-temporal features based on 
generative adversarial learning. The network uses the Wasserstein GAN with Gradient 
Penalty (WGAN-GP) as its basic framework. Through the adversarial interaction between the 
generator and the discriminator, it learns the true distribution of EEG spatial-temporal features, 
thereby generating high-quality enhanced feature samples. 

The adversarial training network consists of a generator and a discriminator. The 
generator adopts a U-Net architecture to reconstruct complete feature representations from 
masked inputs [29]. During the encoding phase, features are progressively extracted through 
four layers of convolutions to compress the feature space. In the decoding phase, transposed 
convolutions are used to gradually restore the feature representations. Features from the 
corresponding layers in the encoding phase are directly concatenated to the decoding layer 
inputs via skip connections, achieving multi-scale feature fusion and effectively preventing 
the loss of fine-grained details during reconstruction. This architecture requires the generator 
to infer global structures from locally visible information, thereby ensuring that the generated 
EEG features possess semantic consistency and structural rationality. 

The generator loss function is: 

( )
Data~ masked( )G x P D G x= −   EL  

where G(⋅) denotes the generator mapping function, D(⋅) is the discriminator output, and 
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xmasked is the input sample processed with a random mask. 
The discriminator is used to distinguish whether the input spatio-temporal features 

originate from real data or generated data. The network extracts spatio-temporal joint features 
through three layers of 2D convolutions and incorporates deep separable convolutions and 
multi-branch convolutional modules to perform multi-scale feature fusion, thereby reducing 
computational complexity and enhancing feature representational capacity. Each 
convolutional layer uses the SELU activation function, and the final discrimination result is 
output through a fully connected layer. 

The optimization objective of the discriminator is based on an estimate of the 
Wasserstein distance, aiming to accurately distinguish between real and generated samples: 

  ( )
Data Data~ ~ masked( ) ( )D x P x P gpD x D G x GP= − +   E EL  

The gradient penalty term GP ensures that the discriminator satisfies the 1-Lipschitz 
continuity constraint: 

( )
interpolation

2

ˆ ˆ~ 2
ˆ( ) 1x p xGP D x =  −  

E  

Interpolated samples x̂  are formed by a linear mixture of real and generated samples. 
λgp=10.0 is the gradient penalty weight coefficient, which stabilizes the training process by 
constraining the gradient norm of the discriminator at interpolation points. The 
discriminator’s objective is to minimizeℒ஽, thereby accurately estimating the Wasserstein 
distance and providing meaningful gradient signals to the generator. 

During training, the generator is updated only after the discriminator has been updated 
multiple times, and an L1 reconstruction constraint is incorporated into the generator’s loss to 
ensure consistency between the generated features and the true features. Through adversarial 
training, the generator can gradually approximate the distribution of true EEG 
spatial-temporal features, thereby generating structurally sound augmented samples. 

3.3 Neural Architecture Search 

3.3.1 Design of the Search Space 

This study employs a cell structure based on a directed acyclic graph (DAG), where each 
cell contains N ordered nodes (N=4). Each edge represents a candidate operation, and the set 
of candidate operations includes basic operations and attention operations. Basic operation set: 
3×3 and 5×5 separable convolutions, dilated convolutions, max pooling, average pooling, 
skip connections, and zero operations. Attention operation set: Squeeze-Excite (SE), Efficient 
Channel Attention (ECA), Convolutional Block Attention Module (CBAM), and Double 
Attention, guiding the network to focus on emotion-related features. 

The optimal architecture identified by the network search comprises two types of cells: 
Normal Cells, which extract and preserve spatial information without altering the feature map 
dimensions, and Reduction Cells, which reduce resolution through downsampling while 
simultaneously increasing the receptive field and the number of channels. These two types of 
cells are stacked according to a predefined fixed pattern, thereby achieving powerful 
expressive capabilities while ensuring structural simplicity. 

3.3.2 DARTS Search Method 

To efficiently search for the optimal architecture, this study employs the Differentiable 
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ARchiTecture Search (DARTS) method. By using a continuous relaxation strategy, this 
method transforms the discrete architecture selection problem into a differentiable 
optimization problem, enabling the simultaneous optimization of architecture parameters and 
network weights via gradient descent, thereby significantly reducing computational costs 
[30]. 

During the search phase, the output of each edge is composed of a weighted combination 
of all candidate operations, where the weights of each operation are derived from the 
corresponding architecture parameters via a normalization function. This ensures that the 
search space is continuous and differentiable, and allows the architecture’s performance to be 
evaluated using the validation set loss function. During the search process, the network 
weights are updated under fixed architectural parameters, and then the architectural 
parameters are updated under fixed weights. As the search progresses, the weights of the 
candidate operations gradually converge. Ultimately, by selecting the operation combination 
with the highest weight for each edge, the continuous architecture is transformed into a 
discrete network structure. 

3.3.3 Personalized Search Strategy 

To minimize the impact of variations in EEG data distributions across participants on the 
architecture search, this study performed the architecture search independently for each 
participant. During the search process, an independent neural network model was initialized 
for each participant, and the network weights and architecture parameters were updated using 
only their individual training and validation data. By evaluating the performance of different 
operational combinations on the individual’s data, the architecture parameters were gradually 
optimized, ultimately yielding a personalized network architecture capable of effectively 
capturing the relationship between the participant’s EEG features and emotional states. 

4. Experiments and Results 

4.1 Experimental Setup 

All experiments were conducted on a Windows 10 computer equipped with an NVIDIA 
3060 GPU and a CPU. The code was developed using Python 3.9 and the PyTorch deep 
learning framework. 

Experiments were performed on the DEAP [31] public EEG emotion dataset. After 
preprocessing the data [32], the dataset was split into training and testing sets in an 8:2 ratio, 
and five-fold cross-validation was used for model selection and parameter tuning. In masked 
generative adversarial training, both the generator and discriminator used the Adam optimizer 
with learning rates of 1×10−5 and 5×10−5, respectively, trained for 300 epochs with a batch 
size of 64. During the neural architecture search phase, network weights were optimized using 
stochastic gradient descent with an initial learning rate of 0.1 and momentum of 0.9, while 
architecture parameters were optimized using the Adam optimizer with a learning rate of 6×
10−4. During the architecture evaluation phase, the learning rate was adjusted to 2.5×10−3. In 
this phase, the batch size was fixed at 256, and architecture search and evaluation were 
conducted for 100 and 200 training epochs, respectively. 

4.2 Experimental Results 

4.2.1 Quality Assessment of Enhanced EEG Feature Maps 
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By randomly selecting several generated feature maps and comparing them with the 
actual feature maps, as shown in Fig. 3, it can be observed that the generated feature maps are 
highly similar to the actual feature maps in terms of spatial patterns and channel 
characteristics, successfully preserving the activation patterns across different frequency 
bands and the spatial distribution across different brain regions. In particular, at unmasked 
locations, the generated features are almost identical to the original features. At masked 
locations, the generator successfully infers reasonable feature values from information in the 
surrounding unmasked areas, resulting in smooth reconstructions that align with the spatial 
continuity characteristics of EEG signals. 

 
Fig. 3 Feature maps before and after data augmentation 

4.2.2 Overall Performance 

To comprehensively evaluate the model’s overall performance in the EEG emotion 
recognition task, this paper adopts accuracy and F1-score as the primary evaluation metrics. 
Accuracy measures the proportion of correct predictions across all test samples and provides 
an intuitive reflection of the model’s overall classification capability; while the F1-score 
comprehensively considers both precision and recall, allowing for a more objective evaluation 
of the model’s discriminative performance across different categories when sample 
distributions are imbalanced or class boundaries are ambiguous. The accuracy results are 
shown in Fig. 4, and the confusion matrix for the arousal dimension is shown in Fig. 5. 

 

(a) 
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(b) 
Fig. 4 Model performance results 

 

Fig. 5 Confusion matrix for the arousal dimension 

The experimental results demonstrate that the method proposed in this paper achieves 
excellent performance on both the arousal (Fig. 4.a) and valence (Fig. 4.b) emotional 
dimensions. In the arousal recognition task, the model achieved an average classification 
accuracy of 98.64% with a corresponding F1 score of 98.51%; in the valence recognition task, 
the average accuracy and F1 score reached 98.59% and 98.37%, respectively. These results 
indicate that the proposed method can effectively learn discriminative spatial-frequency 
features in EEG signals and maintain stable recognition performance across different 
emotional dimensions. Overall, performance on the arousal dimension is slightly higher than 
on the valence dimension, which is consistent with existing research concluding that neural 
activity related to arousal is more pronounced and highly distinguishable. 

Furthermore, the relationship between accuracy and F1 score reveals that the numerical 
differences between the two metrics across both emotional dimensions are kept within a 
narrow range. This indicates that the model exhibits good predictive balance across categories. 
This result validates that the proposed adversarial training and spatiotemporal feature 
modeling method can enhance overall recognition accuracy while maintaining good 
generalization ability and classification stability. 
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Although accuracy varies across different subjects, the method proposed in this paper 
outperforms the baseline methods for each subject, demonstrating strong cross-subject 
generalization capability. 

4.2.3 Method Comparison 

Based on comparative experimental data, this paper conducts a comprehensive 
evaluation and analysis of the overall performance of 10 EEG emotion recognition methods, 
focusing on the performance differences among models based on different technical 
approaches, as shown in Table 1. 
Table 1 Accuracy of arousal and valence for the proposed method and other methods on the 

DEAP dataset 

Methods Arousal Valence 

SVM 84.84 84.54 

CNN 87.03 87.14 

DGCNN 88.93 89.59 

WGANDA 66.85 67.99 

CWGAN-T(BN) 93.52 92.75 

GANSER 93.52 94.21 

NAS 97.94 97.82 

SSTNAS 63.52 63.05 

AutoEER 94.65 94.77 

Ours 98.64 98.59 

Experimental results indicate significant performance differences among EEG-based 
emotion recognition methods using different technical approaches. Traditional machine 
learning methods, represented by Support Vector Machines (SVM), achieve an identification 
accuracy of approximately 84%. Although these models feature simple structures and low 
computational overhead, their overall performance is inferior to deep learning methods due to 
limitations in their ability to capture features manually. Deep learning models demonstrate 
stronger feature learning capabilities. Among them, Convolutional Neural Networks (CNNs) 
and Dynamic Graph Convolutional Neural Networks (DGCNNs) achieved recognition 
accuracies of approximately 87% and 89%, respectively, indicating their advantage in 
capturing the spatiotemporal features of EEG signals. Generative adversarial network 
(GAN)-based methods exhibit significant performance variations: WGANDA and SSTNAS 
achieve accuracy rates of approximately 63%–67%, whereas structurally optimized models 
such as CWGAN-T(BN) and GANSER can reach over 93%, highlighting the critical impact 
of network architecture design on generative model performance. Methods based on neural 
architecture search further enhance recognition performance, achieving accuracy rates of 
94%–97%. In contrast, the method proposed in this paper achieves an accuracy of 
approximately 88% on both the arousal and valence dimensions, significantly outperforming 
existing methods and demonstrating stronger emotional feature extraction capabilities and 
classification performance. 

4.2.4 Ablation Studies 

To gain a deeper understanding of the mechanisms and contributions of each module in 
the method described in this paper, a series of ablation experiments were conducted to 
evaluate the effects of feature extraction, masked data augmentation, and neural architecture 
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search, respectively. The results are shown in Fig. 6. 

 

Fig. 6 Results of ablation experiments 

Under conditions without feature extraction, the classifier was trained using only raw 
EEG features, achieving accuracy rates of 87.16% and 86.46% for arousal and valence, 
respectively. These results are significantly lower than those of the full architecture, indicating 
that relying solely on raw signals makes it difficult to fully capture subtle changes in 
frequency-domain features, thereby highlighting the necessity of feature enhancement. Under 
conditions without masked adversarial training, the model did not generate augmented 
samples and relied solely on the original data, achieving accuracy rates of 96.98% and 
96.84%. While these results were better than those without feature extraction, they remained 
lower than those of the full architecture, proving that data augmentation plays a critical role in 
expanding the training sample size and enriching feature information. Under conditions 
without NAS, although the full feature generation and masking enhancement were employed, 
the accuracy dropped to 92.57% and 92.18% due to the fixed network structure, indicating 
that NAS can automatically optimize network topology, improve feature utilization efficiency, 
and adapt to individual differences. 

5. Conclusion 

This paper addresses three core challenges in EEG-based emotion recognition—data 
scarcity, network architecture design, and individual differences—by proposing a 
comprehensive solution that combines data augmentation via masked adversarial training 
with neural architecture search. Extensive experiments on the public DEAP dataset validate 
the effectiveness of our method. 

Of course, this study also has some limitations. First, although personalized architecture 
search can significantly improve performance, it incurs high computational costs, as each 
subject requires independent search and training, which limits its feasibility for large-scale 
applications. Second, the current method primarily focuses on intra-subject emotion 
recognition tasks, and there is still room for improvement in its cross-subject generalization 
capabilities. Although the personalized strategy achieves excellent performance within a 
single subject, personalized search cannot be performed in cross-subject scenarios due to the 
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lack of labeled data for the target subjects. Third, the current method employs discrete 
emotion classification models and does not account for the continuity and dynamics of 
emotions. Fourth, the current method is primarily based on single-modality EEG signals; 
future research could explore multimodal fusion by integrating other physiological signals to 
build a more robust multimodal emotion recognition system. 
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