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Abstract. This paper proposes a multimodal forensic framework that
processes audio, text, and image or video captions from suspected chats.
Chat history play vital role in criminal case analysis to capture the hidden
intent and slang of the people. Using the graph constructor model, we
extract the entities involved in the discussion for building a social graph
by identifying key influencers and the flow of discussion. A large language
model analyzes the generated graphs to identify behavioral insights,
motives, and individual influences on the discussion. A structured forensic
report is generated to uncover the hidden intent, suspicious terms, and
rank the influencers and key entities with confidence scores to support
the investigators. Experimental analysis demonstrates that the generated
final report is more accurate for the conclusion of the chat history.
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1 Introduction

Digital communication platforms, such as messaging apps and social media
channels, offer a platform for content generation and the sharing of information.
Conversations today serve as illicit coordination and legitimate collaboration [5].
In the domain of digital forensics, chat histories often contain the planning and
coordination among offenders. In the process of the investigation, the investigator
needs to manually analyze these and face challenges in terms of colloquial slang,
multilingual exchanges, unstructured text, and multimodal elements such as
shared images and voice notes, which alter the interpretation of the meaning.
Traditional forensic investigations rely on structural mapping for keyword spotting,
basic social network analysis, and metadata spotting. These techniques find
the details, such as who interacts with whom, but fail to capture what those
interactions truly signify. For example, a conversation between two people saying
”deliver the goods to our friend” may appear non-harmful until the latent intent
or command structures within criminal networks are not considered.

This paper proposes a multimodal LLM-driven forensic framework for Criminal
Influence Ranking and Mastermind Identification in chat histories. There are two
stages involved in the framework: i) Using the Hyperlink-Induced Topic Search
(HITS) algorithm [15] to build a semantically weighted communication network;
and ii) Generating a structured forensic report by interpreting the network con-
tent using an LLM. In stage I, we identify the roles in the conversation, such as
mastermind, middleman, and follower, based on hub-authority dynamics, which
collectively map the hierarchical network structure of the criminal conversation.
In stage II, LLM analyzes the message content, infers behavioral intent, extracts
suspicious phrases, and quantifies confidence. Though graph based method offer
the structural impact in communication networks, they normally do not provide
the semantic intent on the backdrop of interactions. To overcome this short-
coming, the proposed work includes multimodal LLM reasoning that interprets
conversational text and combines network measurements for explicable forensic
knowledge.

By combining qualitative language understanding with quantitative graph
representation, the proposed framework enables the investigators to go beyond
descriptive data to explanatory insights into the data. The generated report
explains critical interactions and the hierarchies, includes textual reasoning for
suspicious context and content, enabling human-level interpretability in digital
forensics for ethical judgment.

Figure 1 shows the process of the proposed framework. It receives chat history
input and passes it through two major components. The Graph Constructor is
first employed to convert the conversation data into a graph representing the
relationships and interaction patterns between participants. The graph represen-
tation enables the detection of influential positions and roles in the interaction.
After producing the graph, the LLM Analyzer analyzes it to infer behavioral
intent from messages based on what is present, recognize suspicious phrases
and decipher communication context. An investigation report is then structured
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as output with role of the key actors involved, their interaction hierarchy that
indicated criminal intent to create a report.

Fig. 1: Overview of the Multimodal LLM-based forensic investigation framework.

The major contributions of this work are:

– To design a framework to interpret the conversational context in the chat
history to detect master mind.

– To visualize the critical interactions and hierarchies for suspicious text.

1.1 Background and Motivation

Forensic analysis in digital communications is not a new field, but due to the
increasing use of digital communication in recent times, it brings volume and
complexity in modern chat history, which presents a significant challenge for
the investigators [12]. Traditional methods, such as social network analysis is
effective in identifying the connection between the people but often struggle to
interpret the actual meaning when they only map who-talks-with-whom, without
considering the context [10].Natural Language Processing (NLP) and graph-based
algorithms such as HITS usually operate on single modality called text data.
But real time communication includes text, audio, image and video and the
insights from the conversation is more meaningful only when the context from
the heterogeneous data is understood [11]. Recent developments in large language
models have demonstrated promising capabilities in analyzing digital evidence
and assisting investigators in extracting meaningful insights from communication
data [16]. However, these models are not widely used in digital forensic intelligence
domain for crime investigation. In this paper we combine a graph based network
analysis with multimodal reasoning to capture the semantic and syntax of the
criminal patterns in communication history.

The rest of the paper is organized as follows: Section II presents the related
work, and the proposed methodology is presented in Section III. Results and
discussion are presented in Section IV. The conclusion is given in section V.
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2 Related Work

Social Network Analysis (SNA) is an approach that allows viewing and measuring
the invisible hierarchies of secret groups in a mathematical perspective. Although
criminal groups strive to turn a blind eye to their chain of command, their
communication patterns unwillingly give them away. By representing the suspects
as nodes and the interactions as edges, an apparently chaotic system of chats is
turned into an organized graph.

Conventional SNA tends to equate the importance with activity, yet the
frequency of the messages tends to obey Zipf law and is seldom semantically rich
[10]. A leader may just be a high-frequency user who is a casual chatter. To get
a deeper understanding of influence hierarchy, we need to go beyond the mere
metrics to recognize the positions, differentiating the high-authority mastermind
from the operational middlemen who facilitate the criminal enterprise. Although
the initial schemes identified criminal gangs by examining the co-occurrence of
certain entities [12], they used the exact match of keywords. Moreover, although
there exist systematic approaches to finding networks in unstructured text [3],
they do not always take non-textual evidence into consideration.

These are improved in our framework by weighting the graph edges on the
semantic weight of content as opposed to volume. Though our work is based on the
mathematically scoring the criminal importance of the messages included in the
threads of the internet-based chats, though there is a foundation of the previous
methods that provided an opportunity to identify and extract topic threads in the
internet-based chats [1]. SentenceTransformers are helpful at processing informal
language and noisy data better than traditional Latent Dirichlet Allocation [19],
[32]. This will enable us to determine whether a small-world cluster is indeed
organizing a crime or it is a mere casual social group and this will considerably
decrease false positive [33].

In the literature, few works have utilized the HITS algorithm as a method to
distinguish the kinds of importance by dividing the nodes into a ”hub” (which
directs or curates attention), and an authority (trusted source of information).
This is the nature of credibility circulating within real systems, the influence
itself is never linear and it is passed through channels and repeated cycles of
reference.

Previous uses of n-gram frequency patterns in HITS on chat logs to recognize
key users [6] did not take into account the context of a conversation, but such
approaches had limited success. The other customized versions, like SCHITS,
were specialized in text data only [25]. We have broadened this by making
our framework include Whisper as the audio and CLIP as the image, so that
suspicious behavior is recorded in any format.

Although there are studies [18], [2] by researchers who have integrated HITS
with sentiment scores (S-HITS) to identify influential nodes, high sentiment is
not necessarily criminal influence. We have a model that substitutes general
sentiment with Zero-shot classification to address criminal commands. Moreover,
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the modern Graph Neural Networks (GNNs) are able to identify the key people,
however, it frequently works as a black box [36]. Our weighted HITS algorithm
yields a mathematically transparent and explainable output, which gives a list of
ranked hubs and authorities that is easy to interpret by legal reporting, as well
as forensic accountability [22]. Finally, through applying the concept of semantic
similarity in vectors rather than on the lexicon at rest [9], our model brings a
solution to all of this and consequently utilizes the content scoring methodology
to determine the weight of the network structure [24].

Large Language Models (LLMs) have recently emerged as powerful tools for
understanding complex and unstructured textual data. Their ability to capture
semantic, contextual, and syntactic relationships makes them well-suited for
analyzing conversational data in digital forensic investigations. A systematic
review of intention recognition methods [13] in digital forensics shows the shift
from rule-based and traditional machine learning approaches to deep learning and
transfer learning models. These models can uncover hidden intent in online com-
munications. Such models enable investigators to identify patterns of deception,
manipulation, or coordination that may be embedded within everyday language.
Furthermore, the incorporation of generative models like ChatGPT into this
field brings new opportunities along with unverified threats to automated digital
forensic investigations [28].

BERT and RoBERTa-based systems have been employed to detect suspicious
intent in voice and chat communications by analyzing contextual cues and coded
language patterns [7]. Similarly, research on cyber threat intelligence [8] demon-
strates that LLMs such as GPT-based models can analyze discussions within
cybercrime forums, summarize conversations, and extract relevant intelligence
variables with high accuracy . These capabilities help automated systems process
large volumes of communication data and flag potential threats that manual
analysis often misses. In cases related to public security, large language models
have been used to extract important factors about incidents from unstructured
sources of information, making the process even more efficient [35].

LLMs have also been applied to detect malicious patterns in emails and online
conversations. Comparative analysis of LLM-based models [23] for criminal email
detection show that transformer architectures can improve classification accuracy
by a lot when dealing with imbalanced or noisy textual datasets. According to
the paper [34], one approach involves interacting directly with cybercriminals
in chats to gather intelligence on fraud schemes. These solutions highlight the
capabilities of LLMs not just to analyze but to proactively counter cybercriminal
activity.

Incorporating LLMs into multimodal and real-time systems is something that
has further gained traction within the realm of security and forensics. For example,
WatchOverGPT [29] utilizes sensors worn by individuals, cameras, and LLMs
to process signals from the environment and determine if there is any activity
indicating a criminal event. On the other hand, digital forensics [16] has leveraged
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the capabilities of LLMs to automatically generate summaries of conversations
collected from messaging applications such as Telegram and Signal.

Methods like prompt engineering, retrieval augmented generation, and su-
pervised fine-tuning [4] have been used in order to improve accuracy in threat
detection with regards to multilingual and unstructured social media posts. Ad-
ditionally, generative AI models including RoBERTa, ALBERT, LLaMA, and
Gemini [31] have been used in the detection of malicious behavior in online envi-
ronments, particularly predatory activities and abuse, and have proved effective in
this task. These methods represent important tools in combating cybercriminals
hiding behind abbreviations and code words in chat rooms.

In addition, investigated the application of AI-driven NLP systems in detecting
threatening or aggressive communicational patterns. Systems based on automation
[30] have been used for the analysis of threatening messages and prediction of the
associated risk of criminal behavior with a high level of precision. Domain-specific
fine-tuned transformers [21] like LLaMA2 have been deployed to identify chat
interactions that could be considered predatory or abusive in nature, illustrating
how powerful domain-specific large language models can be in predicting crimes
on the internet. Following this trend, another research conducted in this area
has involved hybrid models [26] incorporating BERT into recurrent architectures
to predict cyber threats from online forums on the dark web.

Beyond just detecting crimes, LLMs have found applications in larger models
aimed at categorization and prediction of crimes. For instance, investigations
done [27] on the ability of transformers such as BART, BERT, and GPT in
classifying crimes via zero-shot and few-shot prompting indicate the ability of the
algorithms to perform flexible analyses in various crime data sets. On the other
hand, in forensic analysis procedures [11], generative AI models such as ChatGPT
have been used by investigators to mine important information from text and
imagery data. The practical application of these abilities has been discussed
in recent research that suggested a complete framework for utilizing LLMs for
digital forensics in crime investigations [14].

However, there are still a few challenges to address. For instance, most of the
current research works have focused on content analysis or intent classification in
isolation, without considering the structural relationship between participants in
a communication network. Although LLMs have proven to be highly effective
in interpreting the underlying semantic meaning of a given text, they are often
found to be lacking in terms of their ability to explicitly process interaction
hierarchies or influence between participants. On the other hand, graph-based
approaches are found to be highly effective in capturing the underlying structure
of a communication network, although they are often found to be lacking in
terms of interpreting the underlying semantic meaning. Hence, there still remains
a need to fill the gap in terms of integrating graph-based communication analysis
with LLM-based semantic reasoning.
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3 Methodology

Combining graph-based analysis (providing quantitative analysis) with large
language model (providing qualitative analysis) offers a new approach for detecting
the major people involved in the crime along with the analysis made by LLM
for better interpretation will be helpful to the process of investigation. Through
graph-based analysis the invisible hierarchies and communication patterns can
be recognized. Proposed approach converts web of chats into a structured graph
by detecting the suspects as nodes and their interactions as edges. Most of the
time people make a potentially misleading assumption as equating the activity
with importance to identify the most active communicators. But the goal is to
find the network gravitational center [22] by identifying not only the key people
but also the specific roles they play such as gatekeepers using centrality measures
such as link analysis algorithms.

Our proposed framework follows a two-stage approach that combines structural
network analysis with large language model–based reasoning:

– Stage I: HITS-Based Network Analysis
– Stage II: LLM-Based Forensic Reasoning

Figure 2 illustrates the overall architecture of the proposed framework for
multimodal crime analysis. As illustrated, the framework accepts multimodal
information, including textual information, audio information, and visual infor-
mation. This information is then preprocessed by standardizing it. After this,
relevant information regarding entities is extracted, and the interaction between
individuals is modeled by the graph construction module. In this module, indi-
viduals suspected of crime are represented as nodes, and communication between
them is represented by edges. This information is then analyzed by network
analysis techniques, such as identifying roles and influence between individuals.
After this, the information is passed on to the large language model (LLM)
analyzer, along with the prompt and other multimodal information. Based on
this information, a detailed interpretation of the network behavior is generated by
the LLM analyzer. Ultimately, a structured report is generated by the framework,
including suspected crime activities, roles of individuals, suspicious behavior, and
an overall analysis of the crime scenario. The system uses a special Knowledge
Base (KB) to turn raw, unstructured data into actions that are against the law.
This KB is the semantic anchoring, which is the expert logic of the framework
that is needed to understand intent in different ways.

Before we used the two-stage method, we performed preprocessing. The pre-
processing steps are given as follows:

Step A: CLIP-Based Analysis
Image processing module is based on the Contrastive Language-Image Pre-
training (CLIP), which is used to transform visual information into verbal words.
The system uses specific list of crime-relevant visual concepts (e.g., firearms,
illegal substances or large amounts of money) in place of generic object detection.
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This module has a critical design element in the form of incorporation of Neutral
Labels like domestic animals or landscapes. Given that the CLIP model is a
maximum likelihood estimate, which is a softmax based model, it must pick
the most relevant label among the given list. With such neutral categories, the
system will guarantee that the non-criminal images are classified as safe categories
instead of being misclassified by being classified as threats.

Step B: Prototype Sentences
Criminal communication does not literally use specific keywords; rather it is
similar to coded language and trying to use indirect directives. In order to address
that we have installed a Prototype-Based Semantic Engine.

The system does not attempt to decode a message given by a suspect to exactly
the same string but rather, compares an embedding of the text of the suspect to a
structured library of Prototype Sentences. These models are the ideal prototypes
of various criminal intentions (e.g. “Proceed with the plan” in Commands or
“Settle the accounts” in Financial Transactions). Even in case the vocabulary is
distorted or altered, the engine is able to identify criminal intent by matching a
real-world message to these prototypes.

Fig. 2: Proposed Multimodal Crime Analysis Framework Integrating Graph-Based
Network Analysis and LLM Reasoning
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Step C: Hierarchical Weighting Logic
The system uses a Weighted Category Hierarchy to distinguish roles in a network
(e.g. distinguishing between a leader and a courier). These weights are not
arbitrary, but they indicate the extent of influence or criminal gravity conveyed
by a particular type of communication. Table 1 refers to edge weights on the
communication graph are configured with a slightly adapted Likert-scale system
especially to analyze criminal networks, along the lines of Weighted HITS (W
-HITS )[17].

Table 1: Category-wise Weight Assignment and Justification

Category Weight (W) Logic & Justification

Commands & Directives 1.8 Highest weight; these are the ”Hubs” or
leaders who move the actions of the net-
work.

Financial Transactions 1.6 Good indicator of advanced criminal logis-
tics and traffic.

Threats & Enforcement 1.5 High-risk behavior, but a little less frequent
than everyday orders.

Logistics & Secrecy 0.8–1.2 Tactical communication that is more sup-
portive of operations and has less hierarchi-
cal emphasis.

Reporting & Updates 0.5 This is mainly informational in nature; sub-
ordinates use this form of reporting to re-
port to their superiors.

We continued to adjust the numbers by using a number of empirical tests until
we achieved the optimal role differentiation. In effect we place greater importance
on authoritative types such as Commands & Directives (W=1.8) and down-grade
noise of Reporting (W=0.5), thus the HITS algorithm is actually able to discern
the true power structure and leadership functions. In this capacity the model
is able to categorically divide the top leaders and the bottom-level members
without being clouded by all the high-frequency chatter [20].

Step D: Pre-Embedding of Prototype Sentences
All KB prototypes are pre-computed into the form of vector embeddings to make
sure that they are scaled in real-time during the global initialization stage. By
converting the prototypes into high-dimensional tensors once, it means that the
system will not repeat any calculations in the course of the iterative chat history
processing. This enables quick similarity searches and as a result the framework
is able to support large scale datasets with low latency. The following sections
provide a comprehensive explanation of the proposed two-stage approach.

3.1 Stage I: HITS-Based Network Analysis

In order to enable multimodal parity, the non-textual information undergoes
the transformation to descriptive text before analysis: acoustic data is run
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through the Whisper speech-to-text model to extract literal transcriptions, and
visual data is run through CLIP to zero-shot recognise against a pre-established
criminal knowledge base. The framework allows an integrated assessment of the
communication network by bringing audio, pictures, and raw text into one stream
of text. After the data has been uniformed, it is processed with a Dual-Engine
Scoring Pipeline, which assesses communication in two different perspectives;
explicit intent and implicit context.

1. Zero-Shot Intent Classification Engine (grounded on BART-Large-MNLI
model) tests the face value of the message to understand the likelihood of
explicit labels, e.g. Criminal Conspiracy or Issuing a Command.

2. Semantic Similarity Engine (using the all-MiniLM-L6-v2 model) evaluates
whether the input message is similar to the knowledge base prototypes of
various forms of communication of criminals.

Both outputs, Zero-Shot Classification score and Semantic Similarity Engine
score, are further used to generate a hybrid score, which makes the prediction
of interaction strength more accurate prior to constructing the social network
graph. After the computation of such Hybrid Scores, a multidimensional social
graph is built in which the Hybrid Scores are used as custom edge weights, on
which HITS algorithm is applied to determine the key hubs and authorities of the
network. The complete process is explained below in a detailed and systematic
step-by-step manner.

Step 1: Zero-Shot Intent Classification Engine
We follow a Large Language Model (LLM) that follows the BART-Large-MNLI
architecture to detect explicit criminal intent without necessarily having explicitly
labeled data. According to this model, there is a likelihood of a certain message
falling into any one of three candidate classes, which include: Criminal Conspiracy,
Issuing a Command and Normal Conversation. This phase is important as it
takes up the face value of the communication. Where the semantic engine (which
is discussed below) tries to find camouflaged meanings, the Zero-Shot engine tries
to detect blatant criminal behaviour. The raw probability scores of the classifier
are converted to a weighted Classification Score as shown below:

Cscore = 1.5Pconspiracy + 1.0Pcommand (1)

The numerical constants in the Cscore formula have been specially tuned to give
the network graph stable and the role identification accurate. The Multiplier of 1.5
of the Criminal Conspiracy to be 1.5, is to be sure that the conspiracy-related text
prevails over the ”Normal Conversation” without generating a plethora of false
positives. Had this weight been below 1.0 criminal intent would be statistically
the same as normal chat. On the other hand, when this weight was more than
2.0, the system would be hyper-sensitive and even minimal variance would be
considered a serious threat. The 1.5 number falls within a safe zone that gives
distinct distinction between illegal and lawful action. The 1.0 Multiplier of issuing
a Command is a Neutral Amplifier. It accepts that commands are needed to
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determine leaders (Hubs) within a network, but it does not make a command
enough to make a verdict of a Criminal. It supports the score and does not take
over it, so the administrative or neutral tasks are not wrongly identified as crimes
on high levels.

Step 2: Semantic Similarity Engine
This engine is based on the all-MiniLM-L6-v2 Sentence Transformer model. It is
a model that maps all messages to a 384 dimensional space of vectors in which
meanings are expressed in terms of proximity to each other. The system compares
the similarity of the currently being embedded message (Emsg) to the received
embeddings of the Knowledge Base prototypes (Eproto). Sscore(Semantic Score)
of any message is calculated by the maximum similarity match of the message to
any of the criminal categories, with special weight to the hierarchical weights of
the categories:

Sscore = max (cos(Emsg, Eproto)×Wcat) (2)

Step 3: Hybrid Score Integration
The ultimate System Confidence Weight (Wfinal) is a combination of the Zero-
Shot Classification as well as the Semantic Engine. This is the most important
part of the detection logic because it is a hybrid one.

The formula for the hybrid score is:

Wfinal = (0.3× Cscore + 0.7× Sscore)× 2.0 (3)

The end weight of every communication edge is decided as a result of hybrid
computation that balances the intentionality and the unintentional meaning. We
use a 70/30 distribution between the Semantic Score, that is, with semantic
similarity having a weight of 0.7 and zero-shot classification having a weight of
0.3. The system emphasizes the underlying context and intent as opposed to
being limited to literal word choices and thus concentrating on the semantic
engine. In order to make these results compatible with the phase of network
analysis, a scaling constant of 2.0 is used on the combined score. In the absence
of this multiplier, the aggregate of the raw scores would normally cluster in a
smaller range (say between 0.2 to 0.6) that would not be able to pass the system
1.2 threshold of a graph. This scaling has the advantage of ensuring that only
the interactions that have high statistical confidence are mapped, which helps to
screen out the noise and ensures that the eventual influence network contains
strong, high-probability criminal associations.

Step 4: Graph Construction and HITS Centrality Analysis
After the computation of the hybrid score from equation 3 the framework builds
the directed, weighted graph G = (V, E), where V is defined as the set of
the suspected nodes and E is defined as the communication edges weighted by
their corresponding Wfinal value. In order to measure the invisible hierarchy in
this network, a Hyperlink-Induced Topic Search (HITS) algorithm is used. In
contrast to pure degree measures, HITS is an iterative calculation to provide two
reinforcing scores to each node:
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1. Authority Score: Determines the significance of the node, through the weight
of incoming edges to the highly-ranked hubs, and determines important
targets or subject matter experts of the cell.

2. Hub Score : The score indicating the strength of the node in terms of its links
to other nodes with high authority, in other words, it shows the masterminds
controlling the flow of the processes.

The scores are updated iteratively using the following power iteration logic:

ai =
∑

j:(j,i)∈E

wji · hj (4)

hi =
∑

j:(i,j)∈E

wij · aj (5)

The system achieves this by using HITS on a graph weighted by deep semantic
intent as opposed to simple message frequency to make sure that the rankings
that come out are actually the ones that depict real criminal dominance. This
enables the investigators to differentiate between the high volume chatters and
the actual gravitational centers of the secret organization.

Step 5: Hierarchical Role Identification and Threshold Calibration
To form the hierarchy of the network, the system employs HITS (Hyperlink-
Induced Topic Search) algorithm that creates Hubs (leaders that issue directives
and are known as nodes) and Authorities (carries them out). The determination
of role identification involve certain variance factors to the average scores: a
node is declared a Mastermind when the Hub score is greater than the average
score in the network by a factor of 1.2 or more and a Middleman must have
an Authority score a factor of 1.5 or higher than the average. These constants
are carefully selected to provide statistical significance; a 1.2 constant with
Masterminds is enough to filter out a primary leader and not too restrictive to
ignore a first-among-equals dynamic but the higher 1.5 constant with Middlemen
is more of a filter and makes it hard to find high-level coordinators instead of
common followers. Reducing these constants would mean over-identification, with
all the active members identified as leaders, and increasing them would lead to
an empty-graph problem as it would discover a hierarchical structure with no
valid structure. Evaluation and performance of the proposed HITS approach have
been discussed in section 3.2 in terms of confidence and accuracy measures.

3.2 System Confidence and Accuracy Measures

In order to determine the reliability of the graph generated by Stage I process,
an evaluation approach is considered which analyzes the distinctiveness of the
network structure in terms of the discovered roles.
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3.2.1 Mastermind Identification Confidence (ConfMM)

For determining the “top hub” in a crime syndicate, it is important to select a
leader that makes him stand out from the other possible leaders. The system
measures the distance between the Hub and the most important secondary node.

ConfMM =
Hubmax −Hubrunner up

Hubmax

(6)

If Hubmax increases by a little more than the position of the secondary node,
then it is due to a big difference, which refers to a Mastermind, meaning one
person giving out most of the commands. Normalization is done so that when we
divide by Hubmax we normalize our score to be between 0 and 1 hence reporting
consistency in accuracy across datasets of varying sizes.

3.2.2 Structural Authority Confidence (ConfMid)

This index indicates the clarity of the hierarchy between the (high authority
receivers) known as Middlemen and the (end-node receivers) known as Followers.

ConfMid = min

(

Avg(Authmid)−Avg(Authfol)

Avg(Authmid)
, 1.0

)

(7)

To have a network that qualifies as a structured hierarchy, the network needs
to have mathematical distinctions between those who have authority and those
who do not. When the average authority of a Middleman is almost similar to that
of a Follower, the Structural Confidence collapses, indicating that the network is
a flat peer-to-peer group, and not a criminal cell.

3.2.3 Final System Confidence Score (ScoreSys)

The leadership clarity and the structural clarity are weighted to give the total
accuracy of the detection.

ScoreSys = (0.6× ConfMM ) + (0.4× ConfMid) (8)

The chief objective of criminal intelligence is to find out who is the Mastermind.
Thus the clarity of the top hub (60%) is given a bigger weight than that of the
subordinates.The identification of the middlemen gives sufficient evidence of an
ordered operation.Without a clear middle-tier, the system remains cautious, even
if a leader is identified.

3.2.4 Threshold-Based Accuracy Filtering

A High-Pass Filter (Threshold = 1.2) is used to guard the whole pipeline. Com-
munication edges with a hybrid score of less than 1.2 are removed prior to the
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commencement of the HITS algorithm. This will make sure that only strong
evidence edges are used to calculate the accuracy metrics. This type of noise rejec-
tion maintains the final confidence report of the system since the low-confidence
noise in the system is rejected before it even has the opportunity to dilute it.

3.3 Stage II: Multimodal LLM-Based Forensic Reasoning

While Stage I focuses on extracting structural relationships and identifying
influential actors using network analysis, Stage II performs high-level semantic
reasoning on the structured outputs generated in the previous stage. The objective
of this stage is to combine the structural insights derived from graph analysis
with multimodal communication evidence in order to generate a comprehensive
forensic interpretation of suspected criminal activity. Through the incorporation
of chat data, centrality measures, and diverse media content—such as texts,
audio, and imagery—the system creates an organized narrative that helps to
clarify the role of participants, highlight any suspicious communications, and
deduce the criminal behind the network of interactions.

Step I: Model Configuration
Implementation of LLM analyzer is done through the use of the Gemini 2.5 Pro
large language model, available through the Google Generative AI API. The
parameters used for the model are 0.3 for temperature and 3,500 tokens for max
output. Temperature is kept relatively low since output stability and determinism
are needed when analyzing data forensically. The reason for this is that results
need to be reproducible. With a high limit on token count, the model can create
a comprehensive report of analysis

Step II: Evidence Aggregation
Prior to drawing conclusions, the first step is to investigate the communication
data to find out who communicates with whom, and to count the number of people
participating in this network. These people provide the background necessary
for reasoning about this data. Centrality measures and actor roles determined
during the Stage I are given for better understanding by the LLM.

Next, the model takes as input the table of centrality measures along with
the visualization graph that were produced in the previous stage, which gives
an opportunity to analyze the relationship and interaction dynamics as shown
in the network visualization graph. Also, the communication data is classified
according to communication modes: audio, text, and image messages. Data is
sent to the model according to the modality selected.

Step III: Prompt Design
An extensive prompt is used to direct the model towards outputs that are
organized and coherent. The prompt forces the model to take on the persona of a
forensic investigator and analyze the information in this capacity. It compels the
model to strictly follow the JSON format by mandating that the model generate
an overview of the crime, detailed descriptions of roles played by each individual,
suspicious terminologies used and their interpretations, criminal intent behind
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the crime, and confidence scores. Other formatting conditions make sure that
the language model generates only valid JSON and not markdown or other types
of explanation texts. The example of the prompt format is provided below:

You are a forensic analyst AI, given participants A,B,C...

Analyze the evidence and RETURN ONLY valid JSON:

{

"model_used":"gemini-2.5-pro",

"summary":"High-level narrative of the criminal operation",

"roles":{"A":"role description","B":"role description"},

"suspicious_terms":{"term":"why suspicious"},

"intent_classification":"crime type",

"confidence_score":0.0

}

This well-defined prompt guarantees that the output generated by the model
is consistent with the schema, with evidence from structure and multimodality
used to facilitate forensic inference.

Step IV: Multimodal Inference Process
During inference, the system constructs a multimodal input consisting of the
instruction prompt, structural evidence obtained from graph analysis, the net-
work graph visualization, and the available communication media. The evidence
modalities included in the input are controlled through predefined experimental
configurations, which allow the system to perform unimodal analysis (text-only,
audio-only, or image-only) as well as multimodal analysis combining multiple
data sources.

The LLM receives multimodal inputs which are well-structured and include
components such as centrality measurements, chat logs, and media assets. All
the multimodal inputs are received in parallel to make an evaluation of human
interaction, analyze relationships between individuals, and integrate structural
evidence from the network graph into the conversation and media context.

Step V: Structured Forensic Report Generation
After the inference process, the response goes through a process where formatting
elements like the use of code blocks are stripped out. Afterward, the response is
transformed into a valid JSON object to ensure that the output adheres to the
predefined schema. The final product is a structured forensic investigation report
that includes a narrative summary of the suspected criminal operation, detailed
descriptions of the roles of the people involved, explanations of any suspicious
terms, a classification of the likely criminal intent, and a numerical confidence
score. The report also records the communication modalities used during the
analysis to maintain traceability across different experimental configurations.
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4 Experimental results and discussion

4.1 Dataset Generation

We have created a Synthetic Weighted Communication Network to assess the
performance of the framework in order to replicate real-world criminal hierarchies.
In contrast to random datasets, this is an engineered environment that aimed
to determine the interaction between NLP-learned weights and graph-theoretic
role discovery. We have used a custom data generator to generate a structured
stream of 65 to 80 messages in a centralized criminal activity in the form of
the JSON format. The semantic validation of the Masterminds and Middlemen
links was achieved by aligning the message text strategically with our semantic
knowledge base specifically making sure that the links between the Masterminds
and Middlemen were of high-value directives (weight 1.8) thus providing ground-
truth validation by its own.

The simulation imposed a clear role segregation by means of definite patterns
of communication. One Mastermind was the main source of command (high Hub
score) and three to five Middlemen were the coordinators with high authority that
further distributed tasks and a higher number of Followers were the end-node
focused on reporting (low Hub/Authority scores). This design was to provide the
HITS algorithm with a structure that can be mathematically proved. This would
allow us to determine the validity of the model in distinguishing between leaders
and followers. Table 2 represents eight customized datasets that were used for
testing our framework.

Table 2: Summary of Synthetic Datasets for Clandestine Network Analysis

Dataset Description

Dataset 1 International trafficking and money laundering involving a strict command
hierarchy and enforcement actions.

Dataset 2 Industrial espionage and data theft focused on illegal asset acquisition and
rapid financial conversion.

Dataset 3 Coordinated ransomware attack involving system encryption, digital cur-
rency extortion, and technical coordination.

Dataset 4 International arms trafficking utilizing forged documentation, untraceable
logistics, and hidden financial channels.

Dataset 5 Illegal antiquities smuggling involving secret excavation, international buyers,
and high-value artifact transport.

Dataset 6 Cross-border arms smuggling supported by official corruption, decoy logistics,
and digital evidence erasure.

Dataset 7 Organized museum heist targeting art and antiques with black-market
distribution and evidence destruction.

Dataset 8 Large-scale currency counterfeiting operation involving specialized manufac-
turing and a hidden distribution network.

The creation of each of the dataset was done with a specific design, which
would test the ability of the system to deal with different kinds of crime and
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organizational hierarchies. The full dataset collection, including the actual JSON
chat data used in this research, can be found at: https://github.com/aashimanker/
Major-Project/tree/main/Datasets.

4.2 Implementation Details

The graph analysis model was implemented in the Python programming language,
leveraging a suite of robust, open-source libraries to perform the complex ana-
lytical tasks. The core of the natural language understanding module was built
using the Hugging Face ecosystem; specifically, the transformers library was
employed to access the facebook/bart-large-mnlimodel for zero-shot classifica-
tion, while the sentence-transformers library provided the all-MiniLM-L6-v2
model for generating semantically rich sentence embeddings. For the structural
analysis, the NetworkX library was instrumental in constructing, manipulating,
and analyzing the directed communication graph, including the execution of the
HITS algorithm. The resulting data, such as node scores and role assignments,
were organized and managed using the pandas library for clear, tabular presen-
tation. Finally, all network visualizations were generated using the Matplotlib
library to create clear and interpretable graphical representations of the influence
network. These NLP and data science libraries operate on top of the PyTorch

deep learning framework, which provides the foundational tensor operations.

4.3 Influence Analysis and Network Visualization

In order to test the framework and confirm that it could deconstruct a communi-
cation hierarchy, our system processed the experimental datasets. The analysis
produced two main outputs, a table of the influence measures in quantitative
form, and a visualization of the network structure in the qualitative form. These
findings are introduced to prove that the framework is effective in determining
the key actors and their functional roles in terms of the flow of influential com-
munication. Table 3 denotes the various roles according to the movement of the
influence in the network.

Table 3: HITS Algorithm Results for Dataset 1: Hub and Authority Scores by Role

Person Name Hub Score Authority Score Assigned Role

Alpha 0.490099 0.029439 Mastermind
Bravo 0.035064 0.344892 Middleman
Charlie 0.041182 0.340868 Middleman
Delta 0.135239 0.014626 Follower
Echo 0.137753 0.018150 Follower
Foxtrot 0.077820 0.104600 Follower
Golf 0.082843 0.147426 Follower

The Mastermind scores high on Hub Score since he/she is the central source
of guidance, giving orders to other subordinates. A hub is a node that does point
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to a lot of authorities in terms of graph theory. The opposite end of the list is
Middlemen and the Followers who are concerned with Authority Scores since
they take the orders. When the Authority Score is high, it indicates that the
node is referred to by powerful hubs. Middlemen sort of fill in the gap - they
have a hub and an authority score that are mixed as they receive the orders and
relay them. The followers are largely the receiver of information and hence they
are high in authority and low in hub influence.

In order to demonstrate how the HITS algorithm updates in an iterative
process in our forensic analysis, we have followed the computation of a sample
node, Alpha. As an example, the Alpha node receives directed edges to four
adjacent hub nodes: Foxtrot, Golf, Bravo, and Charlie. The details are explained
in the following steps.

Step 1: Initialization

The way we began was that we initially gave all the hub (h) and authority (a)
scores a uniform value in order to have an unbiased start in the process.

Step 2: Iterative Updates

To update the score of Alpha, we add the value of the hubs of its predecessors.
Table 4 provides the variation of the authority score of Alpha with three manual
iterations as defined by equation 4. The hub score of a node is calculated similarly
by summing the authority scores of its successors as represented in equation 5.

Table 4: Manual Authority Score Update for Alpha Across Iterations

Iteration Calculation Logic: a(α) =∑
h(predecessors)

Intermediate Hub
Sum

Normalized
Authority
a(α)

Initial N/A 1.000000 1.000000

Iter 1 h(F ) + h(G) + h(B) + h(C) 1 + 1 + 1 + 1 0.485071

Iter 2 0.4358 + 0.4358 + 0.3995 + 0.3995 1.670600 0.499587

Iter 3 0.4218 + 0.4218 + 0.4186 + 0.4186 1.680800 0.502197

Step 3: Global Convergence

Though the manual iterations provide an idea of the update mechanisms, the
computed values of the final authority were calculated using NetworkX library.
In the complete dataset, the algorithm was able to converge in about 25–30
iterations. The variation between the hand-rolled version (0.502197) and the final
result (0.029439) is due to the global normalization of the entire multi-modal
network, to ensure that all authority scores add to a limited sum.

The analysis of the network under different inputs and brings out clear results
of node relationships and edge weights change. We discussed these various graph
outputs in the following sections to show the way criminal structure is mapped.
Figure 3 shows that the system’s ability to map the criminal hierarchy changes
with the type of input data.
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Fig. 3: Influence network diagrams for two different input cases in Dataset 1. (a) Graph
generated with only audio input, and (b) Graph generated with only text input

Figure 3(a) is the network constructed entirely out of audio data and does
identify Alpha as the key central Mastermind, although the weights on all the
edges are weaker due to all the complexity and possible information loss during
the speech-to-text translator. Figure 3(b), by comparison, indicates the outcome
of the text analysis in which the influence scores are significantly higher. This
is because typed communication has more salient semantic features such as
explicit instructions and particular criminal lexicon that are more consistent with
weighted prototypes of the system. The image modality provided no graph at all;
visual evidence provides situational context, but it does not meet the requirement
of the directive intent necessary to generate a network hierarchy or graph. The
effect of dual inputs fusion on the influence network is discussed as depicted in
Figures 4(c)-4(e).
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Fig. 4: Influence network diagrams for different combinations of input for Dataset 1

Fig. 4(c) is the most comprehensive network structure. By combining text with
audio, the system uses the clarity of written messages to validate the speech data,
resulting in a much sharper organizational map.

Fig. 4 (d) shows that there is contextual reinforcement in between the text
and image data combination. The pictorial data supports the verbal assertions,
and thus the most crucial edges are assigned very high weights in comparison to
a one-modality analysis.

Lastly, Fig. 4(e) emphasizes the combination of image and audio. It has the
highest weight in individual edges, like the Alpha-Charles edge of 9.62, but
the fact that there is no textual connective tissue causes the topology to be
fragmented. Therefore, audio-visual data is a great testimony, but the text is
considered to be the most dominant medium of preserving the structural integrity
of the entire criminal hierarchy. Figure 5 depicts the obtained graphical view of
the influence network. This graph gives an intuitive, visualization of the topology
of the network in a fast manner.
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Fig. 5: Graph generated when all modalities are considered for Dataset 1

The assigned roles are used as the node colors, the directed edges are used to
indicate the main communication pathways with the weighted ones being the
ones with the calculated influence scores. The combination of these findings can
give a complete and explainable forensic overview of the power structure of the
network.

4.4 LLM-Based Forensic Report Evaluation

The graphs generated from Stage I were analyzed using a multimodal large
language model. The Gemini 2.5 Pro model was used to generate structured
forensic reports by jointly reasoning over graph-based interaction patterns and
multimodal conversational evidence. The model was provided with multiple inputs,
including graph (from Stage I) centrality measures and raw conversation data.
Depending on the experimental condition, audio and image evidence were also
incorporated. This multimodal setup enabled the model to correlate structural
influence patterns with semantic cues, improving the understanding of participant
roles and behaviors.

The output consists of a JSON report containing a summary of the conversation,
role descriptions, detected suspicious phrases, and their confidence scores. Strict
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requirements were set for the output schema to ensure uniformity and ease of
evaluation.

As shown in Figure 6, this is the forensic report output for the Dataset 1,
which considers all the modalities (i.e., text, voice, and image). The rest of the
reports will be provided in the supplementary material (Appendix A).

Fig. 6: Structured Forensic Report Generated by Multimodal LLM Analyzer for
Dataset 1 considering all modalities

Based on the analysis of the generated reports, it can be concluded that the
developed model successfully combines structural data with contextual evidence.
Individuals who possess high centrality scores in the network are viewed as domi-
nating players and are allocated positions like coordinators and masterminds. On
the other hand, low connectivity is associated with the designation of individuals
as support players.

From these observations, it can be concluded that the model assimilates the
influence dynamics derived from the graph and converts them into behavioral
descriptions. Besides, the model detects relevant or suspicious context-based
terminology and explains its significance.
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4.5 Evaluation Metrics

There are two major factors for the assessment, namely: (i) the degree of similarity
between the generated reports and the chat dialogues – in terms of the BLEU
score and ROUGE-L score, and (ii) the accuracy of identifying the central actors.

4.5.1 BLEU Score

BLEU is a metric used to assess the overlap of n-grams in the generated output
and the reference text:

BLEU = BP · exp

(

N
∑

n=1

wn log pn

)

(9)

The BLEU scores are found to be low in all scenarios in this study. This is not
unexpected since the generated sentences can be considered free-form natural
language output, while the reference sentences are shorter and may use different
wording. Even when the meaning is semantically accurate, different formulations
result in a low n-gram match, which causes low BLEU scores. Thus, BLEU mainly
indicates lexical similarity.

4.5.2 ROUGE-L Score

ROUGE-L scores for LCS (longest common subsequence) between generated and
reference texts:

ROUGE-L =
(1 + β2) · Precision ·Recall

Recall + β2
· Precision

(10)

Unlike BLEU, ROUGE-L offers an improved measure of structural and semantic
similarity. Stable ROUGE-L scores under different conditions show consistency
in the structural and semantic aspects of the generated texts despite different
wordings.

4.5.3 Central Actor Detection

Central Actor Detection checks the capability of the proposed framework to
detect the most influential individual in the network of communication. This
measure compares the detected central actor based on the generated report and
the real central actor using graph metrics. High scores for this measure show
successful integration of the network structure information by the model.



24 Authors Suppressed Due to Excessive Length

4.6 Discussion

4.6.1 Comparison of Model Architectures

A Base model was also employed for comparison purposes. The Base model
adopts a straightforward prompt-based method with Gemini 2.5 Pro, which
offers multimodal inputs directly into the language model in their raw form from
chat conversations, including textual, auditory, and visual inputs. No structural
transformation occurs here, and the entire operation is based purely on reasoning
by the model.

However, the proposed model employs another level of analysis, which is based
on the concept of graph-based network analysis. The chat data will be converted
into structured outputs, whereby nodes and weighted edges will represent the
participants and interactions, respectively. Centrality analyses through Hub and
Authority scores will be used to reveal influence networks and role hierarchies.
These structured outputs will be incorporated into the input prompt alongside
the multimodal evidence. Therefore, this design makes it possible for the LLM
to reason with the help of semantic context and relational graph structure
information simultaneously.

4.6.2 Comparison of Generated Forensic Reports

As shown in Figure 7, it provides an example of a structured forensic report
produced by Base model. The other reports will be presented in supplementary
material - Appendix A. While a structured response is induced with prompting,
the lack of any graph-based information makes the identification of the roles
inconsistent and inaccurate at times. The model uses only conversational hints to
establish importance, causing mistakes in identifying the most frequent individuals
as the main role players. However, the proposed model receives explicit centrality
markers from graphs, making it easier for it to identify different roles, namely
the Masterminds, Middlemen, and Followers.
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Fig. 7: Structured forensic report generated by the base model for Dataset 1 (Text +
Audio + Image)

4.7 Findings Across Datasets

4.7.1 Results of Proposed Model

The outcomes of the Multimodal LLM-Based Forensic Model are summarized as
follows:

Table 5 summarizes the overall performance of the Multimodal LLM-Based
Forensic Reasoning model across various modality conditions. The BLEU and
ROUGE-L scores indicate the extent of textual alignment, while the Central
Actor Accuracy metric evaluates the model’s capability to detect key participants
in chat conversations.
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Table 5: Overall Performance of Multimodal LLM-Based Forensic Reasoning Model

Condition BLEU ROUGE-L Central Actor Detection

Audio 0.0000 0.0811 0.875
Image 0.0000 0.0570 1.000
Text 0.0001 0.0878 0.875
Image+Audio 0.0000 0.0804 1.000
Text+Audio 0.0000 0.0873 1.000
Text+Image 0.0001 0.0895 0.750
Text+Image+Audio 0.0001 0.0884 1.000

Table 6 provides an individual performance analysis of the Multimodal LLM-
Based Forensic Reasoning model in eight datasets (D1-D8). The BLEU and
ROUGE-L scores evaluate the quality of the generated text, whereas the Central
Actor Detection metric reflects the model’s capability to identify prominent
individuals based on each dataset.

Table 6: Dataset-wise Performance of Multimodal LLM-Based Forensic Reasoning
Model

Condition D1 D2 D3 D4 D5 D6 D7 D8

BLEU Score

Audio 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000
Image 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000
Text 0.000 0.000 0.000 0.000 0.000 0.001 0.000 0.000
Image+Audio 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000
Text+Audio 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000
Text+Image 0.000 0.000 0.001 0.000 0.000 0.000 0.000 0.000
Text+Image+Audio 0.000 0.000 0.000 0.000 0.000 0.001 0.000 0.000

ROUGE-L Score

Audio 0.069 0.106 0.075 0.074 0.077 0.072 0.092 0.084
Image 0.000 0.081 0.052 0.054 0.043 0.051 0.000 0.061
Text 0.073 0.101 0.086 0.075 0.084 0.087 0.103 0.093
Image+Audio 0.077 0.099 0.090 0.077 0.054 0.077 0.078 0.091
Text+Audio 0.082 0.099 0.108 0.077 0.072 0.062 0.102 0.096
Text+Image 0.090 0.096 0.103 0.079 0.079 0.075 0.098 0.096
Text+Image+Audio 0.079 0.096 0.081 0.102 0.084 0.098 0.078 0.089

Central Actor Detection

Audio 1 1 1 1 1 0 1 1
Image 0 1 1 1 1 1 0 1
Text 1 0 1 1 1 1 1 1
Image+Audio 1 1 1 1 1 1 1 1
Text+Audio 1 1 1 1 1 1 1 1
Text+Image 1 1 1 1 1 1 0 0
Text+Image+Audio 1 1 1 1 1 1 1 1
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4.7.2 Results of Base Model

Table 7 shows the overall performance of the Base Multimodal LLM model under
varied modality conditions. The BLEU and ROUGE-L metrics gauge the textual
similarity between the generated reports and the reference report, while the
Central Actor Accuracy metric evaluates the model’s efficacy in detecting central
actors without graph-based reasoning.

Table 7: Overall Performance of Base Multimodal LLM

Condition BLEU ROUGE-L Central Actor Detection

Audio 0.000250 0.088625 0.000
Image 0.000000 0.054750 0.000
Text 0.000125 0.077500 0.625
Image+Audio 0.000125 0.089750 0.000
Text+Audio 0.000000 0.080375 0.750
Text+Image 0.000000 0.089375 1.000
Text+Image+Audio 0.000000 0.089875 0.875

In Table 8 Dataset-wise performance of the Base Multimodal LLM across eight
datasets is displayed. The table highlights ROUGE-L scores for text alignment
and Central Actor Detection accuracy, illustrating variability and limitations of
the Base model in the absence of graph-informed reasoning.
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Table 8: Dataset-wise Performance of Base Multimodal LLM

Condition D1 D2 D3 D4 D5 D6 D7 D8

BLEU Score

Audio 0.002 0.000 0.000 0.000 0.000 0.000 0.000 0.000
Image 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000
Text 0.000 0.001 0.000 0.000 0.000 0.000 0.000 0.000
Image+Audio 0.001 0.000 0.000 0.000 0.000 0.000 0.000 0.000
Text+Audio 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000
Text+Image 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000
Text+Image+Audio 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000

ROUGE-L Score

Audio 0.090 0.130 0.091 0.064 0.067 0.081 0.096 0.090
Image 0.050 0.063 0.066 0.072 0.036 0.045 0.047 0.059
Text 0.075 0.093 0.096 0.092 0.060 0.078 0.049 0.077
Image+Audio 0.099 0.104 0.099 0.089 0.064 0.072 0.096 0.095
Text+Audio 0.078 0.104 0.053 0.084 0.055 0.093 0.082 0.094
Text+Image 0.105 0.115 0.090 0.083 0.060 0.086 0.063 0.113
Text+Image+Audio 0.096 0.090 0.106 0.098 0.061 0.084 0.093 0.091

Central Actor Detection

Audio 0 0 0 0 0 0 0 0
Image 0 0 0 0 0 0 0 0
Text 0 1 0 1 1 1 0 1
Image+Audio 0 0 0 0 0 0 0 0
Text+Audio 1 1 0 1 1 1 0 1
Text+Image 1 1 1 1 1 1 1 1
Text+Image+Audio 1 1 1 1 1 1 1 0

4.7.3 BLEU Score Analysis

In both cases, BLEU scores continue to be low. It is a normal occurrence and
not something that reflects poorly on the performance of the model. In Base,
descriptions of images are created without any constraints and can end up being
paraphrases or summaries, which do not match the vocabulary of the chat.

The Multimodal LLM-Based Forensic Model exhibits similarly low BLEU
scores. However, this is due to the same limitation of BLEU: it penalizes variation
in phrasing even when semantic meaning is preserved. Since both models generate
descriptive forensic narratives rather than extractive summaries, lexical overlap
is minimal. This means that BLEU is not a good measure of semantic accuracy
for this task.

4.7.4 ROUGE-L Score Analysis

The ROUGE-L metrics give a more sensible comparison between the two systems.
The Base system gives moderate ROUGE-L metrics, reflecting partial structural
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coherence with the reference texts. Nevertheless, its results fluctuate based
on dataset and environment changes. The Multimodal LLM-Based Forensic
Reasoning system gives higher and stable ROUGE-L metrics for the multimodal
settings. This is because the system gets structural inputs from the graph analysis,
which facilitates the production of more coherent summaries by the LLM. The
use of relational data cuts down ambiguity and enables coherence of the narration
with the reference texts.

4.7.5 Central Actor Detection

One main difference between the two approaches can be found in the determi-
nation of the central actors in the communication process. This is because the
Base approach determines the role of actors only based on the content of the
conversation without knowing about the pattern of interaction among actors.

The problem here can be observed when the Base approach does not manage to
determine the right central actors, despite being equipped with all the modalities.
This happens because there is no clear information regarding the centrality of
certain actors. Conversely, the Multimodal LLM-Based Forensic Model uses
centrality metrics derived from graphs of communications. With its use of hub
metrics and graph structure, the model clearly understands the importance of
influential nodes, which helps in achieving substantially improved accuracy in
detecting central nodes. It is worth mentioning that even in a unimodal scenario,
the Multimodal LLM-Based Forensic Model continues to perform impressively,
while the Base model suffers more degradation.

4.7.6 Overall Findings

The comparative analysis highlights that incorporating graph-based structural
information significantly improves interpretability and reasoning. The Multi-
modal LLM-Based Forensic Reasoning model achieves more consistent perfor-
mance across different datasets and conditions, demonstrating its robustness and
adaptability. Central actor detection is substantially more reliable in the Multi-
modal LLM-Based Forensic Reasoning model due to the explicit use of centrality
measures, which enhances the accuracy of identifying key entities in forensic
investigations. Furthermore, the analysis shows that multimodal inputs alone are
insufficient without structured reasoning, as evidenced by the performance of the
Base model, which lacks integrated graph-based and reasoning mechanisms and
therefore produces less reliable results.

Overall, the results demonstrate that the proposed Multimodal LLM-Based
Forensic Reasoning framework effectively bridges the gap between raw multimodal
perception and structured analytical reasoning, making it more suitable for
forensic investigation tasks compared to Base LLM approaches.
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5 Conclusion

This paper introduces a two-step multimodal forensic protocol that combines the
graph-based structural analysis with the LLM-based behavioral interpretation
of the criminal intent in chat history. Module 1 builds an influence-weighted
directed graph in which the HITs algorithm is used to infer node roles providing
a measurable perspective of communication hierarchy. Module 2 builds on this
to interpret the semantic, psychological dimensions of the same network with a
Large Language Model, and generate an explainable forensic report with highlight
suspicious terms and intent classification and confidence scores. The synthetic
datasets used to evaluate the system experimentally reveal that it is capable of
detecting organizational hierarchies, implicit threats, and generating coherent
investigation summaries. In contrast to the conventional SNA or keyword-based
systems, our system offers a twofold benefit, i.e. numerical traceability based on
hub-authority measurements, and linguistic explanations based on transformer-
based reasoning.

Further research will further expand the framework to real-world encrypted
messaging databanks and be multilingual in nature and adaptive to fine-tuning
emotion and sentiment analysis. More modules on tracking temporal evolution,
correlation of cross-chat, multimedia evidence linking will give more strength to
its use by digital-forensic experts and law-enforcement agencies.
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