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Supplementary Information
To better understand how scaffold-level failure patterns depend on evaluation design, we performed additional scaffold-level failure analyses for three representative settings using seed 0:
(i) an unfiltered random split,
(ii) a complexity-controlled random split restricted to samples with mask_sum ≥ 3
(iii) a scaffold-disjoint split.
For each setting, we summarized scaffold-level Top-1 failure counts, Top-1 failure rates, Top-5 failure rates, and the Top-1 success/failure composition of the most frequent scaffolds. These analyses were intended as illustrative, dataset-specific portraits rather than as universal scaffold-difficulty rankings.
In the unfiltered random split, the largest absolute numbers of failures were mainly contributed by highly frequent scaffolds, showing that the overall scaffold-frequency distribution strongly shaped the absolute error budget. However, the scaffolds with the highest failure rates did not fully coincide with those contributing the most failures, indicating that scaffold prevalence and scaffold difficulty were not equivalent.
After restricting evaluation to the mask_sum ≥ 3 subset, the ranking of high-failure scaffolds changed substantially. This suggests that complexity control altered the interpretability of scaffold-level failure rates by reducing the influence of lower-complexity molecules, thereby yielding a portrait more closely related to multi-fragment reconstruction difficulty.
Under scaffold-disjoint evaluation, scaffold-level failures became more fold-sensitive. The highest-failure scaffolds and the highest-failure-rate scaffolds no longer simply mirrored the random-split pattern, but instead depended strongly on the specific composition of the held-out scaffold families. In this setting, some scaffolds showed simultaneously high Top-1 and Top-5 failure rates, suggesting that the dominant errors were not limited to candidate ranking, but also involved incomplete candidate coverage and less stable connection discrimination under out-of-scaffold generalization.
We emphasize that these observations are specific to the dataset and experimental setup used in this study. Accordingly, they are interpreted here as dataset-dependent evidence that scaffold-level failure portraits can vary substantially with split protocol, scaffold composition, and complexity control, even when the model architecture and decoding pipeline remain fixed.
A. Unfiltered random split, seed 0
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Figure S1. Scaffold-level Top-1 failure counts in the unfiltered random-split setting (seed 0). The plot shows the scaffolds contributing the largest absolute numbers of Top-1 failures. These counts reflect the combined influence of scaffold prevalence in the test set and scaffold-specific reconstruction difficulty.
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[bookmark: OLE_LINK2]Figure S2. Relative Top-1 failure rate for scaffolds with at least five test-set samples under the unfiltered random-split evaluation (seed 0). Unlike the corresponding failure counts, this view highlights scaffolds that are exceptionally difficult relative to their prevalence, rather than those that simply contribute many errors because they are frequent in the test set.
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Figure S3. Scaffold-level Top-5 failure rates in the unfiltered random-split setting (seed 0) for scaffolds with at least five test samples. This view provides a rough indication of whether scaffold failures are more related to candidate-ranking ambiguity or insufficient candidate representativity.
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Figure S4. Top-1 passes and failures for the most frequent scaffolds in the unfiltered random-split test set (seed 0). This plot illustrates the negative correlation between the contribution of highly frequent scaffolds to the absolute error budget and the fact that scaffold prevalence and scaffold difficulty are not the same.


B. Complexity-controlled random split (mask_sum ≥ 3), seed 0
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Figure S5. Scaffold-level Top-1 failure counts in the complexity-controlled random-split setting (mask_sum ≥ 3, seed 0). By restricting evaluation to molecules with at least three BRICS fragment nodes, this view reduces the contribution of lower-complexity samples and better reflects scaffold-level errors in multi-fragment reconstruction.
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Figure S6. Scaffold-level Top-1 failure rates in the complexity-controlled random-split setting (mask_sum ≥ 3, seed 0), calculated for scaffolds with at least five test samples. Relative to the unfiltered setting, the change in the ranking of high-failure scaffolds indicates that complexity control alters the interpretability of scaffold-level difficulty.
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Figure S7. Scaffold-level Top-5 failure rates in the complexity-controlled random-split setting (mask_sum ≥ 3, seed 0), calculated for scaffolds with at least five test samples. This view provides additional evidence on whether the remaining scaffold-level errors are mainly associated with candidate ranking ambiguity or with broader reconstruction failure within the top candidate set.
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Figure S8. Top-1 success/failure composition of the most frequent scaffolds in the complexity-controlled random-split setting (mask_sum ≥ 3, seed 0). Compared with the unfiltered setting, this figure highlights scaffold-level error patterns after suppressing distortion from lower-complexity molecules.


C. Scaffold-disjoint split, seed 0
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Figure S9. Scaffold-level Top-1 failure counts in the scaffold-disjoint setting (seed 0). Because the test set is composed of held-out scaffold families, the absolute failure distribution reflects not only scaffold frequency but also fold-specific out-of-scaffold generalization difficulty.
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Figure S10. Scaffold-level Top-1 failure rates in the scaffold-disjoint setting (seed 0), calculated for scaffolds with at least five test samples. The concentration of high failure rates in specific held-out scaffold families indicates that scaffold-disjoint evaluation is highly sensitive to the structural composition of the test fold.
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Figure S11. Scaffold-level Top-5 failure rates in the scaffold-disjoint setting (seed 0), calculated for scaffolds with at least five test samples. Scaffolds with simultaneously high Top-1 and Top-5 failure rates suggest that errors under scaffold-disjoint evaluation are not limited to candidate ranking, but may also involve incomplete candidate coverage or less stable connection discrimination.
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Figure S12. Top-1 success/failure composition of the most frequent scaffolds in the scaffold-disjoint setting (seed 0). This figure illustrates how scaffold-disjoint evaluation reshapes the scaffold-level error portrait relative to random splitting, with error concentration depending strongly on the composition of held-out scaffold families.



D. Multimodal ablation
[bookmark: OLE_LINK1]To examine whether additional spectral modalities can further improve reconstruction under the current fragment-connection framework, we implemented a multimodal variant that augments the infrared representation with auxiliary  peak-table,  peak-table, and HSQC peak-table inputs. The multimodal model was trained and decoded under the same filtered 63.0k benchmark used in the main experiments, so that the comparison with the IR-only model reflects the effect of adding these modalities rather than changes in the evaluation protocol.
Under this setting, the multimodal model achieved Top-1 = 0.5268, Top-5 = 0.6646, Validity = 1.0000, Empty = 0.0000, and Avg best Tanimoto = 0.8790. The corresponding IR-only baseline achieved Top-1 = 0.5357, Top-5 = 0.6623, Validity = 1.0000, Empty = 0.0000, and Avg best Tanimoto = 0.8783. These results indicate that introducing the additional modalities did not produce a consistent overall improvement under the current implementation. The multimodal model remained stable and chemically valid, but its Top-1 performance was slightly lower than that of the IR-only model, while Top-5 and Tanimoto were only marginally different. 
This finding suggests that the current bottleneck is not simply the number of spectral modalities provided to the model. Instead, performance may be limited more by cross-modal fusion quality, fragment-level representation learning, and downstream connection discrimination. Therefore, the IR-only formulation is retained as the main setting in this study, while multimodal modeling is treated as a supplementary ablation direction.
Table S1. Multimodal ablation compared with the IR-only baseline.
	Model
	Top1
	Top5
	Validity
	Empty
	Tanimoto

	IR-only
	0.5357
	0.6623
	1.0000
	0.0000
	0.8783

	IR + +  + HSQC
	0.5268
	0.6646
	1.0000
	0.0000
	0.8790





E. Sparse export comparison
We additionally compared sparse export with top-32 and top-64 candidate retention under the filtered 63.0k setting. This comparison was intended to verify whether increasing the number of retained pairwise connection candidates materially changes reconstruction behavior once the candidate set is already moderately large.
Under scaffold-disjoint evaluation, the differences between top-32 and top-64 were small. For scaffold fold 0, top-32 achieved Top-1 = 0.5957, Top-5 = 0.7528, Validity = 1.0000, Empty = 0.0000, and Avg best Tanimoto = 0.9214, while top-64 achieved Top-1 = 0.5949, Top-5 = 0.7528, Validity = 1.0000, Empty = 0.0000, and Avg best Tanimoto = 0.9172. For scaffold fold 1, top-32 achieved Top-1 = 0.6506, Top-5 = 0.7873, Validity = 1.0000, Empty = 0.0000, and Avg best Tanimoto = 0.9433, while top-64 achieved Top-1 = 0.6506, Top-5 = 0.7873, Validity = 1.0000, Empty = 0.0000, and Avg best Tanimoto = 0.9421. These results indicate that increasing sparse export from 32 to 64 does not materially improve reconstruction in this setting and mainly enlarges the candidate space without meaningful gains. 
Taken together, these observations support the use of top-32 as the main export setting in this work. It provides competitive reconstruction performance while avoiding unnecessary expansion of the downstream candidate space. This supplementary comparison is therefore consistent with the main paper’s choice to use moderate sparse export as a practical and methodologically stable setting.


Table S2. Sparse export comparison under scaffold-disjoint evaluation on the filtered 63.0k dataset.
	Setting
	Top1
	Top5
	Validity
	Empty
	Tanimoto

	Scaffold fold 0, top-32
	0.5957
	0.7528
	1.0000
	0.0000
	0.9214

	Scaffold fold 0, top-64
	0.5949
	0.7528
	1.0000
	0.0000
	0.9172

	Scaffold fold 1, top-32
	0.6506
	0.7873
	1.0000
	0.0000
	0.9433

	Scaffold fold 1, top-64
	0.6506
	0.7873
	1.0000
	0.0000
	0.9421
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Scaffolds with the highest Top-5 failure rates (n = 5)

C1=CCNCC1
C=C1CCCCH
C1=CCCCH1
C=C1CCCCC1
0=C1CCC(=0)01
C1C0OCO1
0=C1C=CCCCH1
c1ccoct

he} C1=CCCCCH1
L 0=C1CCN1
8 C1CN1
¢ O=C1CNC(=O)N1
c1cococt

c1ccet

c1ccocct
C1COCCN1
0=C1CCCN1
clccecel

C1COCN1
C1CCNC1

0.0 02 0.4 06 0.8
Top-5 failure rate




image8.png
Scaffold

Top-1 success/failure composition in the most frequent scaffold

c1ceeeet
c1ccccect
C1CCNCC1
C1CCNC1
c1cc1
c1cccecet
C1CCOCC1
C1CNCCN1
C1COCCN1
0=C1CCCN1
c1Ccce1
C1=CCCCC1
C1C0OCO1
0=C1CCCC1
0O=C1CCCCccC1
Cc1CcocC1
C1CO1
C1=CCCC1
0O=C1CCNCC1
C1CNC1 { ™= Top-1 success

s Top-1 failure

0 250

500

750 1000 1250
Number of samples

1500

1750

2000




image9.png
Scaffold

cleceect
c1ccccect
C1CCNCC1
c1cc1
C1CCNC1
c1cccecet
C1CNCCN1
C1CCOCC1
Cc1CcC1
0O=C1CCCN1
C1COCCN1
0=C1CCN1
0O=C1CCCC1
C=C1CCCCC1
C1NCC2CNCC12
c1CocC1
0O=C1CCNCC1
c1ccacce1c2
C1CNC1
C=C1CCNCC1

Scaffolds with the most Top-1 failures

50

100 150
Top-1 failure count

200

250





image10.png
Scaffolds with the highest Top-1 failure rates (n = 5)
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