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Abstract

Diffusion policies have emerged as a powerful approach for robotic control,
demonstrating superior expressiveness in modeling multimodal action distri-
butions compared to conventional policy networks. However, their integration
with online reinforcement learning remains challenging due to fundamental
incompatibilities between diffusion model training objectives and standard RL
policy improvement mechanisms. This paper presents the first comprehensive
review and empirical analysis of current Online Diffusion Policy Reinforcement
Learning (Online DPRL) algorithms for scalable robotic control systems. We
propose a novel taxonomy that categorizes existing approaches into four distinct
families—Action-Gradient, Q-Weighting, Proximity-Based, and Backpropaga-
tion Through Time (BPTT) methods—based on their policy improvement
mechanisms. Through extensive experiments on a unified NVIDIA Isaac Lab
benchmark encompassing 12 diverse robotic tasks, we systematically evaluate
representative algorithms across five critical dimensions: task diversity, paral-
lelization capability, diffusion step scalability, cross-embodiment generalization,
and environmental robustness. Our analysis highlights key insights regarding
the fundamental trade-offs inherent in each algorithmic family, particularly
concerning sample efficiency and scalability. Furthermore, we reveal critical
computational and algorithmic bottlenecks that currently limit the practical
deployment of online DPRL. Based on these findings, we provide concrete guide-
lines for algorithm selection tailored to specific operational constraints and



outline promising future research directions to advance the field toward more
general and scalable robotic learning systems.

Keywords: Robot Learning, Diffusion Policy, Online Reinforcement Learning,
Large-scale simulation

1 Introduction

The advent of diffusion policies [1-3] has marked a breakthrough in Physical Al,
demonstrating superior performance over conventional policy networks [4, 5] in com-
plex robotic manipulation tasks. This remarkable advancement stems from their
inherent capacity to model multimodal action distributions [1], which provides the
expressive power necessary to capture the diverse and geometrically constrained action
spaces required for real-world tasks. While diffusion policies excel in modeling com-
plex and diverse robot behaviors, such as navigation [6, 7], manipulation [1, §],
and locomotion tasks [9, 10], their foundation in imitation learning inherently lim-
its their potential. Specifically, policies derived via imitation are primarily bound by
the optimality of the provided demonstration data [11], creating a performance ceil-
ing that prevents the agent from autonomously discovering actions superior to expert
demonstrations.

To address this optimality gap, recent research has explored combining offline
Reinforcement Learning (offline RL) principles with diffusion policies [12, 13]. This
mechanism achieves superior performance and learning efficiency by guiding the policy
to prioritize high-reward actions extracted from potentially sub-optimal demonstra-
tions. Nevertheless, offline RL methods still remain constrained by the fixed nature
of static datasets, rendering them incapable of discovering novel optimal actions or
generalizing to out-of-distribution (OOD) scenarios. This inability to adapt to unseen
states presents a significant challenge for robotic tasks, which require robustness and
strict safety guarantees when deployed in dynamic, real-world environments.

To overcome the lack of autonomous exploration in offline settings, there is a grow-
ing necessity for Online Diffusion Policy RL (Online DPRL) [14-17], which integrates
diffusion policies with online RL [18-20] to learn through direct interaction with the
environment. Recent advancements in high-fidelity simulation platforms [21-23], which
leverage photorealistic rendering and high physical accuracy to reduce the domain gap
to the real world significantly, have fueled the feasibility of online learning for diffusion
models. Moreover, the multi-environment parallelization capabilities of these simula-
tors mitigate the multi-step sampling inherent to diffusion models by accelerating data
collection. This convergence of advanced simulation and continuous policy refinement
creates a compelling case for the Online DPRL paradigm (See Fig. 1). The distinct
advantages of online RL over its offline and imitation learning counterparts include:

o Autonomous Fxploration: Unlike offline learning, online RL enables the discovery
of new behaviors through real-time interaction, allowing the agent to explore the
action space beyond the scope of initial demonstrations via trial and error.
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Fig. 1 Comparison of training methodologies for Diffusion Policies. (a) Imitation Learning (IL):
Most conventional diffusion policies are trained in a supervised manner using expert demonstrations,
focusing on behavior cloning. (b) Offline Diffusion Policy Reinforcement Learning (Offline DPRL):
Recent approaches leverage additional reward labeling to learn reward signals and optimize policies
within a static offline dataset. (c¢) Online Diffusion Policy Reinforcement Learning (Online DPRL):
Unlike previous methods, online DPRL enables real-time interaction with the environment, facilitat-
ing a more explorative learning process through direct feedback and continuous policy refinement.

® Optimal Policy Discovery: While imitation learning is capped by expert per-
formance, online RL allows the agent to discover near-globally optimal policies,
potentially identifying efficient solutions that experts may not have conceived.

® Data Acquisition: Simulation-based online RL offers a decisive advantage in sce-
narios where real-world data collection is hazardous or where high-quality expert
demonstrations are scarce or expensive.

Despite these potential advantages, the integration of diffusion policies with online
RL remains relatively underexplored due to fundamental structural conflicts. The pri-
mary challenge lies in the incompatibility between modern RL mechanisms, which
often require backpropagation through the policy network, and the surrogate objec-
tives of diffusion models [24-26]. First, propagating gradients through the entire
reverse diffusion chain—similar to standard policy gradient methods [27]—is computa-
tionally prohibitive and suffers from gradient instability such as vanishing or exploding
gradients [28]. Second, unlike tractable Gaussian policies [4, 19] commonly used in
modern RL,; diffusion policies lack an analytical expression for likelihood or entropy,
making the calculation of tractable objectives difficult. To tackle these problems, a few
nascent online DPRL approaches employ various strategies such as decoupling policy
improvement [14, 29] or utilizing surrogate objective reweighting [15, 30].

This paper specifically focuses on online model-free reinforcement learning
approaches that employ diffusion-based policy representations. These online model-
free methods offer greater generality across domains without requiring learned
dynamics models, making them more suitable for deployment in diverse robotic scenar-
ios. We establish the theoretical foundations of RL and diffusion policies in Sec. 2, then
propose a comprehensive taxonomy in Sec. 3 that categorizes existing Online DPRL
methods into four distinct groups—Action-gradient, Q-weighting, Proximity-based,
and BPTT-based methods—critically examining how each approach circumvents the
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Fig. 2 Overview of the paper’s organization and core themes. This review offers a holistic perspective
on the intersection of diffusion models and online RL paradigms. By synthesizing empirical analyses
and theoretical frameworks, we classify the field’s emerging progress into a structured taxonomy,
bridging the gap between current technical challenges and their respective solutions.

intractability of policy improvement. Sec. 4 presents an empirical analysis within a
unified NVIDIA Tsaac Lab benchmark [23], which is a GPU-accelerated robotics simu-
lation framework, integrating both classical RL algorithms [18, 19] and representative
Online DPRL methods [14-17] to investigate generalization, efficiency, and robustness
across diverse robotic scenarios. Finally, Sec 5 synthesizes our findings to provide a
practical rationale for algorithm selection under specific operational constraints, while
identifying current computational bottlenecks and outlining promising future research
directions to overcome these limitations. A schematic overview of the paper’s structure
and its central pillars is presented in Fig. 2.

2 Background

In this section, we provide a brief introduction to fundamental reinforcement learning
concepts and standard model-free online RL algorithms to establish the foundation
for discussing online diffusion policy RL literature (Sec 2.1). We also present a mathe-
matical formulation of diffusion policies in RL environments (Sec 2.2). For clarity, we
unify the mathematical notation as presented in Tab. 1.

2.1 Reinforcement Learning Fundamentals

Reinforcement learning (RL) formulates the problem of learning optimal sequential
decisions through interaction with an environment. This is formally defined as a
Markov Decision Process (MDP) tuple M = (S, A, R,~), where S and A denote the
state and action spaces, R : S x A — R is the reward function, and v € [0,1) is the



Table 1 General notations.

Diffusion Network

Gaussian Noise e (or a¥)
Gaussian distribution N(p,0?)
Discrete Uniform distribution U(z1,x2)
Continuous Uniform distribution U(z1,z2)
noise estimator 710!
score estimator se(+)
velocity estimator vo(+)
timestep k

Reinforcement Learning

State, Next state s,8 €8

Action, Next action a (ora®),a’ € A
Action under the policy 7 a

Reward reR

Discount factor 0%

Trajectories 7 ={s0,a0,70,51, " }
Return G

Replay buffer (or offline dataset) D

Policy w(als)
Parameterized policy (Actor) o (als)

State value V(s)

Q-function (Action value) Q(s,a)
Paramaeterized Q-function (Critic) | Qg (s,a)

Action value under the policy 7 Q7 (s,a)

discount factor. The core objective of an RL agent is to learn an optimal policy 7(als),
which is a probability distribution over actions conditioned on a state, that maximizes
the expected cumulative discounted return G = 3,2 y'ry.

2.1.1 Value Optimization in RL

The action-value function (Q-function) Q™ (s, a) estimates the expected return of tak-
ing action a in state s and following policy m thereafter. It satisfies the Bellman
equation, which recursively relates the current value to future values:

QW(S, 0‘,) = ]Es’,r [T + "/Ea/NW(.|S/)[QW(S/, (LI)H . (1)
For the optimal policy, the Bellman optimality equation holds: Q*(s,a) = Ey ,.[r +

ymaxy Q*(s',a’)]. Given the optimal Q-function Q*(s,a), the optimal policy 7*(als)
can be derived by greedily selecting the action with the highest value:

7w (s) = argmax Q" (s, a). (2)
a
Despite its solid mathematical foundations, reinforcement learning struggled

with approximating Q-functions in high-dimensional state spaces. Deep Q-Networks
(DQN) [31] addressed this challenge by employing neural networks as Q-function



approximators, thereby enabling effective learning in high-dimensional state spaces
with discrete action spaces.

2.1.2 Policy Gradient Methods

However, in tasks requiring continuous action spaces, directly solving Eq. 2 is compu-
tationally intractable because finding the global maximum over a continuous domain
at every step is prohibitively expensive. This necessitates the use of parameterized
policy networks g and policy gradient methods [32]. Policy gradient methods directly
optimize the expected return J(0) = E,,,[G] via gradient ascent on the policy
parameters . The foundational Policy Gradient Theorem [27, 33] enables gradient
estimation using sampled trajectories 7 = {sq, ag, 7o, $1,a1,- - } as follows:

Vo (0) = Ermr, | Y Vologmo(alse) - Q™ (s1,ar) | - (3)

t=0

2.1.3 Taxonomy of Deep Reinforcement Learning

Most standard Deep Reinforcement Learning (DRL) algorithms utilize Actor-Critic
architectures, leveraging both a parameterized policy mp (actor) and a parameterized
value function @, (critic). These DRL algorithms employ policy gradients for policy
optimization and are categorized by their value optimization methods: (a) Standard
RL, (b) Maximum Entropy RL, and (c) Distributional RL.

Standard RL

Standard RL represents the most prevalent approach adopted by many foundational
methods [19, 31, 34]. To maximize the expected return G, this approach leverages the
Bellman equation to learn the Q-function by minimizing the Temporal Difference (TD)
error between the predicted action-value Q4 (s, a) and the target action-value Q(s, a):

Eztandard — Es,a,ns’ |:||Q¢(3,a) — Q(SMI)HQ} )

. (4)
Q(57a) :T—"_’YQ(Z?’(S/?&/)’ a/ ~ 779("8,)7

where the current state-action pair (s,a) and next state-action pair (s’,a’) can be

sampled either from the current policy 7 (on-policy) or from a replay buffer D (off-

policy). For training stability, a slowly-updated target network Q4 using exponential

moving average (EMA) is commonly employed to compute the target action-value.

Mazximum Entropy RL (MaxEnt RL)

Maximum Entropy RL [5, 18] augments the standard objective by incorporating a
weighted policy entropy term [log w(a|s) to encourage exploration and prevent pre-
mature convergence to suboptimal policies. The action-value function is learned by



minimizing the residual of the Soft Bellman Eq. [5]:

ey =, [1Qu(s,0) ~ Qls, )]

. ()
Q(s,a) =1 +7(Qg(s',a") — Blogme(a'|s")), a’ ~ me(*[s"),

where 8 > 0 is the temperature parameter controlling the trade-off between reward

maximization and entropy regularization.

Distributional RL (Dist-RL)

In contrast to standard approaches, Distributional RL [20, 35] shifts the focus from
estimating the expected return Q(s,a) to modeling the complete probability distribu-
tion of returns Z(s, a), which satisfies Q(s,a) = Ez[Z(s, a)]. This enables the agent to
reason about risk, uncertainty, and potential extreme outcomes. The return distribu-
tion Zy(s, a) is learned by minimizing the distance between the predicted distribution
and the target distribution Z(s, a):

,Cgist = Es,a,r,s’ dDiSt(Z¢(S7 CL), Z(S7 Q))] ’ (6)

Z(S,CL) :T+’YZ¢’($/7a,)a a N7T9('|S/)7

where dp;st is a distributional distance metric, such as the Kullback-Leibler diver-
gence [36] or the Wasserstein distance [37].

2.2 Diffusion Policies in Reinforcement Learning

Standard RL implementations model policies as unimodal Gaussians or deterministic
mappings [18, 19, 34], fundamentally limiting their ability to represent multimodal
behavior distributions required for complex robotic tasks. While Gaussian Mixture
Models [4] and energy-based policies [5, 38] attempted to address this, they suffer from
training instability or high inference costs. Diffusion Policies [1], formulating policies
as conditional denoising processes, have emerged as a powerful alternative offering
high expressiveness and training stability. They have demonstrated remarkable success
in visuomotor control [8-10], effectively handling high-dimensional observations and
actions.

2.2.1 Action Generation via Diffusion Sampling

A diffusion policy represents the parameterized policy 7y (als) as a conditional diffusion
model that synthesizes actions by iteratively denoising a sample from a Gaussian
distribution, conditioned on the state s. During online interaction, the agent generates
an action by executing the reverse diffusion process. Starting from pure noise a’* ~
N(0,1), the model progressively refines the action over K timesteps using the learned
noise prediction network €y. The generation process iteratively applies the following
update rule:



where k denotes the diffusion timestep decreasing from K to 0, ¢; ~ N(0,I) represents
Gaussian noise scaled by o € R, and ag,ar € R are coefficients determined by a
predefined noise schedule [39]. This iterative denoising process allows the agent to
construct precise actions conditioned on the current environmental state s.

2.2.2 Training Diffusion Policies via Imitation Learning

Diffusion policies have been predominantly trained via Imitation Learning (IL) using
offline demonstration datasets. Given a dataset D = {(s,a*)} of state-action pairs
from expert demonstrations, the noise prediction network €y is optimized to predict
the Gaussian noise € added to clean actions a* at diffusion timestep k by minimizing
the diffusion loss:

cO)= E lle—es(vara +vI=are s k)] 8)

Through this objective, the diffusion policy learns the expert’s behavior distribution in
a supervised regression manner, avoiding the complexities of reinforcement learning.

2.2.3 Fundamental Challenges of Integration between Diffusion
Policy and Online RL

While diffusion policies excel in imitation learning scenarios where ground-truth
expert actions a* are directly provided, their application to online reinforcement
learning introduces fundamental algorithmic challenges. Unlike supervised imitation
learning, online RL requires the policy to improve through environmental feedback
(rewards) without access to optimal target actions, necessitating gradient-based policy
improvement.

The core difficulty arises when attempting to apply standard policy gradient meth-
ods (Eq. 3) to diffusion policies. To compute the policy gradient Vy.J(6), one must
differentiate through the action generation process described in Eq. 7. However, since
the diffusion policy generates actions via an iterative chain of K denoising steps (where
K is typically large, e.g., 50-100), this requires backpropagating gradients through the
entire reverse process chain. This approach is problematic for two main reasons:

1. Computational Inefficiency: Constructing the computation graph for the
entire K-step chain at every policy update is computationally prohibitive and
memory-intensive, especially when K is large.

2. Optimization Instability: Backpropagating through a long chain of opera-
tions often leads to vanishing or exploding gradient problems [28], degrading the
learning signal for early denoising steps and destabilizing policy optimization.

Consequently, naive integration of diffusion models into standard online actor-
critic frameworks is impractical, necessitating novel and efficient gradient estimation
techniques tailored for diffusion policies.



Table 2 Taxonomy of online Diffusion Policy Reinforcement Learning (DPRL). For comparative
clarity, non-diffusion RL algorithms are denoted in gray italics. Representative online DPRL
methods evaluated in our experiments are highlighted with an asterisk (*).

Algorithms ~ RL objective On/off-policy Performance evaluation Compared RL baselines

PPO [19] Standard on-policy MuJoCo [21] PG [27], TRPO [40], CEM [41], A2C [42], ACER [43]

DDPG [34]  Standard off-policy MuJoCo, Torcs [44] DPG [45], iLQG [46]

D3 [47) Standard off-policy MuJoCo PPO, DDPG, TRPO, ACKTR [48], SAC

SAC (18] MaxEnt off-policy MuJoCo, RLLab [49] PPO, DDPG, SQL [5], TD3

*DIPO [14]  Standard off-policy MuJoCo PPO, TD3, SAC

DDiffPG [29]  Standard off-policy DA4RL [50], Panda-Gym [51] ~ TD3, SAC, Diffusion-QL [12], Consistency-AC [13], RPG [52], DIPO
QSM [53] Standard off-policy DMC [54] TD3, SAC

*QVPO [15]  Standard off-policy MuJoCo PPO, TD3, SAC, DIPO, QSM, HD [55]

DPMD [30]  Standard off-policy MuJoCo PPO, TD3, SAC, QSM, DIPO, DACER, QVPO, DPPO [11]

SDAC [30] MaxEnt off-policy MuJoCo PPO, TD3, SAC, QSM, DIPO, DACER, QVPO, DPPO

*GenPO [17]  Standard on-policy Isaac Lab [23] PPO, DDPG, TD3, SAC, DACER, QVPO

FPO [56] Standard on-policy DMC PPO, DPPO

*DACER [16] Standard+MaxEnt off-policy MuJoCo PPO, TRPO [40], DDPG, TD3, SAC, DSAC [20]

DACERv2 [57] Standard+MaxEnt off-policy MuJoCo PPO, SAC, DSAC, DIPO, DIME, DACER, QVPO

CPQL [58] Standard off-policy MuJoCo, DMC PPO, MPO [59], DMPO [60], DAPG [61], TD3, SAC, DIPO, DreamerV3 [62]
DIME [63] MaxEnt off-policy MuJoCo, DMC, MyoSuite [64] CrossQ [65], BRO [66], QSM, DIPO, QVPO, DACER

DSAC-D [67]  Distributional off-policy MuJoCo, Vehicle Meeting [67] PPO, TRPO, DDPG, TD3, SAC, DSAC-T [68], DACER

DIPO [14] ]—)[ DDiffPG [29] ]

QSM [53]

Action-gradient
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Fig. 3 Taxonomy of online Diffusion Policy Reinforcement Learning Paradigm. We categorize exist-
ing online DPRL approaches into four distinct families based on their policy training mechanisms:
Action-Gradient, Q-weighting, Proximity-based, and BPTT-based methods.

3 Taxonomy of Online DPRL

Existing online model-free DPRL methods tackle the challenges outlined in Sec. 2.2.3
through diverse algorithmic strategies. We classify these approaches into four distinct
families based on their core mechanism for policy improvement: (1) Action-Gradient-
Based Methods (Sec. 3.1), (2) Q-Weighting Methods (Sec. 3.2), (3) Proximity-Based
Methods (Sec. 3.3), and (4) Backpropagation Through Time (BPTT) (Sec. 3.4). Each
family employs fundamentally different techniques to circumvent the computational
and optimization difficulties inherent in training diffusion policies with online RL. In
the following sections, we provide a comprehensive review organized by this taxon-
omy, with a particular focus on the mathematical formulations of policy improvement.
Furthermore, we summarize these concepts in the following sections: Sec. 3.5 catego-
rizes the diverse Diffusion-based RL paradigms by analyzing how diffusion models are



integrated into online policy optimization. Sec. 3.6 then identifies the cross-cutting
challenges of online DPRL and discusses key optimization strategies to improve compu-
tational efficiency and training stability. A consolidated summary of online model-free
DPRL approaches is presented in Fig. 3 and Tab. 2.

3.1 Action-Gradient-Based Methods

To apply diffusion policy to model-free online RL tasks, several pioneering
approaches [14, 53] leverage the action gradient, which provides a novel approach for
policy improvement as follows:

(action gradient) = V,Q(s,a). 9)

The action gradient indicates the direction in which an action should be improved
according to the state-action value function @, which evaluates the quality of actions.
The methods in this section directly utilize action gradients to perform policy
improvement.

3.1.1 Model-free Online RL with DIffusion POlicy (DIPO)

DIPO [14] is the pioneering work in online Diffusion Policy RL, introducing the action
gradient method for policy optimization. By first improving actions through action
gradients and then using these improved actions as targets for diffusion model train-
ing, DIPO avoids the computational burden of backpropagating through the entire
diffusion chain.

Given sampled state-action pairs (s,a) € D, DIPO computes an improved action
a using action gradient ascent as follows:

a= a+naan(57a)? (10)

where 7, > 0 is the learning rate of action-gradient. These improved state-action pairs
(s,a) are stored in the replay buffer D and used to train the diffusion policy in an
off-policy manner as Eq. 11 as follows:

pro = B [le-elvara+vI=anes ). (1)
kN’u(LKﬁ)

By separating policy improvement in the replay buffer from policy model training, the
model can learn actions with higher state-action values. However, replacing a with the
original action a from the buffer causes misalignment with the current MDP dynamics
and reward function, resulting in training the Q-function being problematic.

3.1.2 Deep Diffusion Policy Gradient (DDiffPG)

DDiffPG [29] extends the methodology of DIPO to actively promote multimodal
behaviors. Specifically, this approach collects multiple trajectories through rollouts
and extracts M representative modes using hierarchical clustering [69]. Each clustered

10



trajectory set, denoted as 7,,,, then undergoes a process of action improvement similar
to Eq. 10, utilizing a mode-specific parameterized Q-function Q,, (s, a) as follows:

Gm = Gm +1MaVa S, am ),
1aVaQs,, (5, am) (12)
V1i<m< M, anp € Tm-
Similar to DIPO, the multi-modal actions {a,, }}_; are used for updating the diffusion
policy as follows:

_ . _ 2
LDDIfPG _ sNzI)Ea [”6 — €9(\/Anam + V1 — age, s, k)| } . (13)
e~ (1,K)

By incorporating these learned multi-modal actions {a,,}»_; into a unified train-
ing batch, DDiffPG employs a behavior cloning objective to capture complex action
distributions. This batch-wise optimization effectively empowers the agent to model
and exhibit highly diverse, multimodal behaviors.

3.1.3 Q-Score Matching (QSM)

Compared to DIPO and DDiffPG, QSM [53] proposes a more direct approach to
training diffusion policies using action gradients through Q-score matching. QSM the-
oretically proves that aligning the score function of score-based generative models with
action gradients leads to global improvement of the policy’s action-value function.
Given score estimator sg(+,-) and action gradient V,Q(s, a), the empirical loss is:

LM = B lso(s.) - a¥aQ(s. o)l (14)

By directly matching the score function to action gradients, QSM enables the diffusion
policy to implicitly learn the optimal Boltzmann distribution without explicit imita-
tion learning. However, since this method directly matches the score function with
action gradients, it is highly sensitive to the accuracy of the Q-function. As approx-
imating accurate Q-functions in most robotic tasks is extremely challenging, QSM
poses a potential risk of yielding suboptimal performance.

3.2 Q-weighting Methods

While action-gradient-based methods directly utilize Q-gradients for policy training,
Q-weighting methods take a different approach by modulating the diffusion loss accord-
ing to action quality, thereby implicitly guiding the policy toward high-reward regions.
Each method uses its own unique weighting function w(s,a)—which is related to
action value @Q—and demonstrates through theoretical analysis that policy improve-
ment is possible when optimizing the surrogate diffusion loss with the weighting
function. Given a weighting function w(s,a), the general form of the empirical loss
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function for the diffusion model is:

Lomeeht E [w(s,a) - (surrogate objective)] . (15)

3.2.1 Q-weighted Variational Policy Optimization (QVPO)

QVPO [15] is the pioneering work in Q-weighting methods, theoretically proving that
when all state-action values Q(s,a) are positive for any state-action pair (s,a), the
Q-weighted variational bound objective of the diffusion model [24] provides a tight
lower bound of the policy objective in online RL. However, since Q(s, a) is not always
positive in general settings, QVPO proposes a weight transformation function utilizing
the advantage term:

LV = oA [w(s,a)lle —es(vVara+ V1 —axe, s, k)|?]
a~Tg
(16)

wisa) = 0 A(s,a) <0,

{A(s, a), A(s,a) 20,
where advantage A(s,a) = Q(s,a) — V(s) indicates how much better taking action a
in state s is compared to the average value of that state. Through this formulation,
QVPO performs policy improvement by selectively learning only when advantages
are positive or high, effectively filtering out suboptimal actions while preserving the
diffusion model’s capacity for multimodal action representation.

3.2.2 Diffusion Policy Mirror Descent & Soft Diffusion
Actor-Critic (DPMD & SDAC)

Similar to QVPO, Ma et al. [30] introduce reweighted score matching methods, which
constitute a general loss family as follows:

LM = E [w(s,a)llso(a”, s, k) — Vg log pi(a®|s)|1?] , (17)
a~Ty

where p(a*|s) is the noise-perturbed policy with a Gaussian kernel. Note that we
can compute pi(aF|s) in a tractable space (e.g., Gaussian space) through several
mathematical foundations such as Tweedie’s identity [70].

Specifically, they introduce two different Q-weighting approaches named DPMD
and SDAC, based on mirror descent policy [71] and soft actor-critic [18], respectively.
Both algorithms employ the following exponential reweighting function:

s xp (252) s

where A is the regularization coefficient.
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3.3 Proximity-Based Methods

Several proximity-based methods (e.g., TRPO [40], PPO [19]) require direct compu-
tation of the log-likelihood of the policy m(als) as follows:

LEFo L2 R min(rg A, clip(rg,1 — 8,1 + 5)/1)} ,
(57a)~7701d

(19)

_ m(als)

where rpg = ———~,

7T01d(G,|S)

where A is an estimator of the advantage function and ¢ is small constant, respec-

tively. These methods generally employ stochastic policy networks (e.g., Gaussian

policies) to facilitate straightforward computation of action log-likelihoods. However,

when combining diffusion policies with proximity-based methods, there is no direct

way to compute the diffusion network’s log-likelihood mg(als). The methods in this

section address this challenge through various approaches.

3.3.1 Generative Policy Optimization (GenPO)

GenPO [17] computes my(als) through exact diffusion inversion [72] combined with a
doubled dummy action mechanism. Given an original action a € R?, GenPO defines
a dummy action @ = (z,y) € R*! where the final action is computed as a = %er
By alternately updating the two components of the dummy action, GenPO constructs
an invertible flow process. This enables exact probability density computation via the
change of variables theorem from normalizing flows [73, 74]:

mo(als) = N (f, ' (a) | 0,I) |det

af;t
‘; (20)

0

where fp represents the entire forward diffusion process. Note that the Jacobian deter-
minant of fy is efficiently computed using normalizing flow techniques. With tractable
log-likelihoods, GenPO directly applies PPO’s clipped surrogate objective in Eq. 19.
However, to learn GenPQ’s surrogate objective, all iterative gradients of the inver-
sion process for computing 7y (a|s) must be calculated, resulting in scalability issues
(Accordingly, GenPO can be categorized as a BPTT-based method, as illustrated in
Fig. 3). Consequently, GenPO employs a short denoising timestep (i.e., NFE=5) to
maintain computational feasibility.

3.3.2 Flow Policy Optimization (FPO)

The key innovation of FPO [56] is that it reformulates the policy optimization objective
by replacing the intractable log-likelihood ratio 19 with conditional flow matching
losses Lopm. Specifically, FPO treats the flow matching objective as a surrogate for
the log-likelihood in policy gradient methods. Given the conditional flow matching
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loss Lopm and advantage A(s, a), FPO optimizes:

rg O = exp(Liq" (s,a) — L5 (s, a)),

Lorm(s, a) = Eg |[ve(ag, s,k) — (a — €)|3.

(21)
This formulation enables FPO to be integrated seamlessly into PPO-style frameworks
while maintaining stable on-policy updates. By optimizing the Evidence Lower Bound
(ELBO) as a proxy for log-likelihood, FPO circumvents expensive likelihood compu-
tations while preserving the expressive power of flow-based policies for multimodal
action distributions.

3.4 BackPropagation Through Time (BPTT)-based Methods

These methods do not rely on the surrogate objectives typically used in diffusion
models, but instead train through the entire diffusion process in a manner similar to
BPTT of recurrent neural network training. To mitigate the high computational cost
of BPTT, they employ strategies such as using a small number of timesteps [16, 57, 63],
or leveraging approximations through few-step generation techniques like consistency
models [58]. However, these approaches face potential scalability issues: when extend-
ing the number of sampling steps to improve performance, they either incur increased
computational costs or suffer from degraded action quality due to approximation
errors.

3.4.1 Diffusion Actor-Critic with Entropy Regulator (DACER)

DACER directly optimizes the diffusion policy by maximizing the expected Q-value
through end-to-end backpropagation through the entire reverse diffusion chain as
follows:

LA = B [-QF(s,a)). (22)

an~Ty

Similar to MaxEnt RL frameworks [5, 18], DACER introduces a mechanism to
regulate the exploitation-exploration trade-off by incorporating an estimated entropy
H = Eor|—Blogm(als)]. To circumvent the intractability of calculating entropy
directly from diffusion models, the authors leverage a tractable Gaussian Mixture
Model (GMM) as a proxy. This approximated entropy # is then used to update the
exploration parameter o according to the following formulation:

o a—A\y(H—H), (23)

where H is target entropy and A, is the hyperparameter. Lastly, the parameter o is
then used to modulate the variance of Gaussian noise added to the diffusion policy
output: a + a + Aa - N(0,1).

3.4.2 Enhanced DACER (DACERvV2)

DACERv2 [57] is specifically designed to overcome the scalability bottlenecks associ-
ated with the BPTT-based approach of DACER, aiming to maintain high performance
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even with a significantly reduced number of diffusion steps. To achieve this, it incorpo-
rates action gradient guidance—similar to the QSM [53] framework—as an auxiliary
objective, thereby placing DACERv2 within the action-gradient family of algorithms.
Specifically, they extend the standard action gradient V,Q(s, a) into a Q-gradient field
V.+Q(s,a*), enabling the utilization of action gradients across all diffusion steps k. By
leveraging this proposed Q-gradient field, the method facilitates a more sophisticated
score-matching process with a time-dependent score model, analogous to QSM [53],
thereby enhancing overall performance as follows:

E?ACERV? _ cg)ACER

1 E_[lso(a*, 5. k) = w(k)Var Qs, M) (24)

where 7 is a hyperparameter, and w(k) denotes an exponential decay function for
precise control over the denoising process. Note that DACERv2 normalizes the action
gradient field (i.e., VarQ(5:0")/(|v_,Q(s,a*)|+5), where § > 0 is a small constant) to
improve the stability of the training process. While DACERv2 demonstrates superior
multimodal capabilities compared to its predecessor, it still faces scalability challenges
due to its reliance on the EGDACER, which necessitates BPTT for policy improvement.

3.4.3 Diffusion-Based Maximum Entropy RL (DIME)

Unlike DACER and DACERv2, which employ entropy terms primarily as regularizers,
DIME [63] proposes a more direct framework for training diffusion policies within the
MaxEnt RL paradigm [5]. To overcome the intractability of calculating entropy in
diffusion models, this method derives a tractable lower bound for the MaxEnt objective
by leveraging approximate inference techniques [75]. For policy improvement, DIME
formulates and solves the following approximate inference problem:

LR = Dy (n 5 (a5 5) | 7 (), (25)
where Dxp,(|-) is the KL divergence metric, and 795 (a%%|s) denotes the joint
probability distribution of the parameterized reverse diffusion trajectories. Here,
70K (q%K|s) represents the target joint distribution defined by the forward diffusion
process, where the marginal distribution at the clean action step a® follows the energy-
based formulation 7%(a°|s) oc exp(Q(s, a’)). By aligning the entire reverse trajectory
distribution with the forward target, the policy is effectively guided to capture the
action distributions prioritized by the Critic (Q-function).

3.4.4 Consistency Policy with Q-Learning (CPQL)

CPQL [58] addresses the dual challenges of inference latency and inaccurate guidance
in diffusion-based RL by leveraging the consistency model [76] for one-step action
generation. CPQL formulates the policy as a parameterized consistency function fy(-)
that directly maps noise to actions in a single step as follows:

mo(als) = fg(ak, s, k) = cs;m-p(k:)ak + cout(k)Fg(ak, s, k), (26)
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where Fy(-) is the trainable network, and csrip(k) and cout (k) are the coefficient func-
tions. The consistency policy establishes a direct mapping from any point on the
Probability Flow ODE trajectory to the target action, effectively eliminating the need
for iterative denoising. To ensure stable training, CPQL facilitates policy improve-
ment by combining a simplified reconstruction loss Egc—derived from the consistency
training objective—with Q-value maximization as follows:

£QCPQL _ OAC?C _ # E [Qg(sv (L)],
(87(1];3%)[@(5, o) amy (27)

where LJC = E[d(fy(a*, s, k), a)],

where « and 7n are balancing parameters, and d(-,-) denotes a distance metric. By
adopting this one-step generation paradigm, CPQL achieves dramatic improvements
in inference efficiency while maintaining the expressive advantages of diffusion-based
modeling.

3.4.5 Distributional Soft Actor-Critic with Diffusion Policy
(DSAC-D)

Departing from prior works rooted in standard or MaxEntRL, DSAC-D [67] represents
the first attempt to integrate diffusion networks with Distributional RL [20, 35, 68],
which models the probability distribution of returns Z(s,a) rather than a scalar
Q(s,a). To achieve a more precise approximation of the return distribution in this
framework, DSAC-D introduces the Diffusion Value Network (DVN), which can model
multi-peaked value distributions. Similar to Eq. 7, the DVN generates return samples
through the reverse diffusion process:

z = NG (zk — \}%eg(ak,s,kg + V1 — ayge, (28)

where 2% ~ N(0,I) and z° represents the generated return sample. This approach
enables accurate characterization of multi-peaked return distributions, significantly
suppressing value estimation bias.

For policy improvement, DSAC-D incorporates the entropy term [ logm(als) from
MaxEnt RL into a revised distributional Bellman equation [35] to facilitate explo-
ration. The loss function for the diffusion policy with distributional return under the
policy Z™ (s, a) is formulated as follows:

LRSACD = B [-E[Z7(s,a)] + Flogn(als)]. (29)

a~Tg

Note that to estimate the entropy term logm(als), which balances exploitation and
exploration, DSAC-D adopts the entropy estimation technique from DACER [16],
utilizing Gaussian Mixture Models (GMMs) to approximate policy entropy.

16



3.5 Other Related Diffusion-Based RL Paradigms

Our primary focus is on online model-free methods that utilize diffusion policy repre-
sentations. However, the landscape of diffusion models in reinforcement learning and
control is broad, encompassing several adjacent yet distinct paradigms that warrant
comparison to clearly situate our work.

A closely aligned and frequently explored research direction is the Offline-to-Online
Fine-tuning RL approach [11, 77-80]. These methods typically leverage the expressive
power of a diffusion policy initialized via imitation learning on a large demonstra-
tion dataset, and then subject it to policy optimization in the online RL setting.
Similar to the aforementioned model-free DPRL paradigms, these approaches either
propose specialized online RL frameworks tailored for diffusion policies [11] or uti-
lize model-agnostic training strategies—such as decoupled policy improvement—to
fine-tune large-scale pre-trained models like Vision-Language-Action (VLA) and high-
capacity diffusion policies [77]. Furthermore, recognizing the non-trivial nature of
applying full RL updates to the complex diffusion network, specialized methods uti-
lize Residual Policy Learning [81]. These techniques freeze the bulk of the pre-trained
base diffusion policy and only learn a residual action term on top of it [78-80].

Another branch involves Model-Based Reinforcement Learning (MBRL), where
diffusion models are used to learn a world model or system dynamics rather than the
policy itself. These approaches focus on training a generative model to directly esti-
mate future states, rewards, and other dynamics given a state-action pair [82, 83] to
achieve “online-like” learning through synthetic rollouts. Other works use diffusion
models for synthesizing limited modalities [84, 85], such as motion planning trajecto-
ries [2, 3]. While these MBRL methods achieve “online-like” learning through synthetic
rollouts, their reliance on accurately modeling the environment’s transition function
fundamentally distinguishes them from the model-free policy optimization focus of
this paper.

3.6 Cross-Cutting Challenges and Optimization Strategies in
Online DPRL

Beyond the core policy improvement mechanisms, the integration of diffusion models
with online RL introduces several structural and computational hurdles. This section
discusses how existing literature addresses the intractability of analytical expressions,
exploration efficiency, and value estimation stability.

3.6.1 Addressing the Intractability of Log-Likelihood and Entropy

The most significant barrier in applying standard RL to diffusion policies is the
absence of an analytical form for the stochastic policy logmg(a|s). As previously dis-
cussed in the context of proximity-based methods, this intractability complicates the
calculation of importance sampling ratios—a challenge tackled by GenPO through
latent space mapping and FPO via approximate lower bounds. This same limitation
extends to Maximum Entropy (MaxEnt) RL, where the entropy term H(w(-|s)) =
Eq~n, [— log m(als)] must be estimated to balance exploitation and exploration.
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To circumvent this, various approximation strategies have been proposed. DACER
and DACERv?2 utilize Gaussian Mixture Models (GMM) to fit the action distribution
and approximate entropy, while SDAC adopts a more heuristic approach by using the
log-probability of the additive exploration noise as a surrogate for the policy’s log-
likelihood. In contrast, DIME provides a rigorous theoretical treatment by deriving
a maximum-entropy lower bound specifically tailored for diffusion-based objectives,
ensuring that the exploration incentive remains consistent with the diffusion training
process.

3.6.2 Enhancing Exploitation via Batch Action Sampling

Due to the high stochasticity of the diffusion process, a single sampled action may
not reliably represent the policy’s optimal intent, leading to inefficient exploitation.
To mitigate this, many Online DPRL frameworks adopt Batch Action Sampling, a
technique popularized by Diffusion-QL [12] in the offline setting. Methods such as
QVPO, SDAC, and DPMD sample multiple action candidates for a given state and
utilize them to reduce variance in gradient estimation or to select the most promising
action based on the critic’s evaluation, thereby stabilizing the online learning signal.

3.6.3 Mitigating Value Overestimation Bias

As with conventional DRL, Online DPRL is susceptible to value overestimation bias,
which can be exacerbated by the high-dimensional and multimodal nature of diffu-
sion action spaces. To ensure stable value landscapes, many algorithms (e.g., DIPO,
QVPO, CPQL, and DACERv2) incorporate Double Q-learning architectures [86]. Fur-
thermore, some recent approaches seek to capture the full aleatoric uncertainty of the
environment by integrating Distributional Value Approximators. For instance, DSAC-
D and DACERv2 leverage distributional RL principles to provide a more robust critic,
which in turn leads to more reliable policy updates for the diffusion actor.

4 Analysis

In this section, we present a comprehensive simulation-based analysis of representative
Online DPRL methods. Our evaluation focuses on five key components critical for
real-world robotic deployment: Task Diversity, Environment Parallelization Capability,
Computational Complexity, Cross-Embodiment Generalization, and Environmental
Robustness. The primary objective of these experiments is to systematically identify
the inherent trade-offs between different algorithmic architectures. By evaluating each
method within a unified benchmark, we uncover the specific strengths and critical
bottlenecks that characterize current Online DPRL approaches. This empirical study
provides a rigorous performance profile for each methodology, offering a data-driven
foundation for algorithm selection and future architectural refinements in the field of
diffusion-based reinforcement learning.
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Table 3 Summary of the 12 Isaac Lab environments utilized in the empirical analysis. Images are
sourced from the official Isaac Lab documentation (available at
https://isaac-sim.github.io/IsaacLab/main/source/overview /environments.html).
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4.1 Experimental Setup

4.1.1 Simulation Environment and Task Selection

We utilize the NVIDIA Isaac Lab benchmark [23], which is specifically designed as
a large-scale robot learning framework. Isaac Lab’s environments consist of various
tasks, primarily involving locomotion and manipulation. From these, we select 12
distinct Isaac Lab tasks spanning diverse robot specifications and task types, including
3 classic tasks, 6 locomotion tasks, and 3 manipulation tasks. For the locomotion tasks,
the observation configuration consists of 2 tasks configured with only proprioception
(internal state, such as joint angles, velocities), and 4 tasks configured with both
proprioception and LiDAR exteroception (external state). We summarize the details
related to task selection and state-action space in Tab. 3.
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4.1.2 Baseline Algorithms

Our benchmarking suite consists of six representative algorithms, including both
classical online RL and online DPRL approaches. We select four representative meth-
ods for our evaluation: Proximal Policy Optimization (PPO) [19], a proximity-based
trust region on-policy method; Deep Deterministic Policy Gradient (DDPG) [34], a
fundamental off-policy algorithm for continuous action spaces; Twin Delayed Deep
Deterministic Policy Gradient (TD3) [47], which improves upon DDPG by address-
ing overestimation bias; and Soft Actor-Critic (SAC) [18], an off-policy framework
based on the maximum entropy RL principle. For online DPRL approaches, we
select one representative method from each of the four categories in our taxon-
omy: DIPO [14] for action-gradient methods, QVPO [15] for Q-weighting approaches,
GenPO [17] for proximity-based methods (also incorporates BPTT), and DACER [16]
for BPTT-based approaches.

Since manually tuning hyperparameters for the proposed method may introduce
implicit bias, we unify general hyperparameters (e.g., model size, replay buffer size,
discount factor) while preserving each method’s unique or sensitive hyperparameters
(e.g., number of diffusion steps, expected entropy) to the greatest extent possible.
Detailed hyperparameter settings can be found in the Appendix.

4.1.3 Experimental Design

To rigorously evaluate the performance and applicability of Online DPRL algorithms,
we design our experiments based on the critical factors that influence the standard
robot learning and deployment pipeline. Our analysis is structured around five key
components, each addressing a fundamental challenge in modern robotics as follows:

Task Diversity and Scalability

Robotic learning encompasses a wide array of scenarios, including locomotion, manip-
ulation, and navigation, so an online model-free DPRL algorithm should demonstrate
consistent performance across these diverse domains.

Environmental Parallelization Capability

The efficiency of online learning is often dictated by the degree of environment paral-
lelization, which can be limited by the availability of computational resources or the
complexity of the dynamics itself, such as large-scale diffusion architectures [87-90] or
the complexity of exteroceptive observations (e.g., high-resolution RGB images).

Impact of Diffusion Sampling Steps on Latency

Robotic controllers often operate under strict latency requirements (e.g., > 50 Hz) to
ensure stability and safety. Since the number of denoising steps in diffusion models
directly dictates inference speed, it is crucial to analyze the sensitivity of the policy
to reduced sampling budgets.
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Fig. 4 Training curves of online RL and DPRL methods across various Isaac Lab tasks. The solid
lines represent the mean episodic reward averaged over five independent runs, with the shaded regions
indicating the variance. All experiments were conducted using 1,024 parallelized environments to
ensure high-throughput data collection.

Table 4 Comparison of the average final rewards of online DPRL baselines with some prevalent
RL methods in IsaacLab Benchmarks. The mean and standard deviation of the five runs are
summarized. Best and second-best results are highlighted.

Envi ‘ online RL (conventional) ‘ online DPRL
nvironment
| PPO[19] DDPG [34]  TD3 [47] SAC[18] | DIPO[14] QVPO [15] DACER [16]  GenPO [17]

Cartpole 4.72 £ 0.06 0.14 £ 0.30 -1.55+ 1.38 0.13 £2.02| -5.88 £ 0.55 -3.91 +£4.06 -1.02 £+ 1.87 3.79 +£1.45
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Humanoid 153.09 £ 22.16 14.24 + 14.61 21.25 £ 5.45 31.32 £ 2.95|68.35 + 11.71  4.91 £ 1.24 11.72 £ 19.01 127.33 + 18.33
Franka Lift 25.88 £ 40.40 -1.38 £0.97 -0.16 + 0.24 -4.80 &+ 1.82| -0.06 + 0.12 -0.23 £ 0.60 -0.17 £ 0.07 78.82 &+ 71.01
Franka Open Drawer| 92.03 + 7.22 32.83 + 4.15 17.79 + 10.00 31.37 + 11.21|51.46 + 30.94 40.36 + 14.62 6.51 &+ 2.67 82.64 £ 23.22
Allegro Cube 15.37 = 1.31 11.92 + 0.21 20.98 + 0.66 13.45 + 0.69| 16.77 £ 0.36 11.69 £ 0.45 7.67 £2.82 12.23 £ 1.66
Anymal D Flat 341 £1.46 -1.83 £532 029+ 179 3.80+0.23] 1.55+ 1.42 -4.92 4 6.13 -16.41 &+ 22.85 12.55 + 5.07
Spot Flat 305.88 + 6.86 122.74 + 0.51 189.75 + 9.82 194.22 + 2.10|182.83 + 6.66 159.32 4+ 7.17 56.83 &+ 105.77 312.54 + 2.34
Unitree Go2 Rough 1540 £ 1.00 1.24 £3.20 6.77 £ 6.50 8.03 £2.06| 9.53 £0.69 7.22 £ 1.62 8.58 + 2.33  24.77 £ 0.12
G1 Rough 1041 +£1.20 -6.24 £ 1.65 -6.76 £ 0.58 -7.76 £ 0.43| -4.09 £ 0.26 -3.57 £ 0.66 -4.38 + 2.44 17.15 + 1.24
H1 Rough 3.73 £3.60 -7.90 £1.49 -7.32+1.21 -8.96 £+ 0.46| -4.69 + 0.27 -3.98 &+ 0.01 -7.30 + 1.86 16.02 + 1.05
Cassie Rough 17.87 + 3.14 223 +2.84 046 £ 545 0.32 £ 2.12| -1.69 +4.20 -1.10 £ 3.15  -3.77 £ 2.82 8.82 £ 2.45
Mean Rank ‘ 1.83 5.83 5.08 5.08‘ 4.08 5.83 6.58 1.67

Cross-Embodiment Generalizability

A significant gap often exists between simulation specifications and real-world robot
configurations. Furthermore, the emergence of generalist agents necessitates robustness
to variations in robot morphology.

Out-of-Distribution (OOD) Environments Generalizability

For robots incorporating exteroception, the ability to handle environmental variations
(e.g., changes in backgrounds or object textures) is vital.



4.2 Experiment 1: General Performance w.r.t. Various Tasks

First, we evaluate the versatility of each methodology across 12 diverse task cate-
gories. Fig. 4 depicts the mean episodic reward curves throughout the training phase,
while Tab. 4 presents the corresponding final KPIs. These experimental results provide
several key insights regarding the scalability and efficacy of online RL algorithms.

In environments with extensive agent parallelization, proximity-based on-policy
algorithms, specifically PPO and GenPO, demonstrate superior overall performance.
While PPO serves as a robust and high-performance baseline with a Mean Rank (MR)
of 1.83, GenPO achieves the highest overall performance ceiling (MR=1.67), securing
the top rank in 7 out of 12 tasks (compared to 4 for PPO). Although PPO shows
slightly better results in specific tasks like Cartpole, Humanoid, and Cassie, GenPO
demonstrates superior scalability and robustness in more complex scenarios. Notably,
GenPO achieves substantial performance gains in high-dimensional and challenging
environments, particularly in complex humanoid locomotion tasks involving Unitree
GG1 and HI robots on rough terrain. These results underscore the potential of on-
policy DPRL to transcend the representational limitations of conventional Gaussian
policies in complex robotic tasks.

Conversely, off-policy algorithms generally exhibit slower convergence and sub-
optimal asymptotic performance compared to their on-policy counterparts. This
performance gap is primarily attributed to the challenge of tracking rapidly shifting
data distributions within replay buffers under high-throughput parallelization [17].
However, we observe a notable advantage of incorporating diffusion policies in com-
plex locomotion tasks. Among the off-policy DPRL methods, DIPO achieved a MR
of 4.08, significantly outperforming traditional off-policy algorithms such as DDPG
(MR=5.83), TD3 (MR=5.08), and SAC (MR=5.08), which is widely considered a
strong classical baseline in off-policy RL. These results demonstrate that the robust
expressive capacity of Diffusion Models can effectively address the limitations of
conventional off-policy RL, offering a more resilient framework for complex control
tasks.

A closer examination of the four DPRL paradigms reveals distinct limitations:
DIPO consistently outperforms QVPO and DACER. The suboptimal performance
of QVPO (MR=5.83) is likely due to its sensitivity to reward scaling; since the
Q-related reweighting function is directly coupled with the magnitude of manually
designed rewards, it struggles with inconsistent reward landscapes across different
tasks. DACER recorded the lowest performance (MR=6.58), failing to converge in
the majority of tasks. This failure can be attributed to the inherent high variance of
policy gradients [91] and the extreme difficulty of optimizing diffusion models directly
through BPTT using noisy Q-values as a supervisory signal, which often leads to
unstable gradient dynamics [28, 92].

4.3 Experiment 2: Parallelization Capability

To investigate the scalability and sample efficiency of various DPRL approaches, we
evaluate algorithm robustness across a spectrum of parallelization settings. Specifi-
cally, we vary the number of parallel environments from 8 to 1024 on the Ant and
Unitree Go2 tasks.
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Fig. 5 Training curves of online RL and DPRL methods across the number of simulation environ-
ments on the Ant and Unitree Go2 environments. The solid lines represent the mean episodic reward
averaged over five independent runs, with the shaded regions indicating the variance.

Table 5 Comparison of the average final rewards of online DPRL baselines with some prevalent
RL methods w.r.t. number of environments on Ant and Unitree Go2 tasks. The mean and standard
deviation of the five runs are summarized. Best and second-best results are highlighted.

online RL (conventional) | online DPRL

‘# of Env.

| | PPO [19] DDPG [34] TD3 [47] SAC [18] | DIPO [14] QVPO [15] DACER [16] GenPO [17]

8 Env 4.26 £ 1.63 -4.53 £ 1.45 9.28 & 14.86 15.37 £ 16.13|44.68 + 14.11 15.38 &+ 9.12 3.55 + 1.73  5.39 & 11.85
|64 Env 34.12 + 8.99 36.13 £ 12.71 41.31 + 34.64 57.21 & 16.12|70.04 + 16.31 20.76 & 3.64 2.49 & 2.70 36.58 + 21.05
<[256 Env  |68.45 & 21.87 65.17 + 5.07 55.35 £ 5.72 61.28 £ 21.14| 73.83 £ 6.48 27.49 + 8.66 3.81 + 0.40 120.58 + 4.69

1024 Env  |100.88 £ 8.64 47.05 + 10.66 54.71 £ 5.03 76.73 &+ 5.49| 81.45 + 6.64 28.90 + 6.78 3.90 + 1.31 128.22 + 9.65

8 Env -2.27 + 3.26 6.92 + 12.21  3.08 £ 3.51  2.47 £ 4.45 2.51 +3.97 2.80 £4.17 3.24 £ 598  -0.45 £ 0.73
|64 Env 4.76 + 2.22 10.23 + 5.82 4.02 £ 6.33 7.11 £ 4.01 8.59 &+ 1.74 9.58 4 3.52 6.93 £ 4.28 7.72 £ 4.89
B[256 Env 7.34 £3.58  9.47 £290 9.07 £2.15 10.54 + 1.10 9.53 + 1.43 8.89 £ 1.75 8.05 + 4.36 15.49 + 1.90

1024 Env | 15.25 + 1.44  1.20 + 3.15  7.30 £ 6.88 8.37 £ 1.45 9.55 + 0.75 7.74 £ 1.46 10.34 + 3.22 25.49 + 0.68

As illustrated in Fig. 5 and Tab. 5, our empirical results reveal a significant dis-
parity in how algorithms respond to environment scaling. While high-throughput
algorithms like PPO and GenPO excel in heavily parallelized settings (e.g., 1024
environments), their performance diminishes sharply as parallelization is restricted.
Specifically, in the Ant task, PPO and GenPO experience a catastrophic performance
drop of 95.77% and 95.79%, respectively, when the environment count is reduced
from 1024 to 8. A similar trend is observed in the Unitree Go2 task, where GenPQO’s
performance collapses in the 8-environment setup, effectively failing to converge.

In contrast, off-policy-based DPRL methods, most notably DIPO, demonstrate
remarkable robustness to limited parallelization. DIPO maintains a substantial final
reward even in the most constrained 8-environment setting, outperforming the high-
throughput GenPO by nearly 8.3 times in the Ant task. Interestingly, classical off-
policy baselines such as DDPG and SAC also show lower sensitivity to the environment
scale compared to on-policy methods, though they often exhibit higher variance or
fail to match the peak performance of diffusion-based models in high-parallelization
regimes.
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Fig. 6 Training curves of online DPRL methods across the number of diffusion timesteps on the
Ant environment. The solid lines represent the mean episodic reward averaged over five independent
runs, with the shaded regions indicating the variance.

Table 6 Comparison of the average final rewards of online DPRL baselines w.r.t. diffusion
denoising steps K on Ant task. The mean and standard deviation of the five runs are summarized.
Best and second-best results are highlighted.

Steps ‘ online DPRL
| DIPO [14] QVPO [15] DACER [16] GenPO [17]

K =5 | 60.06 £14.65 14.57 +£6.22 3.74 + 1.20 124.09 + 17.22
K =10 | 67.78 + 9.89 19.49 £9.18 3.38 £ 0.46 122.67 + 11.71
K =20 | 69.90 &£ 14.99 27.76 £ 7.64 3.07 £ 0.80 87.28 + 9.92
K =50 | 71.04 £ 9.24 2452 £6.91 285 =£0.78 34.65 + 5.75

These findings suggest a clear trade-off: while GenPO and PPO are optimized for
high-throughput scalability, DIPO is uniquely suited for scenarios where extensive
parallelization is computationally prohibitive. This is particularly relevant for training
overparameterized models, such as Vision-Language-Action (VLA) architectures [93],
where the memory and computational costs of maintaining thousands of concurrent
environments are often infeasible.

Furthermore, our analysis highlights a critical gap in current online DPRL litera-
ture, which predominantly reports performance at a single, fixed scale [14-16, 30, 53].
Our results underscore that environment scale is not merely a hyperparameter
but a decisive factor in algorithmic ranking. Consequently, future benchmarking
in the DPRL domain should incorporate diverse parallelization scales to ensure a
comprehensive assessment of both scalability and robustness.

4.4 Experiment 3: Diffusion Step Scalability

The number of diffusion sampling steps is a critical determinant that governs the
balance between the operational speed and the representational quality of the model.
We evaluate the sensitivity of performance to varying diffusion sampling steps, K, to
identify which algorithms remain robust under real-time operational constraints. To
this end, we conduct experiments by scaling K for various online DPRL algorithms
in the classic Ant task, as summarized in Fig. 6 and Tab. 6.

Algorithms utilizing a surrogate diffusion loss—such as DIPO and
QVPO—demonstrate a positive correlation between performance and the number
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Fig. 7 Robustness analysis via radar charts across cross-embodiment and environmental variations.
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pan. The top vertex represents the in-distribution (trained) scenario, while the remaining axes denote
out-of-distribution (OOD) testing conditions, such as cross-embodiments or OOD environments.
A larger, more symmetric hexagonal area indicates superior zero-shot transferability and balanced
robustness against domain shifts.

of diffusion timesteps. Specifically, DIPO achieves its peak reward and most stable
convergence as K increases toward 50. In contrast, QVPO tends to exhibit satu-
rated performance beyond a specific threshold (i.e., K=20). These trends suggest
that for methods where policy optimization is decoupled from the denoising chain
during backpropagation, a higher K provides a more refined and expressive policy
representation without compromising training stability.

Conversely, DACER and GenPO, which perform backpropagation through all
timesteps during training, exhibit a distinct inverse scalability pattern. While GenPO
achieves state-of-the-art performance at lower step counts (K'=5, 10), its performance
deteriorates significantly as K increases, eventually suffering a catastrophic drop at
K=50. We attribute this failure to the numerical instability and gradient vanish-
ing inherent in backpropagating through an excessively long denoising chain [28; 94].
Indeed, training diffusion models via BPTT is notoriously difficult, as the recursive
nature of the denoising process compounds gradient-related issues as the chain length
grows [92]. Interestingly, DACER exhibits the most erratic behavior; despite being a
BPTT-based method, it fails to achieve meaningful reward levels regardless of the K
value. This suggests that its BPTT objective may fundamentally have a scalability
issue with end-to-end diffusion optimization in online DPRL tasks.

4.5 Experiment 4: Cross-embodiment Generalizability

To evaluate cross-embodiment generalizability, we assess zero-shot transfer capabili-
ties by deploying policies trained on a Unitree Go2 to target platforms with varying
degrees of morphological divergence. We categorize the target environments based on
the magnitude of the hardware gap: (1) the Unitree A1, which shares the same man-
ufacturer as the source robot and exhibits minor morphological differences; and (2)
the Boston Dynamics Spot, which originates from a different manufacturer. The Spot
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Table 7 Zero-shot performance under cross-embodiment and OOD environment scenarios.
(Upper) Transfer results from the source robot (Unitree Go2) to target platforms (Unitree Al,
Boston Dynamics Spot). (Lower) Generalization metrics on novel, unseen rough terrains as
illustrated in Tab. 8. Best and second-best results are highlighted.

Metrics | Alive T L-MAE | A-MAE ||Alive T L-MAE | A-MAE || Alive + L-MAE | A-MAE |
Cross-Emb. | Go2 (Original) | A1l Transfer | Spot Transfer
PPO [19] 874.32 1.201 0.555 470.40 1.031 0.517 4.92 1.630 1.287
DDPG [34] 629.96 1.580 1.806 539.40 1.607 2.026 96.04 1.619 1.599
TD3 [47] 580.63 1.595 1.859 559.83 1.635 2.002 90.61 1.652 1.498
SAC [18] 610.05 1.552 1.787 583.63 1.504 1.960 99.49 1.649 1.645
DIPO [14] 546.78 1.518 1.816 530.75 1.641 2.016 97.49 1.548 1.617
QVPO [15] 564.87 1.597 1.820 564.27 1.545 2.045 98.62 1.610 1.581
DACER [16] | 644.37 1.569 1.825 552.73 1.587 2.023 88.93 1.530 1.562
GenPO [17] |961.39 0.495 0.344 |862.80 0.459 0.400 58.30 0.786 0.547
OOD env. | Wave Terrain | Obstacle | Stepping stone
PPO [19] 423.68 1.377 0.776 789.82 1.330 0.600 858.58  1.357 0.640
DDPG [34] 64.06 1.627 1.996 690.03 1.534 1.814 651.14 1.478 1.821
TD3 [47] 70.54 1.670 1.880 731.15 1.522 1.797 582.41 1.543 1.770
SAC [18] 89.21 1.571 1.860 671.47 1.622 1.815 518.65 1.511 1.869
DIPO [14] 83.36 1.719 1.917 685.57 1.599 1.788 474.08 1.604 1.845
QVPO [15] 86.36 1.580 1.937 704.72 1.568 1.828 510.62 1.490 1.855
DACER [16] | 58.93 1.660 2.000 719.18 1.525 1.799 625.11 1.567 1.798

GenPO [17] |869.12 0.596 0.431 568.34 0.850 0.568 493.95 0.992 0.521

presents significant hardware disparities, testing the algorithm’s robustness despite
the shared quadrupedal action space.

We select three Key Performance Indicators (KPI) to evaluate the quantitative
performance of the policies: Average Lifespan (Alive) before falling, linear mean abso-
lute error (L-MAE), and angular mean absolute error (A-MAE) between commanded
and actual movement. Note that policies are trained on the source robot with pro-
prioception and LiDAR exteroception and deployed directly to target robots without
fine-tuning.

Fig. 7 and Tab. 7 present the quantitative metrics for cross-embodiment transfer.
As expected, performance degradation scales proportionally with the magnitude of
the robot specification gap. During transfer to the Unitree A1, which possesses only a
minor specification gap due to its shared manufacturer lineage, most algorithms—with
the exception of PPO—maintain a performance trend consistent with their baseline
on the source robot. Furthermore, GenPO, which leverages the expressive power of
Diffusion Models, exhibits a far more robust Average Lifespan (Alive) compared to
PPO, which suffers a significant decrease in survival duration.

While algorithms show a consistent trend of performance degradation when
deployed to the Unitree A1, the impact is far more pronounced upon transferring to
the Boston Dynamics Spot. Specifically, the significant hardware disparity of the Spot
platform triggers a catastrophic failure, leading to a near-total loss of stability as evi-
denced by the drastic lifespan reductions for both GenPO (961.39 — 58.30) and PPO
(874.32 — 4.92).

Off-policy algorithms demonstrate substantially greater resilience, maintaining
functional performance despite suboptimal control accuracy (QVPO alive count:
564.87 — 98.62). Consequently, visual inspection of deployment behaviors reveals
distinct failure modes. On-policy algorithms exhibit rapid instability and early task
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Table 8 Summary of source and target (OOD) terrains. Source terrains represent the
in-distribution environments used for policy optimization, whereas the target terrains consist of
structurally diverse, unseen geometries designed for zero-shot transfer performance testing.

Source Terrains (In-Distribution)

Terrain Description

ngerated by  sam- Target Terrains (OOD / Zero-shot)
pling heights uniformly,

demanding rapid reac- Terrain Description

tive balancing for ]
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ing and coordination to 1] =034 T ]
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and maneuverability.

.
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W

failure when facing large specification gaps, while off-policy methods maintain func-
tional, albeit suboptimal, performance for extended durations. This vulnerability
of on-policy methods in transfer scenarios questions their reliability for real-world
deployment, where robot platform variations are common.

4.6 Experiment 5: OOD Environment Generalizability

Lastly, we assess the generalization performance of RL methods on OOD environments
by introducing environmental perturbations and visual shifts, thereby evaluating the
robustness of the learned representations against unforeseen real-world complexities.
Drawing a parallel to cross-embodiment experiments, we conduct zero-shot transfer
across various challenging terrains using a Unitree Go2 model as the source policy,
which was trained on rough terrain and incorporates LiDAR, exteroception. To eval-
uate the precision of center-of-mass control, obstacle avoidance, and foot-placement
planning, we measure the policy’s KPIs (Alive, L-MAE, and A-MAE) across three
target terrains as illustrated in Tab. 8: wave, obstacle, and stepping stones.

As shown in Fig. 7 and Tab. 7, the overall trends follow similar patterns to the
performance in the original setup, with some exceptions in certain cases. On the wave
terrain, which requires center-of-mass control to prevent falling, GenPO demonstrated
high robustness, while the other algorithms experienced severe degradation in the
Alive metric. In contrast, in obstacle and stepping stone environments, we observe
significant degradation in GenPQ’s Alive metric. From qualitative observation of pol-
icy rollouts, we observe that GenPO exhibits excessively risky behaviors (e.g., failing
to maintain sufficient distance from obstacles, following commands despite dangerous
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ground in stepping stones) to obtain rewards for command tracking. We attribute
this to overfitting, which is aimed at achieving optimal rewards in the source terrain,
thereby emphasizing the necessity of safety-oriented RL research.

5 Discussion

The integration of Diffusion Policies with online Reinforcement Learning (RL) frame-
works opens a new frontier in robot learning, yet it introduces unique challenges that
distinguish it from traditional RL with Gaussian policies. In this section, we discuss
the inherent limitations of current on-policy and off-policy approaches and the algo-
rithm selection rationale for various robotic training scenarios. Furthermore, we also
outline future research directions for Online DPRL.

5.1 Topic 1. What are the current challenges of the online
DPRL?

Our empirical analysis in Sec. 4 reveals several fundamental bottlenecks inherent in
existing online DPRL paradigms. First, DIPO, one of the representative algorithms
of action gradient methods, often suffers from suboptimal performance due to the
difficulty of obtaining accurate gradients from a potentially biased Q-critic [11, 15].
Specifically, updating actions via deterministic gradients and re-storing them into the
replay buffer in DIPO may violate the Markov Decision Process (MDP) assumptions,
as the stored transitions no longer reflect the current environment-agent interaction
distribution [29].

Second, QVPO, categorized by Q-weighting methods, exhibits vulnerability to
reward scale sensitivities, as the QQ-related reweighting function is directly coupled with
the magnitude of manually designed rewards. For example, the derived Q-weighted
variational objective for diffusion policy training cannot handle negative rewards
properly [30].

Third, while the Proximity-based method, GenPO, benefits from large-scale paral-
lelization in simulation, its performance degrades significantly in resource-constrained
scenarios (refer to Sec. 4.3). Moreover, the intractability of the exact log-likelihood
in diffusion models necessitates crude approximations or specialized architectures like
invertible diffusion [72], which imposes a bottleneck on both representational flexibility
and inference speed.

Lastly, as demonstrated in Sec. 4.4, BPTT-based methods such as GenPO and
DACER encounter severe scalability issues when the number of diffusion steps is
increased. This is primarily due to gradient instability—including vanishing and
exploding gradient—which inherently arises when backpropagating through an exten-
sively long denoising chain [28, 94]

In summary, while each online DPRL paradigm offers unique theoretical advan-
tages, they collectively face significant hurdles—ranging from gradient inaccuracy and
reward-scale sensitivity to computational intractability and backpropagation-related
scalability limits. Addressing these intertwined challenges is essential for transition-
ing from specialized simulation environments to reliable, high-performance robotic
control in diverse real-world scenarios. Moreover, as simulation environments become
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increasingly efficient at supporting large-scale parallelization [22, 23|, the demand for
robust on-policy algorithms is expected to grow. Given the current scarcity of litera-
ture on on-policy DPRL compared to its off-policy counterparts, we encourage future
researchers to explore this relatively uncharted territory to unlock the full potential
of high-throughput robotic learning.

5.2 Topic 2. How do we select the online DPRL algorithms in
specific robotic scenarios?

The selection between off-policy and on-policy frameworks involves a strategic trade-
off between sample efficiency and gradient stability. On one hand, off-policy algorithms
are advantageous in scenarios with limited parallelization capabilities, such as real-
world robotic systems that permit only a single environmental agent instance. By
reusing transitions from a replay buffer, these methods maximize sample efficiency and
mitigate the high cost of data acquisition, making them indispensable for resource-
constrained settings.

On the other hand, on-policy frameworks are highly effective in environments
where massive simulation clusters are available. In such high-throughput settings, the
ability to collect data at scale effectively masks the inherent sample inefficiency of on-
policy updates. This sheer data volume allows the agent to stabilize the high-variance
gradients of the diffusion prior, ultimately facilitating more robust and consistent
convergence through fresh, on-distribution samples.

From a task complexity standpoint, researchers should first consider the trade-off
between policy capacity and sampling latency. For tasks requiring high-precision plan-
ning, increasing diffusion steps is essential. In such cases, algorithms utilizing diffusion-
specific surrogate losses are more scalable than BPTT-based methods. Notably, for
navigation and locomotion tasks requiring continuous adaptation to diverse topogra-
phies, the intrinsic brittleness of on-policy exploration must be addressed, perhaps
by incorporating off-policy data as a regularizer to prevent premature convergence in
unstructured environments.

5.3 Topic 3. What is the Future Avenue of Online DPRL?

While several studies [11, 77, 84, 85] have explored integrating online DPRL with
offline-to-online and model-based approaches, the field remains in its early stages with
numerous open challenges. To advance online DPRL toward more general robotic
applications, we identify several promising research directions that leverage established
RL paradigms, offering guidance for future investigation.

5.3.1 Action Chunking and Trajectory Planning

While existing online DPRL methods focus on single-action per-predictions (as poli-
cies), real-world robotics often employs planning-based approaches that generate
action chunks [95] or multi-step trajectories [93] (as planners). Recent work on
Q-Chunking [96] has demonstrated Q-learning extensions to action sequences for
offline-to-online RL. Integrating temporal action chunking into online model-free
DPRL could bridge reactive control and deliberative planning by leveraging diffusion
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models’ multi-step prediction capabilities to generate temporally consistent action
sequences aligned with RL objectives. This evolution from state-to-action policies
to state-to-trajectory planners would enhance sample efficiency and robustness in
long-horizon tasks.

5.3.2 Safe Reinforcement Learning Integration

Our experimental analysis (Sec 4.6) shows that simulation-trained policies can exhibit
overly aggressive behaviors from overfitting to source domains when maximizing
rewards without safety constraints. Safe RL approaches—including constraint-based
methods (e.g., Constrained Policy Optimization [97]), barrier functions [98], and
robust control [99]—could naturally integrate with online DPRL to provide for-
mal safety guarantees during exploration while maintaining diffusion-based action
expressiveness, facilitating safer deployment in safety-critical applications.

5.3.3 Multi-Agent Reinforcement Learning

Multi-agent scenarios present exponentially greater complexity than single-agent set-
tings due to non-stationarity, credit assignment, and coordination requirements.
However, advances in large-scale physics simulators capable of efficiently simulating
thousands of agents make online Multi-Agent DPRL (MADPRL) particularly promis-
ing. Initial approaches could integrate established MARL algorithms [100-102] with
online DPRL frameworks, while sophisticated extensions might leverage diffusion mod-
els’ ability to capture complex joint action distributions for coordination strategies or
employ centralized training with decentralized execution paradigms.

5.3.4 Inverse Reinforcement Learning from Demonstrations

Inverse Reinforcement Learning (IRL) [103-105] infers reward functions from expert
demonstrations, solving the inverse problem of standard RL. Since most diffusion poli-
cies [1-3] research relies on imitation learning from demonstrations, a natural extension
reformulates these as reward learning problems rather than direct behavioral cloning.
This “demonstration-to-reward-to-policy” paradigm offers key advantages: learned
rewards generalize beyond demonstrated state-action pairs, provide clear objectives
for online fine-tuning, and extract value from suboptimal demonstrations. Integrating
IRL with online DPRL enables a refined learning approach where offline behavioral pri-
ors are optimized through interaction, potentially surpassing both standard imitation
and pure offline-to-online approaches.

5.3.5 Hierarchical Reinforcement Learning

Hierarchical RL (HRL) [106-108] decomposes complex decisions into multi-level struc-
tures where higher-level policies select among lower-level sub-policies to accomplish
long-horizon tasks. This offers compelling synergy with diffusion policies: while diffu-
sion models excel at generating diverse, multimodal actions, their stochastic nature
introduces substantial variance. A hierarchical framework could employ a simpler
higher-level policy to select among trajectory samples from lower-level diffusion sub-
policies, mirroring batch action sampling [12, 15] but within a principled HRL
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structure. This transforms the exploration-exploitation trade-off from action space to
a more manageable sub-policy selection problem, enabling sample-efficient learning of
compositional behaviors while preserving diffusion models’ expressive capacity.

6 Conclusion

This paper presents the first comprehensive review and empirical analysis of Online
Diffusion Policy Reinforcement Learning algorithms, addressing the critical chal-
lenge of integrating expressive diffusion-based action representations with online
reinforcement learning for scalable robotic control. Through our proposed taxonomy,
we systematically categorize existing approaches into four distinct families—Action-
Gradient, Q- Weighting, Prozimity-Based, and BPTT-based methods—based on their
policy improvement mechanisms, providing a structured framework for understanding
the current research landscape.

Our extensive experiments across 8 RL baselines and 12 diverse robotic tasks in
the NVIDIA Isaac Lab benchmark reveal fundamental trade-offs characterizing dif-
ferent algorithmic families. Also, our analysis identifies several critical bottlenecks
currently impeding practical deployment. Current online DPRL paradigms encounter
distinct bottlenecks depending on their taxonomy: action-gradient methods struggle
with gradient bias from critics, Q-weighting approaches exhibit high reward-scale sen-
sitivity, proximity-based models suffer from architectural constraints due to intractable
log-likelihoods, and BPTT-based methods face severe scalability and stability issues
during backpropagation.

Based on these empirical findings, we provide concrete guidelines for algorithm
selection: off-policy diffusion methods are recommended for edge computing, real-world
training, or scenarios with expensive data acquisition, while on-policy frameworks are
preferable when massive simulation clusters enable high-throughput data collection.
For tasks requiring high-precision planning over long horizons, algorithms utilizing
diffusion-specific surrogate losses demonstrate superior scalability compared to BPTT-
based approaches.

Looking forward, we identify five promising research directions that could substan-
tially advance the field: (1) integrating temporal action chunking to bridge reactive
control and deliberative planning, (2) incorporating safe RL principles to prevent
overly aggressive behaviors observed in our transfer experiments, (3) extending to
multi-agent scenarios leveraging large-scale simulation capabilities, (4) reformulating
demonstrations as reward learning problems via inverse RL, and (5) employing hierar-
chical decomposition to manage high diffusion stochasticity while preserving expressive
capacity.

As simulation platforms continue advancing in both fidelity and parallelization
efficiency, and as demand for robust generalist robotic agents grows, we anticipate
hybrid approaches—combining strengths from multiple algorithmic families—will play
increasingly important roles. The systematic analysis presented in this work provides
both a rigorous performance profile of current methods and a roadmap for future
architectural innovations in diffusion-based reinforcement learning for robotics.
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Appendix A Hyperparameter setup

As discussed in the main paper, to mitigate implicit bias arising from algorithm-specific
hyperparameter tuning, we standardized all general hyperparameters across differ-
ent algorithms to ensure a fair and controlled experimental environment. The overall
hyperparameter configurations are organized as follows: First, the specific parameters
dedicated to online DPRL methods are provided in Table A1l. Tab A2 enumerates the
general hyperparameters shared by all algorithms to establish a consistent baseline,
while Tab A3 and Tab A4 respectively detail the parameters specific to the on-policy
group (PPO and GenPO) and the off-policy group (DDPG, TD3, SAC, DIPO, QVPO,
and DACER). Note that to rigorously verify whether our proposed approaches function
robustly regardless of the environment, we maintained identical task-specific param-
eters across all tasks. This restrictive setup underscores the inherent capability and
stability of the algorithms under a unified configuration.

Table A1 Algorithm-specific hyperparameters of online DPRL methods (DIPO, QVPO, DACER,
GenPO). All task-specific hyperparameters are shared across all environments.

Hyperparameters DIPO
Diffusion sampling steps 100 Hyperparameters DACER
%ctlon grz?.dlent iicepsf 20 Diffusion sampling steps 20

argEt po IC}_' update freq. 1 s Target policy update freq. 1
Action learning rate 3.0 x 10 Entropy learning rate 0.03
Hyperparameters QVPO Initial entropy value 0.02

Target entropy -dim(action)

Diffusion sampling steps 20 Alpha update frequency total timesteps / 10
Target policy update freq. 1
Running q mean 1 Hyperparameters GenPO
R i td. 0
Alll;l}?;nrie(lj 0.001 Diffusion sampling steps 5
Alpha std 0'001 Target policy update freq. 1
Entropy V\;eight 0'02 Compress coefficient 0.01
Diffusion sampling number 64 Mixing coefficient 0.9

Batch sampling number 10
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Table A2 Common hyperparameters shared across all algorithms.

Environments Cartpole Ant Humanoid Franka Lift Franka Open Drawer Allegro Cube
# of environment 1024 1024 1024 1024 1024 1024

Learning rate (Actor) 3.0 x 1074 3.0x 1074 5.0 x 1074 1.0x 1074 5.0 x 1074 5.0 x 1074
Learning rate (Critic) 3.0 x 1074 3.0 x 1074 5.0 x 1074 1.0x 1074 5.0 x 1074 5.0 x 1074
Hidden layers (Actor) [32, 32] [256, 128, 64]  [400, 200, 100]  [256, 128, 64]  [256, 128, 64] [512, 256, 128]
Hidden layers (Critic) ~ [32, 32] [256, 128, 64] 400, 200, 100]  [256, 128, 64]  [256, 128, 64] [512, 256, 128
Discount factor 0.99 0.99 0.99 0.99 0.99 0.998
GradNorm clip 1.0 1.0 1.0 1.0 1.0 1.0
Environments Anymal-D B.D. Spot Unitree Go2 Unitree G1 Unitree H1 Cassie

# of environment 1024 1024 1024 1024 1024 1024

Learning rate (Actor) 1.0 x 1073 1.0 x 1073 1.0 x 1073 1.0 x 1073 1.0 x 1073 1.0 x 1073
Learning rate (Critic) 1.0 x 1073 1.0x 1073 1.0x 1072 10x 1072 1.0 x 1072 1.0x 1072
Hidden layers (Actor) [128, 128, 128]  [512, 256, 128]  [512, 256, 128]  [512, 256, 128]  [512, 256, 128] [512, 256, 128
Hidden layers (Critic) [128, 128, 128]  [512, 256, 128]  [512, 256, 128]  [512, 256, 128]  [512, 256, 128] [512, 256, 128]
Discount factor 0.99 0.99 0.99 0.99 0.995 0.99
GradNorm clip 1.0 1.0 1.0 1.0 1.0 1.0

Table A3 Common hyperparameters shared across on-policy Algorithms (PPO, GenPO).

Environments Cartpole Ant Humanoid Franka Lift Franka Open Drawer Allegro Cube
Rollouts 16 16 32 24 96 24
Learning epochs 8 4 5 8 5 5

# of mini-batches 8 2 4 4 96 12
GAE Smoothing Param.  0.95 0.95 0.95 0.95 0.95 0.95
Desired KL 0.008 0.008 0.01 0.01 0.008 0.016
Surrogate clip 0.2 0.2 0.2 0.2 0.2 0.2
Value clip 0.2 0.2 0.2 0.2 0.2 0.2
Entropy coefficient 0.0 0.0 0.0 0.001 0.001 0.002
Value loss coefficient 2.0 1.0 2.0 2.0 2.0 2.0
Environments Anymal-D B.D. Spot Unitree Go2 Unitree G1 Unitree H1 Cassie
Rollouts 24 24 24 24 24 24
Learning epochs 5 5 5 5 5 5

# of mini-batches 4 4 4 4 4 4

GAE Smoothing Param.  0.95 0.95 0.95 0.95 0.95 0.95
Desired KL 0.01 0.01 0.01 0.01 0.01 0.01
Surrogate clip 0.2 0.2 0.2 0.2 0.2 0.2
Value clip 0.2 0.2 0.2 0.2 0.2 0.2
Entropy coefficient 0.005 0.0025 0.01 0.008 0.01 0.01
Value loss coefficient 1.0 0.5 1.0 1.0 1.0 1.0

Table A4 Common hyperparameters shared across off-policy Algorithms (DDPG, TD3, SAC,
DIPO, QVPO, DACER).

Environments Cartpole Ant Humanoid Franka Lift Franka Open Drawer Allegro Cube
Batch size 4096 4096 4096 4096 4096 4096

Replay buffer size 4096 4096 4096 4096 4096 4096

Soft update parameter  0.005 0.005 0.005 0.005 0.005 0.005

Random action steps 4 4 4 4 4 4
Environments Anymal-D B.D. Spot Unitree Go2 Unitree G1 Unitree H1 Cassie

Batch size 4096 4096 4096 4096 4096 4096

Replay buffer size 4096 4096 4096 4096 4096 4096

Soft update parameter  0.005 0.005 0.005 0.005 0.005 0.005

Random action steps 4 4 4 4 4 4
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