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Abstract

Graph neural networks have been explored as surrogate models for the finite
element method due to the computational cost. However, many models fail to
effectively capture the influence of distant nodes. This is critical in surrogate
models because boundary conditions at a distance can significantly influence the
results. To mitigate these issues, we propose iterative message passing using a
global-weight matrix assembled via the direct stiffness method. This method is
implemented through a deep equilibrium model with Anderson acceleration to
ensure fast convergence and low memory cost. Our model is evaluated on pub-
lished FEM datasets as well as a new dataset, Deformed ABC, featuring diverse
geometries, materials, and boundary conditions. Our model outperforms others
across all criteria, including a 12% lower average RMSE and a 5% higher average
R? on a complex new dataset, but differences are marginal due to saturation of
the benchmark across all models in simpler datasets.

Keywords: Surrogate model, Graph Neural Network, Finite element method

1 Introduction

The Finite Element Method (FEM) is a fundamental computational tool for engineer-
ing design analysis and scientific modeling described by Partial Differential Equations
(PDEs) [1]. Recently, its impact on engineering design has become so pervasive that
FEM is now considered essential for many engineering design and analysis tasks [2, 3].
One of the major limitations of FEM is high computational cost and time [1, 4, 5].



Reducing the computational cost of simulations meets the industry’s demand for
fast, near-real-time simulations of engineering problems [1]. Among different modeling
methods, deep neural networks have achieved significant success, as they can cap-
ture complex, high-dimensional behaviors directly from data, whereas other machine
learning models often rely on feature engineering and struggle with such data [4, 5].
Additionally, the computational cost of deep neural networks increases more slowly
with mesh resolution than that of FEM, rendering them efficient surrogate models [6].
Computational cost of neural network—based surrogate models scales linearly with the
number of operations [7], whereas the cost of FEM scales quadratically with the num-
ber of elements [8, 9]. However, ensuring high predictive accuracy remains a critical
challenge for FEM surrogate models. Inaccurate FEM predictions can substantially
increase the time and resources required for design and may also lead to suboptimal
designs or violations of design constraints [2, 10]. The previous case study demon-
strates that reducing FEM error from 2.5% to 1% reduces the suboptimal area by
96% and stress constraint violations by 70% in a deterministic optimization based on
FEM [10]. These findings highlight that even small prediction errors can significantly
affect design outcomes, underscoring the need for accurate surrogate models.
Accurately capturing interactions between nodes is critical for achieving accurate
neural network—based FEM surrogate models. Graph-based geometric deep learning
methods, such as graph neural networks (GNNs) [11], leverage message passing to
capture interactions among nodes. Their flexibility with respect to input data enables
FEM solution prediction across different mesh sizes. However, their ability to capture
long-range dependencies remains limited, as they may suffer from under-reaching and
over-smoothing. First, under-reaching is a structural limitation in which information
cannot propagate between topologically distant nodes when the number of GNN lay-
ers is less than the graph diameter [12]. This limitation is critical in FEM surrogate
models, where capturing long-range topological dependencies is essential, as solutions
can be strongly influenced by boundary conditions applied at distant nodes. In such
cases, especially for high-resolution meshes or diverse boundary conditions, a fixed
number of message-passing layers may be insufficient to propagate information across
the entire graph. On the other hand, unnecessary message-passing can lead to ineffi-
ciency and instability. To address these issues, we iteratively propagate information
along the edges using global-weight matrices until nodal features converge, ensuring
efficient propagation to distant nodes. However, repeated message passing or deeper
GNN layers may suffer from over-smoothing, in which node features become indistin-
guishable [13]. This can be a critical issue in FEM scenarios where nodal solutions
can differ significantly due to complex geometry, inhomogeneous material, and bound-
ary conditions. In our model, we assign different weights to neighboring nodes and to
nodes themselves to mitigate this issue [14, 15]. These weights place greater emphasis
on influential nodes and neglect others. Building on this idea, we further enhance the
weighting strategy by constructing a global stiffness matrix using the direct stiffness
method, one of the most popular methods for constructing a stiffness matrix in FEM
[16]. This assembly process results in diagonal dominance in the global-weight matrix
as the self-connection weight increases with the number and strength of connections.
This creates a form of informational inertia, helping each node preserve its original



identity from the influence of neighboring features. Finally, removing MLP compo-
nents at each message-passing step can prevent other issues observed in deep GNNs,
such as rank collapse [17] and gradient vanishing [18], while maintaining a deep and
flexible iteration.

Recently, augmenting graph connectivity with a reduced graph obtained via sam-
pling or pooling has been proposed to capture the influence of distant nodes [19, 20].
However, leveraging these reduced graphs can introduce performance inconsistencies
and distort geometries, leading to an incomplete representation of the original mesh
topology. In contrast, our model accounts for mesh connectivity without any modifi-
cations, as in the numerical FEM method. Graph Transformers are another emerging
approach for capturing long-range dependencies in graphs [21]. By leveraging global
attention, they allow interactions between distant nodes regardless of graph distance.
However, they typically rely on implicit mechanisms, such as positional or structural
encoding [22], rather than directly considering mesh topology. In addition, their com-
putational complexity often scales quadratically with the number of nodes, which can
limit scalability [23, 24]. To reduce computational complexity, linear attention has been
introduced to approximate attention in graph transformers, achieving linear complex-
ity [24]. However, such approaches primarily model relationships among nodal features
from a global perspective, which can limit their ability to capture interactions among
nodes [23].

In this work, we reformulate message passing as an iterative update using a global-
weight matrix to overcome the limitations of GNNs and graph transformers. In this
method, a two-by-two local weight matrix is predicted for each edge, and these matri-
ces are then assembled into a global-weight matrix via the direct stiffness method. The
global-weight matrix is used to update the node features via message passing until
the node features converge. This approach introduces two major challenges. First,
accumulating gradients over iterations can easily lead to memory shortages. Accord-
ingly, we employ a Deep Equilibrium model (DEQ) to maintain constant memory
usage regardless of the number of iterations. The converged equilibrium point in DEQ
effectively encodes the result of an unbounded number of forward passes [25]. Sec-
ond, iterative updates to node features and the DEQ’s backward solver may require
excessive iterations, slowing the model. To mitigate this issue, DEQ is often combined
with acceleration methods to improve convergence speed [25]. In this study, we adopt
Anderson acceleration, which leverages prior records to accelerate convergence to the
solution [26, 27].

Our model, Global-Weight Deep Equilibrium Attention (GDEA), is compared with
state-of-the-art GNN-based and Graph Transformer-based FEM surrogate models, as
these methods can handle meshes of varying sizes. The comparison is conducted across
multiple FEM datasets, including the Deformed ABC dataset. We introduce Deformed
ABC to address the limitations of other FEM datasets, which often lack diversity
in geometry, materials, and boundary conditions [19, 22, 28-32]. Dataset diversity is
essential for achieving uniform coverage of the design space and mitigating bias that
may limit model generalization [33]. Models that generalize across diverse simulation
scenarios can reduce the need to train separate models for each scenario [34]. We
also benchmark our model against state-of-the-art models on two publicly available



datasets: the simulated additive manufacturing displacement fields dataset [19] and
the simulated flag-waving-in-the-wind dataset [32] to evaluate its performance across
datasets with different mechanical systems and mesh types. Furthermore, we evaluate
our model through ablation studies to understand the contribution of each component.

2 Results

2.1 Deformed ABC

We generate Deformed ABC to address the limitations of other FEM datasets, which
often lack diversity in geometry, materials, and boundary conditions. Geometries are
sampled from the ABC dataset [35], which contains one million Computer-Aided
Design (CAD) models for research in geometric deep learning, and material data and
boundary conditions are randomly selected. Deformed ABC consists of 71,508 samples
with unique geometries, random material properties, and boundary conditions, ensur-
ing diversity across all factors. The average mesh volume is 216,260.75 mm?, with a
median of 17,875.02 mm3. The average number of elements is 817, with a median of
345. Fig. 1 (g) demonstrates that larger mesh volumes correspond to more elements.
The average FEM execution time is 7.81 seconds, with the median being 4.02 sec-
onds. Fig. 1 (h) shows that FEM execution time increases rapidly with the number
of elements. The average of the maximum displacement of the FEM solution is 0.04
mm, and the median is 0.02 mm. 1 (e) and (f) shows that Young’s modulus and Pois-
son’s ratio are sampled uniformly to ensure broad coverage of material properties,
with Young’s modulus sampled on a logarithmic scale. The average Young’s modulus
is 86.83 GPa, with a median of 3.13 GPa, and the average Poisson’s ratio is 0.26, with
a median of 0.26. Figure 3 demonstrates an example of FEM data.

2.2 GDEA: Global-Weight Deep Equilibrium Attention

Our model GDEA is compared against state-of-the-art GNN-based and Graph
Transformer-based FEM surrogate models, as they can handle meshes of varying
sizes, which is essential given that our datasets include meshes with varying reso-
lutions. Table 1 summarizes the model’s performance on the Deformed ABC. Our
model achieves the best performance across all criteria, as shown in Table 1, compared
with other state-of-the-art models. Compared to the next-best model GINO [22], our
model improves the average RMSE by 12% and average R? by 5%. Additionally, the
trends in the first quarter (Q1l), Median, and the third quarter (Q3) show that the
improvement is more pronounced in finite element systems, where prediction accuracy
is generally lower. Compared to the next-best model, GINO [22], our model improves
R? Q1 and RMSE Q3 by 8% and 16%, respectively, whereas the improvements in
R? Q3 and RMSE Q1 are only 2% and 5%, respectively. The same trend is observed
across comparisons with other models. Finally, our model exhibits the smallest stan-
dard deviation, improving the R? standard deviation by 4% and the RMSE standard
deviation by 3% compared to the next best model TAG-Unet [19]. The average execu-
tion time per geometry of our model is 0.023 seconds, resulting in a 99.7% reduction
compared to the numerical FEM execution time in the data generation process (7.81
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Fig. 1 This figure illustrates the distributions of (a) mesh volume, (b) number of mesh elements, (c)
FEM execution time, (d) maximum displacement in the finite element system, (e) Young’s modulus,
and (f) Poisson’s ratio. Panels (g) show the relationship between mesh volume and the number of
elements, and (h) depict the relationship between the number of elements and FEM execution time.
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seconds), as presented in section 2.1. Our model preserves the fast inference advantage
of GNNs, achieving significantly faster runtime than numerical FEM.

Table 1 Comparison to the state-of-the-art models on the Deformed ABC dataset

R? RMSE

Mean SD Q1 Median Q3 Mean SD Q1 Median Q3
m & o O O O - b )

GINO [22] 2023 0.80 0.31 0.77 091 096 6.86 4.91 3.36 5.12 8.77
GNOT [36] 2023 0.77 0.37 0.74 091 096 7.15 541 3.34 523 9.8
Transolver [37] 2024 0.51 0.38 0.31 0.61 080 11.9 544 7.60 11.1 155
TAG-Unet [19] 2025 0.80 0.28 0.77 0.90 094 7.87 4.36 4.09 5.85 8.82
AMG [20] 2025 0.76 0.28 0.71 086 093 7.87 4.37 4.72 6.60 9.71
GDEA(Ours) 2026 0.84 0.27 0.83 0.93 0.97 6.04 4.22 3.17 4.63 7.38

Model Year

GDEA is compared against state-of-the-art FEM surrogate models on additional
datasets to validate its performance across diverse mechanical systems and mesh types.
Table 2 compares the model’s performance on the simulated additive manufactur-
ing displacement fields dataset [19]. Our model achieves mixed results compared to
GNOT [36] and outperforms all the other models. Compared to GNOT [36], our model
achieves a higher mean and standard deviation of R2?, the same performance metrics
in R? Q3 and the mean, standard deviation, and Q3 of RMSE, but lower performance
in the median and Q1 of R? and the median of RMSE. While other differences are rel-
atively marginal, our model reduces the standard deviation of R? by 49%, suggesting
more consistent performance across meshes. Our model outperforms all other models
across all criteria compared to state-of-the-art models, except for AMG [20] on R? Q3,
where it is tied.

Table 2 Comparison to the state-of-the-art models on the simulated additive
manufacturing displacement fields dataset [19].

R? RMSE

Mean SD Q1 Median Q3 Mean SD Q1 Median Q3
O N N N N N O e O )

GINO [22] 2023 0.16 7.95 0.68 0.86 0.93 .014 .009 .008 .012 .017
GNOT [36] 2023 0.87 2.08 0.93 0.98 0.99 .006 .006 .002 .004 .008
Transolver [37] 2024 -0.14 14.5 0.64 0.82 091 .015 .010 .008 .013 .019
TAG-Unet [19] 2025 0.82 1.12 0.85 0.94 0.98 .009 .007 .004 .007 .011
AMG [20] 2025 0.86 1.74 0.89 097 0.99 .007 .008 .002 .005 .009
GDEA(Ours) 2026 0.88 1.06 0.92 0.97 0.99 .006 .006 .003 .005 .008

Model Year

GDEA is compared against state-of-the-art FEM surrogate models on the flag-
waving-in-the-wind dataset [32]. Table 3 shows that our model achieves mixed results



compared to multiple models. In R?, our model achieves the same performance as
GNOT [36], TAG-Unet [19], and AMG [20]. In terms of RMSE, our model achieves
the same standard deviation as GNOT [36], TAG-Unet [19], and AMG [20], and the
same Q3 as GNOT [36] and AMG [20]. The close agreement among the mean, Q1,
median, and Q3, and the overall high performance, suggests that performance is near
saturation, limiting differences between models and metrics.

Table 3 Comparison to the state-of-the-art models on the simulated
flag-waving-in-the-wind dataset [32].

R2 RMSE
Mean SD Q1 Median Q3 Mean SD Q1 Median Q3
Model O R I IR RO
GINO [22] 2023 093 0.11 093 097 0.98 0.21 0.08 0.16 0.19 0.25

GNOT [36] 2023 0.98 0.02 0.98 0.99 0.99 0.11 0.03 0.09 0.10 0.12
Transolver [37] 2024 0.91 0.16 0.90 0.95 098 0.24 0.10 0.17 0.22 0.29
TAG-Unet [19] 2025 0.98 0.02 0.98 0.99 0.99 0.11 0.03 0.09 0.11 0.13
AMG [20] 2025 0.98 0.02 0.98 0.99 0.99 0.10 0.03 0.08 0.10 0.12
GDEA(Ours) 2026 0.98 0.02 0.98 0.99 0.99 0.11 0.03 0.09 0.11 0.12

An ablation study is conducted on GDEA using Deformed ABC to understand
the contribution of each component. Table 4 explains the contribution of the ablated
components of the model. Ablating the DEQ component from the full model reduced
the average R? by 4% and increased RMSE by 12%. Ablating the linear attention
from the full model reduced the average R? by 13% and increased average RMSE by
39%. In contrast, comparing the model with and without Anderson acceleration shows
that it has a limited impact on accuracy, yielding only minor, inconsistent differences.
However, the results also show that the Anderson acceleration reduces execution time.
Anderson acceleration reduced execution time by 30% in the model with linear atten-
tion and by 23% in the model without linear attention compared to the model without
Anderson acceleration. This result is supported by the convergence iteration num-
ber demonstrated in Figure 2. The addition of average convergence iteration for node
features (Figure 2 (a)) and DEQ gradients (Figure 2 (b)) is reduced by 40% with
Anderson acceleration. Anderson acceleration reduced the number of iterations by
33% for node-feature convergence and by 50% for gradient convergence in the DEQ.
Finally, Figure 2 (c) and (d) show that the number of convergence iterations is overall
consistent across the attention blocks.

3 Discussion

On the Deformed ABC, Global-Weight Deep Equilibrium Attention (GDEA) achieves
superior accuracy over state-of-the-art FEM surrogate models, particularly for finite
systems, where prediction accuracy is generally lower, thereby demonstrating improved
consistency. We attribute this result to our model mitigating under-reaching and over-
smoothing, which can arise in complex and diverse graph data. However, the differences



Table 4 Ablation study within the GDEA on the Deformed ABC dataset.

Component Time(sec) R? RMSE

Mean Mean SD Q1 Median Q3 Mean SD Q1 Median Q3
) m ¢ O o O O O G G Q)

Attention DEQ AA

v .026 0.73 0.29 0.63 0.84 093 8.32 4.84 431 7.25 11.2
v v .020 0.73 0.29 0.63 0.83 0.93 840 4.85 435 7.31 114
v .004 0.81 0.28 0.79 090 095 6.76 4.24 3.81 546 8.38
v v .030 0.84 0.26 0.83 0.93 096 6.10 4.16 3.25 4.75 7.53
v v v .021 0.84 0.27 0.83 0.93 0.97 6.04 4.22 3.17 4.63 7.38
(a) (b)
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Fig. 2 This figure compares models with and without Anderson acceleration in terms of (a) the
number of iterations required for latent node feature convergence and (b) the number of iterations
required for gradient convergence. (c¢) and (d) show the convergence iterations of the latent node
features and gradients for DEQs in different blocks.

are marginal and mixed on other datasets. This can be explained by the diversity of
finite element scenarios. While Deformed ABC includes generic geometries, random
materials, and random boundary conditions, the other two datasets contain more lim-
ited scenarios. The simulated additive manufacturing displacement fields dataset [19]
consists of a single material and boundary condition, and the simulated flag-waving-
in-the-wind dataset [32] includes a single geometry and material. As a result, these
datasets are easier for surrogate models to predict, and they provide limited discrimi-
nation among surrogate models. Our model achieves comparable or better performance
across diverse mechanical systems and mesh-type datasets, whereas other benchmark



models’ performance varies by dataset, indicating that our model provides more con-
sistent performance across different mechanical systems. Our model requires only 0.3%
of the execution time of numerical FEM, achieving substantially higher computational
efficiency with only a modest loss in accuracy. However, unlike one-shot prediction
models, our model iteratively propagates information until the node features and the
fixed-point gradients converge. Therefore, execution time may vary depending on data
complexity. The ablation test results show that both the DEQ and the linear attention
component improve prediction accuracy. These findings suggest that modeling node
interactions through the global-weight matrix DEQ and capturing feature influence
via linear attention are both effective. Among the two components, linear attention
contributes more to prediction accuracy. This suggests that capturing the influence of
node features on the solution is more important than modeling node interactions in
finite-system surrogate modeling. Anderson acceleration does not improve prediction
accuracy but reduces the number of iterations to convergence, thereby reducing exe-
cution time. However, the reduction in execution time and the number of iterations
shows a discrepancy. The discrepancy between the execution-time reduction and the
iteration reduction is attributed to other components of the execution, such as index
matrix construction and neural network inference. The effect of Anderson accelera-
tion is expected to become more pronounced as model complexity increases, leading
to more iterations.

However, this study has several limitations. First, the model’s predictions are not
guaranteed to perfectly reflect real-world physical responses. Consequently, appropri-
ate model usage and data selection rely on the user’s domain expertise, as with other
FEM tools. Second, the scalability of the proposed model may be limited for extremely
large meshes, as it requires constructing and storing a global-weight matrix whose size
scales with the number of mesh nodes. Third, experiments are conducted on a limited
set of hyperparameters. The hyperparameters for each model are set to the optimized
values obtained with Optuna [38]. While Optuna is widely used for hyperparame-
ter optimization, alternative configurations may still lead to improved performance.
Details of the hyperparameter selection process are provided in the Supplementary
Material.

4 Method
4.1 Deformed ABC

We introduce Deformed ABC, a linear-elastic FEM dataset featuring diverse geome-
tries, randomly selected materials, and boundary conditions. Geometries are repre-
sented as a mesh graph. FEM conditions and solutions are encoded as nodal features.
Each node includes (1) three dimensional node coordinates, which represents position
of the node, (2) Signed Distance Field (SDF), a negative distance of the node from the
surface, (3) normal vector, (4) Dirichlet boundary condition, where zero is assigned to
fixed nodes and one to free nodes, (5) Nodal loads, represented as three-dimensional
vectors, corresponding to the force components, (6) material data, which is Young’s
modulus and Poisson’s ratio, and (7) displacement, which is the solution of FEM. FEM
surrogate models predict nodal displacements from other node-wise input features.
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Fig. 3 This figure shows examples of different features of the mesh in Deformed ABC. (a) shows
surface tags, inherited from the original CAD data. Different color indicates different surface tags.
Surfaces for boundary conditions are randomly selected from these tags. (b) shows the Dirichlet
boundary condition. (¢) shows nodal load magnitude. (d) shows the magnitude of displacement, which
is the solution of FEM from boundary conditions (b) and (c).

First, to collect generic geometries, we sampled them from the ABC dataset [35],
which contains one million Computer-Aided Design (CAD) models for research in
geometric deep learning. These CAD models are subsequently meshed into linear tetra-
hedral elements with a maximum element size of 10 mm using the Frontal-Delaunay
algorithm for 2D elements [39] and the HXT algorithm for 3D elements [40]. Addi-
tionally, the mesh is optimized via Laplacian smoothing to refine the surface and
edges and minimize distortion during meshing [41]. This maximum-size constraint and
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optimization ensure that, even for larger geometric features, the element size remains
appropriate, and the meshing algorithm automatically generates smaller elements in
regions with finer geometric details [42]. Two surface areas on the mesh are randomly
selected based on surface tags inherited from the original CAD model. Surfaces that
cover more than 10% of the geometry are chosen to prevent trivial displacement or
non-linear behavior. One is assigned as a fixed surface, also known as a Dirichlet
boundary condition, and the other is designated as a loaded surface, also known as
a Neumann boundary condition. Isotropic material is sampled from a wide range of
material data to ensure data distribution that adequately represents all combinations
of material data [43, 44]. Young’s modulus is sampled from 0.01 GPa to 1,000 GPa on
a log scale to cover a wide range of materials, including elastomers, foams, polymers,
technical ceramics, composites, metals, and non-technical ceramics such as concrete,
stone, brick, etc. [45]. Poisson’s ratio is sampled from 0.01 to 0.5 for a wide range
of material representations, including cork, glass, polymers, metals, rubber, etc. [46].
For the Neumann boundary condition, the direction of the load is randomly selected,
and the traction magnitude is set to 0.1% of the shear modulus. Keeping the load
magnitude fixed does not affect the generality of the results because the FEM solu-
tion scales linearly with the applied load under the assumption of linear elasticity.
The nodal load is computed from the traction force, accounting for mesh resolution.
Finally, the governing partial differential equation of linear elasticity is solved using
FEM with linear shape functions. The resulting dataset is then preprocessed via filter-
ing and scaling. Further details on the FEM formulation and data preprocessing are
provided in the Supplementary Material. Figure 3 shows an example of surface tags,
boundary conditions, and FEM solution.

4.2 GDEA: Global-Weight Deep Equilibrium Attention

] Finite
wﬁ{) Wjﬂﬁ) element o wi? 0
Pl wi?| assembly

}.[w?}‘)w?}‘)] — | . W WP W
Xk j _ ,
0 W W -
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Fig. 4 This figure explains how the global-weight matrix is generated according to the mesh. First,
the edge-wise weight matrix is predicted from nodal latent features. Then, edge-wise weight matrices
are assembled into a global-weight matrix using the direct stiffness method.

The global-weight matrix deep equilibrium attention (GDEA) comprises multiple
components. First, the nodal features are projected into a latent space via an encoder,
a multi-layer perceptron (MLP) with residual connections. Then, the encoded embed-
dings are processed by multiple attention blocks, consisting of a global-weight matrix
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deep equilibrium model (DEQ) followed by a linear self-attention layer, as illustrated
in Figure 5.
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Fig. 5 This figure illustrates the architecture of our model, Global-Weight Matrix Deep Equilibrium
Attention (GDEA). The encoder and decoder are implemented as MLPs with residual connections.
The attention block consists of two main components: (1) a global-weight matrix DEQ that captures
interactions between nodes, and (2) linear self-attention that models the influence of latent node
features on the solution.

The global-weight matrix deep equilibrium model propagates information through
multiple steps. First, the latent feature vectors of connected nodes are concatenated
and fed into the MLP, which predicts the two-by-two edge-wise weight matrix w(%/)
following eq. 1, where z; and z; denote the node features of connected nodes ¢ and j.
The MLP includes scaled tanh re-projection to strictly enforce the maximum Lipschitz
constant 0.9 and spectral normalization to ensure contraction mapping. Only three
components of the edge-wise weight matrix are predicted, given its symmetry.

(i5) , (i5)
(3) _ |Wi1 & Wi = MLP(z;, 7
wh = ij i = Ti, T5), (1)
w§2]) U’g;)

Next, we assemble the global-weight matrix W from the edge-wise weight matrix
w() following the direct stiffness method stated in eq. 2 [16]. W denotes the global
stiffness matrix, A,;; is the local-to-global degree-of-freedom (DOF) mapping matrix,
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and & is the set of edges. The size of the global-weight matrix is determined by
the geometry’s mesh size, allowing the model to handle varying mesh resolutions.
The assembled global-weight matrix captures relationships among all nodes, including
itself. Figure 4 explains how the global-weight matrix is generated according to the
mesh.

W = Z A:j wi) Aij, wl) e R2*2, (2)
(i,5)€e€

Afterward, each row of the global-weight matrix W' is normalized to sum to 0.9.
Restricting the maximum row sum to be less than 1 ensures that the mapping is
a contraction. Ensuring that a mapping is a contraction is critical for two reasons.
First, Banach’s fixed-point theorem guarantees the existence and uniqueness of a fixed
point for contraction mappings. Second, prior work shows that Anderson acceleration
is r-linearly convergent when the fixed-point map is contractive, and the coefficients
in the linear combination remain bounded [47]. The global-weight matrix W is used
to iteratively update the node features following Eq. 3, where A/(7) denotes the set
of nodes connected to node i and (-)*) indicates the k-th iteration. Convergence is
defined as the relative error in Eq. 4 falling below a predefined threshold, which is

treated as a hyperparameter.

2 = 5T Wyl (3)
JEN(3)

1£(2) = 21l W
1f(2)ll2+ €’

Accumulating gradients over iterations can easily lead to memory shortages.
Accordingly, we employ a deep equilibrium model (DEQ) to efficiently compute the
gradient via implicit differentiation [25]. The gradient % is computed via a fixed-
point iteration using Jacobian-vector products presented in eq. 5, which avoids the
explicit inversion of the Jacobian matrix to significantly reduce the computational
cost. z* denotes the fixed point 0 represents the model parameters, (+) (%) indicates
the k-th iteration, and af z,0)

(0)
‘ffe ) is the upstream gradient of the model. Iteration stops when the relative error

RelErr(z) =

) denotes the Jacobian of f evaluated at the fixed point.

in Eq. 4 falls below a predefined threshold, which is treated as a hyperparameter.

<dz*>(k+1) _0f(z10) | 0/(=".6) (dz*)(k)

do 00 0z* de 5)

Anderson acceleration is used to accelerate the convergence of the iteration in
equations eq. 3 and eq. 5. Anderson acceleration combines previous records to accel-
erate convergence, treating the number of records as a hyperparameter [26, 27, 47].
The optimal combination coefficients of the previous step are obtained by solving the
normal equations with a Tikhonov regularization term 0.1 [48, 49]. A larger regular-
ization term improves stability but slows convergence. Also, a damping factor of 0.5 is
used, which defines the mixing ratio between Anderson-accelerated and naive updates
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[27, 47]. A higher ratio of Anderson-accelerated results yields faster convergence speed,
but decreases stability.

Subsequently, we incorporate linear attention to capture the influence of nodal
latent features on the solution, as the global weight matrix focuses only on interactions
among nodes. Linear attention reorders the computation of conventional attention
to achieve linear computational cost, thereby enabling efficient learning on high-
resolution data that would otherwise incur quadratic complexity with respect to the
input size [24]. In the FEM context, linear attention first models global feature-
solution relationships across all nodes and then applies them to individual nodes,
effectively learning node-agnostic feature influence [23]. In this study, we implement
a reduced form of the heterogeneous normalized linear attention proposed by Hao
et al. [36]. While they separate node coordinates and physical features to compute
cross-attention, we perform self-attention over a single latent space, thereby combining
both spatial and physical data into a single latent representation. We combine these
to ensure that the global-weight matrix captures the nodal relationships between the
two feature types. Consequently, components that support the separation of nodal
features, such as conditional embeddings and aggregation, are removed.

Equation 7 shows the normalized linear self-attention operation. Here, N denotes
the sequence length, the number of nodes in the FEM context, D denotes the head
feature dimension, and H denotes the number of heads. n indexes the target node, i
indexes the source node, d and e index the head feature dimension ranging over 1 to
D, h indexes the attention head, where n and e are free indices defined for all valid
values of their range. Q and K are the element-wise transformed queries ) and keys
K via a positive kernel feature map ¢, as defined in 6.

Ay =o(Ql)). KX =o(kl), o(x)=GELU()+1 (6)
Q, K, and V are computed as zi,Wg, zin Wik, and zi, Wy, respectively, where z;,
denotes the input feature and Wg, Wk, and Wy, are learnable weight matrices. The
context is computed as the sum of values over all source nodes, and the attention
output is normalized to ensure numerical stability, as shown in Equation 7 [36]. After-
wards, outputs from all heads are concatenated and projected using concat!_, (-) Wo,
where Wy is a learnable matrix and z.,. represents the output of the linear self-
attention layer. Finally, the linear attention output is fed into the decoder, which has
the same architecture as the encoder, to map it to the nodal displacement and thereby
predict the FEM solution.

d=1 =1
Tout = concathH:1 ! Wo (7)
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Fig. 6 This figure presents example data of two public datasets we used for benchmarking our model
against state-of-the-art models. (a) presents examples of the additive manufacturing displacement
fields dataset [19] and (b) presents an example of flag-waving in the wind dataset [32].

4.3 Experiment Setup

GDEA is compared against a variety of state-of-the-art FEM surrogate models across
multiple datasets. We compare our model against GINO [22], GNOT [36], Transolver
[37], TAG-U net [19], and AMG [20]. These models are trained and validated on three
datasets: Deformed ABC, the additive manufacturing displacement fields dataset [19],
and simulated flag-waving in the wind [32]. While Deformed ABC is newly intro-
duced in this work, the other two datasets are previously published. The additive
manufacturing displacement fields dataset [19] collects generic geometries from the
Fusion 360 Gallery Segmentation Dataset [50] and simulates the assembly of each part
via multiple finite element analyses, generating both thermal and mechanical histo-
ries during the build process. The example data is presented in 6 (a). Compared to
Deformed ABC, this dataset conducts a more complex FEM but has lower diversity,
as it includes only a single material and a single boundary condition. Also, the mesh
consists of voxels of various sizes. For the additive manufacturing displacement fields
dataset [19] experiment, the model’s input is the coordinates of each node together
with their connectivity, and its output is the displacement vector for each node. The
simulated flag-waving in the wind dataset [32] simulates the position of a rectangular,
meshed flag under wind conditions. The rectangular flag geometry, wind condition,
and material stay the same, but the position of the flag and fixed points vary. This
dataset includes the flag’s position every 0.02 seconds over 400 steps, but we only use
the initial and final positions to train and validate the model. The example data is pre-
sented in 6 (b). For the simulated flag-waving in the wind dataset [32] experiment, the
model’s input consists of the initial position coordinates, their connectivity, the node
type (free or fixed), and the position of each node on the flag coordinate. The model’s
output is the final position of each node. Further Details of implementing these models
on the datasets are provided in the Supplementary Material. Hyperparameters of all
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models are optimized on each dataset using Optuna [38]. Details of the optimization
and hyperparameters are presented in the Supplementary Material. Next, we conduct
an ablation study to assess the contribution of each model component under the same
settings as the comparative study on the Deformed ABC dataset.

Models are validated using R? and RMSE, widely used metrics for evaluating
regression tasks [19, 42, 51]. The coefficient of determination R? quantifies the pro-
portion of variance in the dependent variable explained by the independent variables,
serving as a measure of model fit [51]. The Root Mean Squared Error (RMSE) is the
square root of the mean of the squares of all the errors, indicating how close the predic-
tion is to the ground truth [51]. To characterize performance across different geometric
configurations, we analyze the distribution of these values using the mean, standard
deviation, Q1, median, and Q3, providing insight into the variability of model perfor-
mance across cases. All models were trained and validated on a workstation equipped
with an AMD Ryzen Threadripper PRO 7965WX 24-core CPU, 256GB of ECC DDR5
RAM, and an NVIDIA RTX 6000 Ada Generation GPU (48GB VRAM).
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