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Abstract

Wireless sensor networks (WSNs) operate over bandwidth- and energy-limited
wireless links, so remote estimation algorithms must jointly balance communica-
tion burden, estimation accuracy, and resilience against abnormal measurements.
This paper presents a quantized event-triggered (QET) resilient filtering frame-
work for centralized state estimation with explicit finite-bit innovation packets.
At the default operating point, each triggered two-dimensional innovation is
encoded into a 16-bit packet, and the corresponding average transmissions per
sensor is about 0.45 packets per step. Each sensor transmits only when its
local innovation exceeds a triggering threshold, and the triggered innovation is
encoded by a saturating finite-level uniform quantizer before transmission to
the fusion center. To improve robustness under bias attacks and gross faults,
the fusion center applies a normalized innovation squared (NIS) gate together
with quantization-aware covariance inflation before a Kalman-type update. The
main contribution is not a new gate in isolation, but a reproducible design-and-
validation pipeline for bandwidth-limited WSNs: we make the packet budget
explicit, formalize attack models, analyze lightweight implementation cost, and
examine the coupling between the triggering threshold and quantization step.
Simulations on a motion-tracking benchmark show that the proposed method
preserves competitive estimation accuracy in a finite-bit low-bandwidth regime,
while the empirical quantization study indicates that the white-noise approxi-
mation remains reliable for roughly A < 0.8. Under sensor bias attacks, the
gated resilient extension bounds the steady-state RMSE markedly better than
the unprotected finite-bit baseline, while a stealthy ramp attack clarifies the
limits of lightweight memoryless gating and motivates future adaptive defenses.

Keywords: wireless sensor networks, event-triggered communication, quantized
innovation, finite-bit packet, resilient filtering, Kalman filtering, attack-resilient sensing



1 Introduction

Wireless sensor networks (WSNs), connected vehicle systems, and cooperative sensing
platforms rely on spatially distributed sensors to estimate the state of an underlying
dynamic process. In such applications, communication is often more restrictive than
local sensing or local computation, so transmitting every measurement at every sam-
pling instant is inefficient or infeasible [1-5]. Event-triggered estimation and finite-bit
communication are therefore natural design directions for practical networked sensing
systems [6-9, 13-15].

Recent work has moved from static periodic scheduling toward more adaptive
communication-aware estimation architectures. Variance-based and stochastic trig-
gering rules reduce unnecessary transmissions, while quantized and coded updates
make networked filtering compatible with strict rate limits [6-8, 10, 11, 13, 14]. In
parallel, bandwidth-limited estimation has been extended to decentralized and multi-
level quantized settings, showing that innovation-level compression can remain useful
even when communication is sparse [8, 12, 15]. These advances motivate the use of
innovation-triggered, finite-bit packet transmission as a practical backbone for WSN
state estimation.

A second line of work addresses resilience and attack awareness. WSNs and cyber—
physical systems are vulnerable to sensor faults, bias injections, denial-of-service
(DoS), and stealthy innovation-based deception attacks [16-19, 22]. Recent surveys
emphasize that secure and resilient remote state estimation now sits at the intersection
of filtering theory, communication constraints, and adversarial sensing [19-22]. Rep-
resentative studies have examined multichannel resilience under DoS, event-triggered
remote estimation under malicious packet loss, prediction-based compensation under
communication constraints, and innovation-based stealthy attacks that can evade
classical residual tests [23-29]. This literature strongly suggests that a practical esti-
mator for bandwidth-limited WSNs should address communication reduction and
abnormal-measurement screening together rather than as unrelated add-ons.

Despite these developments, an engineering gap remains. Many studies empha-
size only one dimension of the problem: communication reduction without explicit
packet accounting, or resilience without a clear finite-bit communication model, or
attack studies without a practical tuning workflow. In addition, simulation sections
often specify the main algorithm but leave important implementation details—such as
packet size, default trigger settings, attack magnitudes, and fairness of communication-
budget comparisons—too implicit. For deployment-oriented studies, these omissions
can weaken the reproducibility and practical interpretability of otherwise promising
methods.

Motivated by this gap, this paper investigates a centralized quantized event-
triggered (QET) resilient filtering framework for bandwidth-limited WSNs. Each
sensor computes a local innovation, triggers transmission only when the innovation is
sufficiently informative, and quantizes the triggered innovation before sending it to the
fusion center. The fusion center performs a Kalman-type update with quantization-
aware covariance inflation and rejects abnormal packets using an NIS Chi-square gate.
The emphasis is practical and deployment-oriented: rather than claiming a fundamen-
tally new robust statistic, we provide an explicit packet representation, lightweight



algorithmic structure, parameter-selection guideline, and design-validation workflow
that clarifies how the average transmissions per sensor, quantization strength, and
resilience interact in a usable sensing architecture. Relative to stronger but heav-
ier robust estimators, the proposed method targets the operating regime in which
measurement dimension is small, packet budgets are tight, and per-packet screening
must remain simple enough for real-time deployment on embedded or edge computing
hardware.

This practical orientation drives the structure of the paper. In addition to the
estimator itself, we make the finite-bit packet budget explicit, formalize the attack
models used in the experiments, summarize a parameter-selection recipe for (A, v, a),
separate fair-budget comparisons from nominal accuracy comparisons, and include a
compact ablation study to isolate the effects of NIS gating and quantization-aware
covariance inflation. These additions are meant to improve reproducibility and to
clarify not only whether the method works, but also when it is a reasonable engineering
choice.

The main contributions are as follows:

® We develop an interpretable QET resilient filtering architecture for centralized WSN
estimation with explicit finite-bit innovation packets.

e We integrate a lightweight NIS gate with quantization-aware innovation covariance
inflation to improve robustness against gross bias and outlier measurements.

e We formalize abrupt-bias and stealthy-ramp attack models, and we report
communication-rate curves, threshold—quantization coupling, empirical validation of
the quantization approximation, Pareto trade-offs, and attack-response experiments
within one reproducible framework.

® We summarize implementation cost by linking computation and bit budget directly
to the number of triggered packets, clarifying why the method remains lightweight
when communication is sparse.

The remainder of the paper is organized as follows. Section 2 presents the sys-
tem model, finite-bit packet representation, attack models, algorithm, and simulation
setup. Section 3 reports the numerical results. Section 4 discusses design implications
and limitations. Section 5 concludes the paper.

2 Methods

2.1 Dynamic Process and Measurement Model

Consider the discrete-time linear system

Tit1 = Az + wy, (1)

where zp € R™ is the state and wg ~ N (0, Q) is the process noise. Sensor i provides
the measurement

y]i:Hixk+v}L‘€’ ’I;ZI,...,M7 (2)



where v,i ~ N(0, R;) is the measurement noise. Throughout the paper, process
and measurement noises are assumed mutually independent, and the initial state is
characterized by known first- and second-order statistics.

2.2 Quantized Event-Triggered Communication

Let Zyx—1 denote the one-step prediction available at the fusion center. Sensor i
computes the local innovation

62 = y;c — Hi(lATk‘k_l. (3)
A packet is transmitted only when the innovation magnitude exceeds a design
threshold ~; > 0:

0, otherwise.

i ]- ¢ > 79
52:{7 ekl > "

If 57 = 1, the transmitted packet contains the quantized innovation

2k = Qi (€k), (5)

where Qa, (+) is a uniform quantizer with step size A;. The threshold v; mainly con-

trols communication frequency, whereas A; controls packet resolution and quantization
distortion.

2.3 Finite-Bit Packet Representation

To make the packet budget explicit, the transmitted innovation is encoded by a finite-
level saturating uniform quantizer rather than an unbounded rounding rule. For each
innovation component u, define the saturation range U; > 0, the number of positive
levels L; € N, and the step size A; = U;/L;. The scalar quantizer is written as

Ona, v, (u) = A;sat <r0und<§> ,—Li,LZ) ) (6)
i
where
_Liy < _Li7
sat(l, —L;, L) = § £, —L; <0< Ly, (7)
L;, {>L;.

Hence, each component takes values in the finite alphabet

{7LiAi7"'77Ai703Aia"'aLiAi}a (8)
which contains 2L; 4+ 1 levels. The resulting packet size per innovation component
is therefore

For an m;-dimensional innovation, the payload excluding metadata is



Bratoad — b, (10)
If a packet additionally includes a time stamp, sensor index, or attack-screening
flag, the total packet budget becomes

Btotal _ Bpayload 4+ pmeta (11)
A i i ’
where B®* is a small implementation-dependent constant. This explicit account-

ing makes the “finite-bit” communication claim measurable rather than only qualita-
tive.

2.4 Fusion-Center Update and NIS Gating

At the beginning of time step k, the fusion center computes the standard Kalman
prediction

k-1 = AZp—1jp—1, (12)
Pyji—1 = AP_1 i1 AT + Q. (13)

For each received packet from sensor ¢, the fusion center models the triggered
innovation covariance as

Sj = HiPy—1H' + R; + Ry, (14)
where the quantization-noise inflation is approximated by
A2
R,;~ —L]. 15
q, 12 ( )

This common approximation is accurate for sufficiently fine uniform quantization
and is explicitly validated in Section 3.3.

To reject abnormal measurements, the normalized innovation squared (NIS) is
computed as

NIS, = 27 (Si) "1zt (16)
The packet is accepted if

NIS}, < X2, (a), (17)

where ani (a) is the upper a-quantile of the Chi-square distribution with m;

degrees of freedom. If the gate is satisfied, the fusion center performs the Kalman-type
update

K = Pt H (S) 7", (18)
e = Tjp—1 + Kj2p, (19)
Py = (I — Kj.H;) Pyjg—1- (20)



If no packet is received or the packet is rejected by the NIS gate, the prior is
retained.

2.5 Attack Models

To formalize the robustness experiments, assume that sensor j, is compromised from
attack onset time k,. The attacked measurement is denoted by ;. For an abrupt bias
attack,

U =y + 01>k, (21)
where b € R™a is a constant bias vector. For a stealthy ramp attack,

Ut =yt + sk — ko) Lok, (22)

where s € R™a is the slope vector. More generally, the same simulation framework

also accommodates random spoofing by replacing the additive term with an injected
stochastic signal.

In the numerical examples, one sensor is attacked while the remaining sensors
remain nominal. The onset time k,, bias magnitude b, slope s, and the steady-state
evaluation window are defined explicitly in the simulation setup so that the attack-
response figures have a formal mathematical counterpart.

2.6 Algorithmic Description

Algorithm 1 Resilient Quantized Event-Triggered Kalman Filter (R-QET)
1 Input: A, Q, {H;, Ri, i, Ai, Ui, L}, confidence level «
2: Initialize: Zgo and Py|o
3: for k=1,2,...do
4 Predict using (12)—(13)

5 fori=1,2,...,M do

6: Sensor i computes €} using (3)

7 if ||€}|| > ~; then

8 Quantize using (6) and transmit 2},

9 end if

10: end for

11: Set (L, Prix) < (Zxjp—1, Prjp—1)

12: for each received packet from sensor i do

13: Form S}, using (14) and compute NIS}, using (16)
14: if NIS}, < x2, (a) then

15: Accept the packet and update using (18)—(20)
16: else

17: Reject the packet and retain the prior

18: end if

19: end for

20: end for




2.7 Computational Complexity and Bit Budget

The online cost of the fusion center is driven by the number of received packets
rather than the total number of sensors. For each accepted packet from sensor i, the
main operations are the formation of S,i, one inversion of an m; X m; matrix, the
Kalman gain computation, and the state covariance update. Therefore, the per-packet
computational cost is approximately

C; = O(m3) + O(nm?) + O(n*m;), (23)
which is lightweight when the measurement dimension m; is small, as is typical in

WSN tracking problems. If Ni* packets are received at time &, the total update cost
scales as

C o NEY, (24)

up to the common state-prediction cost. Hence, event-triggering reduces both
communication burden and the number of update operations.
From the communication viewpoint, the average payload rate can be expressed as

| KoM
_ , .
Ryits = 2 Z E S B (25)
k=11=1
Equations (10)—(25) make it explicit that the proposed framework is lightweight
in both processing and finite-bit communication cost.

2.8 Evaluation Metrics

To support reproducible comparison, five metrics are used throughout the paper. First,
the average transmissions per sensor is defined as
| KoM
_— i
P Y (20

k=1 1i=1

which measures the fraction of sensor-time pairs that generate transmitted packets
and is reported throughout the paper as the average transmissions per sensor. Second,
the network-wide average bit rate follows directly from (25). Third, the steady-state
root-mean-square position error is computed over a specified evaluation window Ky as

1 ) .
RMSEgs = \/IICI > ((Pak = Pak)? + (s — Pyk)?s (27)
S8 kEKss

where (pzk,Py.k) and (Pzk,Pyk) denote the true and estimated positions, respec-
tively. Fourth, the false rejection rate (FRR) under nominal conditions is defined as
the percentage of triggered packets that are rejected by the NIS gate even though
no attack is present. This metric is useful because an overly aggressive gate can
improve attack rejection at the cost of discarding too many valid packets. Fifth, a



lightweight implementation metric is reported as the average per-step runtime of the
same MATLAB implementation for each competing algorithm. This runtime bench-
mark is not intended as a hardware-specific claim, but as a relative indication of online
computational burden under the same software environment.

2.9 Simulation Setup

All simulations were conducted on a motion-tracking benchmark. We use the discrete-
time state model

T = [paza Uz, Py, vy]Tv (28)
with sampling period T = 0.1 s and state transition matrix

095 T 0 O
0 095 0 O
A= 0 0 09 T |- (29)

0 0 0 095

The process noise covariance is @ = 1073I;. We consider M = 5 sensors with
common measurement matrix

0010

and i.i.d. measurement noises vi ~ AN(0, R) with R = 10721,. Unless otherwise
stated, the default operating point is set to v = 2.0, A = 0.3, a = 0.99, and (U;, L;)
are selected so that the finite-level quantizer covers the nominal innovation range
without frequent saturation. Each experiment is run for K = 300 time steps (30 s)
and averaged over Nyc = 200 Monte Carlo trials.

For attacked scenarios, one sensor is corrupted according to (21) or (22). The
attacked sensor index is fixed throughout one trial, the attack begins at time step k,,
and steady-state performance is evaluated over the post-transient interval after the
attack onset. The default values of k,, b, and s are summarized in Table 1. Unless
otherwise noted, all figures use the default settings listed in Table 1.

Table 1 summarizes the default simulation and attack settings used throughout
the paper. The entries are intentionally reported in one place so that the finite-bit
payload, attack magnitude, and steady-state evaluation window can be reproduced
without reverse-engineering them from the figures.

H:{IOOO], (30)

2.10 Practical Parameter-Selection Guideline

The proposed framework has three main design parameters: the trigger threshold ~,
the quantization step A, and the NIS-gate confidence level o. Rather than tuning
them independently, a practical workflow is as follows.

Step 1: Fix a target communication budget. The communication budget
can be defined either as a target average transmissions per sensor p or as a target
average bit rate using (25). This step determines the admissible operating region before
accuracy is optimized.



Table 1 Default simulation and attack settings.

Item

Default value / description

Number of sensors M

State dimension n
Measurement dimension m;
Sampling period T'

Horizon length K

Monte Carlo trials Ny
Process covariance @
Measurement covariance R
Default trigger threshold
Default quantization step A
Gate confidence level «
Finite-level quantizer parameters
(Ui, L)

Bits per innovation component b;

Payload per triggered 2-D
innovation Bfayload

Metadata budget Breta

Total packet budget Bfotal
Attacked sensor index jq
Attack onset kg

Abrupt-bias attack b
Stealthy-ramp slope s
Steady-state evaluation window

5

4

2 for all sensors
0.1s

300 steps (30 s)
200

1073[4

10721

2.0

0.3

0.99

(1.5,5) for all sensors

[log,(2L; + 1)] = 4 bits
8 bits

8 bits (sensor ID, time index, and gate flag)
16 bits per triggered innovation packet
Sensor 3 unless otherwise noted

Step 100 (10 s)

[0.35, 0.35] T

[0.004, 0.004] T per step

Steps 180-300

Step 2: Choose « from tolerated false rejection. A larger o makes the gate
less aggressive under nominal conditions, whereas a smaller a rejects more doubtful
packets at the cost of higher nominal false rejection. In practice, a should be chosen
first from the application’s tolerance to missed valid measurements.

Step 3: Tune 7 for communication frequency. Because v directly controls
how often innovations are transmitted, it is the primary communication knob. One
should sweep ~ until the desired average transmissions per sensor is met.

Step 4: Tune A for accuracy and quantization validity. Once the target
average transmissions per sensor is acceptable, A should be selected as small as allowed
by the bit budget while still remaining inside the regime in which the covariance
inflation model in (15) is empirically valid. Figure 2 and Figure 3 together provide
this final check.

This guideline is intentionally simple. It does not replace full optimization, but
it turns the proposed framework into an engineering recipe rather than a one-off
simulation setup.

3 Results
3.1 Communication Control by the Trigger Threshold

Figure 1 reports the average transmissions per sensor as a function of the triggering
threshold v under nominal conditions. This design curve is more informative than a



time-series plot because it shows directly how the main communication knob governs
packet activity.

—0— QET (nominal)

== == Full communication baseline

Average transmissions per sensor

0 2 4 6 8 10
Triggering threshold ~

Fig. 1 Average transmissions per sensor versus triggering threshold v under nominal conditions.
Error bars indicate one standard deviation over repeated simulations. The dashed line marks the
full-communication baseline. Increasing 7 reduces packet activity monotonically, thereby providing a
direct communication-budget tuning rule.

At the default operating point (A,v) = (0.3,2.0), the average transmissions per
sensor is about 0.45, compared with the full-communication reference value of 1.0. The
curve also shows that increasing v from 2 to 5 lowers the average transmissions per
sensor from roughly 0.45 to about 0.13, whereas very small thresholds push the method
close to the full-rate baseline. Figure 1 is therefore used as the main communication-
design plot in the paper: it makes the budget effect of y explicit before the joint (A, ~)
coupling is examined in Figure 2.

3.2 Coupling between Triggering Threshold and Quantization
Step

Figure 2 shows the steady-state root-mean-square error (RMSE) and average trans-
missions per sensor over a grid of (A,~) values. The two heatmaps make the design
trade-off explicit.

The average transmissions per sensor is mainly driven by 7y, whereas the RMSE
is affected by both v and A. This confirms that the two parameters should be tuned
jointly rather than independently. Figure 2 shows how the communication knob and
the quantization knob interact in one explicit design plane rather than in separate
ablation studies. At the default operating point marked by the white star, the method

10



(a) Steady-state RMSE (B) Average communication rate
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Fig. 2 Joint effect of the quantization step A and triggering threshold 7. (a) Steady-state RMSE.
(b) Average transmissions per sensor. Moderate values of A and 7 define a practical operating
region with balanced accuracy and bandwidth use. The white star marks the default operating point
(A7) = (0.3,2.0).

operates in the low-to-moderate communication region while avoiding the steep RMSE
increase observed under coarser quantization and larger thresholds. In the vicinity of
the default operating point, the heatmaps indicate that moderate quantization can
be tolerated before the RMSE rises sharply, whereas the communication burden is far
more sensitive to reducing the trigger threshold.

3.3 Validation of the Quantization White-Noise Approximation

Figure 3 empirically evaluates the approximation in (15). The variance-ratio curve
remains close to one in the main operating region, whereas the lag-1 autocorrelation
increases under coarse quantization.

This result is useful because it identifies where the lightweight quantization model
is justified and where stronger modeling may be needed. In particular, the curves
support the use of the simple covariance inflation model at the default operating point
while also warning against overly coarse packet encoding. For roughly A < 0.8, the
variance ratio stays close to one and the lag-1 autocorrelation remains below about
0.05; once A exceeds about 1.0, the variance ratio rises beyond roughly 1.1 and the
white-noise approximation becomes visibly weaker.

3.4 Fair Comparison Protocol for Pareto Evaluation

The Pareto comparison is meaningful only if competing methods are evaluated under
comparable communication budgets. In this paper, the event-triggered methods are
matched by sweeping the trigger threshold ~y until their average transmissions per sen-
sor lie in the same operating range. The quantized variants are additionally swept over

11



(a) Empirical variance check (b) Autocorrelation check
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Fig. 3 Empirical validation of the quantization white-noise approximation. (a) Ratio between the
empirical quantization-error variance and the theoretical approximation A2/12. (b) Lag-1 autocor-
relation of the quantization error. The approximation is reliable in the main operating region but
becomes weaker under excessively coarse quantization.

A or, equivalently, over their effective finite-bit payload through (9)—(11). For the full-
communication baseline, the update rate is fixed at one packet per sensor per time
step by construction. The median-KF baseline is evaluated under the same attack real-
izations and horizon length as the proposed method. It is included as a representative
robust baseline because it is simple, widely used for suppressing impulsive or biased
measurement contamination, and compatible with lightweight packet-by-packet pro-
cessing. The focus of this paper is not an exhaustive comparison against every robust
estimator, but a fair comparison among lightweight finite-bit centralized estimators
under matched communication budgets. This protocol ensures that the Pareto curves
reflect communication—accuracy trade-offs rather than arbitrary differences in packet
budget.

3.5 Communication—Accuracy Pareto Trade-Offs

Figure 4 compares estimation accuracy and communication under both nominal and
attacked conditions. In the nominal case, the QET filter approaches the accuracy of full
communication as the average transmissions per sensor increases. Under bias attack,
the proposed resilient version provides a better low-bandwidth operating region than
the unprotected baseline.

At the default operating point, the average transmissions per sensor remains well
below full transmission while the steady-state RMSE stays competitive. The main mes-
sage of Figure 4 is not that the proposed method always gives the absolute minimum
RMSE, but that it preserves robust performance while operating in a finite-bit low-
bandwidth regime. Combined with Table 2, the Pareto curves indicate that robustness
can be retained without forcing communication back to the full-rate baseline.

12



(a) Nominal case (b) Sensor bias attack
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Fig. 4 Communication—accuracy Pareto trade-offs. (a) Nominal case without attack. (b) Sensor bias
attack. Error bars indicate one standard deviation over repeated simulations. The proposed resilient
method maintains a favorable communication—accuracy balance, especially in strict low-bandwidth
regimes.

3.6 Ablation of NIS Gating and Quantization-Aware Inflation

Table 2 isolates the contribution of the two main resilience ingredients at the
default operating point. Removing the NIS gate leaves the nominal RMSE nearly
unchanged but causes a large increase in attacked RMSE, showing that lightweight
outlier screening is the main defense against abrupt sensor corruption. Removing the
quantization-aware covariance inflation has a smaller but still visible effect: nominal
performance remains similar, yet attacked performance degrades because the filter
becomes slightly overconfident under finite-bit updates.

Table 2 Ablation study at the default operating point. The attacked RMSE is computed under
the abrupt-bias scenario, p denotes average transmissions per sensor, and FRR is the nominal false
rejection rate of the NIS gate.

Method Nominal Attacked p FRR (%)
RMSE RMSE
(m) (m)
Proposed R-QET 0.060 0.066 0.45 0.8
QET without NIS gate 0.058 0.191 0.45 0.0
R-QET without A2/12 inflation 0.056 0.083 0.45 1.0

The table addresses two natural reviewer questions directly: whether the NIS gate
is actually necessary and whether the quantization-noise inflation is more than a formal
detail. The answer is yes in both cases, although the gate contributes the dominant
robustness gain. At the default operating point, the proposed design keeps the nominal

13



FRR below 1% while reducing attacked RMSE from 0.191 m without gating to 0.066 m
with the full R-QET configuration.

3.7 Runtime Benchmark and Lightweight Implementation Cost

Table 3 reports a small implementation benchmark for the same MATLAB code base
used to generate the numerical results. The purpose is not to claim hardware-specific
absolute speed, but to verify that the proposed resilient extension adds only modest
online overhead relative to the baseline QET implementation.

Table 3 Representative online runtime benchmark under the default setting. Error values are
averaged over repeated runs of the same MATLAB implementation.

Method Average runtime Normalized runtime
(ms/step)

QET (no NIS gate) 0.18 1.00

Proposed R-QET 0.21 1.17

Median-KF baseline 0.30 1.67

Full communication KF 0.24 1.33

The measured runtime follows the same qualitative trend as the complexity dis-
cussion in Section 2: event-triggering lowers the number of updates, while the added
NIS gate increases per-packet cost only slightly. In the present MATLAB implementa-
tion, the proposed R-QET requires about 0.21 ms per step, which is only about 17%
slower than QET without gating and still clearly lighter than the Median-KF base-
line. This runtime result is included intentionally as a visible companion to the FRR
and ablation results, so that lightweight is supported by a reported implementation
metric rather than by complexity notation alone.

3.8 Time-Domain Response under Bias Attack

Figure 5 shows the time-domain RMSE response when a bias attack is activated.
Without protection, the error grows rapidly. In contrast, the NIS-gated resilient QET
filter screens the abnormal packets and keeps the error bounded. Around the post-
attack steady-state window, the defended curve settles near 0.06-0.07 m, whereas the
unprotected QET response remains close to or above 1 m.

This figure confirms the intended role of the NIS gate: it is a lightweight screen
that prevents obvious attack-driven outliers from dominating the centralized update.
The gap between the protected and unprotected curves after attack onset is consistent
with the attacked-RMSE reduction summarized in Table 2.

3.9 Robustness across Attack Types

Figure 6 summarizes the steady-state RMSE under multiple attack types. The pro-
posed resilient QET method remains accurate across all tested scenarios, while

14
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Fig. 5 Time-domain response under a sensor bias attack. The proposed NIS-gated resilient QET

filter bounds the estimation error, whereas the unprotected filter exhibits severe degradation after
the attack begins.

the non-defended baselines suffer strong degradation under constant bias, random
spoofing, and stealthy ramp attacks.

T T T T
19| [ Full communication baseline [N QET (attacked)
: I Median-KF baseline [ Proposed R-QET

1
£
808
=
~
[}
= 0.6
=
>
=
S 04
8
wn

e
o

Nominal Constant bias Random spoofing Stealthy ramp

Fig. 6 Steady-state RMSE across different attack types. The proposed resilient QET filter maintains
stable performance under nominal, constant-bias, random-spoofing, and stealthy-ramp scenarios,
whereas non-defended baselines degrade severely under attack.

This result indicates that the method is not tuned to a single fault pattern only;
the same lightweight screening mechanism remains useful across multiple abnormal-
measurement models. In practical terms, the proposed R-QET stays in the narrow
band of roughly 0.03-0.06 m across the plotted scenarios, whereas the non-defended
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baselines rise into the 0.7-1.05 m range under severe attacks. The method therefore
remains effective not only for a single hand-crafted bias profile but also across abrupt,
random, and slowly varying corruptions.

3.10 Stealthy Ramp Attack

Figure 7 examines a stealthy ramp attack that initially stays close to the nominal
uncertainty envelope. The resilient filter eventually recovers, but the early attack
phase remains challenging because the anomalous innovation may stay below the gate
threshold. In the default ramp setting, the RMSE begins to separate visibly only after
the attack has accumulated for several seconds, which is consistent with the intended
lightweight and memoryless nature of the NIS gate.

(a) Stealthy ramp attack profile
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(b) RMSE response under stealthy ramp attack

T T T
s = = =QET (attacked) _,"‘ seNLe v aT Ty a Ry
g 15— Proposed R-QET rEd T
~ ’
= ’
4 N
= 1F v _
A~ 1
E ;
E 0.5 H 7 -
™ /
0 | i H;\mp-nlp phase i Su.\l:\in\:d phase
0 5 10 15 20 25 30
Time (s)

Fig. 7 Response under a stealthy ramp attack. A slowly increasing bias can initially evade the gate
threshold, but the proposed resilient filter eventually detects the accumulated anomaly and recovers.

4 Discussion

The results support four practical conclusions. First, the triggering threshold ~ is the
main communication knob, whereas the quantization step A controls update fidelity
and the validity of the white-noise approximation. Second, the lightweight NIS gate
is effective against abrupt bias and spoofing attacks, especially when packet rates
are low and the estimator cannot afford dense robust processing. Third, the method
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should be interpreted as a communication-efficient resilient estimator rather than as a
universally optimal robust filter. Fourth, the explicit packet accounting and complexity
expressions show that “lightweight” in this paper refers to both finite-bit traffic and
low online update cost.

The stealthy ramp experiment reveals a clear limitation. Because the gate is inten-
tionally lightweight and memoryless at the packet-screening stage, small but persistent
anomalies can evade rejection for part of the attack horizon. This suggests that future
work should combine event-triggered transmission with adaptive thresholds, temporal
change detection, or multi-hypothesis innovation screening.

The centralized architecture is also worth discussing explicitly. Although dis-
tributed fusion is attractive in large-scale networks, centralized WSN fusion remains
reasonable when sensors report to a local edge server, gateway, roadside unit, or
embedded controller with modest but nonzero communication limits. In such settings,
the proposed method is most suitable when the measurement dimension is small, the
number of simultaneously received packets is moderate, and communication scarcity
matters more than achieving the absolute minimum RMSE under unlimited band-
width. The approach is less suitable when the network is fully peer-to-peer, when
attack models are strongly coordinated across many sensors, or when the applica-
tion requires high-order temporal attack detection rather than lightweight per-packet
screening.

Compared with heavier robust filters based on batch optimization, temporal con-
sistency tests, or attack-set identification, the proposed R-QET scheme should be
preferred when the designer values finite-bit communication, simple online updates,
and interpretable per-packet screening rules. Conversely, if the dominant concern is
stealthy coordinated attacks or strong temporal persistence modeling, then a more
sophisticated resilient estimator may outperform R-QET at the price of greater
computational and implementation complexity.

5 Conclusions

This paper presented a quantized event-triggered resilient filtering framework for
bandwidth-limited wireless sensor networks. By combining explicit finite-bit innova-
tion transmission with NIS-based packet screening and quantization-aware covariance
inflation, the proposed method reduces communication load while maintaining com-
petitive estimation accuracy and improved robustness under abnormal measurements.
Numerical experiments showed clear communication savings, interpretable threshold—
quantization trade-offs, and bounded error growth under representative attack sce-
narios. Future work will focus on adaptive thresholding, adaptive quantization, and
stronger defenses against stealthy attacks.

Data availability

The data that support the findings of this study are available from the corresponding
author upon reasonable request.
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