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Abstract To address challenges in fire and smoke de-

tection under complex environments—minuscule early-
stage targets, large shape variations, weak features, and

the need for lightweight real-time deployment—this pa-

per proposes LMFSNet, a lightweight multi-scale col-

laborative detection network. The network integrates
three key components. First, a lightweight multi-scale

feature extraction module (MFE-C2f) handles target

scale variations with low computational cost. Second,
an efficient multi-scale context fusion module (EMCF)

uses attention mechanisms to enhance global semantic

associations, improving ambiguous feature discrimina-

tion while suppressing background interference. Third, a

lightweight fusion path based on the Simplified Feature

Transfer Module (SFTM) enables efficient multi-scale

information exchange under real-time resource con-

straints. Additionally, combining the SlimHead detec-

tion head with a high-resolution P2 detection layer and

the multi-scale adaptive loss (MSAW Loss) improves
sensitivity to small early-stage targets and regression

stability. To support training and evaluation, we con-

struct a high-quality multi-scenario fire-smoke dataset

(FSD). Experimental results show that our method sig-

nificantly boosts detection accuracy while maintaining

high inference efficiency, offering an effective solution for

real-time fire early warning in complex environments.
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1 School of Information Science and Technology, Southwest
Jiaotong University, Chengdu, 610000, China
E-mail: xx zxhua@swjtu.edu.cn
* Corresponding author

1 Introduction

As one of the most destructive natural disasters, fires

pose a severe threat to global public safety due to their

sudden onset and rapid spread. According to the United

Nations Office for Disaster Risk Reduction (UNDRR),

fires cause over $100 billion in direct economic losses

worldwide each year and result in hundreds of thousands
of casualties[1]. In complex environments such as forests,

chemical industrial parks, and high-rise buildings, early

and precise fire monitoring is critical for disaster pre-

vention and mitigation [2].

Traditional fire detection methods focus on extract-

ing visual features such as color[3], shape [4], and texture

[5]. For instance, Vipin et al.[6] identified fire pixels by

separating luminance and chrominance in the YCbCr

color space; Chen et al.[7] combined HSI and RGB color

statistics to segment candidate regions, then extracted

LBP texture features for SVM classification; Zhang et

al.[8] proposed an adaptive threshold fire-smoke color

model. However, these methods rely on manually de-

signed shallow features, exhibiting limitations such as

insufficient robustness, limited coverage, poor environ-

mental adaptability, and response delays. They struggle

to meet the real-time and reliability demands of modern

intelligent security systems.

In recent years, deep learning has enabled data-

driven object detection methods to offer novel solu-

tions for fire and smoke detection. Two-stage and single-

stage detection frameworks like Faster R-CNN [9] and

RetinaNet[10], alongside lightweight networks such as

MobileNet [11] and EfficientNet [12], have significantly

improved detection accuracy through end-to-end train-
ing. Concurrently, Transformer-based models [13] such

as Swin Transformer[14] and RT-DETR[15] have demon-
strated strong performance in smoke detection within
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Fig. 1 Examples of scenes similar to fire and smoke.

complex backgrounds due to their global attention mech-

anisms.

Among numerous frameworks, the YOLO[16] series

models have become widely adopted baselines in fire and

smoke detection due to their balance between accuracy

and speed. Extensive research has focused on targeted

enhancements to the YOLO series: for instance, introduc-

ing attention mechanisms in YOLOv5[17] or integrating

hybrid attention in YOLOv6[18] to enhance feature rep-
resentation. Recent improvements targeting YOLOv8
have been particularly active, with strategies such as

designing lightweight modules, introducing multi-scale

fusion mechanisms, or adding high-resolution detection

layers.

However, fires and smoke challenge generic detectors

due to their highly dynamic irregular shapes, extreme

scale variation (from full-frame smoke to pixel-level

fires), and easy confusion with clouds, fog, lights, or

red flags [19][20] (Fig. 1). This leads to low sensitivity

to tiny initial targets (high false negatives), susceptibil-

ity to similar distractors (high false positives), and a

trade-off between model complexity and real-time per-

formance—lightweight designs sacrifice features while

heavy modules increase compute.

To address these, we propose LMFSNet (YOLOv8
baseline) with five targeted designs: MFE-C2f backbone

handles variable scale and diffuse smoke via parallel

multi-branch progressive fusion; EMCF tackles smoke

edge blurring and background confusion through global

semantic understanding; SFTM-based lightweight Neck

balances complexity and speed; SlimHead with high-

resolution P2 layer enhances sensitivity for small-scale

initial fires and sparse smoke; and Multi-Scale Adaptive

Weighted Loss (MSAW Loss) optimizes regression across

all scales. Together, these achieve high accuracy, speed,

and robustness.

– Constructed the FSD dataset with diverse annotated

images, providing a benchmark for fire and smoke

detection.

– Proposed MFE-C2f backbone that fuses multi-

receptive-field features via parallel branches and pro-

gressive refinement, reducing parameters and com-

putations while maintaining robust full-scale repre-

sentation.
– Designed EMCF for global semantics via attention

to enhance weak target discrimination, and SFTM

to rebuild FPN with lower overhead and real-time

fusion.
– Developed SlimHead with P2 layer for small-target

sensitivity, and MSAW loss with scale-aware dynamic

weighting to boost accuracy and robustness across

scales.

2 Related work

2.1 Deep learning-based fire and smoke detection

methods

Deep learning enables end-to-end feature extraction

for fire smoke detection, boosting accuracy. CNNs are

widely used for robust local features. For instance, Sham-

soshaara et al. [21] used a U-Net encoder-decoder to

segment fire regions; Khan et al. [22] designed a stacked-

encoded EfficientNet that reduces false alarms via cost-

sensitive learning. To enhance feature representation,
multi-scale and attention mechanisms have been incorpo-

rated: Feng et al.[23] used dense connections and group-

channel attention for cross-layer fusion; Li et al. [24]

integrated attention with network pruning in DenseNet

for simultaneous smoke and fire detection; Khan et al.

[25] proposed Cross-Module Attention Network (CANet)

using compression-expansion paths to focus on fire areas.

However, CNN-based methods face limitations.

Smoke exhibits diverse morphologies and extreme scale

variations, and early-stage minute targets have weak

features prone to misclassification. More critically, CNN

local receptive fields limit global context and long-range
dependency modeling, essential for distinguishing smoke

from clouds, haze, or fog.

To overcome these, recent research uses attention

mechanisms and Transformers for global perception.
Zhang et al. [26] embedded attention gate units in a U-

shaped architecture to amplify useful features. Lin et al.

[27] adopted Swin Transformer as a backbone, leveraging

hierarchical self-attention for global context. Multi-scale

perception has been further strengthened: Zhan et al.

[28] introduced parallel spatial attention and small-scale

transformed feature pyramids in YOLOX-L; Huang et

al. [29] combined multi-scale contextual contrast with

dense pyramid pooling in deformable DETR; Li et al.

[30] designed multi-dimensional window attention and a

feature pyramid based on Swin Transformer. Wu et al.

[31] explored CNN-Transformer complementarity, using

CNNs for shallow details and Transformers for deep

global representations. These works laid a foundation
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Fig. 2 Overall model structure of LMFSNet.

for precise fire smoke detection in complex dynamic

environments.

Deep learning has raised accuracy upper limits,
but high computational complexity contradicts real-

time, low-power requirements. Thus, embedding high-
performance perception into lightweight architectures

for resource-constrained deployment remains a critical

challenge.

2.2 Lightweight network-based fire and smoke detection

methods

Fire smoke detection systems are often deployed on edge

devices with limited computational resources. Pursuing

lightweight and efficient models while ensuring detection

accuracy holds critical practical significance. Existing

lightweight research follows two technical paths with
distinct design priorities in the accuracy-speed trade-off.

One approach focuses on extreme computational ef-

ficiency through structural innovations. For instance,

Chen et al. [32] proposed FasterNet with Partial Con-

volution (PConv) to reduce computational overhead

by eliminating redundant operations. Jin et al. [33]
developed SWVR, combining reparameterization with

parameter-free attention to lower complexity. Cai et

al. [34] introduced FalconNet, systematically decom-

posing lightweight optimization from architecture to

operators. While these approaches achieve high infer-
ence speeds, they sometimes face challenges in detection

accuracy—particularly small object recall—when en-

countering early-stage fire smoke targets with variable

morphologies and weak features, due to limited feature

extraction capability.

Another stream selectively introduces enhancement

modules into lightweight frameworks to better balance

accuracy and efficiency. For instance, Sung et al.[35]
integrated YOLOv8 with iGhostNet and attention mod-

ules to enhance accuracy while controlling costs; Chen

et al. [36] proposed GS-YOLOv5, using Ghost module

to reduce parameters while introducing Coordinate At-

tention (CA) to strengthen spatial perception; Shen et

al. [37] constructed a lightweight backbone combining

deformable convolutions with Transformer structures.

These approaches trade moderate overhead for higher
accuracy, with overall efficiency hinging on optimal co-

design between lightweight foundations and enhance-

ment modules.

The core challenge is balancing extreme efficiency

with robust representation for diverse scale-varying tar-

gets, especially early faint features. Existing approaches

trade off: fast inference misses small targets, while accu-
rate designs sacrifice speed. Thus, an integrated archi-

tecture fusing efficient computation, robust extraction,

and context understanding is needed.

3 Methods

3.1 Architecture overview

To address the diversity in fire smoke target morphology

and scale, and real-time requirements, we propose LMF-
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SNet, a lightweight detection model (Figure 2). Its core

is a multi-scale feature extraction backbone that uses an
MFE-C2f module for progressive multi-scale perception,

providing feature primitives rich in detail and seman-

tics. The Efficient Multi-Scale Context Fusion (EMCF)

module endows features with global understanding, en-

abling clear distinction of fire/smoke from complex back-

grounds. To efficiently integrate multi-scale information,
a lightweight SFTM module reconstructs the feature

pyramid network (Neck), reducing computational over-

head while preserving feature integrity. The SlimHead
detection head enhances sensitivity and localization for

small targets (e.g., early flames, faint smoke) by in-

troducing a high-resolution P2 layer and a lightweight

attention mechanism.

3.2 Lightweight backbone network

To handle scale variation, ambiguity, and real-time con-

straints, we replace YOLOv8’s deep convolutions with

MFE-C2f (Figure 3), enabling low-cost progressive multi-

scale extraction from minute fire to diffuse smoke. Stack-
ing it yields an efficient, accurate lightweight backbone.

The module uses Depthwise Convolution (DW-

Conv) as its core operator, reducing complexity from

O(HWCK2C) to O(HWC(K2 + C)) (H,W : spatial
dimensions, C: channels, K: kernel size). We select

(3× 3, 5× 5, 7× 7) kernels for parallel branches, forming
a progressive receptive field from local details to mid-to-

long-range context. The 3× 3 kernel is the base; 5× 5

and 7× 7 expand perception. This balances efficiency:

a single moderately enlarged kernel reduces inter-layer
computation compared to stacking two 3 × 3 kernels.
Larger kernels (e.g., 9 × 9) are avoided because their

O(K2) cost rises faster than the marginal benefit.

The module achieves multi-scale extraction via struc-

tured information flow. Input Fin ∈ R
H×W×C is split

into three branches:

F1, F2, F3 = Chunk(Fin) (1)

where F1, F2, F3 ∈ R
H×W×C/3.

The finest-scale branch F1 passes through a 3 × 3

depthwise separable convolution to obtain F ′

1, then a

parameter-free parallel pooling attention (GAP+GMP

summed and Sigmoid-activated) calibrates features into

F11, focusing on local cues like initial fires or smoke

textures:

F ′

1 = DWConv3×3(F1) (2)

F11 = F ′

1 ⊗ δ
(

GAP(F ′

1) + GMP(F ′

1)
)

(3)

where δ is sigmoid, GAP and GMP denote global aver-

age/max pooling.

Fig. 3 Schematic diagram of the MFE-C2f model structure.

The medium-scale branch F2 is combined with F11

for cross-scale fusion, then passed through a 5×5 depth-

wise separable convolution to expand the receptive field,

yielding F ′

2 which captures broader context. The same

attention produces F22:

F ′

2 = DWConv5×5(F2 ⊕ F11) (4)

F22 = F ′

2 ⊗ δ
(

GAP(F ′

2) + GMP(F ′

2)
)

(5)

The maximum-scale branch F3 is combined with F22,

and a 7×7 separable convolution extracts global features.

A lightweight channel attention module (GAP + sim-
plified FC) generates global guidance weights, yielding

F33:

F ′

3 = DWConv7×7(F3 ⊕ F22) (6)

F33 = F ′

3 ⊗ δ
(

FC(GAP(F ′

3))
)

(7)

Finally, all refined features are aggregated: F11, F22, F33

are concatenated along channels. A 1× 1 convolution

fuses and unifies dimensions, producing multi-scale rep-

resentation Y :

Y = Conv1×1

(

Concat(F11, F22, F33)
)

(8)

This module parallel multi-branch architecture com-

bines feature aggregation with attention, allowing larger-

scale features to absorb smaller-scale information under

globally guided weights, enhancing representation for

ambiguous multi-scale targets like fires and smoke.

3.3 Efficient multi-scale context fusion module

Flame and smoke detection faces morphological varia-

tions and background clutter, requiring global context.

The Neck’s multi-scale pyramid depends on backbone

features; lacking global semantics and long-range depen-

dencies degrades fusion and recognition.

To overcome this, we propose the Efficient Multi-
scale Context Fusion Module (EMCF, Figure 4). EMCF
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Fig. 4 Structure diagram of the EMCF model.

operates concurrently on multi-scale feature maps (C3,

C4, C5) from the backbone. At each scale, self-attention

enables each pixel to interact with all others at the

same scale, enhancing contextual awareness in a scale-

adaptive manner.

For high-resolution C3 features (fine-grained small-

target details), EMCF emphasizes local to medium-
range context to relate subtle smoke textures to sur-
roundings and suppress noise. For mid-resolution C4

features (balancing detail and semantics), it integrates

local and global cues for robust multi-scale recognition.

For low-resolution C5 features (rich semantics for large

objects), EMCF strengthens global context to sepa-

rate large fires from confusing scenes like red buildings,

clouds, or haze.

A 1 × 1 convolution reduces input x to xc, then

an ESA unit [38] performs context modeling. ESA low-

ers cost via dimensionality reduction before generating

query/key representations.

In ESA, attention maps value vectors to output based

on query–key similarity. Query (Q), key (K), and value

(V ) are derived from the same input, each transformed
by separate linear projections:

Attention(Q,K, V ) = softmax

(

QKT

√
dhead

)

V (9)

For the dual-branch architecture, xc is split along

channels into xc1 and xc2 to minimize inter-channel

redundancy. The GBS module processes each branch

independently with lightweight skip connections, enrich-

ing features while balancing efficiency and performance.

The outputs Fc1, Fc2 are passed to the next fusion stage.

We introduce the Dual-branch Efficient Cross-

Attention Module (DECA, Figure 4). DECA takes
Fc1, Fc2 and performs bidirectional guided fusion via

cross-attention, avoiding simple concatenation. Fc1 gen-

erates Q1,K1, V1, Fc2 yields Q2,K2, V2; Q1 interacts

with K2, V2 to capture cross-scale long-range dependen-

cies. This integrates information from various image

regions [39], leveraging multi-scale features Fs:

Fs = fGBS

(

Attention(Q1,K2, V2)
)

+ Fc1 + Fc2 (10)

To fuse across channels, each channel serves as a

guide query for the other, and results are concatenated

Fig. 5 SFTM model architecture diagram.

to obtain multi-scale features FM :

FM = Concat
(

Fs1(Fc1, Fc2), Fs2(Fc2, Fc1)
)

(11)

where Fs1, Fs2 are fused features from DECA, which

are refined by a lightweight gated prediction network
(convolution + Sigmoid) and combined with the origi-

nal input via a residual connection to produce globally

enhanced features FGM :

FGM =
[

δ(Conv(FM ))
]

⊗ Fs1 +
[

δ(Conv(FM ))
]

⊗ Fs2

(12)

DECA integrates dual-branch features via coarse-to-

fine attention, capturing global context with low over-

head. EMCF preserves resolution and semantics while

enriching context, producing robust features for multi-

scale detection.

3.4 Lightweight neck

The Neck network balances efficiency and feature reten-

tion. YOLOv8’s C2f ensures gradient flow via extensive

cross-layer connections, but its complex multi-branch

structure incurs high overhead and spatial detail loss crit-

ical for small targets. Channel redundancy in Bottleneck

blocks further increases cost. We thus propose SFTM to

replace C2f (Figure 5). SFTM uses a three-path archi-

tecture that reduces complexity while preserving feature

quality.

Input xn is split into three channel-equal parts.

Path1: lightweight processing on xn1 via group (g=4)

and depthwise separable convolutions. Path2: spatial

enhancement on xn2 via max pooling and bilinear inter-

polation (no convolution). Path3: identity mapping on
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Fig. 6 SlimHead model diagram

xn3 (zero cost). Outputs are concatenated and fused by

1× 1 convolution:

Fn1 = DWConv3×3

(

GroupConv1×1(xn1, g = 4)
)

(13)

Fn2 = Upsample
(

MaxPool(xn2)
)

(14)

Fout = Conv1×1

(

Concat(Fn1, Fn2, xn3)
)

(15)

where Fn1 is features from two-stage lightweight convo-

lutions, Fn2 spatially enhanced features, and Fout the

final output.

This design provides a lightweight solution through

three collaborative strategies: lightweight processing,

spatial enhancement, and feature retention.

3.5 Lightweight detection head based on P2

To enable efficient deployment in resource-constrained

environments while maintaining accuracy for small-scale

targets, we propose SlimHead, a lightweight detection

head based on the P2 layer. Building on the traditional

three-layer architecture (P3–P5), SlimHead adds a high-

resolution P2 layer, forming a four-layer multi-scale

system that enhances perception of small targets like
fine smoke textures and nascent fires.

SlimHead decouples classification and regression

branches (Figure 6), enabling independent parallel oper-

ation, preventing cross-task interference, and improving
precision. Each branch uses two layers: 3× 3 for spatial

features and 1×1 for channel adjustment and prediction,

simplifying heads and reducing parameters/overhead.

To address the high resolution but relatively weak

semantics of P2 features, SlimHead uses a concise cross-

layer fusion strategy: adding downsampled P3 features to
P2 features enhances semantic expressiveness, improving

small-object detection:

P2′ = P2 +MaxPool2×2(P3) (16)

where MaxPool2×2(·) denotes 2 × 2 max pooling with

stride 2, incurring minimal cost by simply downsampling

to align spatial resolution.

To further optimize feature representation, SlimHead

introduces a lightweight channel attention mechanism.

It acquires channel-wise statistics via GAP and uses a

Sigmoid to generate channel weights, modulating the

feature map:

P ′

i = Pi ⊗ δ
(

GAP(Pi)
)

(17)

where P ′

i and Pi are the enhanced and original features

for i = 2′, 3, 4, respectively.

SlimHead achieves synergistic optimization of ac-

curacy and efficiency by introducing the P2 detection

layer, adopting a streamlined two-layer convolution ar-
chitecture, designing cross-layer fusion, and integrating

a lightweight channel attention mechanism.

3.6 Loss Function

The loss comprises classification (binary cross-entropy)

and regression. For regression, we propose MSAW Loss

based on CIoU [40], which uses scale-aware dynamic

weighting to adapt regression emphasis across object
scales, improving multi-scale detection accuracy.

MSAW retains CIoU’s three geometric constraints:

area overlap, center point distance, and aspect ratio

consistency. For predicted and ground-truth boxes:

LMSAW = 1− IoU +
ρ2(bp, bgt)

c2
+ γ(S) · ν (18)

where bp and bgt are center coordinates, ρ2 is Euclidean
distance, c the diagonal of the minimum bounding

rectangle, and ν the aspect ratio consistency metric:

ν = 4
π2

(

arctan
wgt

hgt
− arctan

wp

hp

)2
.

Inspired by SDL [41] (Scale-based Dynamic Loss),

MSAW introduces a scale-adaptive weighting coefficient

γ(S) that dynamically adjusts based on the bounding

box’s absolute scale. γ(S) is defined as the Sigmoid

function of target area S:

γ(S) =
α

1 + exp
(

−λ(S − S0)
) (19)

where S = wgt×hgt is the area of the ground-truth box.
S0 is the scale threshold, set to the median target area

in the dataset. λ is the smoothing factor (set to 0.01),

controlling transition smoothness from 0 to α. α is the

maximum weight coefficient (set to 0.05), determining

the maximum contribution of the aspect ratio loss term.

γ(S) → α for large targets (S ≫ S0), prioritizing

shape matching, and → 0 for small targets (S ≪ S0),

focusing on center alignment and overlap. λ ensures

smooth transitions, enabling scale-adaptive optimization

for multi-scale detection.
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Fig. 7 Sample images captured in various natural environ-
ments within the FSD dataset.

4 Experimental validation

4.1 Experimental Settings

Datasets. To evaluate performance and generalization,

we trained on our self-built Scene-FSD dataset and used

the public DFS dataset [42] as an external benchmark.

Self-built Dataset (Scene-FSD): To address the lack

of real surveillance scenarios, we constructed Scene-FSD,

a large-scale, scene-oriented fire and smoke dataset. As

shown in Figure 7, it covers four key early-warning

scenarios: (a) Transportation (3,150 images): vehicle
fires/smoke on roadways and tunnel entrances; (b) Open

Industrial Site (3,205 images): fires in storage and open-

air facilities; (c) Forest monitoring (2,890 images): dis-

tant wildfires and forest smoke; (d) High-rise building

monitoring (2,780 images): fires on exterior walls and

windows. All images are from real surveillance systems.

The dataset has 12,025 high-resolution images. Us-

ing LabelImg, we manually annotated each fire/smoke

instance, yielding 31,842 bounding boxes. To handle

blurred shapes and indistinct boundaries, we defined
annotation guidelines (e.g., for semi-transparent smoke

edges) and ensured consistency via manual review. Raw

images were cropped to 1024× 1024 and split 8:1:1 into
training (9,621), validation (1,202), and testing (1,202)

sets; during training, inputs were dynamically scaled to

512× 512.

Public Dataset (DFS): DFS is widely recognized,
with images sourced from multiple public internet

sources and annotated to highlight distractors easily

confused with fires. It contains 9,462 high-quality im-

ages covering diverse real-world fire scenarios (indoor,

outdoor, industrial). We directly used its official data

partitioning for cross-dataset evaluation.

Implementation Details. All experiments use Py-

Torch on a single NVIDIA RTX 4090 GPU (24 GB). We

initialize the model with YOLOv8 pre-trained weights.

Initial learning rate is 1e-2 with a cosine annealing sched-

uler (ηmin = 0.00001, Tmax = 50). Training runs for 100

epochs with batch size 16.

Evaluation Metrics. We evaluate using Precision,

Recall, Average Precision (AP), mean Average Precision

(mAP), parameter count (Params, in millions), GFLOPs,

and FPS. mAP@0.5 (IoU threshold 0.5) indicates overall

detection accuracy. Lower Params and GFLOPs imply

lighter models and lower computational cost, suitable

for resource-constrained deployment. FPS measures real-

time inference speed, critical for fire/smoke detection.

4.2 Comparative Experiments

4.2.1 Selection of baseline models

We selected YOLOv8 [43] as the baseline for its bal-

anced speed, accuracy, and architectural flexibility. To
determine the best variant for our task, we compared

YOLOv8n, YOLOv8s, and YOLOv8m on Scene-FSD
(Table 1). YOLOv8n is fast but less accurate; YOLOv8m

is accurate but heavy; YOLOv8s offers the best over-
all balance—high inference speed, significantly better

accuracy than YOLOv8n (especially recall), and mod-

erate resource demands, making it suitable for edge

deployment.

Table 1 Comparison of YOLOv8-Related models on the
Scene-FSD dataset.

Model Precision Recall mAP@50 FPS Params (m) GFLOPs
YOLOv8n 75.64 70.86 74.12 88 6.86 14.29
YOLOv8s 77.66 76.17 78.24 73 11.02 27.25
YOLOv8m 80.43 79.36 80.35 62 26.98 75.46

Thus, we choose YOLOv8s as the baseline. Our core

innovation is a universal lightweight multi-scale enhance-
ment module. YOLOv8s serves as a clear, representa-

tive baseline for systematic analysis, but the proposed

method is not limited to it. As shown in Tables 3 and
4, our LMFSNet ultimately outperforms even newer

models (YOLOv11, YOLOv12) in mAP@50, recall, and

efficiency (params, GFLOPs, FPS), demonstrating sub-

stantial, generalizable advancements beyond baseline

iterations.

4.2.2 Comparison of loss functions

To validate MSAW Loss, we compared it with CIoU[41],

GIoU[44], and WIoU[45] on Scene-FSD under identical

conditions. Results are in Table 2.

MSAW Loss achieves the best performance across

all metrics. It reaches 78.80% mAP@0.5, surpassing

CIoU, GIoU, and WIoU by 0.56, 0.62, and 0.48 points,

respectively. It also attains the highest recall (76.35%)
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and precision (78.02%). The gains stem from its scale-

aware dynamic weighting: for small targets, it relaxes
aspect ratio constraints to focus on center alignment

and overlap, reducing false negatives while maintaining

low false positives.

Thus, MSAW Loss effectively addresses the wide
scale distribution of fire/smoke targets, improving de-

tection robustness across all object sizes.

Table 2 Comparison of relevant loss functions on the Scene-
FSD dataset.

Model Precision Recall mAP@50

CIoU 77.66 76.17 78.24

GIoU 77.45 75.98 78.18

WIoU 77.88 75.98 78.32

MSAW Loss 78.02 76.35 78.80

4.2.3 Comparative experiments with state-of-the-art

models

(1) Comparison of YOLO series algorithms

To evaluate LMFSNet, we compared it with main-

stream YOLO series (YOLOv5s[46], YOLOv6s[47],
YOLOv8s[43], YOLOv9s[48], YOLOv10s[49], YOLOv11s[50],

YOLOv12s[51]) on Scene-FSD and DFS (Tables 3 and

4).

Performance on Scene-FSD (Table 3): LMFS-

Net achieves the highest recall (79.21%), surpassing

YOLOv11s by 1.53 pp, validating its capability for

small initial fires and sparse smoke. This gain stems

from EMCF and SlimHead’s P2 layer. It also leads

in precision (79.85%) and mAP@50 (82.11%), ranking

first. Training loss declines smoothly and mAP steadily

increases before stabilizing (Figure 8), confirming the

robust optimization of our loss function and architec-

ture.

Model efficiency: LMFSNet has 6.53M parameters

and 13.21 GFLOPs—the lowest among all models, rep-

resenting reductions of 33.8% and 36.3% compared to

YOLOv12s. This efficiency comes from the MFE-C2f

backbone and SFTM lightweight Neck. Despite extreme

lightweighting, LMFSNet achieves the fastest inference

speed of 92 FPS, demonstrating an exceptional accuracy-

speed balance.

Generalization on DFS (Table 4): LMFSNet achieves

85.24% mAP@50, outperforming YOLOv11s by 1.28 pp.
Its recall (83.4%) and precision (87.2%) are also high-

est, indicating no overfitting to specific datasets. The

modular design adapts well to diverse data distribu-

tions. Efficiency remains superior: 4.56M parameters,

5.79 GFLOPs, and 91 FPS, enabling stable, accurate,

and rapid detection across real-world scenarios with

minimal resources.

Table 3 Comparison of relevant YOLO series models on the
Scene-FSD dataset.

Model Precision Recall mAP@50 FPS Params (m) GFLOPs

YOLOv5s 72.43 71.26 73.58 65 10.08 26.14

YOLOv6s 75.28 72.51 76.49 68 15.46 29.65

YOLOv8s 77.66 76.17 78.24 73 11.02 27.25

YOLOv9s 78.51 75.27 79.86 69 12.26 26.58

YOLOv10s 79.08 74.60 79.78 68 13.33 27.15

YOLOv11s 79.24 77.68 81.05 80 11.27 24.68

YOLOv12s 79.53 76.28 80.20 83 9.86 20.74

LMFSNet(ours) 79.85 79.21 82.11 92 6.53 13.21

Fig. 8 Training and performance curves of LMFSNet on the
Scene-FSD dataset

Table 4 Comparison of relevant YOLO series models on the
DFS dataset

Model Precision Recall mAP@50 FPS Params (m) GFLOPs

YOLOv5s 79.2 72.1 78.26 57 12.19 15.12

YOLOv6s 81.6 74.8 80.79 61 11.54 14.46

YOLOv8s 83.5 77.2 82.10 68 11.17 13.78

YOLOv9s 84.3 78.1 82.78 71 10.74 12.88

YOLOv10s 82.9 76.4 81.57 74 9.53 11.82

YOLOv11s 85.1 79.3 83.96 86 7.23 9.17

YOLOv12s 84.5 78.6 83.10 85 7.45 9.89

LMFSNet(ours) 87.2 83.4 85.24 91 4.56 5.79

(2) Comparison with mainstream framework models

We further compared LMFSNet with Faster R-

CNN[9], RetinaNet[10], MobileNet[11], EfficientNet[12],

Swin Transformer[14], and RT-DETR[15] on Scene-FSD

and DFS (Tables 5 and 6).

LMFSNet achieves superior accuracy and efficiency.

It attains the highest mAP@50 and recall on both
datasets, demonstrating strong detection of small and

weak-featured smoke, reducing missed detections, while

maintaining leading precision. Efficiency gains are more

pronounced: LMFSNet uses about one-tenth the pa-

rameters and computation of large models (e.g., Faster

R-CNN, Swin Transformer) and runs fastest. Compared

to lightweight models (MobileNet, EfficientNet), LMF-

SNet delivers significant accuracy gains with fewer pa-

rameters, lower FLOPs, and faster speed. For example,

on Scene-FSD, LMFSNet’s mAP@50 outperforms Mo-

bileNet by 12 pp, with 31% fewer parameters and 6%

lower computation.

Overall, LMFSNet synergistically achieves high ac-

curacy and efficiency through integrated design, sur-
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passing general-purpose frameworks and validating its

lightweight multi-scale architecture for fire/smoke de-

tection.

Table 5 Comparison of relevant state-of-the-art models on
the Scene-FSD dataset.

Model Precision Recall mAP@50 FPS Params (m) GFLOPs

Faster R-CNN 66.58 60.52 64.56 23 60.17 150.89

RetinaNet 70.20 64.12 68.18 52 38.10 80.28

MobileNet 72.28 66.22 70.26 78 9.46 14.02

EfficientNet 71.56 65.50 69.54 76 11.12 15.74

Swin Transformer 78.45 76.39 80.43 43 60.25 140.88

RT-DETR 81.14 76.08 80.12 42 63.01 142.67

LMFSNet(ours) 79.85 79.21 82.11 92 6.53 13.21

Table 6 Comparison of relevant state-of-the-art models on
the DFS dataset.

Model Precision Recall mAP@50 FPS Params (m) GFLOPs

Faster R-CNN 69.42 64.62 67.42 27 50.28 146.67

RetinaNet 72.21 67.41 70.21 55 20.06 61.78

MobileNet 71.56 66.76 69.56 79 6.53 10.65

EfficientNet 73.40 68.60 71.40 78 9.36 12.59

Swin Transformer 83.31 78.51 81.31 46 45.34 130.46

RT-DETR 84.25 79.45 82.25 44 48.65 135.29

LMFSNet(ours) 87.2 83.4 85.24 91 4.56 5.79

(3) Small Object Detection Performance Analysis

To validate LMFSNet’s detection of small targets

(e.g., early-stage fire, faint smoke), we defined small ob-

jects as those with bounding box area ¡ 0.5% of image

area. From Scene-FSD, we selected 1,243 images con-

taining such targets (3,892 instances) as a small-object

subset. Table 7 compares LMFSNet with YOLOv8s and

other lightweight models on this subset.

LMFSNet achieves the highest mAP@50 (78.3%),

surpassing YOLOv8s (70.1%) by 7.2 pp, and recall of
75.6% vs. 66.8% (+8.8 pp). These gains stem from the

synergistic effect of MFE-C2f’s progressive multi-scale

perception, EMCF’s global context enhancement, and
SlimHead’s P2 layer, which collectively improve feature

extraction and localization for small objects.

Table 7 Small object detection performance comparison on
the Scene-FSD small object test subset.

Model Precision Recall mAP@50
YOLOv8s 73.5 66.8 70.1
YOLOv9s 75.2 68.9 72.3
YOLOv12s 77.6 71.5 74.8

LMFSNet(ours) 80.4 75.6 77.3

4.3 Ablation Study

To validate each proposed module, we conducted abla-

tion studies on Scene-FSD using YOLOv8s as baseline.

Fig. 9 Comparison of detection effects similar to those of fire
and smoke.

We sequentially added MSAW Loss, MFE-C2f, EMCF,

SFTM, and SlimHead. Results are in Table 8.

Lightweight Backbone MFE-C2f (Model c): MFE-

C2f reduces parameters by 21.8% and FLOPs by 40.7%,

increases recall by 1.55 pp (to 78.40%), mAP by 1.75 pp

(to 80.55%), and FPS to 81. Its parallel multi-branch and
progressive fusion reduce redundancy while enhancing

multi-scale feature representation.

Context Fusion Module EMCF (Model d): EMCF

adds global context, raising mAP by 0.65 pp (to 81.20%)

and recall by 0.50 pp (to 78.90%). Its cross-attention
models long-range dependencies across scales, improving

discrimination of ambiguous targets (blurred edges, semi-
transparent smoke, background-like smoke), reducing

missed detections and false positives.

Lightweight Neck SFTM (Model e): SFTM opti-

mizes feature fusion: parameters drop by 18.4%, FPS
increases by 10.1% to 87, while mAP@50 slightly rises to

81.75%. Its three-path design reduces computational and
memory overhead while ensuring effective multi-scale

information flow.

SlimHead (Model f): Adding the P2-based Slim-

Head yields the final LMFSNet: 6.53M parameters, 13.21

GFLOPs, 92 FPS, mAP@50 82.11%, recall 79.21%. The
P2 layer leverages high-resolution details, synergizing

with multi-scale features and global context to achieve

optimal accuracy-efficiency balance.

5 Analysis and Discussion

5.1 Visualization of detection effect on complex
backgrounds similar to fire and smoke

We constructed a test set with challenging negative sam-
ples: variable clouds, haze, sun glare, artificial lights, and

warm-toned buildings. As shown in Figure 9, baseline

and competing models often produce high-confidence

false detections in such confusing scenarios, over-relying

on local superficial features.

In contrast, LMFSNet maintains high classification

accuracy without false alarms across all test cases. This
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Table 8 Ablation experiment results.

Model MSAW MFE-C2f EMCF SFTM SlimHead Precision Recall mAP@50 FPS Params (m) GFLOPs
(a)YOLOv8s – – – – – 77.66 76.17 78.24 73 11.02 27.25

(b) ✓ – – – – 78.02 76.85 78.80 73 11.02 27.25
(c) ✓ ✓ – – – 78.50 78.40 80.55 81 8.62 16.16
(d) ✓ ✓ ✓ – – 79.10 78.90 81.20 79 8.98 16.32
(e) ✓ ✓ ✓ ✓ – 79.55 79.05 81.75 87 7.33 15.08

(f)LMFSNet(ours) ✓ ✓ ✓ ✓ ✓ 79.85 79.21 82.11 92 6.53 13.21

Fig. 10 Comparison chart of experimental results.

Fig. 11 Visualization results using Grad-CAM for the entire
image.

Fig. 12 Visualization results using Grad-CAM for fire and
smoke, respectively.

robustness comes from the EMCF module’s global se-

mantic understanding, which transcends local texture

and color similarities by analyzing scene layout and se-
mantic relationships, effectively suppressing false alarms

and enhancing reliability in open, complex environments.

5.2 Visual analysis of fire and smoke detection

performance

We compared models on positive samples containing
small incipient fires, sparse smoke, lighting variations,

shadows, and cluttered backgrounds (Figure 10). Base-

lines show significant false negatives for faint fires and

blurred smoke. Later models partially improve recall

but lack localization accuracy and stability.

LMFSNet achieves comprehensive gains: (1) Slim-

Head with high-resolution P2 layer precisely localizes
early-stage minute fires, significantly improving recall.

(2) MFE-C2f multi-scale extraction and EMCF context

enhancement capture diffuse, semi-transparent smoke

contours more completely, producing tighter bound-

ing boxes. Under dynamic lighting and complex back-

grounds, LMFSNet detection results show excellent ro-

bustness and consistency.

5.3 Feature visualization analysis

We used Grad-CAM to generate feature activation

heatmaps, revealing LMFSNet’s perceptual characteris-

tics at two levels.

First (Figure 11), LMFSNet attention distributions

align well with target semantics: fire heatmaps con-

centrate on high-temperature regions, smoke heatmaps

cover diffuse, semi-transparent contours. In contrast,

YOLOv8s activations are more dispersed with false ac-

tivations on background distractors sharing similar col-

ors/textures, showing LMFSNet’s features are more dis-

criminative.Second (Figure 12), Grad-CAM heatmaps

for independent fire and smoke channels show LMFS-

Net’s finer perception: on the fire channel, it responds

to early, small, isolated fires; on the smoke channel, acti-

vation covers smoke body with uniform, continuous con-

tours matching delicate edges. Baseline activations are

coarse and confused, with weak small-target responses

and insufficient smoke edge capture. This scale-sensitive,

morphologically adaptive pattern enables LMFSNet to
precisely distinguish fire from smoke.
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6 Conclusion

This paper proposes LMFSNet, a lightweight multi-scale

detection network for fire and smoke, addressing ex-

treme scale variations, ambiguous shapes, and real-time

requirements. The model employs MFE-C2f, EMCF,

SFTM, and SlimHead with P2 layer and MSAW loss

to improve efficiency, background discrimination, and

small-target sensitivity. Experiments on Scene-FSD and

DFS show LMFSNet outperforms mainstream models in
accuracy and efficiency, achieving an excellent balance

for fire early warning.

Training was done on GPUs. While LMFSNet is

suitable for edge deployment, validation on edge de-

vices remains unfinished—the main limitation. Future

work includes adapting to edge hardware (e.g., Jetson

series), evaluating latency, power, and stability, explor-

ing compression and hardware co-optimization, as well

as continuous learning and algorithmic interpretability

to enhance system credibility.
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