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A B S T R A C T

Improving the alignment between visual evidence and textual descriptions in medical vision-

language models (VLM) remains a critical challenge for achieving entity-level faithfulness in

low-resource generation tasks. This paper proposes Quantum-Inspired Sparse Gated Transformer

(QSGT), a hybrid approach of token pruning and mixture of experts (MoE), grounded on the con-

ception of quantum many-body wavefunction. This hybrid approach was aimed at improving the

selection of both modality-specific expert tokens and the formation of non-dominating experts

to determine stable conjugates. The token pruning approach was improved using the quantum

orbital style token assignments and the mixture of experts by the quantum doubly occupancy

approximation. We also introduce two clinically motivated regularization terms, pair loss and

seniority loss, further enforce semantic consistency and dominance of diagnostically relevant

features. Our extensive experiments across seven thoracic disease categories demonstrate that

QSGT significantly outperforms state-of-the-art medical VLMs on multiple evaluation metrics,

including RadGraph (36.2), SPICE (42.68), and consistently high BERTScore (98), on the

MIMIC-CXR test set. QSGT achieves substantial gains in clinical correctness and semantic

accuracy, particularly for complex conditions such as pneumonia and pneumothorax. Ablation

studies confirm the importance of each architectural component, while convergence analyses

show stable and interpretable learning dynamics. These results indicate that QSGT provides

a robust and clinically meaningful solution for multimodal medical report summarization,

enabling more reliable, interpretable, and patient-centred clinical AI systems.

1. Introduction

The task of Multimodal Radiology Report Summarization (MRRS) is a sparse, closed-ended, and vision-

conditioned text generation (Wang, Figueredo, Li, Zhang, Chen and Chen, 2025c), and there continues to exist

unfaithfulness in attaining entity-level factuality in a low-resource environment (Xia, Chen, Tian, Gong, Hou, Xu,

Wu, Fan, Zhou, Zhu et al., 2024). Although Transformers are theoretically capable of learning sparse token selection,

explicit mechanisms remain essential in vision-language models to translate representational sparsity into computa-

tional efficiency, improve scalability to long multi-modal sequences, and support specialization across heterogeneous

visual and linguistic tokens (Wang, Wei, Hsu and Lee, 2024). Even the Healthcare Foundation Models (HFMs) hinder

widespread adoption, including issues with data quality and diversity, algorithmic reliability and adaptability, ethical

concerns, and the computational infrastructure required for training and deployment, due to misleading tokens (He,

Huang, Jiang, Nie, Wang, Wang and Chen, 2024). Thus, improving model robustness, enhancing clinical validation

and interpretability, and fostering collaborative human-AI systems using some intelligent sparse mechanism, can be

some promising future directions (Buess, Keicher, Navab, Maier and Tayebi Arasteh, 2025).

Sparsity in vision and language transformers is used specifically in two ways: i) Sequence Level Sparsity or Token

Pruning (Touheed, Zubair, Sabir, Hassan, Butt, Riaz, Abdul and Ayub, 2024), which reduces the set of tokens, often

yielding significant runtime and memory savings with minimal accuracy loss. If the saliency scores are: s1, s2,… , sn
for an input sequence of n tokens, token pruning selects a subset of the top-k most informative tokens, and the pruned

token set can be formally defined as follows:
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 = { i ∶ si is among the top k }, || = k, (1)

X̃ = { xi ∶ i ∈  } (2)

where X̃ contains only the k tokens with highest saliency scores. This reduces the effective sequence length for

subsequent transformer processing, thereby lowering computational cost (e.g., self-attention FLOPs) with minimal

impact on performance, and ii) Parameter Level Sparsity or Mixture-of-Experts (Cai, Jiang, Wang, Tang, Kim and

Huang, 2025), that keeps the cost per token roughly constant even as total model parameters grow, because only a few

experts are used. This allows huge capacity without proportionally increasing inference cost. Let  = {1,… , N} be a

set of N experts. For a given input x, the gating network computes routing weights ge(x) for each expert e ∈  . Only

a small active subset active ⊆  is used for computation, typically selected based on the top-k gating scores. The MoE

output is defined as

MoE(x) =
∑

e∈active

ge(x) ⋅ fe(x) (3)

where fe(⋅) denotes the e-th expert’s transformation and ge(x) is its associated gating weight. Typically, the

cardinality of the active set satisfies (Eq.4), so that only a small number of experts are activated per input, allowing a

model with a large total parameter count to maintain efficient per-token computation.

|active| = k ≪ N (4)

Just as quantum many-body wavefunction theory, that models interacting particles beyond independent approxi-

mations, correlation-aware vision-language systems explicitly construct joint multi-modal representations to capture

fine-grained cross-modal dependencies that are lost in mean-field encoding. Analogous to Hartree-Fock, most of the

V-L system processes the vision and language independently (Eq.5), and the interaction is added late(Eq.6).

P (V ,L) ≃ P (V )P (L) (5)

Zjoint =
∑

I

cI Z
(V ,L)

I
(6)

Thus, visualizing the text and vision sub-systems as two atoms with their own distribution (layer of importance)

of tokens (electrons), possibly not fixed, like in a quantum orbital, and their cross-modal interaction (configuration

interaction) to form a vision-language model (a system of quantum particles). Tokens that persist (valence shell

electrons) across the pruning iteration and participate in multi-modal fusion may disappear and reappear multiple

times in any orbital (concentric layers of importance) during this process(quantum refinement). The Configuration

Interaction (CI) in quantum theory is a wavefunction-based electronic structure method in which the exact electronic

wavefunction is approximated as a linear combination of Slater determinants (configurations).

|ΨCI⟩ = c0|Φ0⟩ +
∑

i

ci|Φi⟩ +
∑

i<j

cij|Φij⟩ +
∑

i<j<k

cijk|Φijk⟩ +⋯ (7)

where, |Φ0⟩ is the Hartree-Fock reference determinant, |Φi⟩, |Φij⟩, and |Φijk⟩ denote singly, doubly, and triply excited

determinants, respectively, and c0, ci, cij , … are variational coefficients. Whereas the Doubly Occupied Configuration

Interaction (DOCI) is a constrained form of configuration interaction in which the CI expansion is limited to seniority-

zero determinants, retaining only those configurations where all electrons remain paired in doubly occupied orbitals,

thereby efficiently capturing strong electron correlation while excluding unpaired excitations.

|ΨDOCI⟩ =
∑

I∈0

cI |ΦI⟩ (8)

where 0 denotes the set of all seniority-zero (doubly occupied) determinants, |ΦI⟩ differs from |Φ0⟩ only by pair

excitations, and cI are variationally optimized coefficients.
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1.1. Our Contribution
We propose QSGT (Quantum-Inspired Sparse Gated Transformer), a hybrid approach of token pruning and mixture

of experts, to perform the modality-specific token refinement and gated cross-modal interaction, respectively, based

on quantum principles(Fig. 1). We have used a progressive and adaptive token pruning, individually for both text and

vision, followed by an intelligent cross-modal configuration interaction strategy. We can summarize our contributions

as follows:

• Orbital Style Unimodal Refinement: This is an iterative method of progressively finding the sparse set of

candidate unimodal tokens, participating in cross-modal interaction. Unlike the classical approach, the orbit

assignment mechanism is iteration-dependent and emergent, not static, similar to quantum orbitals. Also, the

subset ensures a differentiable selection based on Gumbel Top-K.

• DOCI Inspired Multi-modal Fusion: Originated from quantum many-body wavefunction theory, this DOCI

(Doubly Occupied Configuration Interaction) is an inspirational multi-modal fusion approach to improve

cross-modal relevance. This quantum-inspired pairing constraints enforce only the coherent and co-activated

fusion states. To encourage a paired co-activation of selected vision and text tokens, the seniority-zero(zero

unpaired electrons) regularization, a cross-reinforcing modality feature (penalizes activations of unimodal latent

dimensions) is used. It is then followed by the representative fused vector, a weighted superposition of multiple

pair configurations (DOCI-style sparse gated configuration activations).

Figure 1: QSGT Workflow Diagram

2. Related Works

In this section, we have analyzed three advanced fusion mechanisms from recent vision-language research and

demonstrated how they are adapted and unified in our QSGT architecture.

2.1. Token Pruning Approaches
Recent token pruning methods efficiently reduce computation in transformer architectures based on learned or

attention-based scores. DynamicViT introduces a dynamic token sparsification framework that hierarchically prunes

up to 66% of input tokens while maintaining less than 0.5% accuracy loss on image classification tasks (Rao, Zhao,

Liu, Lu, Zhou and Hsieh, 2021). Learned Token Pruning (LTP) adapts thresholds during training to prune tokens

without expensive top-k selection, leading to significant FLOPs reduction and improved throughput (Kim, Shen,

Thorsley, Gholami, Hassoun and Keutzer, 2021). HeatViT further incorporates hardware-aware design to adaptively

prune tokens for FPGA acceleration with substantial speedups (Dong, Sun, Lu, Xie, Liu, Kong, Meng, Li, Lin, Fang

and Wang, 2022). Extensions of token pruning show practical utility in dense prediction settings like object detection
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and instance segmentation, and provide better performance (Liu, Gehrig, Messikommer, Cannici and Scaramuzza,

2023). The background-aware token pruning improves throughput in detection pipelines (Sah, Kumar, Rohmetra and

Saboori, 2024), and dynamic token pruning tailored for semantic segmentation achieves significant cost reduction with

maintained accuracy (Tang, Zhang, Liu, Liu and Liu, 2023).

2.2. Mixture of Expert Approaches
In recent research, Mixture of Experts (MoE) architectures are extensively used for medical vision-language

understanding, where multimodal fusion of clinical images and text poses unique challenges. For example, MedMoE

introduces a modality-specialised MoE framework that dynamically routes visual features through expert branches

conditioned on report type, improving alignment and retrieval across diverse medical imaging modalities such as X-

ray and CT within a unified vision-language pipeline (Chopra, Mao, Sanchez-Rodriguez, Feola, Li and Kira, 2025;

Jiang, Zheng, Zhang, Jin, Yuan and Liu, 2024). To handle heterogeneous clinical imaging tasks, MoME extends

the MoE paradigm by integrating multi-scale visual and textual embeddings for robust medical image segmentation

across large CT datasets (Izhar, Japar, Idris and Dang, 2025b; Rezvani, Yan, Wu, Han, Khosravi and Xie, 2025).

In radiology report generation, DiA-gnostic VLVAE leverages a disentangled MoE-based vision-language VAE to

address missing modality issues and enhance report accuracy by separating the shared and modality-specific features

(Zhu, Hu, Mo, Li and Wu, 2024). Earlier work on Med-MoE shows that domain-specific expert routing can achieve

competitive performance on medical visual question answering and classification tasks while reducing activated

parameters (Huang, Shen, Liu, Shang, Li, Huang and Yang, 2024). Collectively, these studies highlight that MoE

strategies contribute to more adaptive, efficient, and clinically interpretable multimodal models in medical AI.

2.3. Quantum Inspired VLM
The quantum approaches were introduced to implement novel vision-language architectures to capture the existing

modality-specific uncertainty of candidate tokens and domain-independent representation approximations, and thus

improve the multi-modal reasoning (Singh, Kumar, Ahuja and Barua, 2025; Xu, Chen, Chai, Xiao, Yan, Ding, Wang,

Jin, Jiao, Yue et al., 2026; Izhar, Idris and Japar, 2025a). Assuming the different heterogeneous clinical vision modalities

as the quantum states, the QNMF (Qu, Li and Tiwari, 2023) proposed a quantum-inspired fusion mechanism, based

on quantum unitary transformations and measurement operations using a neural network to improve the cross-modal

correlation. Experiments were conducted in a small-scale environment, and reported to improve the robustness through

this compact representation. The quantum superposition principle can also be considered as a potential candidate for

the joint multi-modal representation, and thus can be used to enhance cross-modal representation learning. QViLa

(Mukesh, Jayaprakash and Kumar, 2024) successfully applied this at the token-level with an attention mechanism,

and reported to achieve better cross-modal alignments for multi-modal understanding benchmarks. Because of the

existence of multiple report-texts against the same vision label, modeling of cross-modal causal dynamics can also

help in multi-modal reasoning. CDMRNet (Wang, Chen, Yu, Zhao and Duan, 2025b), introduces such a causal graph-

based multi-modal interaction, optimized via co-evolving quantum states. This approach is reported to better capture the

complex inter-class dependencies, with improved interpretability and grounding. Together, these works demonstrate

effective use of quantum principles for robust multi-modal reasoning and faithfulness.

Other notable approaches, like prompt-guided (Huang, Guo, Bai, Zhao and Tao, 2025; Luo, Jiang, Wang, Cai, Gao

and Yang, 2025), vision region or paired context aware (He, Wong and Yoo, 2025; Gao, Ni, Liu, Ni, Xin, Hu and

Zhang, 2025; Li, Wang, Sun, He and Feng, 2025; Kommanduri, Matta and Imandi, 2025), pure and hybrid quantum

approaches (Relan and Rambola, 2025; Sankaradass and Manish, 2026; Wang, Mao, Li, Li and Li, 2025a), multi-feature

(Su, Song, Lin, Wu, Weng, Mao, Liu, Yin and Yang, 2025; Cao, Ding, Zhang and Hei, 2025; Lu, Zhu, Zhang and Yao,

2025; Zhou, Liu, Yang, Li and Xiao, 2026) has also contributed to improving the vision-language alignment and thus

improving the multiple medical downstream tasks, but with limited or no focus on faithfulness.

3. Method

The input to our QSGT is two vision components, PA and LAT, and one text component, the radiology conception

text. This conception text is a representative text and is being selected based on the existing entity priority in the

findings section of the associated clinical report. In QSGT, the unimodal encoders return the tokens and the token

attention. These are then used as the input of our first module, named Orbital Refinement, which refines the tokens and
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produces a subset for each of them. The refined tokens are then passed to the next module, named DOCI-Inspired multi-

modal fusion for cross-modal interaction. This then produces the expert mixture of embedding with their cumulative

cross-modal losses (Fig. 2). The following sections provide a detailed discussion of the two modules.

Figure 2: QSGT: Overall Architecture

3.1. Orbital Refinement: Attention-Guided Adaptive Token Pruning
This Orbital Refinement (Fig. 3) is an iterative sparsification algorithm that treats [CLS] as a nucleus, a semantic

gravitational centre and tokens as electrons. The orbits collapse iteratively based on intrinsic energy (independent

appearance) and nucleus interaction (contextual presence). Tokens exchange information with [CLS] via attention,

compete via energy scoring, and are pruned through differentiable Top-K selection until the system reaches a

stable configuration. Energy is reduced in our implementation by progressively shrinking the allowed token set

and reoptimising saliency under attention constraints, rather than by explicitly changing a scalar energy value. This

conceptually reflects the optimization goal of selecting a subset of tokens that is both low-energy (highly relevant) and

low-uncertainty (highly confident/concentrated), and can be expressed as follows:

min
S⊆{1,…,n}

∑

i∈S

Et(i) − � H(S) s.t. |S| ≤ kt, (9)

Here, S ⊆ {1,… , n} means that S is a subset of the set of indices 1 through n, i.e., every element of S is an element

of {1,… , n}, consistent with standard subset notation, |S| ≤ kt restricts the maximum number of selected elements

to be at most kt, where | ⋅ | denotes the cardinality (size) of a finite set,
∑

i∈S Et(i) denotes the sum of energy scores

Et(i) over all elements i in the subset S, aggregating the scores of selected indices, and H(S) is a set-based entropy

or score term defined on the subset S, and it is weighted by the scalar � in the objective to control the influence of

uncertainty or spread in S.

The Orbital Refinement Algorithm described in Algo. 1 takes two inputs, token embeddings and the attention map,

and produces a refined subset of tokens for the participating modalities, of the same energetic compatibility and not in
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Algorithm 1 Orbital Refinement Algorithm

Require: Token embeddings X ∈ ℝ
B×N×D

Require: Attention maps A ∈ ℝ
B×H×N×N

Ensure: Refined tokens X′, mask history 

1: Separate CLS and non-CLS tokens:

(xCLS,X
(0)) ← X

2: Compute CLS-relative attention saliency:

Sattn ← meanℎ(A)0,1∶ + meanℎ(A)1∶,0
3: Initialize iteration counter and history:

t ← 0, Ŝ(t−1) ← ∅,  ← ∅

4: while t < Tmax do

5: Compute energy-based saliency:

E(t)
← f�(X

(t))

6: Resize attention saliency to current token count:

S̃attn,(t) ← Interp(Sattn, |X(t)|)
7: Fuse energy and attention saliency:

S(t) ← � E(t) + (1 − �) S̃attn,(t)

8: Normalize saliency distribution:

Ŝ(t) ← S(t)∕(std(S(t)) + ")

9: Determine adaptive token budget:

kt ← max
(
Nmin,

⌊
|X(t)|
 t

⌋)

10: Apply differentiable Gumbel-Top-k selection:

m(t) ∼ GumbelTopK(Ŝ(t), kt, �)

11: Prune token set:

X(t+1)
← X(t) ⊙m(t)

12: Store selection mask:

 ←  ∪ {m(t)}

13: Check adaptive stopping criterion:

14: if Stop(Ŝ(t−1), Ŝ(t)) then

15: break

16: end if

17: t ← t + 1

18: end while

19: Reattach CLS token:

X′
← [xCLS,X

(t)]

20: return X′, 

cardinality, to be used further by the multi-modal fusion module 3.2. Let,

X ∈ ℝ
B×N×D

denote a batch of token embeddings produced by a unimodal Transformer encoder, where the first token corresponds

to a special classification token (CLS), and

A ∈ ℝ
B×H×N×N

be the corresponding last-layer self-attention maps, the goal is to produce a refined token set

X′ ∈ ℝ
B×(1+N ′)×D, N ′ ≪ N,

such that the CLS token is preserved and only semantically stable non-CLS tokens remain.

3.1.1. Nucleus–Electron Decomposition

We explicitly separate the CLS token from the remaining tokens:
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xcls = X∶,0,∶, Xtok = X∶,1∶,∶. (10)

The CLS token is treated as a fixed nucleus, while non-CLS tokens act as electrons subject to refinement. All

pruning operations are applied exclusively to Xtok.

3.1.2. Attention-Guided Saliency

For each non-CLS token, to capture their contextual importance, we computed a bidirectional CLS-relative

(nucleus) token saliency relationally rather than independently, as follows:

Sattn
i

=
1

H

H∑

ℎ=1

(
A
(ℎ)

0,i
+ A

(ℎ)

i,0

)
(11)

where A
(ℎ)

0,i
denotes attention from CLS to token i, and A

(ℎ)

i,0
denotes attention from token i to CLS.

3.1.3. Token Saliency

We have computed the token saliency based on two factors, its correspondence and its individuality. Correspon-

dence score, already calculated in section 3.1.2, and thus we define the individuality of a token using a learnable energy

function,

E(xi) = f�(xi), f� ∶ ℝ
D
→ ℝ (12)

which is a lightweight multilayer perceptron applied to non-CLS tokens, to generate a scaler score for each non-CLS

token. Then, at iteration t, we have combined the scores for token i to compute its saliency as,

S
(t)
i

= �E(x
(t)
i
) + (1 − �) S̃attn

i
(13)

where S̃attn
i

denotes the attention saliency interpolated to the current token count, and � ∈ [0, 1] balances intrinsic and

contextual importance. The linear interpolation used can be defined as:

y[j] = x[i] ⋅ (1 − �) + x[i + 1] ⋅ � (14)

where, y[i] is the interpolated value, and x[i] and x[i+1] are the adjacent values of original sequence. The scores

are then normalized to stabilize the optimization as:

Ŝ
(t)
i

=
S
(t)
i

std(S(t)) + �
(15)

3.1.4. Differentiable Top-k Selection

To retain the most salient tokens while preserving gradient flow, we employ a Gumbel-Top-k estimator. For each

token, we compute its temperature-controlled stochastic perturbation as:

S̃
(t)
i

=
Ŝ
(t)
i

+ Gi

�
, Gi ∼ Gumbel(0, 1) (16)

followed by a probability distribution, a continuous relaxation of the categorical variable as:

p(t) = sof tmax(S̃(t)) (17)

A hard top-k mask is extracted in the forward pass, while gradients flow through the soft probabilities via a straight-

through estimator(STE). The token budget at iteration t is

kt = max
(
Nmin,

⌊
N0 ⋅ 


t
⌋)

(18)

where Nmin enforces a minimum representational capacity and 
 ∈ (0, 1) controls contraction speed.

3.1.5. Adaptive Stopping Criterion

This refinement proceeds until the saliency distribution stabilizes. Let Ŝ(t) and Ŝ(t−1) denote normalized scores

from consecutive iterations, then refinement stops if any of the following three conditions hold:
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Figure 3: QSGT: Orbital Refinement Module

Distribution Stability: This measures the average absolute change in score values from the previous step. If

the average change falls below a small threshold, the system isn’t changing much and further refinement may be

unnecessary, and can be represented as follows:

E

[|||Ŝ
(t) − Ŝ(t−1)|||

]
< " (19)

Entropy Collapse: Entropy measures uncertainty, where a high entropy indicates a distribution is spread out (high

uncertainty about which tokens matter), and Low entropy ensures the distribution is peaked (few tokens strongly

distinguished). Since low entropy indicates high confidence in the current ranking of tokens, refinement can stop early.

H(p(t)) = −
∑

i

p
(t)
i
log p

(t)
i

< Hmin (20)

Variance Stabilization: Variance reflects the spread of the normalized saliency scores. A small change means the

overall distribution shape isn’t evolving much, another indicator of stabilization. If it’s below a threshold, then the

refinement isn’t making structural changes.

|||Var(Ŝ
(t)) − Var(Ŝ(t−1))

||| < " (21)

Thus, this adaptive termination ensures refinement halts once semantic probability density becomes invariant to

further energy reduction.

3.2. DOCI Inspired Multi-modal Fusion
This module performs token-level multimodal fusion between the refined text and vision tokens, Nt and Nv,

respectively, received from the orbital refinement module. It applies a sparse configuration-interaction formulation

instead of standard cross-attention, as represented in Fig. 4. Here, the objective is to explicitly model fine-grained

cross-modal token interactions while suppressing spurious pairings through energy-based configuration selection,

aligned using pair and seniority constraints. Treating each token (text and vision) as an orbital, each pair forms a

double-occupancy configuration. The ReLU-based pair penalty, which enforces orbital compatibility by penalizing

mismatched activations between text and vision orbitals, and thereby favours cross-modal pairs that share aligned

latent occupation patterns. Whereas the seniority-zero penalty suppresses one-sided cross-modal interactions by

penalizing configurations where the joint occupancy gate exceeds the minimum individual modality occupancy, thereby
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enforcing only the effective seniority-zero (paired) multi-modal configurations. Finally, the sparsity regularization,

which promotes a compact configuration-interaction expansion by penalizing diffuse CI coefficients, ensures that only

a small subset of energetically and structurally consistent cross-modal token pairs contribute to multi-modal fusion.

Figure 4: QSGT: DOCI Token Fusion Module

Given text and vision token embeddings XT ∈ ℝ
B×Nt×d and XV ∈ ℝ

B×Nv×d , we first project them into a shared

orbital space viaUT = WTXT andUV = WV XV . Although text and vision embeddings share the same dimensionality,

they reside on distinct modality-specific manifolds with misaligned coordinates; thus, these learned linear projections

map both modalities into a shared orbital basis, rendering element-wise pairing and DOCI constraints semantically

meaningful. The �i and the Ci in the configuration interaction (CI) expression are the i-th configuration basis state

and the i-th energy-based CI coefficient, respectively. Similarly, each token pair (t, v), we construct a DOCI pair

configuration (Pt,v=�i) using element-wise double occupancy (configuration contribution), a configuration interaction

(CI) energy (Et,v), and the CI coefficients (�t,v=Ci) obtained by temperature-scaled normalized energy as follows:

Ψ =
∑

i

ciΦi (22)

Pt,v = LN
(
U

(t)

T
⊙ U

(v)

V

)
(23)

Et,v = MLP

(
[U

(t)

T
, U

(v)

V
]
)

(24)

�t,v = sof tmax

(
Et,v

�

)
(25)

Similar to Eq. 22, the final fused multi-modal representation can then be expressed as:

z =

Nt∑

t=1

Nv∑

v=1

�t,vPt,v (26)

To enforce DOCI-consistent interactions, we introduce two quantum-inspired regularizers. The pair penalty (Lpair)

constrains orbital compatibility by penalizing activation mismatch, while the seniority penalty (Lsen) enforces joint

occupancy by discouraging single-modality excitation. The additional sparsity regularizer sparse = �sparse‖�‖1,

promotes only the compact CI expansions. The regularizations are represented as follows:

pair =
∑

t,v

�t,v
‖‖‖ReLU(U

(t)

T
) − ReLU(U

(v)

V
)
‖‖‖1 (27)
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Algorithm 2 DOCI-Inspired Multimodal Fusion Algorithm

Require: Text tokens XT ∈ ℝ
B×Nt×d ; Vision tokens XV ∈ ℝ

B×Nv×d ;

Ensure: Fused multimodal representation z ∈ ℝ
B×d ; DOCI regularization loss DOCI

1: Project tokens to orbital space

2: UT ← WTXT ⊳ UT ∈ ℝ
B×Nt×d

3: UV ← WV XV ⊳ UV ∈ ℝ
B×Nv×d

4: Enumerate DOCI pair configurations

5: for t = 1 to Nt do

6: for v = 1 to Nv do

7: Pt,v ← LN(U
(t)

T
⊙ U

(v)

V
)

8: Et,v ← MLP ([U
(t)

T
, U

(v)

V
])

9: end for

10: end for

11: Compute CI coefficients

12: �t,v ← sof tmax
(
Et,v

�

)

13: if k is specified then

14: Retain top-k entries of � and set others to zero

15: end if

16: Fuse multimodal representation

17: z ←

∑Nt

t=1

∑Nv

v=1
�t,vPt,v

18: z ← LN(Woz)

19: Compute pair penalty (orbital compatibility)

20: pair ←
∑

t,v �t,v
‖‖‖ReLU(U

(t)

T
) − ReLU(U

(v)

V
)
‖‖‖1

21: Compute seniority penalty (double occupancy)

22: sen ←

∑
t,v �t,v

‖‖‖�(U
(t)

T
+ U

(v)

V
) − min

(
�(U

(t)

T
), �(U

(v)

V
)
)‖‖‖

2

2

23: Enforce sparsity of CI expansion

24: sparse ← ‖�‖1

25: Aggregate DOCI regularization

26: DOCI ← �pairpair + �sensen + �sparsesparse

27: return z,DOCI

sen =
∑

t,v

�t,v
‖‖‖�(U

(t)

T
+ U

(v)

V
) − min

(
�(U

(t)

T
), �(U

(v)

V
)
)‖‖‖

2

2
(28)

Thus, the total DOCI regularization term (LDOCI ), yielding an interpretable and physically motivated multi-modal

fusion framework, can be represented as:

DOCI = �pairpair + �sensen + sparse (29)
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4. Experiment

To experiment, we have used two publicly available datasets, Open-I and MIMIC-CXR, for training and testing,

respectively. We have chosen the Kaggle platform to run and test our model. The description of the modified datasets

and the platform specifications used is explained in detail in the following sections.

4.1. Dataset
The initial Open-I dataset comprised 3,955 text reports and 7,290 image files, with each report linked to one or

more corresponding images. For our study, we focused specifically on reports associated with exactly two images,

Posteroanterior (PA) and Lateral (LAT) views. After filtering, 3,127 such reports were identified, but only 2,704

contained all the necessary sections. Of these, 1,953 were classified as clear chest cases, 311 involved chest-related

conditions (target entities), and 440 were categorized as others. From the 2,264 reports (1,953 clear + 311 disease-

related) that included both findings and impressions, we generated a CSV file with 6,470 entries. This was achieved

by replicating disease findings and their corresponding impression statements, using specific entities as keywords.

The maximum lengths observed were 160 words for findings (source sequence) and 66 words for impressions (target

sequence), with vocabulary sizes of 1,580 and 880 words for the source and target, respectively. Similar to the Open-I

dataset, the MIMIC-CXR contains 227,835 patient reports associated with a total of 377,110 radiographs (PA+LAT),

indicating more than one radiograph (in some cases, it is five). Also, the number of impression statements varies from

one to nine. Since we have trained our model on reports with two radiographs, one PA and one LAT, for each target

medical entity, we have considered the samples with the same input restrictions for MIMIC-CXR to test. Here also,

we have curated the samples according to the target medical entities and tested the system to report the individual

entity-wise performance. Each case was tested five times with 100 random samples, and the best result obtained is

reported.

4.2. Implementation Details
The proposed QSGT is a lightweight and unified model with approximately 220M trainable parameters, trained

using task-invariant joint-space representation learning. For unimodal encoding, we have used publicly available pre-

trained checkpoints, BioClinicalBERT() and ViT-base(), for text and vision, respectively, each with 12 transformers

and 768 hidden state dimensions. Assuming the joint representation as the encoder output, we have used T5-small

as the decoder for summary generation. The model was trained for 80 epochs for a batch size of 8. The training was

guided by AdamW optimizer with learning rate 2 × 10−4, weight decay 10−2, and linear warm-up over the first 10%

steps. Our orbital refinement module employs the following five hyperparameters: i) temperature � = 0.3, ii) saliency

energy mixing coefficient � = 0.5, iii) least four tokens to retain Nmin = 4 per modality, iv) contraction rate per

refinement step as 70%, and v) max_steps for refinement as 3. During inference, we have used a beam width of k = 5

to generate a text between a length of 5 and 64. All random seeds were fixed for better reproducibility. All experiments

were conducted using an NVIDIA GPU with 32 GB of memory using PyTorch. QSGT requires 11.8 GB of memory

during training and 6.2 GB during inference. Each epoch takes 90-100 min on average, with each sample taking 3-4

sec, and a maximum of 12 hours to complete the training for all classes.

5. Results

We have measured the performance of QSGT both quantitatively (loss and metric scores) and qualitatively

(radiologists’ remarks, attention localization). To measure the robustness of the model, we have also performed a

sensitivity analysis (ablation study) and model confidence(statistical analysis), along with a performance comparison

with the SOTA VLM.

5.1. Loss Function Behavior
The overall loss of QSGT is the cumulative contribution of pair-penalty loss(PP), seniority-penalty loss(SP), as

returned by the DOCI module and the text loss from the decoder. All the losses exhibit a steady convergence, indicating

improvements with epoch progression (Fig5). The text loss, which is an indicator of exact textual overlap between the

reference and generated text, was found to be the most consistent for all disease classes across all the losses. In such a

decoder-only model, this confirms the effective vision-conditioned language modeling using quantum principles, which

helps improve the class-level textual fluency. Text loss for Pneumonia from 13.5 to 2.6, and for Pleural Effusion from

11.8 to 2.3 are some reflections. The progressive decrease of the pair-penalty loss (PP) demonstrates its effectiveness
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(a) Pair Loss (b) Seniority Loss (c) Text Loss

Figure 5: QSGT: Epoch vs. Loss Plot

on the design goal to penalize the cross-modal token misalignment. The PP found Pneumonia and Pleural Effusion

with difficult initial alignments, but helped them converge below 0.40. This indicates the contribution of PP in cross-

modality conflict suppression. The seniority-penalty (SP) was designed to discourage the unimodal dominations and

encourage multimodal joint clinical decisions. The SP loss for all the diseases reaches a stable range of 0.003-0.004,

confirming the model’s adaptability to cross-modal fused features.

5.2. Metric-wise Performance
Another quantitative measure of such models is to capture the nature of generation, summarization and faithfulness.

The generation scores were observed using METEOR, SacreBLEU, and SPICE (Fig 6); the summarization scores

were observed using ROUGE-2, ROUGE-L, and BERT (Fig 7); and the factuality score (Fig 8) was observed using

RadGraphF1. The SPICE score exhibits the highest gain among all the generation scores, indicating a near-exact lexical

match, specifically for clear chest. Clear chest results in all observations being the best, and Fibrosis is poor due to

the obvious data imbalance. Otherwise, for pneumonia (16 to 66), cardiomegaly(0 to 68), and pneumothorax(0 to 55)

are positive indications of accurate lexical and semantic consistencies in terms of SPICE. Except for fibrosis (32), the

final METEOR scores for all other disease classes range between 42 (consolidation) and 50 (cardiomegaly), with the

highest being clear chest (82). This showcases the improvement in structural alignments. A similar trend was observed

for SacreBLEU, where the score ranges mostly between 20(fibrosis) and 30(cardiomegaly), indicating the absence of

lexical similarity. This result is supportive of the abstractive nature of the summary, where the summaries must be

semantically consistent, if not structurally.

The summarization scores, specifically ROUGE-2 and ROUGE-L, not only check for exact matching but also

token placements. Thus, a paraphrased summary will face a lower ROUGE score, but higher generation scores. Except

for clear chest with the best summarization scores (85, 92), scores for the other disease classes were found to be

comparative. The BERT score exceeds 98 across all classes, indicating a good embedding level similarity across

the classes. The RadGraph score was observed to be initially zero for most of the diseases, but exhibits a steady

and progressive escalation with epochs, indicating clinically sound and faithful generations. Although the minimum

score observed was 37 (consolidation), pneumothorax (77), fibrosis (50), and pleural effusion (57) are some noticeable

improvements, with Pneumonia and consolidation being the toughest to attain.

5.3. Qualitative Analysis
This section represents the qualitative analysis of QSGT, based on the target task of summarization, and its spatial

grounding.

5.3.1. Quality of Summarization

Table 1 presents the qualitative evaluation of the proposed QSGT across seven representative thoracic conditions

based on the RadGraph score, highlighting the clinical congruence of the generated summary with the reference reports,

as verified by expert remarks. Random samples were drawn from each class, and individual scores were computed. For

a clear chest, the entity and its negation were successfully captured, but failed to predict the severity term ("acute").

Although the RadGraph score of 80 can also be obtained from "acute cardiopulmonary disease", QSGT correctly

predicts the negation ("no"), to justify the SPICE score. For both Pneumonia and Pneumothorax, QSGT accurately

retain the core pathological entities, with position or description, enabling the model to score 66.67 for both cases.
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(a) METEOR Score (b) SacreBLEU Score (c) SPICE Score

Figure 6: QSGT: Epoch-wise average generation scores

(a) ROUGE-2 Score (b) ROUGE-L Score (c) BERT Score

Figure 7: QSGT: Epoch-wise average summarization scores

(a) RAD Score (b) Disease Difficulty

Figure 8: QSGT: Epoch-wise factuality scores and disease difficulty

A moderate performance of QSGT was observed in RadGraph scores for Cardiomegaly(50), Consolidation(50) and

fibrosis (40), due to missing additional descriptions like "opacity in the left base", "focal pulmonary", and "cystic".

Overall observation of the quality of generation reveals the model’s ability to prioritize the dominant medical entity

and its most suitable neighbouring tokens, which well justifies the objective of the principles used. Increasing the Nmin,

minimum and maximum generation length, and decoder may help improve the entire sequence while preserving the

same principles.

5.3.2. Quality of Spatial Localization

We have represented the few-shot attention visualization of QSGT in Figure 9, for PA radiographs only. Since

QSGT is searching for key localized patches in vision, supporting the underlying radiographic conception, it focuses

mainly on the lung fields, their presence and absence, shadowing, collapse or shrinking, etc. Each row corresponds to a

specific class, with a best, moderate and poor assessment level. For a clear chest, since no abnormalities exist, with lung

fields equally spread, QSGT best generates a balanced attention. Poor attention, unable to highlight the uniformity in

the trachea, or mediastinal shift. In cardiomegaly, where in a radiograph we have an enlarged heart, although the QSGT
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Original-1 Best Original-2 Moderate Original-3 Poor

Figure 9: QSGT: Few-shot visualization of randomly chosen samples from IU_CXR. We present both the original image(left)
and attention maps generated: Best, Moderate and Poor (right). Each row corresponds to a specific case: clear chest,
cardiomegaly, pneumonia, pleural effusion, consolidation, pneumothorax and fibrosis (From top to bottom).

was not able to identify the width, it captured the areas near the left heart border, indicating cardiac enlargement. The

pneumonia visualization suggests inflammation of the lung parenchyma appears in forms of airspace opacity. QSGT

here correctly identifies the lower lung areas in the best case, while in the worst case, it falsely identifies the area.

In a pleural effusion radiograph, a homogeneous dense opacity is observed and correctly identified by QSGT in a

good case, while in a poor case, it captures a scattered pattern instead. Consolidation is a case of patchy airspace

shadowing. In a good performance, QSGT highlights the parenchymal regions on both lungs. While for moderate or

poor, it invokes dispersed attention. For pneumothorax, it correctly identifies the lung margins that For a clear chest,

since no abnormalities exist, with lung fields equally spread, QSGT best generates a balanced attention. Poor attention,

unable to highlight the uniformity in the trachea, or mediastinal shift. In cardiomegaly, where in a radiograph we have

an enlarged heart, although the QSGT was not able to identify the width, it captured the areas near the left heart border,

indicating cardiac enlargement. The pneumonia visualization suggests inflammation of the lung parenchyma appears in

forms of airspace opacity. QSGT here correctly identifies the lower lung areas in the best case, while in the worst case,

it falsely identifies the area. In a pleural effusion radiograph, a homogeneous dense opacity is observed and correctly

identified by QSGT in a good case, while in a poor case, it captures a scattered pattern instead. Consolidation is a

case of patchy airspace shadowing. In a good performance, QSGT highlights the parenchymal regions on both lungs.

While for moderate or poor, it invokes dispersed attention. For pneumothorax, it correctly identifies the lung margins

to support the concept of the lung edge seen, but no lung marking beyond the lung edge. In case of fibrosis, QSGT

to ground the phrases like "Reticular or Nodular Shadowing", can emphasize on the interstitial regions, unlike the

moderate and poor cases, where it incorrectly localize the stomach area.

5.4. Ablation Study
Reports of the ablation results of QSGT are tabulated under three complementary evaluation metrics (SPICE in

Table 2, BERTScore in Table 3, and RadGraph Score in Table 4), across seven disease categories. We have used the ab-

breviations: CC (Clear Chest), CAR (Cardiomegaly), PNI (Pneumonia), PLE( Pleural effusion ), CON(Consolidation),

PNEU (Pneumothorax), and FIB (Fibrosis) for all analyses. The full QSGT model consistently attains the highest scores
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Table 1

Qualitative Analysis of Summarization

Disease Reference Generated RAD Score Remark

Clear Chest no acute cardiopulmonary no cardiopulmonary 80 Good

disease. disease

Cardiomegaly 1. unchanged cardiomegaly pulmonary cardiomegaly 50 Moderate

2. opacity in the left base atelectasis with atelectasis

Pneumonia left lower lobe airspace disease airspace 66.67 Good

disease consistent with pneumonia pneumonia

Pleural Effusion bilateral pleural effusions, right larger 60 Good

right larger than left. pleural effusions

Consolidation no focal pulmonary no consolidation 50 Moderate

consolidation

Pneumothorax no significant change in right no change of right 66.67 Good

pneumothorax pneumothorax

Fibrosis cystic fibrosis with fibrosis with 40 Moderate

interstitial opacity interstitial opacity

Table 2

Ablation study: Effect on the maximum of the average SPICE Scores computed across all samples

Variant CC CAR PNI PLE CON PNEU FIB

W/O Orbital 90.18 55.21 56.32 45.22 24.26 50.19 36.34

W/O Pair Penalty 82.18 42.06 36.11 35.24 17.81 42.29 27.56

W/O Seniority Penalty 85.62 45.09 42.80 40.57 20.76 45.37 30.28

W/O DOCI 70.33 38.47 28.75 32.88 14.90 38.46 23.66

W/O Orbital + DOCI 45.14 33.23 18.53 21.27 7.73 33.48 0.0

QSGT 100 68.25 66.19 52.23 28.46 55.41 40.83

Table 3

Ablation study: Effect on the maximum of the average BERT Scores computed across all samples

Variant CC CAR PNI PLE CON PNEU FIB

W/O Orbital 98.81 97.93 97.92 97.96 97.88 97.97 97.91

W/O Pair Penalty 98.50 97.50 97.50 97.56 97.59 97.46 97.58

W/O Seniority Penalty 98.60 97.65 97.78 97.68 97.63 97.59 97.63

W/O DOCI 98.50 97.20 97.40 97.42 97.59 97.37 97.58

W/O Orbital + DOCI 98.40 97.00 97.20 97.35 97.38 97.15 97.28

QSGT 99.10 98.38 98.08 98.52 98.23 98.25 98.15

for all diseases and metrics, indicating that performance gains are systematic rather than disease-specific or metric-

dependent. Removing DOCI produces the largest average degradation, with SPICE decreasing by up to 38 points

(Pneumonia), RadGraph Score by up to 47 points (Pneumothorax), and BERTScore dropping by more than 1.0 across

multiple diseases. This large drift makes the DOCI module the dominant contributor to the model performance, and the

importance of the togetherness of both designed loss functions. Although their individual contribution to the model’s

robustness is less significant than that of the orbital refinement module, they help maintain a steady performance and

metric consistency. A drastic fall in all three metric scores across all diseases was witnessed during the absence of both

the orbital and DOCI module, which signifies the tight correlation and hierarchically supplementary nature.
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Table 4

Ablation study: Effect on the maximum of the average RadGraph scores computed across all samples

Variant CC CAR PNI PLE CON PNEU FIB

W/O Orbital 65.15 40.18 60.26 46.71 32.46 65.18 48.33

W/O Pair Penalty 50.22 30.66 50.72 30.58 25.73 42.65 42.51

W/O Seniority Penalty 50.10 30.38 55.49 38.27 28.36 48.76 45.88

W/O DOCI 50.29 24.44 50.28 20.45 20.31 30.63 40.51

W/O Orbital + DOCI 35.66 10.15 30.45 10.08 10.25 20.18 25.13

QSGT 80.18 48.22 62.24 57.34 37.41 77.31 50.08

5.5. Comparative Analysis
QSGT is compared with six recent multimodal medical VLMs based on SPICE, BERT and RadGraph scores,

across seven thoracic disease categories (Fig 10, 11). MMED-RAG and Med-Flamingo were found to be the strongest

and weakest baselines for all three scores. For a clear chest, the SPICE scores are highest for all the models, and for

pleural effusion, they are lowest. Comparison yields a maximum improvement in SPICE score of 42.68 (25.32 to 68)

for cardiomegaly and a minimum of 3.65 (33.65 to 40) for fibrosis, from the best baseline. Except for the clear chest,

the SPICE score for all the baselines varies between 25 and 43, while for QSGT, it ranges from 40 to 68, except for

consolidation. This confirms the semantic awareness of QSGT over the baselines. Although a very small margin of

improvement was witnessed in the BERT score by QSGT, unlike the baselines, it never falls below 98 for any of the

classes. This signifies the model’s ability to generate better contextual fused embeddings than the baselines. While

focusing on factuality, QSGT achieved significant gains for pneumonia (34.66) and pneumothorax (36.2), compared

with the best SOTA model. Even for complex classes, it achieves satisfactory results (fibrosis=50). This showcases the

model’s consistency in capturing vital clinical information across the disease.

(a) SPICE Score (b) BERT Score (c) RAD Score

Figure 10: Disease-wise score profiles of the models

Figure 11: RAD Score Consistency Comparative
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5.6. Statistical Analysis
The Wilcoxon signed-rank test indicates a statistically significant improvement in RadGraph-F1 scores across all

diseases (p < 0.01). Effect sizes were quantified using Cliff’s delta, revealing a large effect, thereby confirming that

performance gains are substantial rather than incremental. Learning curves demonstrate monotonic improvement with

score stabilization after epochs 75-80, suggesting training convergence and robustness. To quantify uncertainty in the

final performance, we report a 95% confidence interval (CI) over disease-wise RadGraph-F1 scores at the final epoch.

Using Student’s t-distribution (n = 7), the mean final-epoch score of 58.71 yields a 95% CI of [44.9, 72.5]. This interval

confirms statistically reliable performance gains across diverse thoracic pathologies while accounting for inter-disease

variability.

6. Conclusion

This paper introduces a novel unified vision-language model. The conception of quantum many-body can be used

to approximate a vision-language system and improve the downstream generation task by introducing quantum style

token refinement and togetherness losses, by visualizing the vision-language systems as two atomic subsystems. The

process of token pruning has replaced by the quantum orbital style electron assignment process for token refinement,

and the expert configurations by the quantum joint approximation, to ensure no modality or spin is alone. The presence

and contribution of each of these modules in improving the model’s performance in terms of generation, summarization

and faithfulness metrics were found to be evident and essential. All the results obtained in a low-resource environment

proved the research objective in a sparse mode. The class-specific training has helped the model to better understand

both the radiographic vision appearances and their associated lexical contingency. Achieving a very high quantitative

metric with semantically sound phrasal consistency did not take place, and also not expected from this compression-

based approach. Thus, a semantic consistency-improving module needed to be implanted. The use of the same training

environment with the same hyperparameters for all classes, the use of pre-trained encoders instead of finetuned, not

considering the concept of co-evolving states, and verification of one approximation function may have restricted the

model from its best performance. We are further interested in enhancing the model for different anatomies, downstream

tasks, and large vision language modeling.
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