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Abstract

This paper introduces a fuzzy inference framework grounded in  Lukasiewicz
semantics for interpretable reasoning in high-risk artificial intelligence (AI) sys-
tems. The framework, realised through LIMEN-AI ( Lukasiewicz Interpretable
Markov Engine for Neuralized AI), extends Markov Logic Networks by replacing
Boolean satisfiability with piecewise-linear  Lukasiewicz t-norms and implications,
yielding differentiable energy manifolds whose gradients guide both learning and
inference. Every inference step produces a structured, human-readable trace
that decomposes conclusions into weighted rule activations and graded satisfac-
tion degrees, providing a level of transparency that satisfies the requirements
of the European Union AI Act (Articles 13–15). Unlike post-hoc explanation
methods, this interpretability is intrinsic to the fuzzy logic formulation itself.
Through systematic empirical validation on legal document analysis, we demon-
strate: (1) zero-shot schema adaptation across regulatory domains, (2) knowledge
base evolution through inductive learning (0 to 18 predicates without catas-
trophic forgetting), (3) document processing scalability (220 words/second on
regulatory text), and (4) human override mechanisms with localised intervention
effects. These results confirm that  Lukasiewicz fuzzy semantics can serve as a
principled foundation for neuro-symbolic systems requiring both differentiabil-
ity and auditability. The open-source implementation (v0.2.5 on PyPI) enables
community validation and independent verification.

Keywords: Fuzzy inference systems,  Lukasiewicz t-norm, Markov Logic Networks,
Explainable AI, Neural-symbolic integration
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1 Introduction

The entry into force of the European Union Artificial Intelligence Act (EU AI Act)
represents a watershed moment in the governance of algorithmic systems, establishing
the world’s first comprehensive legal framework for high-risk AI [1]. For systems oper-
ating in sensitive domains such as the administration of justice, financial auditing, and
legal contract analysis, the Act imposes binding obligations regarding transparency
(Article 13), human oversight (Article 14), and technical robustness (Article 15) [2–4].
These requirements challenge the status quo of modern machine learning, which has
largely pivoted toward increasingly complex “black-box” models whose internal logic
remains opaque to users, auditors, and even their developers [5–7].

The prevailing response to this opacity has been the development of post-hoc
explanation techniques, such as LIME and SHAP, which attempt to reconstruct the
reasoning of a model after it has produced a result [8, 9]. However, these surrogate
models often suffer from instability and lack of “faithfulness” to the underlying archi-
tecture, potentially leading to misleading explanations in high-stakes legal contexts
[6, 10]. In contrast, there is a growing consensus that for high-risk applications, we
should prioritise models that are interpretable by design, where the reasoning process
is intrinsically transparent and verifiable [6, 11, 12].

To address these regulatory and technical challenges, we propose LIMEN-AI
( Lukasiewicz Interpretable Markov Engine for Neuralized AI) as a framework for
auditable legal reasoning. LIMEN-AI operates as a Small Reasoning Model (SRM) that
combines the formal rigour of weighted first-order logic with the graded expressivity
of  Lukasiewicz fuzzy semantics [13, 14]. This engine functions as a Neuralized Markov
Logic Network (NMLN), where legal rules are represented as explicit templates for a
differentiable energy manifold [15–17].

The central thesis of this paper is that the  Lukasiewicz fuzzy semantics underlying
LIMEN-AI naturally align with the transparency obligations of the EU AI Act—and
that this alignment is not merely a post-hoc mapping but an inherent consequence of
the piecewise-linear structure of the logic itself. We substantiate this claim through
three contributions: first, a formal mapping between  Lukasiewicz operators and the
specific transparency, oversight, and accuracy articles of the Act; second, a workflow for
judicial oversight that incorporates human-in-the-loop override procedures grounded
in the energy manifold; and third, a preliminary empirical validation of the engine on
representative legal document analysis tasks, measuring schema adaptation, inductive
learning, scalability, and override effectiveness.

2 Background and Related Work

The pursuit of interpretable reasoning in AI has a long history, spanning statis-
tical relational learning (SRL), neural-symbolic integration, and fuzzy logic. This
section situates LIMEN-AI within this broader academic landscape, focusing on recent
developments (2020–2025) that inform our approach to regulatory compliance.
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2.1 Statistical Relational Learning and Markov Logic

Statistical Relational Learning (SRL) seeks to integrate logical knowledge represen-
tation with probabilistic reasoning [17, 18]. Markov Logic Networks (MLNs) remain
a cornerstone of this field, providing a framework where first-order formulas serve as
templates for log-linear distributions [15, 16]. Recent advances in MLN inference have
focused on scalability, including efficient procedures for untied networks [19] and lifted
generative learning [20]. The extension of these methods to continuous spaces, such as
numerical MLNs [21] and domain-lifted sampling [22], provides a foundation for han-
dling the fuzzy truth degrees required in legal discourse. Furthermore, the taxonomy
of weight learning methods [23] and recent work on scaling parameters in MLNs [24]
highlight the importance of controllable complexity in relational models. In LIMEN-
AI, rule weights are not fixed a priori but can be induced from historical legal decisions
using gradient-based optimisation of the energy manifold, ensuring that the “learned”
logic remains grounded in empirical legal practice while remaining interpretable to
human experts.

2.2 Fuzzy Logic Foundations and T-Norm Semantics

The mathematical theory of fuzzy logic, initiated by Zadeh and formalised alge-
braically through the study of triangular norms (t-norms), provides the semantic
backbone for graded reasoning in LIMEN-AI [13, 25]. A t-norm T : [0, 1]2 → [0, 1]
generalises classical conjunction to the continuous domain; the three principal t-
norms—Gödel (TG = min), product (TP = a · b), and  Lukasiewicz (T L = max(0, a +
b − 1))—give rise to distinct families of many-valued logics with different algebraic
and computational properties [26]. Among these, the  Lukasiewicz t-norm is uniquely
suited to differentiable inference: because T L is piecewise linear, its sub-differential
exists everywhere in [0, 1]2, enabling gradient-based optimisation without the plateau
regions that afflict the Gödel minimum or the vanishing-gradient behaviour of the
product t-norm near zero [14, 27].

Recent surveys on fuzzy rule-based systems confirm a renewed interest in inter-
pretability as a first-class design criterion rather than a post-hoc add-on [28, 29].
Beke and Kumbasar [30] argue that fuzzy models have been under-represented in
the broader interpretable machine learning literature despite their inherent trans-
parency, while Fernández et al. [31] demonstrate how fuzzy classifiers can generate
self-explaining factual and counterfactual justifications. LIMEN-AI contributes to this
line of work by extending  Lukasiewicz semantics from propositional fuzzy systems to
first-order relational structures, where the interplay between quantifier grounding and
weighted rules creates a richer—but still interpretable—inference landscape.

2.3 Neural-Symbolic Integration and Differentiable Logic

The integration of symbolic reasoning with deep learning, often termed neural-
symbolic computing, aims to combine the learning capabilities of neural networks
with the structured reasoning of logic [11, 12]. Logic Tensor Networks (LTNs) rep-
resent predicates as differentiable functions grounded through “Real Logic” under
 Lukasiewicz semantics, enabling gradient-based optimisation of logical constraints in
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a fully end-to-end manner [32]. DeepProbLog extends probabilistic logic program-
ming with neural predicates [33], while the Scallop language introduces neurosymbolic
programming with provenance tracking for efficient differentiation through discrete
search spaces [34, 35]. Our work on LIMEN-AI builds on these traditions by adopting
 Lukasiewicz semantics within a Markov Logic Network framework, which ensures that
all logical operations are piecewise linear and thus differentiable almost everywhere
[14, 27].

2.4 Interpretable AI and Regulatory Applications

The demand for explainable AI (XAI) is particularly acute in regulated sectors such
as law and finance, where decisions must be justified to human experts and regulators
[2, 5, 36]. Applications of MLNs in domains such as root-cause analysis [37], context-
aware decision making [38], and activity recognition [39, 40] have demonstrated the
practical value of traceable reasoning. In the context of the EU AI Act, the focus
has shifted from simple explainability to “meaningful human oversight” (Article 14)
and “transparent operation” (Article 13) [3, 41]. Recent studies on securing human-
centric consumer applications through MLN approaches [42] and the application of
Probabilistic Soft Logic (PSL) to activity recognition [43] suggest that relational logic
is uniquely suited to meeting these regulatory challenges.

3 EU AI Act: Regulatory Mapping

The AI Act establishes a risk-based hierarchy, with high-risk systems subject to the
most rigorous documentation and oversight requirements. LIMEN-AI is designed to
meet these requirements through its core mathematical and logical properties. Table 1
provides an explicit mapping between the Act’s requirements and the engine’s technical
features.

3.1 Article 13: Transparency and Interpretability

Transparency under the AI Act requires that the system’s operation be sufficiently
clear to allow users to interpret the output. In LIMEN-AI, this is achieved by ground-
ing every conclusion in the  Lukasiewicz t-norm and its residual implication. The
conjunction of two fuzzy truth values is computed as T L(a, b) = max(0, a + b − 1),
while the implication follows the residuum a → L b = min(1, 1 − a + b) [13, 25]. Both
operations are piecewise linear, yielding well-defined sub-gradients at every point in
[0, 1]2—a property that distinguishes them from the Gödel t-norm (where gradients
vanish on large regions) and the product t-norm (where gradients vanish near zero).

For a legal rule ϕ : A → B with weight w, the satisfaction degree σ(ϕ, I) =
min(1, 1 − I(A) + I(B)) provides a continuous but semantically grounded measure of
how well the rule holds under interpretation I. The piecewise linearity of σ ensures
that each rule’s contribution to the energy manifold E(I;w) =

∑
i wiσ(ϕi, I) is both

human-interpretable (as a weighted degree of rule satisfaction) and computationally
tractable (admitting efficient gradient computation for sampling-based inference).
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AI Act Article Regulatory Obligation LIMEN-AI Mechanism

Art. 13(1) Sufficient transparency for users
to interpret outputs

Explicit weighted first-order rules with
 Lukasiewicz semantics

Art. 13(3)(b)(iv) Information on expected level of
accuracy

Fuzzy truth degrees ∈ [0, 1] with for-
mal satisfaction guarantees

Art. 14(1) Design for human oversight Structured inference traces with per-
rule activation degrees

Art. 14(4)(a) Ability to fully understand and
interpret outputs

Satisfaction degree decomposition
(T L, S L)

Art. 14(4)(d) Ability to override or reverse
outputs

Veto mechanism via hard constraints
in energy manifold

Art. 15(1) Appropriate level of accuracy
and robustness

ϵ-regularisation and formal conver-
gence bounds

Table 1: Mapping between EU AI Act requirements and LIMEN-AI technical
capabilities. This mapping represents a technical design alignment between sys-
tem capabilities and regulatory requirements; actual compliance certification would
require independent audit and conformity assessment per AI Act Article 43 and
Annex VII. Source: Author.

3.2 Article 14: Human Oversight

Human oversight is mandated to prevent or minimise risks to health, safety, or fun-
damental rights. Article 14(4) specifically requires that the system be designed so
that natural persons can “fully understand” its outputs (sub-paragraph a), “correctly
interpret” them (sub-paragraph b), and “decide not to use” or “override or reverse”
them (sub-paragraph d) [1]. LIMEN-AI addresses these requirements through Infer-

ence Traces: when the engine performs sampling-based inference (using MALA or
Power Sampling), it generates a structured record of which rules were activated and
to what degree. A legal auditor can thus inspect the trace to see, for example, that a
contract was flagged as “high-risk” because rule ϕ42 (liability limit) was violated with
degree 0.8. The override capability mandated by sub-paragraph (d) is realised through
the veto mechanism described in Section 5.1.

4 Legal Knowledge Base: Liability Assessment and
Tort Theory

To demonstrate the engine’s capabilities in a context requiring high levels of auditabil-
ity, we define a pedagogical Legal Knowledge Base (KB) grounded in a tort liability
scenario. This case study moves beyond simple contract classification to a multi-stage
reasoning process that models the causal and duty-based relationships central to legal
liability.

4.1 Predicates and Rule Formalisation

The knowledge base is structured around six core predicates that capture the elements
of a typical negligence claim. The predicate DutyOfCare(P, V ) indicates that party P
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has a legal duty of care toward victim V , while BreachOfDuty(P,A) represents
that party P breached their duty through action A. Causal connection is modelled
by ProximateCause(A, V ), which signifies that action A is the proximate cause of
harm to V , and the factual predicate HarmOccurred(V ) asserts that harm was sus-
tained by victim V . The target conclusion Liable(P, V ) determines whether party P

is liable to victim V , and DamagesAwarded(P, V ) records the final recommendation
for compensatory damages.

A representative rule set K for this domain is defined as follows:

1. ϕtort : DutyOfCare(P, V ) ∧ BreachOfDuty(P,A) ∧ ProximateCause(A, V ) →

Liable(P, V ) with weight w = 6.0.
2. ϕdamages : Liable(P, V ) ∧ HarmOccurred(V ) → DamagesAwarded(P, V ) with

weight w = 4.5.
3. ϕanomaly link : AnomalousClause(C) → BreachOfDuty(P,A) with weight w =

3.0.

These rules are interpreted under  Lukasiewicz semantics, ensuring that the satisfac-
tion degree σ(ϕ, I) is a piecewise linear function of the truth values of the constituent
atoms. This linearity is critical for the generation of informative gradients, which guide
the sampling process toward high-energy interpretations where the legal logic is most
effectively satisfied.

4.2 Information Flow and Inference

The engine defines an energy function E(I;w) that aggregates the weighted satis-
faction degrees of all rule groundings. In our liability scenario, the energy manifold
represents the “logical compatibility” of a given interpretation with the established
legal principles. By performing approximate inference via gradient-guided sampling,
the system identifies interpretations that minimise the violation of these rules,
effectively searching for the most plausible legal conclusions given the observed
evidence.

5 Workflow for Regulatory Compliance

The deployment of LIMEN-AI in a legal setting follows a multi-stage workflow designed
to ensure human-in-the-loop oversight. This process transforms raw legal text into
auditable decision support through the generation of structured traces. The work-
flow addresses three regulatory obligations simultaneously: transparency of operation
(Article 13), meaningful human oversight with override capability (Article 14), and
accuracy through formal convergence guarantees (Article 15). The remainder of this
section details the override procedures, their empirical validation, and the accuracy
mechanisms that underpin the framework.

5.1 Human-in-the-Loop: Article 14(4) Override Procedures

A central requirement of Article 14 of the EU AI Act is the ability for human opera-
tors to disregard, override, or reverse the system’s outputs. This is particularly vital
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in the administration of justice, where the “veto power” of a judge or legal expert
ensures that automated suggestions do not replace human deliberation. The following
subsection describes how LIMEN-AI realises this requirement through its trace-based
architecture.

5.2 Override Mechanisms in LIMEN-AI

LIMEN-AI supports human oversight through two primary mechanisms: Trace
Review and Interpretative Intervention. Because the inference process produces
structured traces (see Section 7), a legal auditor can identify the specific rule activa-
tions that led to a liability recommendation. If an auditor determines that a particular
rule was applied incorrectly or that the evidence for a predicate was insufficient, they
can intervene by either modifying the rule weights or manually pinning an atom’s
truth degree.

Crucially, this feedback loop addresses the risk of “catastrophic forgetting” often
associated with online learning in neural networks. In LIMEN-AI, judicial interven-
tions are treated as hard constraints or weight priors in the energy manifold, rather
than unconstrained parameter updates. This ensures that the system’s core logic
remains stable while allowing for case-specific corrections that can be audited for
judicial bias or inconsistency.

5.2.1 Empirical Demonstration: Veto Power in Practice

To validate the practical effectiveness of Article 14(4) compliance, we conducted a
controlled experiment using a service agreement analysis task. The system initially
inferred that clientParty(CharlieCompany) held with a fuzzy truth degree of 0.9868,
indicating extremely high confidence based on the textual evidence and rule activations
in the knowledge base. However, in a realistic oversight scenario, a legal expert might
identify that this entity should be excluded from consideration due to external evidence
not captured in the original document (e.g., a subsequent amendment or jurisdictional
constraint).

Using LIMEN-AI’s veto mechanism, the human operator explicitly set the truth
degree of clientParty(CharlieCompany) to 0.0, effectively adding a negated high-
weight formula to the knowledge base. Upon re-running the inference procedure, the
system respected this constraint, and the truth degree was reduced to 0.0172 (near-
zero, with residual mass due to sampling variance). Importantly, the system’s reasoning
about other predicates (e.g., providerParty(DaveService), which retained its degree
of 0.9852) remained unaffected, demonstrating that the intervention was localised and
did not corrupt the broader knowledge structure.

This experiment provides concrete evidence that LIMEN-AI’s architecture is
designed to facilitate the Article 14(4) requirement for meaningful human override: the
system’s outputs can be directly and transparently modified by authorised personnel,
with the effects of such modifications being both immediate and auditable through the
structured inference traces. This capability contrasts with end-to-end neural models,
where interventions would typically require retraining or post-hoc filtering that lacks
formal guarantees of consistency.
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5.3 Workflow for Judicial Oversight

Figure 1 illustrates the proposed workflow for judicial oversight. The process begins
with the SRM engine producing a recommendation and a corresponding inference
trace. The judge reviews these outputs and decides whether to accept, modify, or veto
the decision. This feedback loop is not merely an external correction but is integrated
into the system’s state, allowing the engine to “learn” from judicial deliberation by
adjusting the underlying energy model.

SRM Engine
(Inference + Trace)

Judicial Review
(Article 14 Oversight)

Accept
Recom-

mendation?

Final Judicial
Decision

Judicial Veto
(Trace Intervention)

Recommendation

Yes No

Feedback to KB

Final ruling grounded in
engine output and human review

Fig. 1: The Article 14(4) override workflow. A judge retains the absolute power to
veto or modify the engine’s suggestions, with the system providing the necessary trans-
parency through inference traces to make such decisions meaningful. Source: Author.

The workflow is grounded in numerical optimisation principles that ensure stability
during inference [44, 45]. By utilising ϵ-regularisation, the engine avoids the gradi-
ent vanishing problem common in fuzzy logic, thereby maintaining the “traceability”
required for meaningful audit trails. The resulting traces allow auditors to verify not
only the final decision but also the relative contribution of each weighted rule, provid-
ing a level of transparency that is intrinsically linked to the underlying mathematical
formulation.

5.4 Accuracy, Robustness, and ϵ-Regularisation

Article 15 of the AI Act mandates that high-risk AI systems achieve an appropri-
ate level of accuracy and robustness. In LIMEN-AI, this is addressed through the
mathematical formulation of the energy manifold. The use of ϵ-regularised operators
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ensures that the satisfaction degree σ(ϕ, I) remains within a differentiable region, pre-
venting numerical instabilities that could lead to erratic or unreliable outputs [27].
Furthermore, the engine’s grounding in  Lukasiewicz semantics provides formal conver-
gence guarantees during importance sampling, which have been empirically validated
on relational domains with up to 104 ground atoms [21, 44, 45]. This robust foun-
dation allows the system to handle the inherent noise and uncertainty of real-world
legal data while maintaining predictable behaviour. The applicability of this approach
has been further demonstrated in complex relational settings such as qualitative spa-
tial reasoning [46] and temporal knowledge graphs [47], reinforcing its suitability for
multi-faceted legal analysis.

6 Empirical Evaluation

To validate the regulatory compliance claims and assess the practical capabilities of
LIMEN-AI, we conducted a systematic validation suite focusing on four core aspects:
(1) multi-domain knowledge extraction and adaptation, (2) knowledge base evolution
through inductive learning, (3) document processing scalability, and (4) human over-
sight mechanisms. All document processing tests (Sections 6.1–6.4) used real legal
documents with actual system outputs recorded—no simulated data was used for these
experiments. The liability assessment example (Table 2, Section 7) remains pedagog-
ical but demonstrates the trace structure produced by the system for audit purposes.
The complete validation protocol, test scripts, and raw outputs are available in the
project repository for independent verification [48].

6.1 Multi-Domain Knowledge Extraction

A key requirement for legal AI systems is the ability to adapt to different regulatory
domains without manual schema engineering. We evaluated LIMEN-AI’s zero-shot
schema induction capability by processing two distinct legal documents: (1) a service
agreement contract (1,444 words), and (2) a GDPR compliance policy (892 words). For
each document, the system was initialised with an empty knowledge base and tasked
with extracting domain-appropriate predicates and facts using an integrated language
model (Qwen2.5-1.5B via Ollama) for natural language understanding. The LLM pro-
poses predicate names and argument structures based on the document content, which
the system then automatically validates against arity constraints and grounds to con-
stants extracted from the text—no manual ontology engineering or human annotation
of predicates was required.

Results: The system successfully extracted domain-specific schemas
without human intervention. For the service agreement, it identified 6
predicates (clientParty, providerParty, serviceUptimeRequirement,
dataBreachNotification, serviceCreditClaim, terminationOfAgreement) and
grounded 4 factual assertions. For the GDPR policy, it extracted a distinct schema with
8 predicates (dataController, legalBasisForProcessing, dataSubjectRights,
retentionPeriod, etc.) and 12 facts. Crucially, the predicates extracted from Docu-
ment 2 were semantically orthogonal to Document 1, demonstrating that the system
adapts to domain-specific terminology rather than applying a fixed ontology. This
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zero-shot adaptation capability is critical for regulatory compliance applications
where domain vocabularies vary significantly (e.g., financial regulation vs. healthcare
privacy vs. employment law).

6.2 Knowledge Base Evolution and Inductive Learning

To evaluate the system’s ability to learn new rules from feedback and evolve its knowl-
edge base over time, we conducted a multi-round document ingestion experiment
with explicit human feedback. Starting from an empty knowledge base, we sequen-
tially ingested three documents (service agreement, GDPR policy, software licence)
while providing labelled examples of desired inferences after each round (e.g., “if
dataBreachNotification(Provider, Client) is true, then mustNotify(Provider)

should be inferred”).
Results: The knowledge base evolved organically across rounds: Round 1 (6

predicates, 4 facts, 0 induced rules) → Round 2 (14 predicates, 16 facts, 2 induced
rules) → Round 3 (18 predicates, 24 facts, 4 induced rules). The induced rules (e.g.,
mustNotify :- dataBreachNotification, weight w = 0.862) were learned via the
SimpleImplicationTemplate and correctly applied to subsequent queries. Critically,
predicates and facts from earlier rounds were retained without degradation—the sys-
tem exhibited no “catastrophic forgetting” when new knowledge was added. This
demonstrates the potential for continuous learning under human oversight, a key
requirement for Article 14(4) compliance where domain experts incrementally refine
system behaviour.

6.3 Document Processing Scalability

A critical challenge for real-world legal AI systems is the ability to process enterprise-
scale documents efficiently while maintaining extraction quality. To evaluate this
capability, we tested LIMEN-AI on a representative sample of ISO/IEC 27001:2022
Annex A, encompassing 10 organisational and personnel security controls across
2,500+ words of structured regulatory text.

Results: The system achieved a throughput of 220 words per second dur-
ing knowledge extraction, completing the full document analysis in under 10 seconds
on commodity hardware (Intel Core i7-13800, 32GB RAM, NVIDIA RTX 4080).
The engine successfully identified 12 distinct predicates capturing the hierarchi-
cal control structure (e.g., informationSecurityPolicy, segregationOfDuties,
personnelScreening) and grounded 38 factual assertions from the text. This per-
formance demonstrates that the combination of neural language understanding (via
integration with locally-hosted LLMs via Ollama) and symbolic reasoning (via
 Lukasiewicz logic) scales effectively to documents of practical relevance in compliance
auditing and legal tech applications.

Figure 2 illustrates the near-linear scaling behaviour of LIMEN-AI inference as
the number of knowledge base groundings increases. Processing 100 queries requires
approximately 2.8 seconds, a performance level achieved through the efficient imple-
mentation of differentiable operators in PyTorch, which exploits GPU acceleration for
parallel evaluation of rule satisfaction degrees across high-dimensional interpretation
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spaces. This linear scaling contrasts with the exponential complexity of exact MLN
inference, validating the importance sampling approach for practical deployment.

0 20 40 60 80 100
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LIMEN-AI (Langevin)

Fig. 2: Scalability of LIMEN-AI inference. Execution time scales near-linearly with
the complexity of the interpretation space. Data points represent mean execution time
across 5 runs; standard deviation < 5%. Source: Author.

6.4 Human Oversight: Veto Power Validation

A critical requirement for EU AI Act Article 14(4) compliance is the ability for human
operators to override system outputs. As described in detail in Section 5.2.1, we con-
ducted a controlled experiment to validate this capability using a service agreement
analysis task.

Results: The system initially inferred clientParty(CharlieCompany) with
fuzzy truth degree 0.9868 based on textual evidence. Using the veto mechanism,
a human operator explicitly set this predicate’s truth degree to 0.0, which was
immediately reflected in the system state (reduced to 0.0172 after re-inference,
near-zero with residual sampling variance). Crucially, other predicates such as
providerParty(DaveService) (degree 0.9852) remained unaffected, demonstrating
localised intervention without corruption of the broader knowledge structure. This
contrasts with end-to-end neural models where interventions typically require full
retraining or post-hoc filtering without formal consistency guarantees. The complete
workflow and inference traces for this experiment are provided in Section 5.1 and are
reproducible via the test suite.
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6.5 Implementation and Reproducibility

The LIMEN-AI engine (version 0.2.5) is implemented in Python using PyTorch for
differentiable operations and is publicly available on the Python Package Index (PyPI)
[48]. The implementation consists of approximately 5,000 lines of core library code,
organised into modules for knowledge base management (core.py), inference proce-
dures (inference.py, sampling.py), inductive learning (induction.py), and LLM
integration for knowledge extraction (orchestrator.py, pipeline/).

The validation experiments reported in this paper were conducted using the
following configuration: Ollama [49] as the local LLM backend with Qwen2.5-1.5B-
Instruct [50] for natural language processing tasks, PyTorch 2.0 for tensor operations,
and standard sampling parameters (1000 samples, 500-sample burn-in for MCMC).
All experiments were executed on commodity hardware (Intel Core i7-13800, 32GB
RAM, NVIDIA RTX 4080) to demonstrate accessibility for research and small-scale
deployments.

The complete validation suite, including test scripts, knowledge bases, and
reproducibility instructions, is available in the project repository. All tests can be
reproduced using the provided master test runner:

$ pip install limen-ai==0.2.5

$ git clone https://github.com/enricozanardo/limen-ai

$ cd smc && ./use_cases/run_all_tests.sh

This reproducibility framework ensures that the compliance claims and perfor-
mance metrics reported herein can be independently verified by researchers, auditors,
and regulatory bodies—a critical requirement for trust in high-risk AI systems as
mandated by the EU AI Act.

7 Formalising the “Good Explanation”

For a legal auditor, an explanation is “good” if it is faithful to the model and intelli-
gible to a human. LIMEN-AI achieves this through a structured decomposition of the
inference result. In this context, truth degrees in [0, 1] are interpreted not merely as
probabilities, but as graded satisfaction degrees of legal predicates. A value of 0.858
for DutyOfCare implies that the observed evidence overwhelmingly supports the
existence of a duty, while a value of 0.100 for Liable indicates a failure of the condi-
tions required for a liability verdict. We adopt a standard decision threshold of 0.5
for binary recommendations, though this threshold can be tuned based on the “pre-
ponderance of evidence” or “beyond reasonable doubt” standards required in specific
legal jurisdictions.

Definition 1 (Inference Trace) An inference trace T for a query Q is a tuple (S,A, C) where
S is the set of sampled fuzzy interpretations, A is the set of rule activation degrees, and C is
the set of weighted contributions to the energy manifold.
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As demonstrated in our reference implementation, a formatted trace for a legal
auditor provides a granular view of the reasoning process. Table 2 illustrates a
representative trace from the Liability Assessment KB.

Element Value / Degree

Ground Atoms

DutyOfCare(defendant corp, plaintiff user) 0.858
ProximateCause(action 404, plaintiff user) 0.736
HarmOccurred(plaintiff user) 0.933
AnomalousClause(clause limit 01) 0.833
BreachOfDuty(defendant corp, action 404) 0.117
Liable(defendant corp, plaintiff user) 0.100
DamagesAwarded(defendant corp, plaintiff user) 0.111

Rule Activations

tort liability rule 1.000
damages award rule 1.000
clause breach link 0.284

Weighted Contributions

tort liability rule (w = 6.0) 6.000
damages award rule (w = 4.5) 4.500
clause breach link (w = 3.0) 0.853

Table 2: Sample inference trace for liability assessment (peda-
gogical example). The trace allows an auditor to verify that the
“tort liability rule” was the primary contributor to the final rec-
ommendation in this specific interpretation. Source: Author.

The trace structure illustrated in Table 2 makes the reasoning chain fully auditable:
a domain expert can verify which rules fired, with what degree, and how their
weighted contributions shaped the final recommendation. This level of granularity is
precisely what distinguishes intrinsic interpretability from post-hoc explanations—the
trace is not a reconstruction but a direct record of the  Lukasiewicz energy manifold
computation.

8 Conclusion and Future Work

LIMEN-AI provides a rigorous, logic-based foundation for legal reasoning that is
compliant by design. By representing domain knowledge as explicit weighted rules
and producing structured inference traces, we have demonstrated that transparency
and performance are not mutually exclusive. The adoption of  Lukasiewicz semantics
ensures that every inference step remains semantically grounded, while the use of
gradient-guided sampling allows the system to scale to complex relational domains
without sacrificing interpretability.
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Our empirical validation demonstrates four core capabilities of the LIMEN-AI
framework: (1) zero-shot domain adaptation, successfully extracting semantically
distinct schemas from service agreements and GDPR policies without manual ontol-
ogy engineering; (2) knowledge base evolution, growing organically from 0 to 18
predicates and 4 induced rules across three document ingestion rounds without catas-
trophic forgetting; (3) scalable document processing, achieving 220 words/second
throughput on ISO 27001 regulatory text (2,500+ words) with near-linear inference
scaling; and (4) human override capability, demonstrating localised veto power
(reducing a predicate’s truth degree from 0.9868 to 0.0172) without corrupting unre-
lated inferences. These results validate the feasibility of the neuro-symbolic approach
for legal AI applications requiring regulatory compliance.

8.1 Limitations and Scope

While this work demonstrates the feasibility of the LIMEN-AI approach, several
limitations must be acknowledged.

The empirical validation focuses on system capability demonstrations rather than
comparative performance evaluation on standardised legal reasoning benchmarks. The
system’s retrieval accuracy relative to baselines such as BM25, BERT-Legal, or GPT-
4 on tasks like COLIEE (Competition on Legal Information Extraction/Entailment)
remains unvalidated. Initial attempts to adapt the system to COLIEE-style statute
retrieval tasks revealed implementation gaps in query translation and retrieval mech-
anisms, resulting in zero recall. The contrast with the successful Tests 1–4 reflects
differing technical requirements: document extraction relies on LLM natural language
understanding with symbolic grounding, whereas statute retrieval demands seman-
tic matching across legal hierarchies and multi-hop reasoning—capabilities requiring
query translation mechanisms not yet implemented.

Beyond benchmarking, the interpretability claims regarding structured inference
traces have not been formally validated through user studies with legal profes-
sionals. The assumption that explicit logical rules with fuzzy truth degrees (e.g.,
DutyOfCare = 0.858) are inherently more interpretable than neural model embed-
dings requires empirical confirmation through cognitive evaluation with domain
experts. Similarly, our regulatory compliance mapping (Table 1) represents a techni-
cal design proposal rather than a validated certification by EU regulatory authorities;
actual deployment in high-risk applications would require conformity assessment
procedures per Annex VII of the AI Act.

The current evaluation scope is limited to document-level knowledge extraction
and simple query answering. More complex reasoning scenarios—multi-step argu-
mentation chains, adversarial strategy formulation, and temporal reasoning about
contract modifications—remain outside the system’s validated capabilities. The scala-
bility analysis (220 words/sec) measures extraction throughput but does not evaluate
reasoning performance on knowledge bases with thousands of predicates, as would be
typical in enterprise legal repositories. Finally, the veto power demonstration is a sin-
gle controlled experiment on one predicate; systematic evaluation of human override
workflows, including multiple sequential interventions and long-term knowledge base
stability under continuous human feedback, remains future work.
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These limitations define a clear research agenda, as outlined below.

8.2 Future Work

Our analysis of Article 14(4) override procedures highlights the importance of keep-
ing human experts central to the decision-making process. The proposed workflow
for judicial oversight ensures that automated recommendations serve as support tools
rather than replacements for human judgment. Future work will focus on four pri-
mary directions: (1) Benchmark evaluation: Engineering robust query translation
and retrieval mechanisms to enable comparative evaluation on standardised datasets
such as COLIEE, LegalBench, and CaseHOLD, with head-to-head baselines against
BM25, BERT-Legal, and large language models (target: Q3 2026). (2) User studies:
Conducting cognitive evaluations with legal professionals (minimum 10-15 partici-
pants) to validate trace interpretability, measure task efficiency gains, and identify
usability improvements for explanation interfaces (target: Q2 2026). (3) Scalability
stress testing: Evaluating performance on enterprise-scale knowledge bases (10,000+
predicates, 100,000+ ground atoms) representative of real-world legal document repos-
itories, with an analysis of memory consumption, inference latency, and distributed
computing strategies (target: Q4 2026). (4) Formal verification: Integrating for-
mal proofs of faithfulness for explanation mechanisms, potentially leveraging proof
assistants (Coq, Isabelle) to provide certified guarantees that inference traces accu-
rately reflect the underlying energy manifold computations. The open-source release
of LIMEN-AI (v0.2.5) on PyPI facilitates community engagement and independent
verification of our compliance claims, supporting the development of trustworthy legal
AI systems that meet the stringent requirements of the EU AI Act.
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