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ABSTRACT

Depression detection from Chinese clinical interviews remains underexplored due to scarce annotated datasets and the
inherent complexity of interviews, which consist of multiple question-response pairs per subject. To address this gap, the
Deplnter-CN dataset was constructed, containing 50 participants (450 interviews) with subject-level depression labels from
M.ILN.I. and PHQ-9 assessments. The task is formulated as subject-level classification, and a lightweight, interpretable
framework is proposed featuring question-level encoding, cross-question aggregation, and subject-level prediction. Three
aggregation strategies are compared: question-level probability averaging, answer-only encoding with mean pooling, and
joint question-answer encoding with mean pooling. On Deplnter-CN, answer-only encoding with mean pooling achieves the
best performance (accuracy ~ 0.86, F1 ~ 0.84, AUC ~ 0.93). On the public Chinese Multimodal Depression Corpus (CMDC)
dataset, question-level probability averaging performs best (accuracy =~ 0.98, F1 ~ 0.96, AUC = 0.97). Question-type analysis
reveals that symptom-oriented and situational inquiries are more informative than picture-description tasks. Interpretability
analysis indicates that the model relies on clinically relevant symptom-related language patterns rather than superficial cues.
These findings underscore the importance of subject-level modeling for interview-based depression detection and indicate that
the optimal aggregation strategy depends on dataset structure.

Introduction

Depression is one of the most prevalent and burdensome mental disorders worldwide. Its high global prevalence and substantial
social/economic costs, combined with low treatment rates, make efficient and objective screening especially important'-2.
In routine clinical practice, assessment still relies heavily on semi-structured interviews and psychometric questionnaires
administered by trained clinicians. While such methods (e.g., structured clinical interviews and scales like PHQ-9) are effective
gold standards for diagnosis, they are also time-consuming, costly, and inherently subjective’. This has motivated growing
interest in automated, text-based depression detection approaches that can assist clinicians by analyzing patients’ language for
depressive cues®.

Over the past decade, natural language processing (NLP) and machine learning techniques have increasingly been used
to identify depression from spoken or written text. Early work focused on detecting signals of depression in social media
and online forums using lexical cues and classical machine learning classifiers>~®. With the rise of deep learning, researchers
began applying CNN and RNN models to users’ posts, achieving improved accuracy in distinguishing depressed individuals
from controls”!°. More recently, large pre-trained language models have driven significant progress in text-based mental
health detection. For example, Devlin et al.!! introduced BERT, which has since been fine-tuned for depression classification
tasks, yielding state-of-the-art results in English and other languages. In the Chinese context, Wang et al.!> demonstrated that
fine-tuning BERT and RoBERTa on Weibo social media posts substantially outperformed earlier methods for depression risk
prediction in Chinese, especially when further pre-trained on domain-specific data. These advances indicate the promise of
language-based depression detection using deep NLP techniques, but also highlight new challenges.

One challenge is that powerful transformer models are resource-intensive and behave as “black boxes,” making it hard to
interpret their decisions. This is a serious concern in clinical applications, where transparency and trust are essential'>. As
a result, there is growing interest in lightweight and interpretable modeling approaches that can perform robustly on limited
clinical text data while offering explainable results. In particular, healthcare NLP researchers have explored using simpler



architectures (e.g. hierarchical attention networks or even linear models) that incorporate clinically meaningful structure and are
easier to interpret'*. Such models can be augmented with modern explainability techniques — for example, using SHAP values
to highlight important linguistic features in a patient’s speech/text' or using dimensionality reduction like UMAP to visualize
patient representations'®. By combining efficient modeling with explainability, the author can better ensure that automated
depression detectors are both accurate and clinically transparent.

Another gap in the literature has been the relative lack of Chinese-language datasets and studies for depression detection.
Most existing text-based depression corpora and models have focused on English — from Twitter and Reddit posts’ to the
DAIC-WOZ clinical interview dataset in English”. In contrast, Chinese resources remain limited. A few recent efforts have
begun to fill this gap. Wang et al.!> constructed a Chinese microblog (Weibo) dataset with depression annotations, and Zhang
et al.'® released an expert-validated Weibo depression dataset, illustrating the feasibility of NLP-based screening in Chinese
social media. In the clinical realm, Shen et al.'® introduced the EATD-Corpus, an Emotional Audio-Textual Depression dataset
of 162 Chinese clinical interviews (with transcripts and audio, plus clinician-rated depression scores), and reported baseline
results using a GRU/BiLSTM model. Similarly, Zou et al.>? developed the CMDC — a Chinese Multimodal Depression Corpus
— containing semi-structured clinical interviews in Chinese with synchronized text, audio, and video data for each participant,
verified by professional clinicians. These datasets have enabled preliminary studies on Chinese-language depression detection.
However, they are still relatively small in scale, and differences in interview structure (e.g. fixed script vs. varying dialogue)
mean that techniques may not generalize directly across them. Overall, there is a clear need for more Chinese clinical datasets
and for methods tailored to Chinese language and cultural context.

The work addresses these needs by constructing a new dataset of Chinese clinical interview texts for depression detection
and by proposing a lightweight, explainable modeling framework. the author focuses on interview-based mental health
detection, analyzing how different question types and patient responses contribute to identifying depression. Unlike prior
Chinese studies that mostly used social media data'>'® or multimodal cues®’, the author concentrates on transcripts from
diagnostic interviews conducted in clinical settings. By formulating depression detection as a subject-level classification (where
each subject’s collection of answers produces one label) rather than a standard text classification, the author aligns with the way
clinicians evaluate a patient across multiple questions. The author shows that this subject-level approach, combined with simple
yet effective text encodings and aggregation strategies, yields strong performance even on the limited-size dataset. Furthermore,
the author performs extensive explainability analyses — both globally, to visualize the landscape of depressive vs. healthy
subjects, and locally, to attribute model predictions to specific questions and words. In summary, this paper presents a new
Chinese clinical interview dataset for depression detection, analyzes the role of question types in eliciting depressive signals,
and introduces a lightweight, explainable modeling approach that balances accuracy with interpretability for use in real clinical
applications.

Related work

A growing body of research has studied how linguistic patterns in a person’s writings or speech can indicate depression. Early
studies leveraged social media corpora: for example, the work of Benton et al.® showed that multi-task learning on Twitter
data could jointly predict several mental health conditions, including depression, by sharing text feature representations. Other
researchers compiled specialized datasets such as the Reddit Self-reported Depression Diagnosis (RSDD) corpus, enabling
supervised classification of depression based on users’ forum posts>!. Overall, these studies found that depressed individuals
tend to exhibit distinguishable language usage — e.g. more first-person pronouns, more negative emotion words, and references
to loneliness or hopelessness — which can be captured by NLP features’. Traditional approaches often used bag-of-words
or lexicon-based features fed into SVM or logistic regression classifiers, yielding moderate success (with accuracies in the
0.70-0.80 range)®22.

With the advent of deep learning, more powerful text representations have improved depression detection performance.
Orabi et al.” pioneered applying CNNs on user tweets to detect depression, reporting that deep models outperformed earlier
n-gram classifiers. Subsequent work has used recurrent neural networks (LSTMs/GRUs) and attention mechanisms to model
sequences of words indicative of depressive affect’. For instance, a study by Mallol et al.>® introduced a hierarchical attention
network that first encodes each utterance from a clinical interview and then aggregates across the interview, achieving promising
results on the DAIC-WOZ interview transcript dataset. Similarly, Xezonaki et al.”* proposed an affect-enhanced hierarchical
attention model for transcribed interviews, incorporating an affective lexicon to bias the attention weights toward emotionally
salient words. These deep models can automatically learn subtle linguistic cues (such as tone, syntax, and context) that correlate
with depression, improving detection accuracy.

In recent years, large pre-trained language models have become the state-of-the-art in many NLP tasks, including mental
health detection. Models like BERT!! and its variants provide contextual embeddings that capture rich semantic information,
which can be fine-tuned on relatively small depression datasets. In the CLPsych 2019 shared task, for example, fine-tuned
transformer models achieved top performance in classifying users’ depression status and suicide risk from online text>>. For
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Chinese, Cui et al.2° released a Chinese BERT model (BERT-wwm) that has been widely used to boost NLP tasks in Chinese.
Wang et al.'? applied BERT-wwm to Chinese Weibo posts and found it substantially improved depression risk prediction,
raising F1 scores by 5-10 points over recurrent models. More recently, researchers have explored domain-specific pre-training:
Zhang et al.'® describe a MentalBERT for Chinese, obtained via further pre-training on mental health-related social media data,
which achieved higher accuracy on depression detection than general BERT. Overall, leveraging pre-trained transformers has
become a common theme, as they can extract nuanced features of depressive language (e.g., subtle changes in self-referential
speech or emotional content) that may be missed by older models. However, these models typically have millions of parameters
and require caution against overfitting when data is limited — a frequent scenario in clinical NLP.

Beyond social media, an important line of work focuses on clinical interviews — a more controlled and diagnostically
relevant setting. The Distress Analysis Interview Corpus — Wizard of Oz (DAIC-WOZ) is a seminal resource in this area'”.
DAIC-WOZ contains audio, video, and transcripts from 189 semi-structured interviews designed to diagnose psychological
distress (depression, PTSD, etc.), conducted by a virtual agent. It has spurred numerous multimodal depression studies; for
example, the AVEC 2016 challenge used DAIC-WOZ as a benchmark, and participants developed models to predict depression
severity from participants’” spoken answers, facial expressions, and vocal prosody”. In that challenge, the best approaches
fused text and audio features, underscoring that linguistic cues in answers carry significant signal for depression even on their
own. Subsequent works on DAIC-WOZ transcripts include the aforementioned hierarchical attention models>®?*, as well
as graph-based models: Niu et al.”’ introduced HCAG, a hierarchical context-aware graph attention network that explicitly
modeled the interactions between the interviewer’s questions and the participant’s responses. By encoding question-answer
pairs and their context, HCAG improved depression classification accuracy, suggesting that how a patient responds to specific
types of questions is diagnostically informative. Our work builds on this insight by analyzing question-type contributions in
Chinese interviews.

In the Chinese language context, until recently there were no comparable interview corpora. Shen et al.'® filled part
of this gap with the EATD-Corpus, which contains 162 interviews of Chinese university volunteers, each with transcripts,
audio recordings, and an associated depression score (from the Zung Self-Rating Depression Scale). They reported baseline
classification results on EATD using a fused GRU/BiLSTM model (text and audio)'®. Concurrently, Zou et al.”° presented the
CMDC (Chinese Multimodal Depression Corpus), composed of clinical interviews with 78 participants in China (26 depressed
patients and 52 controls) recorded in text, audio, and video. Using early fusion of text features (from a Chinese BERT model)
with acoustic (eGeMAPS) and facial features, they achieved an impressive F1-score of 0.94 on depression detection’’. These
efforts demonstrate the feasibility of automatic depression assessment from Chinese interviews, though each has limitations
(e.g., EATD involves only students and uses self-report scales; CMDC includes multimodal data but with a somewhat fixed
interview script). Notably, both corpora remain relatively small. As a result, researchers have emphasized techniques like
data augmentation or transfer learning to bolster performance, and have kept models relatively simple to avoid overfitting. For
instance, Shen et al.!®’s baseline model was a two-layer RNN, and Zou et al.20 relied on feature-based classifiers, whereas very
deep models could not be reliably trained on these datasets.

In high-stakes domains like mental health, model interpretability is nearly as important as predictive accuracy'. Clinicians
are more likely to trust and adopt Al tools if they can understand the reasoning behind a prediction. Therefore, recent studies
have integrated explainable Al (XAI) techniques into depression detection workflows. For example, researchers have used
SHAP (Shapley Additive Explanations) to interpret text-based depression classifiers by identifying which words or behavioral
features most contributed to a model’s decision'®>. Mallol et al.>> and Xezonaki et al.>* both examined attention weight
distributions in their models to see which parts of an interview the model focused on for depressed vs. non-depressed individuals.
More broadly, Alghowinem et al.”?® provide a taxonomy of XAI methods and argue that transparent, human-interpretable
models should be prioritized in healthcare Al applications. In line with this, some researchers intentionally choose lightweight
models (with fewer parameters and straightforward mechanisms) for clinical text tasks, since these are easier to interpret and
less prone to overfitting on small data®®. For instance, logistic regression and decision trees have been revisited for mental
health classification due to their inherent interpretability, sometimes augmented with topic models or lexicon features to provide

explanations”.

Another powerful tool for explainability is UMAP (Uniform Manifold Approximation and Projection), a nonlinear
dimensionality reduction technique. UMAP can project high-dimensional text embeddings (for each subject or document) into
a 2D space, enabling visual inspection of how depressed and healthy subjects cluster apart'®. Such visualization can reveal
whether the model’s representations of patients align with clinical distinctions, and can uncover subgroups or outliers of interest.
Prior work in health NLP hasn’t used techniques like t-SNE or UMAP to verify that model embeddings capture meaningful
structure (e.g., grouping patients by symptom severity). In our method, the author leverages UMAP to create a “global” view of
the subject-level embedding space and confirm that depressed patients form a distinguishable cluster from controls. the author
also applies SHAP at the “local” level to compute token-level importance scores for individual predictions, thus providing
human-interpretable explanations for each subject’s classification. By combining these approaches with a simpler neural
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architecture, our aim is to produce a system that clinicians can both use and understand.

Methods

Dataset Construction and Characteristics
The paper constructed a Depression Interview Corpus in Chinese (Deplnter-CN) by collecting and transcribing clinical
interviews from a partner hospital in China. Each interview was a semi-structured session between a clinician and a patient
(or healthy control) following a standardized protocol. The protocol included both medical inquiry questions (e.g., asking
about symptoms, sleep patterns, appetite, mood) and picture-based elicitation tasks (where patients describe what they see in
an image, used to probe thought content and emotional response). The author recruited 50 participants (25 diagnosed with
major depressive disorder and 25 non-depressed individuals matched by age and gender). All participants gave informed
consent, and the study was approved by the hospital’s ethics board. Clinical diagnoses were established using the MINI
International Neuropsychiatric Interview (MINI)*° and corroborated by a PHQ-93! depression scale score for each patient. The
paper uses these clinician-assessed labels as ground truth: label=1 for depressed (if the participant met DSM-532 criteria for
MDD, typically corresponding to PHQ-9 > 10) and label=0 for healthy controls. The interviews were audio-recorded and then
transcribed into text by professional transcribers. The transcripts were manually reviewed to ensure accuracy and to remove any
personally identifying information.

Our final Deplnter-CN dataset contains 450 interview response units from 50 subjects. Each subject contributes on average
9 question-response pairs (since the interview script has 9 main questions/tasks, asked to every participant in the standardized
protocol). The dataset is balanced with respect to class (25 depressed vs 25 control subjects). In terms of text length, most
individual responses are fairly short: the majority are under 150 Chinese characters. This reflects the interview style — questions
are often answered in a few sentences. Overall, Deplnter-CN represents a clinically grounded, structured sample of Chinese
therapeutic interviews, providing a new resource for depression detection research. To our knowledge, this is among the first
openly available Chinese-language clinical interview datasets for mental health NLP.

In addition to DeplInter-CN, the author utilizes the public CMDC dataset introduced by Zou et al.?° for external validation.
As noted in Related Work, CMDC is a Chinese multimodal depression corpus collected via semi-structured interviews in
a clinical setting?®. Importantly, the structure of CMDC interviews differs from Deplnter-CN: CMDC interviews are less
standardized, with each participant potentially asked a different number of questions depending on the clinical context (i.e. the
interview length varies). This yields an average of 12 response units per subject in CMDC (range 7 to 12), compared to the
fixed 9 per subject in Deplnter-CN. Additionally, CMDC transcripts tend to be longer (many responses are paragraph-length).
By evaluating on both Deplnter-CN and CMDC, the paper can test the robustness of our aggregation strategies and see if the
optimal approach changes when interview format changes.

Dataset statistics

As shown in Figure 1 and 2, DepInter-CN follows a relatively fixed interview structure, where each participant is associated with
nine question-response units. In contrast, CMDC contains a variable number of available interview units per participant. This
distinction is central to the later comparison because the structural regularity of the dataset may affect the relative advantage of
representation-level aggregation and decision-level averaging.

As further illustrated in the current manuscript, the text-length distributions of the two datasets are also substantially
different. In Deplnter-CN, most texts are relatively short and concentrated within a compact range, whereas CMDC contains
much longer texts and a broader distribution. This difference directly motivates the use of different maximum sequence lengths
in later experiments.

Task formulation
Unlike conventional sample-level text classification, this study formulates depression detection as a subject-level binary
classification problem. For each participant s, the input is a set of interview responses:

% = {xs,laxs,%-“axx,ns}a (1)

where n; denotes the number of available question-response units for participant s. The prediction target is a binary label
¥s € {0, 1}, where 0 denotes healthy control and 1 denotes depression.

This formulation is more consistent with the clinical setting because labels are assigned at the participant level rather than
at the individual response level. It also provides a cleaner basis for evaluation by reducing the risk of subject leakage and by
explicitly modeling multiple interview responses as joint evidence for participant-level prediction.
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Notation and overall framework
Let s denote a subject, and let

{ (Q.V.j , as,j) };l;l

denote the set of available interview units for subject s, where ¢, ; and ay,; are the j-th interview question and answer,
respectively, and n; is the number of question-response units associated with subject s. The prediction target is a binary subject
label

Ys € {0, 1},

where 0 denotes healthy control and 1 denotes depression.

The proposed framework has three stages: question-level encoding, cross-question aggregation, and subject-level prediction.
This general formulation is shared by all compared methods, while the main difference lies in how the question-level information
is aggregated into a subject-level prediction.

Question-level encoding
Two input formulations are considered. In answer-only encoding, the j-th input of subject s is

2 = ay;. @

In question-answer joint encoding, the corresponding input is

xﬁ,QjA) = [qs,j30s,5], 3)

where [-;-] denotes textual concatenation.
Each input sequence is fed into the same ERNIE (a Chinese pre-trained language model similar to BERT) encoder>?, and
the final sentence embedding is obtained by mean pooling over the contextual token representations:

O_ L Who g
where Hﬁz ; 1s the hidden representation of the /-th token, Ly ; is the token length of the encoded sequence, and d is the

embedding dimension.
Thus, the model first converts each interview unit into a fixed-dimensional vector representation, which serves as the basic
information unit for all downstream aggregation strategies.

Cross-question aggregation strategies
Three aggregation strategies are investigated.

Answer-only representation mean pooling

In the answer_meanpool_1r setting, each answer is first encoded into hg‘j). The subject-level representation is then defined

as the arithmetic mean of all available answer embeddings:

N

1
2V =— Y n. ®)

&
This representation is finally mapped to a depression probability by logistic regression:
P = o (wid +ba), ©)
where o(+) denotes the logistic sigmoid function.

This strategy is a representation-level aggregation method, because question-level embeddings are combined before the
final classifier is applied.
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Question-answer representation mean pooling

In the ga_meanpool_1r setting, each question-answer pair is encoded into hgng) , and the subject-level representation is
obtained by
(1) _ 1y pon
7,7 = — Z h @)

ns =4

The final probability is then

Compared with answer-only mean pooling, this method differs only in the definition of the question-level input. The
aggregation mechanism itself remains unchanged.

Question-level prediction with subject-level probability averaging
(4)

In the question_probavg_lr setting, each answer embedding hw-

regression classifier:

is first passed through a question-level logistic

P = o(wohl!) +bo). ©)

The subject-level probability is then computed by averaging question-level probabilities:

Iy

1
P ==Y pf. (19)
s j=1

This method is therefore a decision-level aggregation strategy, because the aggregation is performed on predicted probabili-
ties rather than on intermediate representations.

Subject-Level Prediction and Training Protocol
For all three methods, the final predicted subject label is obtained by thresholding the subject-level probability:

Vs =1(ps > 1), 7=0.5, (11)

where I(-) denotes the indicator function.

To avoid subject leakage, training and evaluation are performed under subject-independent grouped cross-validation,
where all interview units from the same subject remain in the same split. This protocol is consistent with the subject-level
task formulation and ensures that the model is evaluated on previously unseen subjects rather than on unseen answers from
previously observed subjects.

Explainability

Explainability analysis is developed for the best-performing private-dataset method, answer_meanpool_1lr, and is orga-
nized into two complementary levels: global representation analysis and local attribution analysis. The first level examines
whether the subject-level representation space is geometrically aligned with subject labels and predictions. The second level
analyzes which questions, spans, and tokens contribute most strongly to the final subject-level decision.

Global representation analysis

Let Z§A> denote the subject-level answer embedding obtained by mean pooling. Before visualization, all subject representations
are standardized:

z,=D"'(z" —p), (12)

where ( and D are the empirical mean and diagonal scaling matrix estimated from the subject embedding table.
A two-dimensional manifold projection is then computed using UMAP:

u, = % (Z,) € R%. 13)
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To ensure consistency with subject-level evaluation, out-of-fold probabilities are aggregated across repeated folds:

_ 1 ")
by = e (14)
2R R

where Z; is the set of out-of-fold predictions collected for subject s. The corresponding aggregated predicted label is
Ys = H(P_s > 0~5)- (15)

The global visualization is then constructed from the triplet

(uy,y5), (uy,3s), (uy, py),

which respectively correspond to the ground-truth labels, aggregated predicted labels, and aggregated depression probabilities.
This design allows the representation space, classifier outputs, and probability confidence to be examined in a unified geometric
view.

Local attribution analysis
For answer_meanpool_1lr, the subject-level logit is

fi=wiz 1 by (16)

Let Z denote the empirical mean of the training subject embeddings. Since the subject representation is the average of
question-level embeddings, the logit can be decomposed into question-level contributions:

N
fi=ba+waz+ Y cgj, 17)
j=1

where the contribution of question j is

1 _
ey = ;Sw}(h§{§>—z). (18)

This decomposition makes it possible to quantify how each answer contributes to the final subject-level decision under a
linear classifier.
To further trace subject-level evidence back to raw text, a centered contribution predictor is defined for each answer:

gw@%:%wlwoof@, (19)

S

where ¢ (x) denotes the ERNIE sentence embedding of raw answer text x.
A SHAP text explainer is then applied to gs,;, producing token-level attributions:

M;.

g, j(X) =00+ Y O jm (20)
m=1

where @y ; , is the SHAP value of the m-th token and Mj ; is the number of attributed text units.
Adjacent tokens with the same attribution direction are merged into spans. For span k,

Cs,j,k = Z 9057j,ma (21)

mess ik

where .7 ; 1 is the set of token indices belonging to that span.

To identify stable explanation patterns across subjects, normalized tokens and spans are aggregated over samples. For a
normalized unit u, let Syps () denote the cumulative absolute attribution over all occurrences and let N(u) denote the number of
distinct samples in which u appears. The aggregated impact score is defined as

Impact(u) = Sans (1) log(1+N(u)). (22)

Units are ranked separately according to attribution direction. Positive units indicate linguistic evidence that pushes
the prediction toward the depression class, whereas negative units indicate evidence that shifts the prediction toward the
healthy-control class. In addition, high-impact positive spans can be embedded again and clustered to reveal higher-level
semantic motifs shared across subjects.

Overall, the explainability module provides a two-level interpretation of the proposed framework: the global level evaluates
whether subject representations are geometrically consistent with predictions, while the local level identifies the linguistic units
that contribute most strongly to the final subject-level decision.
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Experimental Settings

As illustrated in Figure 3, the proposed framework performs depression detection at the subject level based on multiple
question-answer units from Chinese clinical interviews. All experiments were conducted under repeated 5-fold subject-level
stratified cross-validation with five random seeds. This protocol was adopted to reduce the instability of single-run evaluation in
a small-sample setting and to provide a more reliable estimate of performance across different subject splits. To avoid subject
leakage, all interview units from the same participant were kept in the same fold.

ERNIE was used as the encoder in all experiments. The maximum input length was set to 150 for Deplnter-CN and 512 for
CMDC, which is consistent with the substantial difference in text-length distributions between the two datasets. Performance
was evaluated using Accuracy, Precision, Recall, F1-score, and AUC. Since the task is formulated at the participant level, all
reported metrics are computed from subject-level predictions rather than from individual interview units.

Results and analysis

To evaluate the proposed subject-level framework, the author focuses on three lightweight subject-level strategies. In addition,
several earlier sample-level methods are retained only as historical comparison references rather than as the methodological
focus of the present study.

Subject-level lightweight methods
The first group of compared methods corresponds to the three subject-level strategies investigated in this study.

Question-level prediction with subject-level probability averaging

Each question-response unit is encoded independently, and a question-level classifier predicts a depression probability for each
unit. The final subject-level prediction is obtained by averaging the probabilities of all available units from the same participant.
This method serves as a decision-level aggregation baseline.

Answer-only encoding with representation mean pooling and subject-level logistic regression

Each response is encoded independently using ERNIE, and the resulting answer embeddings are mean pooled to form a
subject-level representation. A logistic regression classifier is then applied to the aggregated representation. This method serves
as the primary representation-level aggregation baseline.

Question-answer joint encoding with representation mean pooling and subject-level logistic regression

In this variant, the interview question and its corresponding response are concatenated before encoding. The resulting
embeddings are then mean pooled and classified at the subject level. This setting is included to examine whether explicit
question context provides additional benefit under the current lightweight framework.

Historical comparison references
Several preliminary sample-level experiments were also conducted, including LR3*, FastText?®, Attention-Hybrid*®, CBAY,
and AMCDD?®. As shown in Tables 1 and 2, no single sample-level architecture consistently dominates across datasets. On
Deplnter-CN, FastText achieves the best Accuracy, F1-score, and AUC, whereas CBA yields the highest Recall. On CMDC,
LR achieves the best Accuracy, Recall, F1-score, and AUC, whereas CBA achieves the highest Precision.

These results suggest that under the earlier sample-level formulation, model performance remains sensitive to dataset
characteristics and does not support a uniformly superior architecture. For this reason, the present study shifts the focus from
sample-level comparison to a more clinically appropriate subject-level formulation.

Main results on Depinter-CN

Table 3 summarizes the repeated subject-level results on Deplnter-CN. Among the compared methods, answer mean pooling
+ logistic regression achieves the best overall performance on most metrics, reaching an Accuracy of 0.8600 £ 0.1190, a
Precision of 0.9100 4 0.1280, an F1-score of 0.8378 4 0.1609, and an AUC of 0.9296 4 0.0827. These results indicate that
a lightweight subject-level representation formed by averaging answer embeddings captures clinically relevant information
effectively in the private dataset.

Question-answer mean pooling performs slightly worse overall, suggesting that explicit question context does not yield
consistent gains under repeated evaluation. Probability averaging attains the highest Recall (0.8400 =+ 0.2000) but remains
weaker than answer mean pooling on Accuracy, Precision, and F1. The overall pattern indicates that when the interview
structure is regular and each participant contributes a fixed set of units, representation-level aggregation is more effective than
decision-level averaging.
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External validation on the public dataset

Table 4 reports the external validation results on CMDC. Here the best-performing strategy is question-level probability
averaging, which achieves an Accuracy of 0.9790 + 0.0367, a Precision of 1.0000 £ 0.0000, an F1-score of 0.9633 + 0.0655,
and an AUC of 0.9716 % 0.0604. Answer mean pooling remains strong on this dataset, but it is consistently below probability
averaging on the main metrics.

The contrast between Tables 3 and 4 is one of the author’s central findings. Deplnter-CN has a fixed interview structure with
nine units per subject, whereas CMDC contains a variable number of units and much longer texts. The results therefore suggest
that the best aggregation strategy is dataset-dependent: representation-level pooling is advantageous when subject structure is
regular, whereas decision-level averaging is more robust when the quantity and composition of subject-level evidence vary
across participants.

Question-type analysis on Depinter-CN
Question-type analysis on Deplnter-CN in Table 5 and Figure 4 further shows that interview design matters. The question
concerning recent physical condition and its impact on life (Q4) yields the strongest single-question performance, with an
Accuracy of 0.8800 + 0.1000, an F1-score of 0.8903 4 0.0884, and an AUC of 0.9280 + 0.0712. The self-evaluation question
and the recent-emotion question also perform relatively well. In contrast, picture-description tasks are generally less informative,
especially the neutral picture-description task (Q8), which produces the weakest results overall.

This pattern indicates that symptom-oriented and situational medical inquiry questions elicit more diagnostically useful
language than picture-description tasks. Interview structure should therefore be treated as part of the modeling problem rather
than as a superficial formatting detail.

Explainability analysis

The explainability analysis focuses on answer_meanpool_1lr because it is the best model on DepInter-CN. At the global
level in Figure 5, UMAP projections of the subject-level answer embeddings show a meaningful geometry that aligns with both
the true labels and the out-of-fold predictions: control samples cluster mainly in two regions, whereas depression samples lie
along an intermediate curved band, and the probability map reveals a smooth transition between low- and high-risk areas. This
supports the view that the classifier is exploiting structure already present in the latent subject representation.

At the local level in Figures 6 and 7, the model relies primarily on semantically coherent symptom-related expressions
rather than isolated sentiment words. Positive attributions are associated with reduced motivation, negative affect, sleep-
related complaints, somatic discomfort, and difficulties in family or interpersonal communication. Negative attributions more
often reflect preserved daily functioning, relatively normal condition, or comparatively positive self-evaluation. Span-level
explanations are more interpretable than token-level explanations because they preserve local context.

Discussion

The first implication of the study is that interview-based depression detection should be evaluated at the subject level. In real
clinical settings, labels are assigned to participants, not to isolated answers, and multiple interview units jointly characterize the
same subject. A subject-level formulation therefore better matches the diagnostic setting and provides a cleaner evaluation
protocol by preventing leakage across answers from the same participant.

The second implication is that aggregation strategy should be matched to dataset structure. When the interview protocol is
fixed and regular, as in Deplnter-CN, averaging question-level representations is an efficient way to summarize the participant as
a whole. When the number and type of available interview units vary across participants, as in CMDC, decision-level probability
averaging becomes more robust because it does not require the pooled representation to remain structurally comparable across
subjects.

A third finding is that question-answer joint encoding does not consistently outperform answer-only encoding. Under
the current small-sample setting, adding question context introduces extra variability but does not reliably improve the final
subject-level representation. This suggests that explicit question context should be treated as a design choice that requires
empirical validation rather than as a default enhancement.

The study also reinforces the practical value of lightweight modeling. The strongest subject-level results on both datasets
are achieved without highly parameterized end-to-end architectures. Instead, careful combinations of a strong encoder, simple
aggregation, and logistic regression produce competitive and interpretable results. This is particularly attractive in healthcare
NLP, where robustness, transparency, and ease of analysis are all important.

Several limitations remain. Deplnter-CN is still small at the subject level. The current aggregation mechanisms are
deliberately simple and do not model unequal question importance explicitly. In addition, the framework is text-only, whereas
real clinical interviews also contain prosodic, acoustic, and interactional cues. Future work should therefore expand clinically
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grounded Chinese interview datasets, explore adaptive question-aware aggregation, and integrate multimodal evidence such as
speech.

Conclusion

This study investigated depression detection from Chinese clinical interview texts and addressed two central gaps: the scarcity
of clinically grounded Chinese resources and the mismatch between interview data and ordinary sample-level classification. the
author constructed Deplnter-CN, reformulated the task as subject-level classification, and evaluated a lightweight framework
based on question-level encoding, cross-question aggregation, and subject-level prediction.

The results support three main conclusions. First, subject-level evaluation is more appropriate for interview-based
depression detection because the diagnostic target is the participant rather than the isolated response. Second, the optimal
aggregation strategy is dataset-dependent: answer mean pooling performs best on the fixed-structure Deplnter-CN dataset,
whereas probability averaging is more robust on the irregular CMDC dataset. Third, question-answer joint encoding does not
consistently outperform answer-only encoding under repeated evaluation.

Beyond the main classification results, question-type analysis shows that symptom-oriented and situational inquiry questions
are more informative than picture-description tasks, while explainability analysis shows that the best model relies on clinically
meaningful symptom-related language patterns rather than superficial polarity cues alone. Together, these findings suggest that
effective interview-based depression detection depends on the alignment among task formulation, aggregation design, and
interview structure, and they support the value of lightweight and interpretable modeling for small-sample clinical NLP.
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Figure 1. Text-length and sample-distribution statistics of Deplnter-CN. Panels (a)—(d) show the overall text-length
distribution, the class-count distribution, and the class-specific text-length distributions for the two subject groups. The figure
illustrates that Deplnter-CN is class-balanced and that most interview texts are relatively short, which is consistent with the

experimental choice of a moderate maximum sequence length.
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Figure 2. Text-length and sample-distribution statistics of CMDC. Panels (a)—(d) show the overall text-length distribution, the
class-count distribution, and the class-specific text-length distributions in the public dataset. Compared with DepInter-CN,
CMDC exhibits substantially longer texts and a broader length distribution, which motivates the use of a larger maximum
sequence length in the public-dataset experiments.
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Figure 4. Question-type analysis on DepInter-CN under repeated subject-level evaluation. The figure summarizes the mean
and standard deviation of Accuracy, Precision, Recall, F1-score, and AUC for single-question classification across the nine

interview units. Each point corresponds to one question, and error bars indicate variability across repeated subject-level

cross-validation runs. The results show substantial differences in diagnostic utility across interview questions, with
symptom-oriented and situational inquiry questions generally outperforming picture-description tasks.
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Figure 5. Global representation analysis of the answer_meanpool_1r method. The three panels visualize the UMAP
projection of subject-level answer embeddings, colored by ground-truth labels (left), aggregated predicted labels (middle), and
aggregated depression probabilities (right), respectively. The projection is constructed from out-of-fold subject-level
predictions under repeated subject-independent evaluation. The overall alignment between the representation geometry and the
prediction patterns indicates that the classifier decisions are supported by the latent answer-derived subject representation.
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Figure 6. Local negative attribution analysis of the answer_meanpool_1r method. Panel (a) shows the highest-impact
negative spans, and panel (b) shows the highest-impact negative tokens aggregated across subjects. Negative attributions
indicate linguistic units that shift the prediction toward the healthy-control class. As in the positive-attribution analysis,
span-level explanations are more semantically coherent than token-level explanations, highlighting interpretable language
patterns associated with lower depression risk.
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Tables

Table 1. Repeated sample-level cross-validation results on DepInter-CN. Results are reported as mean + standard deviation
over repeated 5-fold sample-level stratified cross-validation with five random seeds. Best results for each metric are shown in
bold.

Method Accuracy 1 Precision 1 Recall 1 F11 AUC 1

LR 0.6982 + 0.0401 0.7039 £ 0.0462 0.6907 + 0.0796  0.6943 + 0.0484  0.7556 4+ 0.0483
FastText 0.7231 + 0.0389 0.7298 + 0.0427 0.7111 £ 0.0602 0.7191 + 0.0428 0.7860 + 0.0460
Attention-Hybrid  0.7058 £ 0.0483  0.7304 + 0.0781 0.6853 £ 0.1099 0.6973 4+ 0.0502 0.7788 + 0.0488
CBA 0.7084 + 0.0463  0.7060 £+ 0.0707  0.7360 + 0.0815 0.7157 + 0.0435 0.7800 4+ 0.0578

AMCDD

0.7129 + 0.0463

0.7304 £ 0.0521

0.6862 + 0.1204

0.7002 £+ 0.0692

0.7838 £+ 0.0505

Table 2. Repeated sample-level cross-validation results on CMDC. Results are reported as mean + standard deviation over
repeated 5-fold sample-level stratified cross-validation with five random seeds. Best results for each metric are shown in bold.

Method Accuracy 1 Precision 1 Recall 1 F11 AUC 1t

LR 0.8611 + 0.0250 0.7921 £ 0.0451 0.7735 + 0.0479  0.7819 £ 0.0390 0.9181 + 0.0229
FastText 0.8324 + 0.0272  0.7762 + 0.0588 0.6775 + 0.0453  0.7226 + 0.0437 0.8924 + 0.0239
Attention-Hybrid  0.8559 + 0.0285 0.8073 £ 0.0570 0.7318 £0.0926 0.7637 4+ 0.0549  0.9039 + 0.0327
CBA 0.8580 + 0.0309 0.8154 + 0.0542 0.7257 + 0.0860 0.7650 £ 0.0616  0.9050 4+ 0.0316
AMCDD 0.8464 4+ 0.0331 0.7870 + 0.0644 0.7244 + 0.0849 0.7509 £ 0.0569  0.8990 + 0.0305

Table 3. Repeated subject-level cross-validation results on DepInter-CN. Results are reported as mean =+ standard deviation
over repeated 5-fold subject-level stratified cross-validation with five random seeds. Best results for each metric are shown in
bold.

Method Accuracy 1 Precision 1 Recall 1 F11 AUC t

FastText 0.7280 + 0.1514 0.7471 £0.1745 0.7440 £ 0.2123  0.7252 £ 0.1602 0.8160 + 0.1637
answer_meanpool_lr 0.8600 + 0.1190 0.9100 + 0.1280 0.8000 £+ 0.2082  0.8378 + 0.1609  0.9296 + 0.0827
ga_meanpool_1lr 0.8440 + 0.1227 0.9012 £ 0.1322  0.7920 £ 0.2040 0.8255 4+ 0.1447  0.9248 + 0.0827
question_probavg_lr 0.8240 £0.1234 0.8367 +0.1337 0.8400 + 0.2000 0.8192 £ 0.1366 0.9264 4+ 0.0869
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Table 4. Repeated subject-level cross-validation results on CMDC. Results are reported as mean + standard deviation over
repeated 5-fold subject-level stratified cross-validation with five random seeds. Best results for each metric are shown in bold.

Method

Accuracy T

Precision T

Recall T

F1 4

AUC 1

answer_meanpool_1lr
ga_meanpool_1lr
question_probavg_lr

0.9388 £ 0.0589 0.9607 £ 0.0946 0.8507 &+ 0.1441
0.9057 £0.0735 0.9132 £0.1137 0.8000 & 0.1851
0.9790 + 0.0367

0.8966 £ 0.1091
0.8408 £ 0.1361

0.9603 £ 0.0707
0.9446 £ 0.0739

1.0000 £ 0.0000 0.9360 + 0.1114  0.9633 + 0.0655 0.9716 + 0.0604

Table 5. Repeated single-question subject-level classification results on DepInter-CN. Each model was trained and evaluated
using only one interview question at a time. Results are reported as mean =+ standard deviation over repeated subject-level
cross-validation (50 subjects, 5 stratified folds, and 25 runs per question), allowing a direct comparison of question-specific
diagnostic utility. Best results for each metric are shown in bold.

ID Question Text Accuracy T Precision 1 Recall F11 AUC 1

1 If you had a vacation for traveling, please describe ~ 0.6480+0.1327  0.6720+0.1768  0.6160+0.2075  0.6263+0.1606  0.7120+0.1322
your travel plan.

2 Please share a pleasant memory and briefly describe  0.6120+0.0881  0.6366+0.1434  0.62404+0.2107  0.6007+0.1300 0.6144 +0.1326
the scene.

3 How have you been feeling recently? How has this  0.7240+0.1052  0.7369+0.1382  0.7280+0.1621  0.7211+0.1165 0.7936+0.1075
emotion affected your life?

4 How has your physical condition been recently? 0.8800 & 0.1000 0.8625 + 0.1340  0.9360 + 0.0952 0.8903 + 0.0884 0.9280 + 0.0712
How has it affected your life?

5 How do you evaluate yourself? 0.7400+0.1041  0.76024+0.1268  0.7200+£0.1528  0.7307+£0.1151  0.8240+0.0973

6  Please talk about an experience that made you feel 0.6520+£0.1262  0.6775+0.1526  0.6240+0.2185 0.6292+0.1510 0.7360+0.1514
very bad. Describe a very painful event.

7  Description of a positive-emotion picture. 0.6080+0.1222  0.6536+0.1891 0.5360+0.2215 0.5608 £0.1602 0.6112+0.1208

8  Description of a neutral-emotion picture. 0.4560+0.1417 0.4716+0.1761 0.4560+0.1960 0.4461+£0.1526 0.4240+£0.1332

9  Description of a negative-emotion picture. 0.62804+0.1021  0.6354+0.1205 0.6320+0.1701  0.6217+£0.1272  0.7248 £0.1028
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