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Abstract

The degradation of freshwater resources caused by industrialization, urban expansion, and climate change
necessitates intelligent, data-driven monitoring systems that address the limitations of conventional
laboratory-based methods. This study proposes an Al-driven environmental informatics framework for real-
time water quality monitoring and anomaly detection by integrating Internet of Things (IoT) sensor data with
advanced machine learning models. The framework employs a dual-model architecture that combines a Long
Short-Term Memory Autoencoder (LSTM-AE) for unsupervised anomaly detection and a Random Forest
Regressor for Water Quality Index (WQI) prediction, forming a unified analytics pipeline for continuous
environmental assessment. A synthetic multivariate time-series dataset of 10,000 records from five
monitoring stations was used, incorporating parameters such as pH, dissolved oxygen, turbidity, temperature,
electrical conductivity, and nitrate concentration. The LSTM-AE, trained exclusively on normal patterns using
24-hour sliding windows, achieved a high ROC-AUC score of 0.9763, demonstrating strong capability in
identifying abnormal water quality events. Statistical features derived from the same sequences were used to
train the Random Forest model, which achieved a Mean Squared Error (MSE) of 2.3573, indicating accurate
WQI prediction. Comparative evaluation with an Isolation Forest baseline confirmed the superior
performance of the proposed model, though challenges persist in detecting rare contamination events. The
framework supports real-time data ingestion, preprocessing, and analysis, enabling early warning systems and
reliable assessment. Its scalable design allows integration with monitoring infrastructures and decision-
support platforms, supporting proactive water management, regulatory compliance, and sustainable
governance.

Keywords: Environmental Informatics, AI-Driven Monitoring Systems, Water Quality Monitoring, Anomaly
Detection, Internet of Things (IoT), Time-Series Analysis, Water Quality Index (WQI), Decision Support
Systems, Real-Time Data Analytics

Introduction

Access to safe and reliable freshwater resources is fundamental to human health, ecological sustainability,
and socio-economic development. However, accelerating pressures from industrialization, urban expansion,
agricultural intensification, and climate variability have significantly degraded aquatic environments,
increasing the complexity and unpredictability of water quality dynamics. These challenges are particularly
pronounced in resource-constrained regions, where limited infrastructure, fragmented data systems, and weak
regulatory mechanisms hinder effective monitoring and management [1]. Within this context, achieving
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sustainable water governance requires not only accurate measurement but also continuous, data-driven
situational awareness supported by intelligent analytical systems.

Conventional water quality monitoring paradigms are predominantly based on manual sampling and
laboratory-based analysis [2]. While these approaches provide high-precision measurements, they are
inherently constrained by low temporal frequency, limited spatial coverage, high operational costs, and
delayed feedback cycles. Such limitations render them inadequate for capturing the rapidly evolving
conditions of dynamic water systems, where contamination events can emerge and propagate within short
time intervals [3]. From an informatics perspective, these traditional methods lack the capability to support
real-time data acquisition, continuous processing, and adaptive decision-making, all of which are essential for
proactive environmental management [4]. Recent advances in environmental informatics have enabled the
integration of distributed sensing technologies with intelligent data analytics. The convergence of Internet of
Things (IoT) infrastructures and Artificial Intelligence (Al) has facilitated the development of real-time
monitoring systems capable of ingesting, processing, and interpreting high-frequency multivariate data
streams [5]. loT-enabled sensor networks provide continuous observations of key physicochemical
parameters, while machine learning models offer the ability to extract latent patterns, detect anomalies, and
generate predictive insights [6]. This shift from episodic measurement to continuous data-driven monitoring
represents a fundamental transformation in how environmental systems are observed and managed [7].
Despite these advancements, several critical challenges remain. Existing approaches often treat anomaly
detection and water quality prediction as independent tasks, resulting in fragmented analytical pipelines that
limit their operational effectiveness [8]. Furthermore, the inherent imbalance in environmental datasets where
abnormal contamination events are rare relative to normal conditions poses significant challenges for reliable
anomaly detection. Many models also exhibit limited generalizability across different environmental contexts
due to variations in hydrological, climatic, and pollution characteristics [9]. Additionally, the need for low-
latency processing in real-time applications introduces constraints on computational efficiency, particularly
in edge or resource-limited deployment environments. These gaps highlight the need for integrated, scalable,
and context-aware informatics frameworks that unify detection, prediction, and decision support within a
single architecture [10]. In response to these challenges, this study proposes an Al-driven environmental
informatics framework for real-time water quality monitoring and anomaly detection. The framework adopts
a dual-model architecture that combines a Long Short-Term Memory Autoencoder (LSTM-AE) for
unsupervised anomaly detection with a Random Forest-based regression model for Water Quality Index
(WQI) prediction. The LSTM-AE is designed to learn normal temporal patterns from multivariate time-series
data and identify deviations indicative of potential contamination events [11], while the Random Forest model
leverages statistical feature representations to provide accurate and interpretable WQI estimates [12]. By
decoupling detection and prediction tasks within a unified pipeline, the framework enhances sensitivity to rare
anomalies while maintaining high predictive accuracy.

The proposed system is evaluated using a multivariate time-series dataset representing loT-based water
quality observations across multiple monitoring stations. Experimental results demonstrate strong
performance in both anomaly detection and predictive modeling, with high discriminative capability and low
estimation error. The architecture is designed to support real-time data ingestion, preprocessing, and analytics,
enabling continuous monitoring, early warning generation, and integration with decision-support systems. Its
modular and scalable design allows deployment across diverse environments, ranging from urban water
treatment facilities to remote monitoring scenarios. Generally, this research advances the field of
environmental informatics by developing an integrated Al-driven framework that unifies anomaly detection
and water quality prediction within a real-time, data-centric monitoring system. The study demonstrates how



the combination of temporal deep learning and ensemble regression techniques can address key challenges in
environmental data analysis, including class imbalance, real-time processing, and system scalability. By
enabling continuous environmental intelligence and supporting proactive decision-making, the proposed
framework contributes to the development of sustainable, technology-enabled water resource management
systems.

Related Works

Advances in environmental informatics have significantly reshaped water quality monitoring by enabling the
integration of intelligent data analytics with distributed sensing infrastructures. The convergence of Artificial
Intelligence (Al), Machine Learning (ML), and Internet of Things (IoT) technologies has facilitated the
transition from static, laboratory-based assessment toward continuous, data-driven environmental intelligence
[13]. Within this evolving landscape, existing research can be broadly categorized into four interrelated
domains: anomaly detection in environmental time-series data, predictive modeling of water quality indices,
IoT-enabled sensing and data acquisition systems, and hybrid frameworks that integrate detection and
prediction capabilities [14]. Research on anomaly detection has primarily focused on unsupervised and semi-
supervised learning approaches designed to identify deviations from normal environmental behavior without
requiring extensive labeled datasets [15]. Techniques such as autoencoders, isolation-based methods, and
clustering algorithms have been widely applied to detect irregular patterns in multivariate water quality data
[16]. These approaches are particularly suited to environmental contexts characterized by data imbalance,
where contamination events are rare relative to normal observations [17]. However, despite their effectiveness
in modeling normal system dynamics, many of these methods exhibit reduced sensitivity to rare anomalies,
often resulting in high false-negative rates and limited reliability in critical monitoring scenarios.

In parallel, predictive modeling of water quality has advanced through the application of regression-based
machine learning algorithms, ensemble methods, and deep learning architectures [18]. Neural network-based
models, including recurrent and feedforward architectures, have demonstrated strong capability in capturing
complex nonlinear relationships among physicochemical parameters and in forecasting water quality
indicators [19]. Ensemble learning approaches, particularly those based on decision tree aggregation, have
shown robustness in handling heterogeneous environmental datasets and improving predictive accuracy [20].
More recently, transformer-based architectures have emerged as a powerful alternative for long-term
forecasting, leveraging attention mechanisms and sequence segmentation strategies to model temporal
dependencies with high computational efficiency [15]. Comparative evaluations across multiple monitoring
sites have shown that such architectures can achieve superior performance, particularly for extended
prediction horizons [21]. Comprehensive reviews of deep learning applications in water quality management
highlight the growing importance of data preprocessing, model optimization, and hybridization techniques in
improving predictive performance [22]. These studies emphasize the role of Al-driven systems in supporting
sustainable development objectives, particularly in enhancing water resource management, reducing
environmental risks, and enabling data-informed policy decisions [15]. Hybrid modeling approaches, which
combine multiple algorithms or integrate statistical and machine learning techniques, have been shown to
outperform individual models, particularly in tasks such as dissolved oxygen prediction and multivariate water
quality forecasting [23]. These findings underscore the increasing reliance on integrated analytical strategies
to address the complexity of environmental systems. Beyond predictive modeling, artificial neural networks
have been extensively applied in simulating and optimizing water and wastewater treatment processes [24].
These models have demonstrated strong capability in representing both linear and nonlinear system dynamics,
enabling accurate prediction of treatment performance and supporting operational decision-making [15].



However, practical implementation challenges persist, including limited data availability, suboptimal model
design, lack of continuous system updates, and issues related to reproducibility and scalability. Classification-
based approaches have also been explored for categorizing water quality into potable and non-potable classes,
though their performance remains moderate in many cases, indicating the need for more robust modeling
strategies [25], [26]. Recent developments have also focused on enhancing real-time monitoring through the
integration of Al with signal processing and filtering techniques. Systems that combine neural networks with
filtering mechanisms have demonstrated improved accuracy and reduced false alarm rates, enabling rapid
decision-making in time-sensitive scenarios [27], [28] Similarly, loT-based monitoring and control systems
have been developed to regulate environmental conditions in specialized applications such as aquaculture,
where maintaining optimal water quality parameters is critical [29]. These systems enable continuous
measurement, automated control, and adaptive responses, highlighting the potential of intelligent sensing
infrastructures in supporting domain-specific environmental management.

The application of Al in water treatment and resource management has also been explored from a broader
systems perspective, encompassing process optimization, efficiency prediction, and performance evaluation.
While these approaches demonstrate significant potential, challenges related to model interpretability, data
requirements, and integration with existing operational frameworks remain key barriers to adoption [30].
Additionally, the importance of data governance, interdisciplinary collaboration, and ethical considerations
has been emphasized as critical factors in the successful deployment of Al-driven environmental systems [31].
Despite substantial progress across these domains, several persistent limitations can be identified. First, many
existing systems treat anomaly detection and predictive modeling as independent tasks, resulting in
fragmented analytical pipelines that limit their effectiveness in real-time monitoring scenarios. Second, the
inherent imbalance in environmental datasets continues to undermine the performance of anomaly detection
models, particularly in detecting rare but high-impact contamination events [32]. Third, the generalizability
of models across different environmental contexts remains limited, as variations in hydrological, climatic, and
anthropogenic factors introduce significant uncertainty. Finally, practical deployment challenges, including
latency constraints, computational limitations in edge environments, sensor drift, and data quality issues,
hinder the scalability and reliability of current solutions.

These limitations highlight the need for integrated environmental informatics frameworks that unify anomaly
detection and predictive modeling within a single, scalable architecture. In response, the present study
proposes a dual-model AI-IoT pipeline that combines a Long Short-Term Memory Autoencoder for anomaly
detection with a feature-engineered Random Forest model for Water Quality Index prediction. By separating
yet coordinating detection and prediction tasks, the framework enhances sensitivity to rare anomalies while
maintaining high predictive accuracy [33]. Furthermore, its design supports real-time data ingestion, low-
latency processing, and deployment across diverse environmental settings, positioning it as a robust and
practical solution for next-generation water quality monitoring and decision-support systems.

3. Methodology

This study proposes an Al-driven environmental informatics framework for real-time water quality
monitoring, integrating Internet of Things (IoT) sensing with advanced machine learning techniques. The
framework introduces a dual-model architecture that combines unsupervised temporal anomaly detection with
supervised predictive modeling within a unified analytical pipeline. Unlike conventional approaches that treat
these tasks independently, the proposed system enables coordinated analysis, improving detection sensitivity,
predictive accuracy, and real-time applicability in resource-constrained environments.

3.1 Data Acquisition and Preprocessing

To emulate a real-world IoT-enabled monitoring environment, a synthetic multivariate time-series dataset



comprising 10,000 hourly observations was generated from five distributed monitoring stations (ST1-ST5).
Each station records six key physicochemical parameters: temperature, pH, dissolved oxygen, turbidity,
electrical conductivity, and nitrate concentration[34] . These variables collectively capture the dynamic
behavior of aquatic systems and key indicators of water contamination.

The dataset reflects realistic environmental conditions, including inherent class imbalance, with 9,445 normal
observations and 555 anomalous events. To ensure numerical stability and facilitate model convergence, all
features were standardized using z-score normalization. The normalization parameters were retained to ensure
consistency during deployment and real-time inference.

3.2 Anomaly Detection Using LSTM Autoencoder

An unsupervised Long Short-Term Memory Autoencoder (LSTM-AE) was employed to detect anomalies in
multivariate time-series data. The model is designed to learn the temporal patterns of normal water quality
conditions and identify deviations through reconstruction error.

Input data were structured using a 24-hour sliding window, where each sample represents a sequence of sensor
readings across multiple time steps. The LSTM-AE architecture consists of an encoder that compresses the
input sequence into a low-dimensional latent representation and a decoder that reconstructs the original
sequence. Training was performed exclusively on normal data to enhance sensitivity to abnormal patterns.
Anomaly scores were computed as the average reconstruction error for each sequence, with higher errors
indicating greater deviation from learned normal behavior. This temporal modeling approach improves
detection capability compared to conventional methods by capturing sequential dependencies and subtle
pattern changes.

3.3 WQI Prediction Using Random Forest Regression

To complement anomaly detection, a Random Forest Regressor was employed for Water Quality Index (WQI)
prediction. Rather than directly using raw time-series inputs, statistical feature engineering was applied to
each 24-hour sequence. Specifically, the mean and standard deviation of each parameter were computed,
resulting in a 12-dimensional feature vector that captures both central tendency and variability.

The Random Forest model maps these features to corresponding WQI values, leveraging ensemble learning
to model nonlinear relationships and improve predictive robustness. Model hyperparameters were optimized
to ensure reliable performance across varying environmental conditions.

3.4 Baseline Model for Comparative Analysis

To evaluate the effectiveness of the proposed anomaly detection approach, an Isolation Forest model was
implemented as a baseline. This unsupervised algorithm identifies anomalies by isolating observations
through recursive partitioning, making it suitable for high-dimensional and imbalanced datasets.

The baseline model provides a reference for assessing the relative performance improvements achieved by
the LSTM-AE in detecting rare and complex anomalies.

3.5 Performance Evaluation Metrics

The performance of the proposed framework was assessed using task-specific evaluation metrics. For
anomaly detection, Receiver Operating Characteristic Area Under the Curve (ROC-AUC), precision, recall,
and Fl-score were used to evaluate classification performance under imbalanced conditions. For WQI
prediction, Mean Squared Error (MSE) was employed to quantify regression accuracy and model reliability.
3.6 Integrated Framework and Deployment Considerations

The proposed methodology integrates anomaly detection and predictive modeling within a unified
environmental informatics pipeline. While the two models operate independently, they share a common
preprocessing and data handling framework, enabling efficient and simultaneous analysis.

This modular yet cohesive design enhances robustness, reduces computational overhead, and supports real-



time deployment in loT-enabled monitoring systems. Furthermore, the framework is scalable and
interoperable, facilitating integration with existing environmental monitoring infrastructures and decision-
support systems for proactive water resource management.

Results

The experimental evaluation of the proposed dual-model Al framework demonstrates strong and consistent
performance across both anomaly detection and predictive modeling tasks, validating the effectiveness of
integrating temporal deep learning with ensemble-based regression within a unified environmental
informatics pipeline. The Long Short-Term Memory Autoencoder (LSTM-AE) achieved a ROC-AUC score
of 0.9763, indicating excellent discriminative capability in distinguishing normal from anomalous water
quality patterns. This high performance can be attributed to the model’s ability to learn latent temporal
representations from multivariate sequences using a 24-hour sliding window mechanism, as defined in the
methodology. By training exclusively on normal operational data, the model effectively captures baseline
system dynamics, enabling robust detection of deviations under highly imbalanced conditions (approximately
94.45% normal vs. 5.55% anomalous samples).

The reconstruction error-based anomaly scoring mechanism produced a well-separated distribution between
normal and abnormal sequences, facilitating reliable threshold selection. Empirical observations from the
ROC curve further confirm that the LSTM-AE maintains a favorable balance between true positive and false
positive rates, positioning it as a suitable candidate for real-time anomaly detection in streaming [oT
environments. In contrast, the Isolation Forest baseline achieved a relatively high overall accuracy of 94%,
but exhibited significantly lower recall (0.14) for the minority (anomalous) class. This imbalance highlights
a critical limitation of partition-based methods in highly skewed environmental datasets, where model bias
toward the majority class undermines sensitivity to rare but critical contamination events. The macro-average
Fl-score of 0.55 further reinforces this limitation. Comparative analysis therefore confirms that the LSTM-
AE provides superior robustness and reliability for anomaly detection in environmental time-series data.

For the regression task, the Random Forest Regressor achieved a Mean Squared Error (MSE) of 2.3573,
demonstrating high predictive accuracy in estimating the Water Quality Index (WQI). This performance
reflects the effectiveness of the adopted feature engineering strategy, where statistical descriptors (mean and
standard deviation) extracted from each temporal window provide a compact yet informative representation
of system dynamics. The strong alignment between predicted and actual WQI values, as observed in the
regression plots, indicates that the model successfully captures nonlinear relationships among
physicochemical parameters. Furthermore, the low MSE value suggests minimal deviation from ground truth,
supporting the reliability of the model for decision-support applications such as regulatory compliance
monitoring and early warning systems. Analysis of the training process reveals rapid convergence of the
LSTM-AE model. Both training and validation losses decreased significantly within the first 10 epochs and
stabilized thereafter at approximately 0.045 MSE, indicating efficient learning and strong generalization
capability. The close alignment between training and validation curves suggests minimal overfitting, which
is critical for deployment in real-world streaming environments where unseen data distributions may occur.
The combined performance of the dual-model framework highlights the advantages of decoupling anomaly
detection and prediction tasks while maintaining a unified processing pipeline. The LSTM-AE provides high-
sensitivity detection of abnormal events, while the Random Forest model delivers accurate and interpretable
WQI estimates. This complementary interaction enhances overall system robustness and enables both
qualitative (event detection) and quantitative (index prediction) assessment of water quality.

Table 1 summarizes the core performance outcomes:



LSTM Autoencoder (Anomaly Detection): ROC-AUC = 0.9763

Random Forest Regressor (WQI Prediction): MSE = 2.3573

These results demonstrate that the proposed framework outperforms baseline approaches in handling
imbalanced data and complex temporal dependencies, while maintaining computational efficiency suitable
for real-time deployment.

The comparative analysis further reinforces the superiority of the proposed approach. While the Isolation
Forest model performs adequately in identifying normal operational states (precision = 0.95, recall = 0.99),
its inability to effectively detect anomalies limits its applicability in safety-critical monitoring systems.
Conversely, the LSTM-AE achieves a more balanced performance profile, ensuring that rare but high-impact
contamination events are not overlooked. Similarly, the Random Forest model demonstrates improved
predictive stability compared to conventional regression techniques, highlighting the importance of ensemble
learning in environmental data analytics. The results confirm that temporal deep learning models are highly
effective for unsupervised anomaly detection in multivariate environmental time-series data, while statistical
feature engineering combined with ensemble learning provides robust and interpretable Water Quality Index
(WQI) prediction. Furthermore, the integration of both models within a unified analytical pipeline
significantly enhances system-level performance, scalability, and real-time applicability. Collectively, these
findings validate the proposed framework as a reliable, efficient, and scalable solution for next-generation Al-
driven water quality monitoring systems.

Layer (type) Output Shape Param #
input_layer (InputlLayer) (None, 24, 6) 9
lstm (LSTM) ( >, 16) 1,472
repeat_vector (RepeatVector) ( > 24, 16) 8
1stm 1 (LSTM) (None, 24, 6) 552
time_distributed (None, 24, 6) 42
(TimeDistributed)

Total params: 2,066 (8.97 KB)
Trainable params: 2,666 (8.87 KB)
Non-trainable params: 6 (©.08 B)

Figure 1: Training Parameters

Figure 1 depicts the LSTM Autoencoder model processes 24-time-step sequences with 6 features
each, encoding them into a 16-dimensional latent representation and then reconstructing the
original sequence. It begins with an input layer (no parameters), followed by an encoder LSTM
layer with 1,472 parameters that compresses the input, a Repeat Vector that restores the time
dimension, a decoder LSTM layer with 552 parameters that reconstructs the sequence, and a Time
Distributed dense layer with 42 parameters that outputs the final 24x6 sequence. The network has a
total 0f 2,066 trainable parameters and is lightweight, making it well-suited for efficient time-series
anomaly detection in water quality monitoring.

Training of the Model

The model was trained for 30 epochs with a batch size of 64, using the Mean Squared Error
(MSE) loss and the Adam optimizer (learning rate = 0.001). Validation split was set to 10%

to monitor overfitting.



Figure 2: Training Loop for the first Epochs

Epoch 1/3@

132/132 7s 20ms/step - loss: ©.5001 - val_loss: ©.2811
Epoch 2/30
132/132 2s 19ms/step - loss: ©.2133 - val_loss: ©.134S5
Epoch 3/3©
132/132 3s 23ms/step - loss: ©.1292 - val_loss: ©.1e49
Epoch 4/3e
132/132 2s 16ms/step - loss: ©.1025 - val_loss: ©.e879
Epoch 5/3@
132/132 2s 16ms/step - loss: ©.6859 - val_loss: ©.e766
Epoch 6/3©
132/132 2s 16ms/step - loss: ©8.8765 - val_loss: ©.e7es8
Epoch 7/3e
132/132 3s 16ms/step - loss: ©.8705 - val_loss: ©.2661
Epoch 8/3@
132/132 4s 31ms/step - loss: ©.8667 - val_loss: ©.611
Epoch 9/3@
132/132 3s 17ms/step - loss: ©.0601 - val_loss: ©.e555
Epoch 16/30
132/132 2s 16ms/step - loss: ©.08557 - val_loss: ©.0520

Figure 2 shows the training log shows the learning progress of the LSTM Autoencoder over the
first 10 of 30 epochs. The model’s training loss decreases sharply from 0.5001 in the first epoch to
0.0557 by the tenth epoch, while the validation loss drops from 0.2811 to 0.0520 over the same
period. This consistent reduction in both training and validation losses indicates effective learning
and good generalization to unseen data, with no signs of overfitting in the early stages. The rapid
convergence within the first few epochs suggests that the model quickly captures the underlying
temporal patterns of the water quality time-series data making it suitable for accurate anomaly
detection.

LSTM Autoencoder Training Loss

—— Training Loss
0.40 Validation Loss

Loss (MSE)

Epoch

Figure 3: LSTM Autoencoder Training Loss

Figure 3 depicts the LSTM Autoencoder training loss curve shows a rapid decrease in both training and
validation losses during the initial epochs, indicating quick learning of data patterns. After approximately the
10th epoch, the losses stabilize at around 0.045 MSE, reflecting effective convergence. The close alignment
between training and validation loss throughout the process suggests that the model generalizes well to unseen
data (Wu, 2020), with no significant signs of overfitting.

Anomaly Scoring

Following model training, anomaly detection was performed by evaluating the reconstruction error generated
by the LSTM Autoencoder for each 24-hour multivariate sequence. Since the model was trained exclusively
on normal operating conditions, it learns to accurately reconstruct typical temporal patterns; consequently,
sequences that deviate from this learned behavior produce higher reconstruction errors and are flagged as



potential anomalies. The anomaly score for each sequence is computed as the Mean Squared Error (MSE)
between the original input sequence and its reconstructed output across all time steps and features. Formally,
the reconstruction error is defined as:

MSE =

n t

o2
S S
=1 =1

where (n) represents the number of samples within the sequence window, (t) denotes the number of time steps
or features, ( x_{ij} ) is the observed value at sample (i) and feature/time step (j), and ( \hat{x}_{ij} ) is the
corresponding reconstructed value produced by the model. Higher MSE values indicate greater deviation from
learned normal patterns and are therefore associated with anomalous water quality conditions, while lower
values correspond to normal system behavior. This reconstruction-based scoring mechanism enables robust
anomaly detection under imbalanced data conditions and supports reliable threshold-based classification in
real-time monitoring scenarios.

Mathematical Formulation
Data Representation
Let the multivariate time-series dataset be defined as:
X={x,eR%|t=1.2,..,T}
where d represents the number of features.
Using a sliding window of size w, each sequence is defined as:
X(i) = {xilxi+11 '"rxi+w—1} € RWXd
Data Normalization
Z-score normalization is applied as:

LSTM Autoencoder
The encoder maps the input sequence into a latent representation:
hy = LSTMenc (X, he-1), 2 =hy,
The decoder reconstructs the sequence:
Xy = LSTMgec (2, X¢-1)
Reconstruction Loss
The training objective is defined as:
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The anomaly score for each sequence is:
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Decision rule:
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(0, otherwise
Feature Engineering
For each sequence:
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Random Forest Regression
The predicted WQI is:

Regression Loss
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Algorithm 1: Dual-Model Framework
Time-series data X, window size w Anomaly labels A, predicted WQI ¥
Normalize dataset using z-score normalization Generate sliding windows X ®
Train LSTM Autoencoder on normal sequences
Extract statistical features f; Train Random Forest model on (f;, y;)
Reconstruct X using LSTM-AE Compute anomaly score:
S; = MSE(Xx®, X®)
Ai<1A; <0
Extract features f; Predict WQI:
¥; = RandomForest(f;)
AY
Algorithm 2: LSTM Autoencoder Training
Normal sequences X;,0rmaq: Trained LSTM-AE model
Initialize model parameters Encode sequence to latent vector z Decode z to reconstruct X Compute loss:
L = MSE(X, X)
Update parameters using Adam optimizer
trained model

Algorithm 3: Random Forest Training

Feature vectors f;, targets y; Trained Random Forest model
Draw bootstrap sample Train decision tree T,

Aggregate trees into ensemble

Random Forest model



ROC Curves for Anomaly Detection

True Positive Rate

IsolationForest (AUC = 0.94)
— LSTM-AE (AUC = 0.98)
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0.4 0.6 0.8 1.0
False Positive Rate

Figure 4: ROC Curves for Anomaly Detection

Figure 4 illustrates the ROC curves comparing the performance of Isolation Forest and LSTM Autoencoder
(LSTM-AE) for anomaly detection. The LSTM-AE achieves a higher Area Under the Curve (AUC) score of
0.98 compared to 0.94 for Isolation Forest, indicating superior classification capability. Both models maintain
high true positive rates with low false positive rates, but the LSTM-AE curve stays closer to the top-left corner
of the plot, showing better sensitivity and specificity. For each 24-step window, statistical descriptors (mean
and standard deviation) of each feature were computed, producing a 12-dimensional feature vector. The target
variable was the WQI value at the end of the window.

RandomForest WQI Prediction: Actual vs. Predicted
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Figure 5: Random Forest WQI Prediction

Figure 5 depicts the scatter plot compares the actual Water Quality Index (WQI) values with those
predicted by the Random Forest model. The points cluster closely along the diagonal dashed line,
indicating a strong correlation between actual and predicted values. Most predictions align well
with the actual WQI, with only a few noticeable deviations, particularly in the mid-range values.
This close alignment demonstrates that the Random Forest model provides accurate and reliable
WQI predictions, capturing the underlying relationship between input features and the target
variable effectively.



Performance Evaluation

Prediction accuracy was quantified using the Mean Squared Error (MSE) between predicted and
actual WQI values. The proposed dual-model Al pipeline demonstrated strong performance in both
anomaly detection and WQI prediction tasks. The LSTM Autoencoder achieved a ROC-AUC score
0f 0.9763, indicating excellent discriminative capability in distinguishing anomalous from normal
water quality patterns. For the regression task, the Random Forest Regressor achieved a Mean
Squared Error (MSE) 0f2.3573, reflecting high predictive accuracy for Water Quality Index (WQI)
estimation. These results confirm the suitability of the proposed models for real-time water quality
monitoring applications.

Table 1: Performance of the proposed dual-model Al pipeline for real-time water quality monitoring.

Model Task Evah.lation Value | Interpretation

Metric
LSTM Anomaly D‘etection in ROC-AUC | 0.9763 Excellent ability to discriminate between
Autoencoder | Water Quality Data normal and anomalous patterns
Random Water Qual.lt}f Index MSE 2.3573 | High accuracy with low prediction error
Forest (WQI) Prediction
Regressor

Table 1 shows that the proposed dual-model Al pipeline demonstrated strong performance in real-
time water quality monitoring, with the LSTM Autoencoder achieving an ROC-AUC of 0.9763,
indicating excellent capability in distinguishing normal from anomalous patterns, and the Random
Forest Regressor attaining a low MSE of 2.3573, reflecting high accuracy in predicting the Water
Quality Index (WQI). These results highlight the system’s effectiveness in both early anomaly

detection and precise water quality assessment.
Performance of Dual-Model Al Pipeline for Water Quality Monitoring

2.5 2.3573

Metric Value

LSTM Autoencoder (ROC-AUC) Random Forest (MSE)

Figure 6: Performance of Dual-Model Al Pipeline for Water Quality Monitor

Figure 6 illustrates the performance of the dual-model Al pipeline for real-time water quality
monitoring. The LSTM Autoencoder achieved a high ROC-AUC score of 0.9763, signifying
excellent capability in differentiating normal from anomalous patterns. Meanwhile, the Random
Forest Regressor obtained a low Mean Squared Error (MSE) of 2.3573, indicating high predictive
accuracy for Water Quality Index (WQI) estimation. These results visually reinforce the pipeline’s
effectiveness in both anomaly detection and precise water quality prediction.



Table 2: Classification Report for Isolation Forest Anomaly Detection

Precision Recall F1-Score Support
0 0.95 0.99 9330

1 0.45 0.14 555
Accuracy 0.94 9885
Macro Avg 0.70 0.55 9885
Weighted Avg 0.92 0.92 9885

Table 2 depicts the classification report for the Isolation Forest anomaly detection model shows strong
performance in identifying normal water quality readings, achieving a precision of 0.95 and a recall of 0.99
for class 0, which dominates the dataset. However, performance for detecting anomalies (class 1) is
considerably lower, with a precision of 0.45 and a recall of 0.14, indicating difficulty in capturing rare
abnormal events. The overall accuracy stands at 94%, with a weighted average precision and recall of 0.92,
reflecting the model’s bias toward the majority class.

Comparative Model Evaluation

The Isolation Forest baseline achieved high precision (0.95) and recall (0.99) for the normal class but exhibited
poor recall (0.14) for anomalies, resulting in a macro-average F1-score of 0.55. This confirms its bias toward
the majority class in imbalanced datasets. In contrast, the LSTM-AE provided consistently high ROC-AUC
values and better anomaly separation. For WQI prediction, Random Forest significantly outperformed non-
ensemble regression models in terms of MSE, demonstrating the value of combining statistical feature
engineering with a robust ensemble approach.

Table 3: Comparative performance of proposed and baseline Al models.

Model Task Metric Value  [Interpretation

LSTM Anomaly Detection ROC-AUC [0.9763  [Excellent anomaly detection|

Autoencoder capability

Random  ForestfWQI Prediction MSE 2.3573  [Low prediction error, high accuracy

Regressor

Isolation Forest |Anomaly Detection Accuracy  [0.94 High overall accuracy in anomaly)

classification

Isolation Forest |Anomaly Detection (NormalPrecision  [0.95 High precision for normal samples
class, 0)

Isolation Forest |Anomaly DetectionPrecision  |0.45 Moderate precision for anomalies,
(Anomaly class, 1) with low recall

Isolation Forest |Anomaly Detection (MacrolF1-score 0.55 Moderate balanced performance
Avg Fl-score) across classes

Table 3 shows the comparative performance analysis, indicating that the LSTM Autoencoder achieved
outstanding anomaly detection with a ROC-AUC of 0.9763, while the Random Forest Regressor demonstrated
high predictive accuracy for Water Quality Index (WQI) with a low MSE of 2.3573. The Isolation Forest
model delivered strong overall classification accuracy of 94%, excelling in detecting normal samples with a
precision of 0.95, but showing moderate precision (0.45) and low recall for anomalies. Its macro average F1-
score of 0.55 reflects moderate balanced performance across both classes.



Figure 7: Performance Comparison of AI Model for Water Quality Monitoring
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Figure 7 compares the performance of Al models for water quality monitoring. The Isolation Forest (IF)
shows strong performance in classifying normal conditions, achieving high precision, recall, and overall
accuracy (0.94), but performs poorly in detecting anomalies, with low recall and F1-score, leading to a modest
macro-average Fl-score. In contrast, the LSTM Autoencoder demonstrates strong anomaly detection
capability with a high ROC-AUC of 0.95, indicating effective discrimination between normal and abnormal
patterns. Meanwhile, the Random Forest model complements this by providing accurate Water Quality Index
(WQI) predictions, where lower MSE reflects better performance.
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Figure 8 shows that the Isolation Forest accurately identifies most normal water quality instances but performs
poorly in detecting anomalies, correctly classifying only a small fraction of abnormal cases. This indicates a
strong bias toward the majority class and low recall for rare contamination events. In contrast, the proposed
dual-model AI-IoT framework improves anomaly detection using the LSTM Autoencoder while providing
accurate and interpretable WQI predictions through the Random Forest model, resulting in a more robust and
scalable solution for real-time monitoring.



Discussion

The findings of this study provide a comprehensive validation of the proposed dual-model Al-IoT framework
as an effective and scalable solution for real-time water quality monitoring, particularly in addressing the dual
challenges of anomaly detection under class imbalance and accurate Water Quality Index (WQI) prediction
from multivariate environmental data [35]. From an environmental informatics perspective, the results
highlight the importance of combining temporal representation learning with structured feature-based
regression within a unified analytical architecture [36]. A central observation is the superior performance of
the LSTM Autoencoder (LSTM-AE) in anomaly detection, as evidenced by the high ROC-AUC score of
0.9763. This performance can be attributed to the model’s ability to learn latent temporal dynamics across
sequential data streams, capturing both short-term fluctuations and longer-term dependencies in
physicochemical parameters [37]. Unlike static or point-based models, the use of 24-hour sliding windows
enables the LSTM-AE to encode contextual temporal information, which is critical in environmental systems
where anomalies often manifest as gradual deviations rather than abrupt spikes. By training exclusively on
normal operational data, the model effectively constructs a probabilistic representation of “normality,”
allowing reconstruction error to serve as a reliable proxy for anomaly detection. This design inherently
mitigates the impact of class imbalance, a persistent issue in environmental datasets where abnormal events
are rare but consequential [38], [39].

In contrast, the Isolation Forest baseline illustrates the limitations of non-temporal, partition-based approaches
in such contexts. While the model achieves high overall accuracy due to its ability to correctly classify the
dominant normal class, its poor recall for anomalies (0.14) reveals a fundamental weakness in identifying rare
events. This discrepancy underscores the inadequacy of relying solely on global data distributions without
incorporating temporal dependencies. The confusion matrix further emphasizes this limitation, showing a high
number of false negatives, which in real-world scenarios could translate to undetected contamination events
with significant environmental and public health implications. These findings reinforce the argument that
anomaly detection in environmental informatics must move beyond static representations toward sequence-
aware learning paradigms.

For the regression component, the Random Forest Regressor demonstrates strong predictive performance,
achieving a low MSE of 2.3573. This result reflects the effectiveness of the feature engineering strategy,
where statistical descriptors (mean and standard deviation) derived from temporal windows provide a compact
yet informative abstraction of system behavior. The success of this approach suggests that, while deep learning
models excel at capturing temporal dependencies, carefully designed statistical features remain highly
valuable for regression tasks, particularly when interpretability and computational efficiency are priorities.
The ensemble nature of Random Forest further enhances robustness by aggregating multiple decision trees,
reducing variance and improving generalization across heterogeneous environmental conditions.

An important insight emerging from this study is the complementary interaction between the two models. The
LSTM-AE operates as a high-sensitivity anomaly detector, identifying deviations in real time, while the
Random Forest model provides stable and interpretable WQI predictions based on aggregated temporal
features. This division of analytical responsibilities reflects a principled system design choice, where each
model is optimized for a specific task rather than attempting to solve both within a single monolithic
architecture. Such decoupling enhances modularity, allowing independent optimization, easier maintenance,
and greater flexibility for future extensions. At the same time, their integration within a unified pipeline
ensures coherent system behavior, enabling simultaneous qualitative (event detection) and quantitative (index
estimation) assessment [40]. From a systems perspective, the proposed framework aligns with emerging
trends in edge-enabled environmental informatics. The relatively lightweight architecture of the LSTM-AE,



combined with the efficiency of Random Forest inference, makes the system suitable for deployment in
resource-constrained environments. This is particularly relevant in regions where continuous monitoring
infrastructure is limited, and low-latency decision-making is critical. The ability to process data at the edge
reduces reliance on centralized cloud resources, minimizes communication overhead, and enhances system
resilience. Moreover, the modular design facilitates interoperability with existing loT platforms and decision-
support systems, supporting seamless integration into operational workflows [41].

However, the study also reveals several important limitations that warrant further investigation. The use of
synthetic data, while enabling controlled experimentation and reproducibility, may not fully capture the
stochastic variability, noise characteristics, and sensor imperfections present in real-world deployments.
Environmental systems are influenced by complex and often non-stationary processes, including seasonal
variations, extreme weather events, and anthropogenic disturbances. As such, model performance may vary
when exposed to unseen distributions, highlighting the need for extensive real-world validation. Additionally,
the reliance on fixed statistical features for WQI prediction, while effective, may limit the model’s ability to
capture higher-order temporal interactions that could be exploited by more advanced sequence-to-one learning
architectures. Another critical consideration is the issue of sensor reliability and data quality. In practical
deployments, sensor drift, calibration errors, and missing data can significantly impact model performance.
While the current framework assumes preprocessed and normalized inputs, incorporating adaptive calibration
mechanisms and data quality assessment modules would enhance long-term robustness. Furthermore, the
integration of additional environmental parameters, such as biological indicators or emerging contaminants,
could improve the comprehensiveness of water quality assessment but would also introduce new challenges
in data integration and model complexity. The interpretability of Al models remains an important factor for
real-world adoption, particularly in regulatory and policy-driven contexts. While Random Forest models offer
some level of transparency through feature importance measures, the LSTM-AE operates as a black-box
model, making it difficult to directly interpret anomaly decisions. The incorporation of Explainable Al (XAI)
techniques, such as attention mechanisms or post-hoc explanation methods, could provide valuable insights
into model behavior and increase stakeholder trust.

In a broader context, this study contributes to the ongoing transformation of environmental monitoring from
reactive, laboratory-based approaches to proactive, data-driven systems. By enabling continuous monitoring,
early anomaly detection, and real-time WQI prediction, the proposed framework supports a shift toward
predictive and preventive water management strategies. This has significant implications for environmental
sustainability, public health protection, and regulatory compliance. The integration of Al and IoT
technologies, as demonstrated in this work, represents a critical step toward achieving intelligent, autonomous
environmental monitoring systems capable of adapting to dynamic and complex ecosystems.

In conclusion, the deeper analysis of the results underscores that the strength of the proposed framework lies
not only in the individual performance of its components but in their synergistic integration within a scalable
and adaptive informatics architecture. While challenges remain, particularly in real-world deployment and
model interpretability, the study provides a solid foundation for the development of next-generation water
quality monitoring systems that are intelligent, responsive, and sustainable.



Conclusion

This study presented a unified dual-model Al-IoT framework for real-time water quality monitoring,
integrating a Long Short-Term Memory Autoencoder (LSTM-AE) for anomaly detection with a Random
Forest Regressor for Water Quality Index (WQI) prediction. The framework demonstrated strong performance
on multivariate time-series data, achieving a ROC-AUC of 0.9763 for anomaly detection and an MSE of
2.3573 for WQI estimation. These results validate the effectiveness of combining temporal deep learning with
feature-engineered ensemble methods to enable both early detection of contamination events and accurate
quantitative assessment of water quality within a single, scalable pipeline. Compared to baseline approaches,
the proposed system showed improved robustness under imbalanced data conditions and provided a balanced,
reliable solution for real-time environmental monitoring. Beyond its technical contributions, the framework
offers practical advantages, including low-latency processing, adaptability to diverse deployment
environments, reduced infrastructure dependency through edge compatibility, and support for data-driven
decision-making aligned with global sustainability goals. These characteristics position the system as a viable
solution for next-generation, Al-driven water resource management. Future work will focus on enhancing
real-world applicability and system resilience through large-scale validation using real [oT datasets,
improving cross-regional generalization via transfer learning, and addressing sensor drift through adaptive
calibration mechanisms. Additional directions include expanding the range of monitored environmental
parameters, integrating hybrid edge—cloud architectures for optimized performance, and incorporating
explainable Al techniques to improve transparency and stakeholder trust. Collectively, these advancements
will enable the evolution of the proposed framework into a more adaptive, interpretable, and globally
deployable solution for predictive and sustainable water quality management.
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