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Abstract

The goal of remote sensing change detection (RSCD) is to accurately distinguish
land-surface changes. Recently, Vision foundation models (VFMs), such as the
self-supervised DINOv3, have demonstrated strong semantic parsing capabilities
across various visual tasks. However, directly applying DINOv3 to RSCD remains
challenging. First, DINOv3 produces low-resolution, single-scale feature repre-
sentations, which are unfavorable for pixel-wise change classification. Second,
DINOv3 is not tailored for RSCD and thus struggles to model geospatial differ-
ences along the temporal dimension. To address these issues, Marrying DINOv3
with Dual-Branch Complementary Reconstruction for Remote Sensing Change
Detection (DINO-CD) is proposed. Specifically, a dual-branch complementary
reconstruction module is introduced to enable interaction between DINO and
CNN branches for complementary feature enhancement, producing multi-scale
representations that preserve global semantic consistency while strengthening
local detail discrimination. In addition, a hierarchical difference aggregation mod-
ule is designed to comprehensively enhance temporal discrepancies via explicit
frequency learning and multi-scale directional aggregation, thereby highlighting
effective change regions and reducing false alarms and missed detections. Exten-
sive experiments on multiple datasets demonstrate that DINO-CD outperforms
state-of-the-art methods, achieving gains of 6% in F1-score and 8% in IoU on
the CLCD dataset.
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1 Introduction

With the continuous evolution of Earth observation technologies, satellite platforms,
and sensor engineering, high-resolution optical remote sensing imagery has achieved
significant improvements in both spatial and temporal resolutions, providing a solid
data foundation for fine-grained characterization of land-cover evolution and human
activity processes. Remote sensing change detection (RSCD) [1] aims to automatically
identify change regions and change types in land objects (i.e., changes in category or
state) based on remote sensing images of the same area acquired at different times,
and it constitutes a key technical component in a wide range of applications, includ-
ing land resource management [2], urban expansion monitoring [3], land-cover change
assessment [4], ecological and environmental regulation [5], and disaster loss assess-
ment [6]. Affected by multiple sources of uncertainty, such as illumination variations,
seasonal transitions, vegetation phenology differences, and imaging environment fluc-
tuations, RSCD tasks are often accompanied by pronounced radiometric and textural
disturbances. These non-semantic interferences are easily misjudged as real land-object
changes, thereby triggering large-scale pseudo-changes and posing severe challenges to
accurate change identification. Traditional hand-crafted methods struggle to cope with
such complex variations, whereas deep learning (DL) methods, benefiting from end-
to-end learning and their ability to extract more robust and generalizable high-level
semantic features, have become the mainstream approach in contemporary RSCD.

CNN-based methods mainly improve network architectures through receptive-field
expansion, multi-scale representation learning, and attention enhancement, thereby
strengthening the semantic discrimination and spatial localization of changed regions
in RSCD [7–10]. Owing to their stable performance in local texture representation
and spatial detail characterization, CNN-based approaches have constituted the main-
stream technical route in RSCD research. In parallel, Vision Transformers (ViTs) [11],
benefiting from self-attention mechanisms, exhibit clear advantages in capturing long-
range dependencies and global contextual information, and have gradually evolved
into core backbone networks that run alongside traditional CNNs, and even dominate
in certain tasks. Extensive studies indicate that the Transformer family has progres-
sively demonstrated stronger capabilities in image classification [12], object detection
[13], semantic segmentation [14], image matting [15], and human pose estimation [16],
making it a highly competitive alternative to conventional CNN architectures. This
technological trend has also been extending to remote sensing vision. Existing research
has verified the effectiveness of Transformer architectures in modeling complex spa-
tial relationships and long-range semantic dependencies across various remote sensing
tasks [17], [18], and has further attempted to introduce them into RSCD to explicitly
characterize global semantic discrepancies between bi-temporal remote sensing images.
However, given the importance of local details and boundary information in remote
sensing imagery, some studies have further explored collaborative CNN-Transformer
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fusion strategies. By integrating local perception capability with global contextual
modeling, these variants aim to build RSCD models with more robust performance
and stronger generalization ability.

Although DL methods have achieved significant performance gains in recent
years, they still face several key issues that remain insufficiently resolved in complex
remote sensing scenarios. First, existing methods are commonly constrained by the
trade-off between global semantic modeling and local detail characterization. CNN-
based approaches perform reliably in capturing local texture patterns and spatial
details; however, limited by their receptive fields, they remain insufficient in model-
ing long-range spatial dependencies and maintaining global semantic consistency. In
contrast, Transformer-based methods can effectively model long-range dependencies
and strengthen global contextual understanding via self-attention, but their com-
putational complexity grows quadratically with spatial resolution, often resulting
in substantial computation and GPU memory overhead for high-resolution remote
sensing imagery. In this context, vision foundation models (VFMs) with large-scale
pretraining capability learn robust global semantic representations from massive data,
providing new possibilities for simultaneously modeling long-range dependencies and
scene-level semantic consistency. Such a paradigm is expected to, to some extent, alle-
viate the limitations of existing methods in the global-local modeling trade-off and
robustness under complex remote sensing conditions.

With the rapid advancement of large-scale pretrained Vision Transformers [19–24],
self-supervised DINOv3 in particular has demonstrated strong representational power
and impressive cross-dataset transferability on generic vision tasks [21]. Compared
with VFMs that have already been introduced into RSCD, such as SAM and CLIP,
DINOv3 places greater emphasis, in both model design and pretraining objectives, on
feature quality for dense prediction. It produces patch-level dense representations with
good spatial alignment, rather than being primarily tailored to specific downstream
goals such as prompt-driven segmentation or cross-modal semantic matching. From
the perspective of feature form and modeling objective, the robust global semantic
representations and highly consistent dense embeddings provided by DINOv3 better
match the fundamental requirements of RSCD, namely spatial continuity and cross-
temporal feature comparability. This makes DINOv3 a more promising candidate as
a feature encoder for RSCD.

However, directly adopting DINOv3 as a plug-and-play Transformer backbone for
RSCD still faces the following challenges: (1).Limitations of the original DINOv3 fea-
tures. DINOv3 is biased toward global semantic representations, and its features are
typically output as single-scale patch embeddings, which is unfavorable for pixel-wise
change classification. Naively obtaining multi-scale features by interpolation tends to
introduce over-smoothing, resulting in blurred boundaries and missed detections of
fine structures, such as narrow roads, elongated edges, and scattered small patches.
(2).Lack of explicit spatiotemporal difference modeling. Although DINOv3 provides
strong global semantic representations, its outputs are typically biased toward features
of a single time point and do not explicitly model spatiotemporal discrepancies between
bi-temporal images. While one can merge bi-temporal information using simple feature
fusion, such a strategy cannot fully exploit cross-temporal differences, especially when
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the time interval is large. Consequently, the model may struggle to accurately capture
fine-grained changed regions, particularly subtle changes under complex backgrounds,
which often leads to missed detections and false predictions for small targets.

To address the above challenges, This paper propose DINO-CD: Marrying DINOv3
with Dual-Branch Complementary Reconstruction for Remote Sensing Change Detec-
tion. On the one hand, a dual-branch encoding architecture is constructed with a
pretrained DINOv3 branch and a CNN branch, and a Dual-Branch Complementary
Reconstruction (DBCR) module is introduced on intermediate features to fully exploit
the structural complementarity between the two representations, thereby mitigating
the limitations of DINOv3 in RSCD. Specifically, the bi-temporal remote sensing
images are fed into the DINOv3 and CNN branches, respectively, to extract four hier-
archical feature levels. DBCR then performs spatial complementary reconstruction
and channel complementary reconstruction at each corresponding level, deeply inte-
grating the global semantic priors from DINOv3 with the high-resolution boundaries
and texture details from the CNN, and producing complementary features that are
both globally consistent and locally fine-grained. On the other hand, a Hierarchical
Difference Aggregation (HDA) module is developed to compensate for DINOv3’s defi-
ciency in temporal discrepancy modeling. Given bi-temporal multi-scale features, HDA
first introduces frequency-domain pre-enhancement before differencing to construct
difference features. It then adopts hierarchical enhancement and grouped temporal
interactions, combining local context modeling with directional receptive fields to
aggregate long-range change cues and fine-structured information, and finally uses
the difference features to modulate the temporally interacted features in a pixel-wise
manner.
The main contributions of this work are summarized as follows:

1. To alleviate the limitations of the original DINOv3 feature representations, this
paper proposes DINO-CD, a unified network that integrates DINOv3 and CNNs.
Unlike existing VFM adaptation strategies, DINO-CD leverages DBCR to establish
a hierarchical, bidirectional complementary relationship between the global seman-
tic representations of DINOv3 and the local structural details captured by the CNN
branch.

2. To strengthen spatiotemporal discrepancy modeling, a HDA module is introduced.
Unlike existing difference generation modules, HDA constructs difference features
via frequency-domain enhancement and then uniformly aggregates directional dis-
crepancy cues within a hierarchical architecture, enabling progressive enhancement
across stages.

3. Extensive experiments demonstrate that DINO-CD achieves competitive perfor-
mance on multiple public RSCD benchmarks and exhibits stronger robustness,
especially in challenging scenarios with complex backgrounds and low-contrast
changes.
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2 Related Work

In recent years, RSCD has achieved remarkable progress driven by deep learning, and
representative methods can be broadly categorized into two lines, namely CNN-based
approaches and Transformer-based approaches.

2.1 Deep Learning Based Change Detection Methods

CNN-based methods:Such methods typically adopt FCN, U-Net, and their variants
as backbones, and build shared-weight or non-shared Siamese encoders to extract fea-
tures from bi-temporal images separately. Then, change cues are derived via feature
concatenation, differencing, or similarity measurement, and a decoder outputs the
final change mask. FC-Conc and FC-Diff proposed by Daudt et al. [25] were among
the first to validate, within a unified fully convolutional Siamese framework, the effec-
tiveness of the paradigm of Siamese encoding coupled with difference representation,
laying a foundational CNN-based formulation for change detection. Peng et al. [26]
independently encoded bi-temporal features and fused them in the feature space to
mine change cues, further promoting the adoption and extension of Siamese struc-
tures in RSCD. Building upon this line, subsequent studies have continuously evolved
around three aspects, namely the expressiveness of difference cues, the preservation of
fine structures, and robust modeling of contextual relationships. On the one hand, to
mitigate the loss of localization information caused by downsampling and to improve
boundary delineation in high-resolution scenes, researchers have widely introduced
stronger cross-level interactions and multi-scale fusion mechanisms. For example, Fang
et al. employed a nested U-Net with dense skip connections in SNUNet-CD [27],
enabling shallow details and deep semantics to be sufficiently propagated and fused,
thereby enhancing the representation of small changes and boundary regions. On the
other hand, regarding difference representation as the core component, an increasing
number of methods attempt to explicitly inject temporal interactions and discrep-
ancy cues in a more direct or lightweight manner. Fang et al. [28] further proposed
exchanging bi-temporal features inside the network to achieve an almost parameter-
free difference representation, providing a simple yet effective strategy for lightweight
discrepancy modeling. DAFNet proposed by Ma et al. [29] re-weights changed regions
via difference feature extraction and attention modulation, while suppressing pseudo-
changes caused by illumination, shadows, and seasonal or phenological variations.In
addition, to alleviate the issue that relying solely on local differencing can be easily
distracted by complex background noise, some works further introduce global context
representations and scale-consistency constraints to improve scene-level discrimina-
tion. GAS-Net proposed by Zhang et al. [30] enhances long-range dependency modeling
via global-aware feature learning, reducing the tendency of false alarms under large-
scale and cluttered backgrounds. MFDS-Net by Huang et al. [31] adopts multi-scale
deep supervision together with feature enhancement mechanisms, imposing consistent
constraints on changed regions across scales, which improves the response consistency
to fine-grained changes and boundaries.

Overall, CNN-based methods are relatively mature in local structure modeling
and multi-scale feature fusion, and can effectively capture change cues in many
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scenarios. However, their receptive-field expansion and global semantic modeling
remain inherently limited, and they may still suffer from false-change diffusion,
unstable boundaries, and missed detections of remotely correlated regions when
facing large-area imagery, cross-region correlated changes, or complex background
disturbances.

Transformer-based methods:With the widespread success of self-attention in com-
puter vision, Vision Transformers have gradually been introduced into RSCD to
compensate for the limitations of CNNs in modeling global relationships and long-
range dependencies. BiT proposed by Chen et al. [32] follows a hybrid paradigm of
CNN feature extraction, token compression, and Transformer encoding. Specifically, it
first employs ResNet [33] to encode bi-temporal features, compresses high-level change
information into a small set of semantic tokens, and then uses a Transformer encoder to
capture long-range contextual dependencies in the token space. Finally, these globally
informed tokens are mapped back to pixel-level features and refined by convolutional
representations, thereby enhancing global change modeling while preserving local
details. Building upon this line, end-to-end Transformer frameworks have been fur-
ther explored, including Siamese designs that explicitly model bi-temporal interactions
and single-stream attempts that unify bi-temporal representations. ChangeFormer [18]
introduces multi-scale Transformer representations and a dedicated decoding design
within a Siamese framework to achieve end-to-end change prediction, demonstrating
the effectiveness of Transformers for RSCD in terms of global context modeling and
multi-scale semantic representation.To address the computational bottleneck induced
by high-resolution, large-area remote sensing imagery, researchers have paid increasing
attention to efficient attention designs, typically adopting locally constrained atten-
tion, such as window-based attention, or sparse attention to reduce computation and
GPU memory cost. Siam-Swin-Unet [34] combines the hierarchical window attention
of Swin Transformer with a U-shaped architecture to balance local details and global
semantics and to improve boundary quality. STCD [35] introduces window-based hier-
archical attention into a Siamese change detection framework to mitigate the heavy
cost of global self-attention, achieving a better efficiency-accuracy trade-off. Noman
et al. [36] further propose shuffled sparse attention, which reduces the cost of global
modeling by focusing on sparse informative regions.Meanwhile, some works emphasize
stronger temporal interactions and relational reasoning to improve the discriminabil-
ity of difference representations. For example, RCDT [37] adopts cross-attention as the
core mechanism to perform temporal interaction and change relation reasoning, and
DEST [38] explicitly enhances discrepancy information within the Swin framework
to improve change discrimination under complex backgrounds. To better character-
ize multi-scale changes, MCAT [39] proposes a single-stream multi-scale framework,
introducing dynamic change-aware attention and cross-scale aggregation to enhance
adaptability to changes of different sizes. Despite the clear advantages of Transformer-
based methods in global context representation, they still face a common challenge in
RSCD, namely that Transformer features are biased toward high-level semantics and
tend to be over-smoothed. As a result, they may be less effective in fine-grained mod-
eling of slender structures such as roads and rivers, building edges, and scattered small
patches, which can lead to blurred boundaries and missed detections of small targets.
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2.2 VFMs in RSCD

VFMs typically refer to visual models that are pretrained on large-scale datasets,
endowed with strong general-purpose representations, and can be readily transferred
to a wide range of downstream tasks. Benefiting from massive training data and high-
capacity architectures, these models often exhibit excellent generalization, which can
substantially reduce the reliance of downstream tasks on large amounts of manually
annotated samples. For example, the Segment Anything Model (SAM) [22] and a
series of self-supervised Vision Transformer models, namely the DINO family [19–21],
are pretrained on an extremely large segmentation dataset and large-scale natural
image corpora, respectively. They have shown remarkable cross-task transferability
in object segmentation and general feature representation, and are thus increasingly
regarded as important prior carriers for remote sensing image analysis.Motivated by
these advantages, an increasing number of studies have attempted to introduce VFMs
into RSCD, exploring various fusion strategies centered on how to efficiently leverage
their prior knowledge while keeping most parameters frozen. Some works are built
upon SAM and refine its high-level semantic features with lightweight structures. For
instance, Zhang et al. [40] proposed SFCD-Net, which freezes the SAM encoder and
introduces parameter-efficient fine-tuning strategies together with a bi-temporal fea-
ture interaction module, enabling enhanced representation of fine-grained changes and
boundary details under limited computational resources. Building on this idea, Ning
and He et al. [41] further proposed DA2-Net, which combines SAM2 with domain
adaptation and difference aggregation mechanisms to mitigate the domain shift from
natural scenes to remote sensing imagery and to strengthen temporal discrepancy
representation, thereby improving change detection performance in complex scenar-
ios.Meanwhile, beyond SAM-based approaches, self-supervised pretrained VFMs from
the DINO family have also been introduced into RSCD to more efficiently exploit
their general representations. Zhao et al. [42] proposed AdapterCD, which freezes
a DINOv2-pretrained image Transformer encoder and inserts only a small number
of adapter layers for parameter-efficient fine-tuning, achieving a favorable balance
between accuracy and efficiency on multiple change detection benchmarks. Along a
similar line of leveraging large-scale pretrained priors such as DINOv2, Zhu et al.
[43] further proposed ChangeViT, which adopts DINOv2 as the backbone and intro-
duces a detail-capturing module and a feature injector to inject multi-scale details
extracted by a CNN into high-level semantic features, thereby balancing large-scale
change perception and fine-grained boundary localization.

Overall, existing studies have validated the value of vision foundation models in
change detection from different perspectives, indicating that their strong semantic
priors can improve robustness under complex backgrounds and cross-scene settings.
However, new issues have also been revealed. Self-supervised ViTs represented by the
DINO family typically output single-scale, high-dimensional semantic embeddings,
and thus provide relatively insufficient explicit multi-scale spatial details. In contrast,
segmentation-oriented models represented by SAM still require further investigation
on how to simultaneously model temporal discrepancies and preserve fine-grained spa-
tial structures when transferred directly to bi-temporal change representation. These
observations collectively suggest that it remains an important and ongoing research
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direction to retain the semantic-prior advantages of VFMs while compensating for
their limitations in multi-scale spatial structure modeling and temporal difference
representation in VFM-based change detection.

3 Methodology

3.1 Overview

As shown in Figure 1, the overall framework consists of a DINOv3 image encoder, a
convolutional spatial prior module, a DBCR module, a HDA module, and a decoder.
First, the bi-temporal images are separately fed into DINOv3 and the convolutional
spatial prior module to extract global semantic features and local detail features,
respectively. Then, DBCR converts the single-scale semantic features produced by
DINOv3 into multi-scale representations and integrates them with the spatial prior
features in a complementary manner. Next, HDA performs multi-scale differencing
and contextual enhancement on the complemented features, producing change features
with more salient structures. Finally, the decoder fuses multi-scale contextual features
to generate a pixel-wise change probability map with strong discriminability.
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Fig. 1: The proposed DINO-CD network. The framework consists of a fully frozen
DINOv3 image encoder, CSP, DBCR, HDA, and the decoder.

3.2 Dual-Branch Complementary Reconstruction Module

DINOv3 is employed to extract multi-level semantic features, while a convolutional
spatial prior (CSP) layer is used to capture multi-scale local structural information;
both are jointly fed into the DBCR module. The bi-temporal images I1 ∈ R

H×W×3

and I2 ∈ R
H×W×3 are first processed by the frozen DINOv3 encoder, from which four

groups of intermediate-layer features {F (l)} are extracted.

F l ∈ R
C×Hi×Wi , i = 1, . . . , 4. (1)

These layers correspond to different feature levels, ranging from shallow textures
and edge structures to deep semantic abstractions, thereby covering the local-detail
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sensitivity and global semantic stability required for change detection. In parallel, the
convolutional spatial prior (CSP) module applies convolution and pooling operations
to the original images, producing multi-scale features C1, C2, C3, C4 at spatial resolu-
tions of 1/4, 1/8, 1/16, and 1/32 of the input, respectively. To make the two-branch
features compatible in both spatial size and channel dimension, the single-scale fea-
ture output of DINOv3 is first upsampled to the corresponding CSP scale and then
projected to the same channel dimension as Ci using a 1 × 1 convolution followed
by normalization. Accordingly, the projected semantic feature Si is kept channel-
consistent with the CSP output at each scale, yielding a matched feature pair (Si, Ci)
per scale, which represent the DINOv3 semantic branch and the convolutional prior
branch, respectively. The formulation is given as follows:
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Fig. 2: The structure of the proposed DBCR model.

C1, C2, C3, C4 = CSP (I) (2)

F̂i = Interp
(
F (l), size

(
H(Ci),W (Ci)

))
(3)

Si = BN
(
Conv1×1

(
F̂i

))
, Si ∈ R

Di×Hi×Wi (4)

where CSP(·) denotes the convolution pooling operation; Interp(·) denotes the
interpolation operation; size(·, ·) returns the height and width of the feature Ci.
Conv1×1(·) denotes a 1x1 convolution; and BN(·) denotes batch normalization.
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Since Si and Ci exhibit significant discrepancies in both spatial layout and channel
characteristics, a DBCR module is designed to perform spatial complementary recon-
struction and channel complementary reconstruction on each scale-wise pair (Si, Ci),
thereby establishing a consistent feature reference system between the two branches.
For an arbitrary scale, the input features are denoted as X1 = Si and X2 = Ci.
The spatial complementary reconstruction first explicitly constructs the absolute dif-
ference between the two features and concatenates it with them along the channel
dimension. Then, a 1 × 1 convolution is applied for channel reduction, followed by a
depthwise separable convolution to capture local spatial relationships. Finally, another
1 × 1 convolution and a Sigmoid function are used to generate spatial weight maps
for both branches. The resulting spatial weight maps are split into W spa

1 and W spa
2 ,

corresponding to X1 and X2, respectively. Moreover, a set of learnable fusion coeffi-
cients a1, a2 > 0 is introduced to prevent excessive complementary interaction from
corrupting the original semantic features; with a ReLU operation and a normalization
constraint, their sum is enforced to be 1, so as to control the relative strength between
spatial and channel complementarity. Guided by the explicit difference map, mutual
spatial feature enhancement is performed for the two branches, which explicitly sup-
presses misaligned regions while preserving the respective structural advantages of
each branch. The details are as follows:

Dspa = |X1 −X2| (5)

Uspa = [X1, X2, Dspa] (6)

Wspa = σ
(
Conv1×1

(
DWConv3×3

(
Conv1×1

(
Uspa

))))
(7)

W spa
1 ,W spa

2 = Split(Wspa) (8)

X̂1 = X1 + a1W
spa
2 ·X2 (9)

X̂2 = X2 + a1W
spa
1 ·X1 (10)

where | · | denotes the absolute value operator; [·] denotes concatenation; DWConv3×3

denotes a depthwise separable convolution; σ denotes the sigmod operation; and X̂1,
X̂2 are the spatially aligned features after spatial complementarity.

Building upon spatial complementary reconstruction, channel-wise semantic dis-
crepancies between the two branches are further characterized. Specifically, global
average pooling is applied to X̂1 and X̂2, and four types of statistical interactions are
constructed to explicitly couple the channel relations between the two feature streams.
The resulting concatenated descriptor is then fed into an MLP to produce channel
complementary weights for both branches, which are squashed into (0, 1) via a Sig-
moid function. Here, a2 is a learnable parameter that controls the strength of channel
complementarity. The final channel complementary formulation is given as follows:

g1 = avg(X̃1), g2 = avg(X̃2) (11)

z = (g1, g2, |g1 − g2|, g1 ⊗ g2) (12)

[wcha
1 , wcha

2 ] = MLP(z) (13)

Y1 = X̃1 + a2w
cha
2 · X̃2 (14)

Y2 = X̃2 + a2w
cha
1 · X̃1 (15)
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where avg(·) denotes average pooling, ⊗ denotes element-wise multiplication,
MLP(·)consists of two linear layers, Y1 and Y2 denote the features after channel
complementary reconstruction.

Although Y1 and Y2 have been complemented in both spatial and channel dimen-
sions, channel redundancy may still remain. To obtain a more compact representation
suitable for subsequent modules, they are concatenated along the channel dimension
and the fused feature is fed into a 1× 1 convolution, a 3× 3 depthwise separable con-
volution, a ReLU activation, and another 1× 1 convolution for semantic restoration,
followed by normalization to produce the final embedded feature. Meanwhile, to avoid
semantic drift introduced by depthwise convolution, a residual branch is added. The
formulation is given as follows:

Femb = Norm
(
Conv1×1

(
ReLU

(
DWConv3×3

(
Conv1×1

(
X
)))))

(16)

Fout = Norm
(
Femb + Conv1×1

(
X
))

(17)

3.3 Hierarchical Difference Aggregation Module

In Figure 3, the bi-temporal features obtained from dual-branch complementary recon-
struction are denoted as f1

i and f2
i , where i ∈ {1, 2, 3, 4} corresponds to the multi-scale

features output by the feature matching module. To further enhance the representation
of discrepancy information, pre-enhancement is performed on the bi-temporal features
before constructing the initial differences. Specifically, a discrete wavelet transform
(DWT) is applied to f1

i and f2
i , decomposing each feature into a low-frequency com-

ponent (LL) and three high-frequency components (LH/HL/HH). While preserving
the semantic stability of the low-frequency component, the high-frequency components
are enhanced with depthwise separable convolutions to strengthen edge information.
Then, average pooling and max pooling are performed, and channel-attention weights
are generated via fully connected layers followed by a Sigmoid function; these weights
are used to recalibrate the subband features channel-wise and are added to the orig-
inal subband features in a residual manner. Afterward, an inverse discrete wavelet
transform (IDWT) is applied to reconstruct the frequency-enhanced features. Finally,
pixel-wise subtraction, absolute-value computation, and a 3 × 3 convolution are con-
ducted to obtain the frequency-enhanced difference feature Di. The formulation is
given as follows:

(fLL
i , fLH

i , fHL
i , fHH

i ) = DWT(fi) (18)

f̃L = ReLU
(
BN

(
DWConv3×3(fL)

))
, L ∈ {LH,HL,HH} (19)

f̃LL = fLL (20)

wH = σ
(
MLP

(
Cat

(
avg(f̃H),max(f̃H)

)))
, H ∈ {LH,HL,HH,LL} (21)

f̄H = f̃H · wH + f̃H (22)

f̂i = IDWT(f̄LH , f̄HL, f̄HH , f̄LL) (23)

Di = Conv3×3

(
f̂1
i − f̂2

i

)
(24)
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Fig. 3: The structure of the proposed HDA model.

where Cat(·) denotes the concatenation operation, f̃L denotes the high-frequency

subbands enhanced by convolution, f̃LL denotes the low-frequency subband, and f̂i
denotes the frequency-enhanced feature.

After obtaining the frequency-enhanced difference feature Di, independent hier-
archical feature enhancement is first performed for each temporal feature to enrich
the scale diversity and contextual aggregation within each temporal representation,
providing a more robust basis for subsequent cross-temporal discrepancy modeling.
Specifically, the feature fi is fed into three parallel branches. The first branch is a local-
context branch, which applies a 1 × 1 convolution for channel squeezing followed by
a 3× 3 convolution to capture local neighborhood information. The second branch is
a horizontally oriented large-receptive-field branch, which combines asymmetric 1× 3
and 3 × 1 convolutions to progressively expand the receptive field along the horizon-
tal and vertical directions, and further adopts a dilated convolution at the end to
enlarge the receptive field. The third branch is a vertically oriented large-receptive-
field branch, which swaps the order of the 3× 1 and 1× 3 convolutions to strengthen
sensitivity to vertical structures. The mathematical formulations of the three branches
are given as follows:

f1
i = Conv3×3

(
Conv1×1

(
fi
))

(25)

f2
i = Conv3×3

(
Conv1×3

(
Conv3×1

(
Conv1×1

(
fi
))))

(26)

f3
i = Conv3×3

(
Conv1×3

(
Conv3×1

(
Conv1×1

(
fi
))))

(27)

Subsequently, the features from the three branches are concatenated along the
channel dimension and then compressed by a 1×1 convolution. To prevent the enhance-
ment process from excessively altering the original semantics, residual fusion with a
scaling factor γ is adopted, formulated as follows:
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fs = Conv1×1

(
[f1

i , f
2
i , f

3
i ]
)

(28)

F̃i = ReLU
(
γfs + Conv1×1

(
fi
))

(29)

For the bi-temporal features enhanced by the three-branch module, the two streams
are first interleaved along the channel dimension, where each pair of adjacent chan-
nels corresponds to semantic information from the two temporal images. Grouped
convolution is then applied to obtain the interacted feature FMC

i . This design keeps
the parameter count and computational cost controllable, while explicitly learning a
“local spatial + temporal interaction” filter for each corresponding channel pair. Con-
sequently, it enhances fine-grained change expression between bi-temporal features
without introducing additional cross-semantic channel mixing. The mathematical
formulation is given as follows:

FMC
i = ReLU

(
BN

(
Convgroup 3×3

(
F̃1, F̃2

)))
(30)

To explicitly emphasize true changed regions in the spatial domain, the difference
feature Di computed from f1

i and f2
i is used to perform pixel-wise modulation on

the mixed feature FMC
i , yielding the discrepancy-aware feature Fi that integrates

discrepancy information. The formulation is given as follows:

Wi = ReLU
(
BN(Di)

)
(31)

Fi = ReLU
(
BN

(
Conv3×3

(
FMC
i ·Wi + FMC

i

)))
(32)

3.4 Decoder
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Fig. 4: The structure of the decoder model.
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To obtain the final change detection result, a lightweight decoder is adopted, as
shown in Figure 4. Specifically, the four-scale features (F1, F2, F3, F4) are first con-
catenated along the channel dimension, followed by a 1 × 1 convolution for feature
fusion and channel reduction. Then, a transposed convolution and two stacked 3 × 3
convolutional layers are used to recover the spatial resolution and refine local details.
A residual connection is further introduced to enhance feature propagation. Finally,
a 3 × 3 convolution followed by Softmax is applied to generate the pixel-wise change
prediction map.

4 Experiments

4.1 Dataset and Evaluation Metrics

Dataset description: To validate the effectiveness of the proposed network, we conduct
experiments on three public remote sensing change detection datasets, namely CLCD,
SYSU-CD, and WHU-CD.

CLCD [44] is a high-resolution dataset for cropland change detection, consisting of
600 co-registered bi-temporal remote sensing image pairs. The images were acquired by
the Gaofen-2 satellite over Guangdong Province, China, in 2017 and 2019, with spatial
resolutions ranging from 0.5 to 2.0 m per pixel. Each sample contains two 512 × 512
images and a corresponding binary annotation indicating cropland change. Following
the official data split, CLCD is divided into 360 training pairs, 120 validation pairs,
and 120 test pairs. In this work, CLCD is mainly used to evaluate the model’s ability
to delineate fine cropland boundaries and detect small parcel-level changes.

SYSU-CD [45] is known for its complex scenes and diverse change types, contain-
ing 20,000 pairs of high-resolution aerial images acquired between 2007 and 2014. Each
image pair has a spatial size of 256 × 256 pixels with a consistent resolution of 0.5
m/pixel. The change types include urban expansion, road upgrading, vegetation vari-
ation, and coastal construction projects, among others. For training and evaluation,
we follow the default split provided by the dataset, with 12,000/4,000/4,000 pairs for
training/validation/testing, respectively.

WHU-CD [46] is specifically created for building change detection. A distinctive
property of this dataset is that it contains only one pair of ultra-high-resolution aerial
images covering a large area. The original image size is 32507 × 15354 pixels with a
resolution of 0.075 m/pixel. Since no official train/test split is provided, we follow a
commonly used protocol in the literature by cropping the original images into non-
overlapping 256× 256 patches. These patches are then split into 5,947 training pairs,
744 validation pairs, and 744 test pairs.

To quantitatively evaluate the performance of DINO-CD, this study employ five
metrics to measure the similarity between the predicted results and the ground-truth
change regions, including the F1 score (F1), precision (Pre.), recall (Rec.), intersection
over union (IoU), and overall accuracy (OA). The definitions of these metrics are as
follows:

Pr.e. =
TP

TP + FP
(33)
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Rec. =
TP

TP + FN
(34)

F1 =
2 · Pr.e. · Rec.

Pr.e. + Rec.
(35)

IoU =
TP

TP + FP + FN
(36)

OA =
TP + TN

TP + TN + FP + FN
(37)

where TP, FP, TN, and FN denote the numbers of true-positive, false-positive,
true-negative, and false-negative pixels, respectively.

4.2 Implementation Details

A pretrained tiny DINOv3 model is adopted, and features are extracted from layers
3, 5, 7, and 11, where each feature map has a size of 16× 16× 384 (height × width ×
channels). During training, data augmentation strategies including random flipping,
random scale cropping, color jittering, and Gaussian blur are applied to increase train-
ing diversity. For fair comparison, all competing methods are trained and evaluated
on the same hardware. All experiments are conducted on an NVIDIA GeForce RTX
4090, and all network weights are randomly initialized. The initial learning rate is set
to 3.1 × 10−4, and the numbers of training epochs are 50, 50, and 150 for CLCD,
SYSU-CD, and WHU-CD, respectively. The learning rate is empirically selected and
linearly decayed to the final epoch during training. AdamW is used as the optimizer
with a weight decay of 0.01 and β parameters set to (0.9, 0.999).

Loss function: During network training, we supervise and optimize the model pre-
dictions using a pixel-wise cross-entropy loss. For the binary change detection task,
the cross-entropy loss can be formulated as:

Loss = −
1

N

N∑

i=1

yi log(ŷi) + (1− yi) log(1− ŷi) (38)

Where y denotes the ground-truth class label,ŷ denotes the predicted class label,
and N is the total number of pixels in each sample.

4.3 Comparison with State-of-the-Art Methods

To comprehensively evaluate the proposed DINO-CD for remote sensing change
detection, it is compared with a diverse set of representative methods. FC-EF and
FC-Diff, as early fully convolutional Siamese frameworks, perform change representa-
tion via feature concatenation and feature differencing, respectively. SNUNet employs
dense cross-layer connections to enable multi-scale information fusion and detail feed-
back. BiT and ChangeFormer introduce attention-based Transformer mechanisms to
model global bi-temporal interactions and discrepancy relations. USSFC [47] focuses
on lightweight spatial–spectral feature learning. ELGC-Net [48] and STFF-GA [49]
enhance detection robustness from the perspectives of efficient context representa-
tion and pseudo-change suppression, respectively. In addition, two change detection
methods that leverage vision foundation model priors are included: SAM-CD [50] and
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Meta-CD [51]. SAM-CD exploits the semantic priors of a general segmentation model
and incorporates FastSAM to improve few-shot adaptability, while Meta-CD further
introduces side adapters on top of this design and cooperates with FastSAM to improve
transferability for cross-domain change detection.

4.3.1 Quantitative comparison

Table 1 reports the quantitative comparison between our method and a variety of
representative RSCD models on three public datasets, i.e., SYSU-CD, WHU-CD, and
CLCD, in terms of Pre., Rec., IoU, F1-score, and OA. Overall, DINO-CD achieves
the best or near-best comprehensive performance across all three datasets, exhibiting
stable and consistent results under different scene categories and change types.

On the SYSU-CD dataset, DINO-CD significantly outperforms all compared meth-
ods in terms of IoU (71.46%) and F1 (83.35%), achieving gains of approximately
3%-4% over STFF-GA, ELGC-Net, and SAM-CD. Meanwhile, DINO-CD attains a
higher Recall (79.70%) while maintaining a high Precision (87.36%), indicating that
it can better cover true changed regions while effectively suppressing false alarms.

On the WHU-CD dataset, although most methods already achieve strong overall
performance, DINO-CD still attains the best results on key metrics, including IoU
(89.76%), F1 (94.67%), and OA (99.58%). Moreover, it achieves a Recall of 93.66%,
surpassing several Transformer-based methods, which suggests that DINO-CD pro-
vides more stable coverage of changed regions in large-scale, structurally regular urban
scenes.

On the more challenging CLCD dataset, the performance of most methods drops
noticeably, whereas DINO-CD still achieves the best results with an IoU of 66.65%
and an F1 score of 79.99%. It also attains a better balance between Precision (84.94%)
and Recall (75.58%), demonstrating strong capability in perceiving true changes under
complex backgrounds and subtle-change conditions.

Overall, DINO-CD demonstrates stable and consistent advantages across different
scenes and change patterns, validating the effectiveness of the proposed DBCR and
HDA strategies for remote sensing change detection.

4.3.2 Visual analysis

To visually assess the change detection performance of different methods, we present
qualitative comparisons of their predictions on the SYSU-CD, WHU-CD, and CLCD
datasets, as shown in Figure 5. Overall, the compared methods exhibit clear differ-
ences in terms of change-region completeness, boundary accuracy, and pseudo-change
suppression.

On the SYSU-CD dataset, as shown in Figure 5(d-f), most competing methods are
easily affected by illumination and texture disturbances under complex backgrounds,
producing evident pseudo changes in unchanged areas or yielding breaks and holes
within true changed regions. In contrast, DINO-CD exhibits more uniform and contin-
uous responses inside the changed areas, while maintaining good spatial consistency
along boundaries. This suggests that, by jointly leveraging the global semantic priors
provided by DINOv3 and the local structural constraints from the CNN branch, the
model can effectively distinguish pseudo changes caused by appearance perturbations
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Table 1: Quantitative comparison of different methods on the SYSU-CD, WHU-CD,
and CLCD datasets. The evaluation metrics include Precision (Pre.), Recall (Rec.),
Intersection over Union (IoU), F1-score (F1), and Overall Accuracy (OA). The best
and second-best results are highlighted in red and blue, respectively.

SYSU-CD WHU-CD CLCD

Method Pre. Rec. IoU F1 OA Pre. Rec. IoU F1 OA Pre. Rec. IoU F1 OA

FC-EF 74.32 75.84 60.09 75.07 86.02 80.64 71.56 61.07 75.83 98.19 62.92 56.19 42.21 59.37 94.27
FC-Diff 79.13 61.21 56.96 72.57 82.11 47.33 77.66 41.66 58.81 95.63 53.87 57.83 38.68 55.78 93.17
SUN-Net 81.65 72.10 62.05 76.58 89.60 84.29 86.25 74.31 85.26 98.81 59.65 60.39 42.88 60.02 94.01
ChangeF. 81.15 71.65 61.43 76.11 89.39 93.95 88.54 83.76 91.16 99.54 72.47 45.42 38.74 55.84 94.65
BIT 81.54 79.11 65.41 78.33 90.42 93.34 89.39 84.03 91.32 99.31 60.85 47.78 36.54 53.52 93.82
USSFC 82.18 74.49 64.13 78.15 90.18 93.34 89.39 84.03 91.32 99.32 65.33 63.02 47.23 64.16 94.76
ELGC-Net 81.42 77.69 65.99 79.51 90.55 92.72 92.57 86.30 92.64 99.06 69.27 64.12 49.92 66.59 95.21
STFF-GA 86.31 73.03 65.45 79.12 90.91 94.31 92.61 87.71 93.45 99.49 74.09 73.99 58.78 74.04 96.14
SAM-CD 85.56 73.22 65.17 78.91 90.77 91.27 91.34 84.01 91.31 99.31 77.05 61.28 51.82 68.27 95.76
Meta-CD 87.97 69.52 63.48 77.66 90.57 94.58 93.54 86.78 92.80 99.29 64.03 52.78 40.71 57.86 94.28
Ours 87.36 79.70 71.46 83.35 92.49 95.70 93.66 89.76 94.67 99.58 84.94 75.58 66.65 79.99 97.18

Table 2: Ablation study on the WHU-CD and CLCD datasets. DBCR and HDA
denote different components. ✓ indicates that the component is included, while ×
indicates that it is removed. Pre., IoU, and F1 represent Precision, Intersection over
Union, and F1-score, respectively.

Components WHU-CD CLCD

Method DBCR HDA Pre. IoU F1 Pre. IoU F1

S1 × × 93.13 85.28 92.06 75.59 59.07 74.27

S2 ✓ × 95.25 88.24 93.75 81.43 63.23 77.47

S3 × ✓ 94.64 88.06 93.65 81.20 62.29 76.77

S4 ✓ ✓ 95.69 89.76 94.60 84.94 66.65 79.99

from genuine land-cover changes, thereby suppressing false alarms at the semantic
level.

On the WHU-CD dataset, as observed in Figure 5(a-c), some methods can roughly
localize the changed regions, yet still suffer from blurred building boundaries and
local missed detections, especially along narrow edges and adjacent structures where
jagged fractures are prone to occur. In contrast, DINO-CD produces change masks
with clearer contours, smoother boundaries, and more complete responses inside build-
ings. This indicates that the HDA module explicitly models bi-temporal discrepancies
across multiple scales, which helps preserve global consistency while finely delineating
boundary details of regular geometric structures.

On the CLCD dataset, as shown in Figure 5(g-i), most methods exhibit noticeable
performance degradation: small-scale changes are easily missed, while spectral or tex-
tural differences in unchanged areas are often misclassified as true changes. In contrast,
DINO-CD is able to capture fragmented and scattered changed regions more com-
pletely and substantially reduce false alarms in the background. This suggests that the
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Table 3: Comparison of Parameters, FLOPs, and F1 Scores of Different Methods on
the CLCD Dataset.

Method Param (M) FLOPs (G) F1 (%)

FC-EF 1.54 3.57 59.37
FC-Diff 1.66 5.09 55.78
SNUNet 12.03 54.83 60.02
ChangeF 11.94 17.50 55.84
BIT 3.50 17.50 53.32
USSFC 1.52 9.72 64.16
ELGC-Net 10.56 186.96 66.59
STTF-GA 18.93 7.64 74.04
SAM-CD 70.59 17.19 68.27
Meta-CD 47.74 46.11 57.86
DINO-CD 8.03 51.40 79.99

Table 4: Hyperparameter Evaluation Results on the SYSU-CD Dataset.

Layers Pre. IoU F1 (%)

1,2,3,4 80.36 68.70 81.45
7,8,9,10 87.29 69.51 82.01
11,11,11,11 85.81 70.51 82.70
3,6,9,11 87.36 71.46 83.35

DINOv3 semantic branch plays a crucial role in suppressing pseudo changes induced
by seasonal appearance variations, while the CNN branch and the difference aggre-
gation mechanism further enhance the model’s sensitivity to fine-grained structural
changes.

The qualitative results across the three datasets consistently demonstrate that
DINO-CD achieves clear and stable advantages in terms of change-region complete-
ness, boundary fidelity, and pseudo-change suppression. Compared with methods that
rely solely on local convolutional features or a single global representation strategy,
the proposed DBCR and HDA mechanisms enable the model to simultaneously pre-
serve global semantic consistency and capture fine-grained local structures in complex
remote sensing scenarios, thereby producing more reliable and robust change detection
results.

4.4 Ablation Experiments

To evaluate the contribution of each module to the overall performance, we conduct
ablation studies on the WHU-CD and CLCD datasets, and the results are reported in
Table 2. Four configurations are considered. S1 is the baseline, which simply interpo-
lates the DINOv3 output features without introducing DBCR or HDA. S2 adds DBCR
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Pre Post Label Ours ELGC-Net SAM-CD Meta-CD STFF-GA USSFC BIT ChangeF. SUN-Net FC-Diff FC-EF

WHU-CD dataset

SYSU-CD dataset

CLCD dataset

Fig. 5: Qualitative visualization results. (a)-(c), (d)-(f), and (g)-(i) correspond to
examples from the WHU-CD, SYSU-CD, and CLCD datasets, respectively. Green
denotes false detection pixels, whereas red denotes missed detection pixels.

on top of S1 but does not use HDA. S3 employs HDA for discrepancy representation
but removes DBCR. S4 enables both DBCR and HDA, forming the complete model.

As shown in Table 2, S1 yields limited performance on both datasets, achieving
IoU and F1 of 85.28% and 92.06% on WHU-CD, and only 59.07% and 74.27% on
CLCD. This indicates that relying solely on interpolated single-scale DINOv3 features
is insufficient to handle fine-grained changes and complex background disturbances.
After introducing DBCR in S2, the performance improves substantially, with clear
gains in both IoU and F1-score on WHU-CD and CLCD, demonstrating that DBCR
effectively integrates global semantics with local structural details, enhancing feature
consistency and boundary delineation. Using HDA alone in S3 also brings consis-
tent improvements, suggesting that multi-scale difference aggregation helps strengthen
responses to true changes. However, without feature complementarity, its performance
is still constrained by the quality of the input representations. When DBCR and HDA
are jointly enabled in S4, the model achieves the best results on both datasets, with
more pronounced improvements on CLCD, where change patterns are complex and
scales are highly irregular. These results suggest a strong synergy between DBCR
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and HDA, where DBCR provides complementary feature foundations and HDA fur-
ther aggregates hierarchical discrepancy cues, jointly highlighting real changes while
suppressing false changes in challenging scenarios.

5 Discussion

5.1 Efficiency Analysis

To evaluate the trade-off between computational efficiency and detection perfor-
mance of the proposed DINO-CD, we compare the number of parameters, FLOPs,
and the F1 score on the CLCD dataset against several representative methods, as
reported in Table 3. In terms of model size, conventional CNN-based Siamese architec-
tures, including FC-EF, FC-Diff, and USSFC, contain around 1.5M parameters and
incur relatively low computational cost, but their performance is limited in complex
scenes and fine-grained change identification. Methods that incorporate multi-scale
designs or Transformers, such as SNUNet, ChangeFormer, ELGC-Net, and STFF-GA,
typically require more parameters, where STFF-GA and ELGC-Net reach 18.93M
and 10.56M parameters, respectively. Foundation-model-based approaches, including
SAM-CD and Meta-CD, further increase the parameter count, with SAM-CD as high
as 70.59M, leading to a higher deployment cost.

Regarding computational complexity, ELGC-Net requires 186.96G FLOPs, impos-
ing substantial demands on computation and GPU memory. In contrast, DINO-CD
requires 51.4G FLOPs, which is moderate and clearly lower than high-complexity mod-
els. Considering both efficiency and accuracy, DINO-CD achieves the best F1 score of
79.99% with 8.03M parameters and 51.4G FLOPs, significantly outperforming SAM-
CD at 68.27% and Meta-CD at 57.86%. These results indicate that DINO-CD does not
rely on excessively large models or heavy computation to gain performance. Instead,
it efficiently exploits the robust global semantic priors provided by DINOv3 and the
local structural constraints from the CNN branch in a complementary manner, deliv-
ering a substantial accuracy improvement with a moderate increase in computational
cost, which suggests strong engineering practicality and application potential.

5.2 Hyperparameter Analysis

To analyze the impact of DINOv3 layer selection on performance, a hyperparameter
comparison is conducted on the SYSU-CD dataset. With all other training settings
kept identical, only the layer combinations used to extract DINOv3 features are var-
ied in the implementation. The results in Table 4 show that different layer selections
significantly affect the balance between semantic discrimination and fine-detail preser-
vation. Specifically, selecting shallow layers [1,2,3,4] emphasizes local textures and
edge details, but provides relatively weak semantic discriminability, which limits Pre-
cision and IoU. Using middle layers [7,8,9,10] strengthens global semantic information
and improves Precision, yet still falls short in precise localization for complex change
regions. Relying only on deep features [11,11,11,11] further improves IoU and F1, but
deep representations are more abstract and may still lose information for fine-grained
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structures. Overall, the cross-layer mixed selection [3,6,9,11] achieves the best Preci-
sion, IoU, and F1, indicating that combining shallow spatial details with deep semantic
representations helps build a more robust multi-scale feature representation, thereby
improving both boundary delineation and overall change discrimination. Based on
these findings, [3,6,9,11] is adopted as the default DINOv3 layer selection strategy in
all experiments.

5.3 Multi-stage Feature Visualization Analysis

As shown in Figure 6, feature responses at key intermediate stages of the network are
visualized using heatmaps to analyze the role of each module in change localization
and false-change suppression. Specifically, Pre and Post the bi-temporal input images
at T0 and T1, and Label is the corresponding change annotation. (a) and (b) are the
output features of the DINOv3 branch for T0 and T1, respectively, and (c) and (d)
are the complementary reconstructed features produced by DBCR. (e) denotes the
difference features obtained by naive subtraction, (f) denotes the aggregated difference
features output by HDA, and (g) is the final change probability map produced by the
decoder. The visualization is conducted on the CLCD dataset. In the heatmaps, red
indicates higher attention or more salient changes, while blue indicates lower attention
or less evident changes.

From (a) and (b) in Figure 6, it can be observed that the frozen DINOv3 fea-
tures can already capture the overall semantic structure of the scene and yield stable
responses along major object contours. However, the activations are often biased
toward large-scale regions, showing insufficient sensitivity to fine-grained boundaries,
slender structures, and small targets. After DBCR, (c) and (d) exhibit more con-
centrated and spatially continuous high responses at change-related locations, with
clearer edge details. This suggests that the semantic priors and convolutional spa-
tial details are effectively aligned and complemented, providing a more robust and
discriminative feature basis for the subsequent HDA module. Furthermore, although
the naive difference (e) can highlight some change cues, it still contains considerable
scattered noise and false-change diffusion. In contrast, the HDA output (f) effectively
suppresses background disturbances via hierarchical difference aggregation, making
responses over true changed regions more coherent and their boundaries more regu-
lar. As a result, the final change map (g) is more consistent with Label, validating
the effectiveness of DBCR and HDA in improving change localization accuracy and
robustness under complex scenarios.

6 Conclusion

This paper proposes DINO-CD, Marrying DINOv3 with Dual-Branch Complementary
Reconstruction for Remote Sensing Change Detection. DINO-CD consists of two key
components, namely the DBCR module and the HDA module. Specifically, DBCR
aligns and complements DINOv3 global semantic features with convolutional spatial
prior features across multiple scales, effectively alleviating the deficiency of fine-grained
structures and boundary information caused by the low-resolution and single-scale
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Pre Post Label (a) (b) (c) (d) (e) (f) (g)

Fig. 6: Visualization of feature representations at different stages of DINO-CD.

nature of the original DINOv3 representations. HDA targets the lack of explicit tem-
poral discrepancy modeling in DINOv3, and strengthens true change cues through
multi-scale and multi-directional difference aggregation, thereby reducing false alarms
and missed detections. Extensive experiments on multiple public RSCD benchmarks
demonstrate that DINO-CD outperforms a range of mainstream RSCD methods, and
exhibits stronger robustness, especially under complex backgrounds and subtle-change
scenarios. In future work, we will incorporate multimodal information and jointly
enhance change cues using complementary modalities, aiming to improve the separa-
bility of changed regions and further suppress pseudo-changes induced by variations
in illumination, seasons, and imaging conditions.
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