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Decisions under risk can be characterized by two complementary but distinct behavioral variables: the

propensity to choose the expected value-maximizing option and the tendency to select the risky option.

Human reinforcement learning (RL) research has traditionally focused more on the former (maximization),

providing many insights into how fundamental features of the learning environment influence behavior.

For instance, previous studies have shown that counterfactual feedback about unchosen options exerts

a strong influence on maximization. However, comparatively little is known about scenarios in which

maximization and risk propensity are assessed orthogonally and simultaneously. To address this gap,

we designed a series of RL experiments in which we manipulated key factors, including the feedback

information regime (partial vs. complete) and the relative expected values of risky and safe options.

Contrary to the conventional assumption that “more information is better,” our results clearly show that, in

such contexts, the effect of foregone outcomes on risk preference outweighs its influence on maximization.

We further compared RL choices with description-based versions of the same decision problems. While

replicating established findings on the description–experience gap, we found that complete information

had little impact on its expression, suggesting that this gap does not arise primarily from instant feedback

or insufficient outcome sampling.

Decision-Making | Reinforcement Learning | Risk Preferences | Description-Experience Gap

Introduction1

Decision-making under risk is a fundamental cognitive process that has been extensively studied across various disciplines,2

including psychology, behavioral economics, and neuroscience (1–3). Among the different approaches to studying risky3

decision-making, a key distinction is made between experience-based and description-based decisions. In experience-based4

decision-making, individuals learn through direct feedback over time, while in description-based paradigms, they are provided5

with explicit information about the probabilities and outcomes of different choices (4–7). The majority of real-life decisions6

fall into the former category, as individuals typically learn about the consequences of their actions through direct interaction7

with the environment rather than through explicit probabilistic descriptions (8). Within the framework of experience-based8

decision-making, reinforcement learning (RL) paradigms are prominent (9–11). The reason is that these paradigms, in which9

feedback is collected on a trial-by-trial basis, are more evolutionarily valid than the alternative sampling paradigm, where10

individuals gather “free” information about options before making a final choice—a situation that may have become relevant in11

the digital age but was not characteristic of our evolutionary past, nor is it shared with non-human species (8, 12–15). This12

study therefore focuses on RL paradigms and investigates how two fundamental aspects of RL performance, maximization13

and risk preference, are influenced by a crucial factors: the feedback information regime and valence of the decision-problem14

(6, 16–18).15

RL performance can be characterized by two independent dimensions: Maximization (i.e., the tendency to choose the16

option with the highest expected value (EV), referred to as the M-rate); and Risk Preference (i.e., the tendency to select17

risky over safe options, independent of their EV, referred to as the R-rate) (19). In human RL studies, the primary focus18

has traditionally been on maximization (20, 21). Artificial agents and human participants are often assessed based on their19

ability to select EV-maximizing responses, which are typically considered the ”correct” or ”optimal” choices. In contrast, risk20

preference is the primary focus in behavioral economics and judgment and decision-making (JDM) research (4, 22–26). These21

studies frequently design decision problems with equivalent EVs, making it impossible to assess maximization but allowing for22

an in-depth exploration of risk attitudes (27, 28). In experience-based decision-making, feedback can be provided in different23
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ways (27, 29–32). Partial Feedback is a default condition in which participants only receive information about the outcome24

of their chosen option. Conversely, Complete Feedback is the condition in which participants receive information about the25

outcome of both the chosen and unchosen options (33).26

The role of feedback in RL has been widely debated, with conflicting findings across different research traditions (31, 34–38).27

In the RL literature, where the riskiness of options is not typically manipulated, complete feedback has generally been found28

to increase maximization. This effect is often attributed to the reduction of the uncertainty concerning the unchosen option29

outcome and the consequent elimination of the exploration/exploitation dilemma, which makes learning more efficient (39, 40).30

In contrast, in the JDM literature, which focuses on risk preference rather than maximization, complete feedback has been31

shown to increase risk-taking behavior (33, 41). These differing conclusions bring up a fundamental question: When both32

maximization and risk preference are examined simultaneously, which effect dominates? This unresolved issue represents the33

first major knowledge gap that our study aims to address.34

Another critical consideration is the well-documented description–experience gap (D/E gap)—the systematic differences35

observed between decisions made based on described probabilities and those made based on experiential learning (42–46). This36

phenomenon has significant implications for both theoretical models of decision-making and real-world applications, such as37

designing behavioral interventions (nudges and boosts) to guide decision-making under uncertainty (47–53). One of the most38

robust findings in this domain is that subjects behave as if they overweight small probabilities in description-based decisions39

but underweight in experience-based decisions (4, 43). Beyond probability weighting (which has been extensively studied40

and is not the focus of the present work; 54), a less explored but equally important aspect of the description–experience gap41

concerns gain-loss asymmetries. In description-based decisions, the reflection effect is linked to sign-dependent curvature in the42

utility function, whereas loss aversion refers to greater sensitivity to losses than to gains. In experience-based decisions, the43

reflection pattern often reverses, with greater risk-taking in gains than in losses (an “inverse” reflection effect) (55, 56). One44

goal of our study was to replicate this aspect of the D/E gap using a different design and to examine how it relates to the45

feedback information regime (partial vs. complete). One leading explanation for the D/E gap is that it arises from insufficient46

sampling. For instance, in RL tasks, losses are generally avoided, leading to their underestimation in experience-based decisions47

(4, 5, 29, 30, 57, 58). If this hypothesis is correct, then the inverse reflection effect should interact with feedback information,48

with complete feedback reducing or eliminating the gap by providing additional learning opportunities (thus bringing the RL49

task closer to the description phase). Testing this hypothesis represents the second major knowledge gap that this study aims50

to address.51

To investigate these research questions, we designed a series of experiments in which we systematically manipulated key52

variables influencing decision-making under risk. Within each experiment, across different decision problems, we varied option53

riskiness and EV, which allowed us to create situations where either the risky or the safe option was the EV-maximizing54

choice. This design enabled us to orthogonalize expected-value maximization and risk preference. Each experiment also55

manipulated the valence of the decision problems (gain vs. loss), allowing us to compare behavior across the two valence56

domains and to test for the inverse reflection effect. Across experiments, we further manipulated the feedback regime (partial57

vs. complete), which enabled us to test the effect of feedback information on both risk propensity and maximization, as well as58

the outcome probability, to assess the generality of our results. In addition to the RL task, all experiments included equivalent59

description-based decision contexts, allowing us to empirically examine the D/E gap.60

By integrating insights from behavioral economics and human reinforcement learning, this study provides a comprehensive61

investigation of the effects of feedback information on both maximization and risk preference while also testing its role in62

shaping the description–experience gap. Specifically, we found that—somewhat surprisingly—feedback information influenced63

risk preference more strongly than maximization. Furthermore, complete feedback did not eliminate the D/E gap (which, in our64

study, manifested as an inverse reflection effect), suggesting that this gap does not primarily stem from sampling issues. Our65

findings will contribute to a better understanding of the cognitive mechanisms underlying experience-based decision-making66

and have potential applications in fields such as behavioral policy design (59).67

Results68

Experimental protocol We conducted four experiments (Figure 1) with independent samples of 100 Prolific participants each69

(total N = 400; all participants who completed the task were included; demographics in Table 1).70

Table 1. Demographics of the participants. Each experiment varied two between-subject factors: 1) Probability indicates the likelihood of outcomes
(Ph and Pl) for the risky option in each context, and 2) Feedback defines whether outcomes were shown for the chosen option only or for both.

Exp. Probability Feedback N
Gender Age
(M/F) Mean ± SD (IQR)

1 80/20 Partial 100 50/50 39.0 ± 14.1 (27.4–49.0)
2 60/40 Partial 100 50/50 41.9 ± 13.8 (32.0–53.5)
3 80/20 Complete 100 50/50 41.6 ± 15.1 (29.5–53.0)
4 60/40 Complete 100 50/50 42.4 ± 14.7 (30.5–53.6)

The task was designed to examine how people learn to choose between risky and safe options when 1) the valence of71

outcomes (gain vs. loss) and 2) the amount of feedback (partial vs. complete) vary, and to compare experience–based with72
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Fig. 1. Experimental paradigm. a, The three phases of the task: 1) the learning phase where the choice is made in four predefined contexts (pair of symbols), 2) the transfer
phase where the participant chooses among all possible pairs of previously learned symbols without feedback (experience-based decision), and 3) the lottery phase where the
participant chooses among all possible pairs of explicitly defined risky decisions (lotteries) with the same risk profile as the learning phase symbols (description-based decision).
b, Within-subject factors defined by the context structure. In the first row contexts, the risky option has a better expected outcome and in the second row contexts, the safe
option has a better expected outcome. In the contexts on the left column, the participant chooses to gain more, and in the right column chooses to lose less. c, Between-subject
factors. The probability of outcomes and the type of feedback vary between experiments. The outline colors are not visible to participants.

description–based choices. The study comprised three phases: learning, transfer, and lottery (Figure 1a). During learning, two73

factors varied within participants: 1) valence (gain vs. loss) and 2) which option maximized EV, risky or safe. This yielded four74

context types: Gain Risky–better (GR), Gain Safe–better (GS), Loss Risky–better (LR), and Loss Safe–better (LS) (Figure 1b).75

Two factors varied between participants: 1) feedback information: partial (only the obtained outcome shown) vs. complete76

(obtained and counterfactual shown), and 2) the risky–option probability schedule Ph and Pl (80/20 or 60/40; Figure 1c).77

The learning phase comprised 96 trials (24 per context), with contexts interleaved in random order. Feedback condition78

(partial or complete) and probability schedule (80/20 or 60/40) were fixed per participant throughout learning. In the transfer79

phase, all unordered pairs of the eight learned symbols were presented without feedback (28 pairs, each shown twice). This80

phase measured experience–based choices after learning, free of trial–by–trial feedback influence and by presenting all possible81

option pairs, including mixed-valence (gain–loss) choice problems. In the lottery (description–based) phase, options were82

presented as numeric outcomes with pie–chart probabilities that matched the learned symbols. The order of the transfer and83

lottery phases was counterbalanced across participants.84

This protocol provides a clear factorial structure that separates within–participant context effects from between–participant85

feedback and probability settings, and it delivers two complementary behavioral readouts: EV maximization (M-Rate; choosing86

the EV–maximizing option) and risk preference (R-Rate; choosing the risky option). It also enables a direct comparison of how87

learned preferences are expressed in experience–based vs. description–based formats.88

Assessing Macroscopic choice patterns during the learning phase To characterize aggregate behavior over the learning phase,89

we summarized trial–by–trial performance within each context using two complementary measures: the EV–maximization rate90

(M-Rate; probability of selecting the EV–maximizing option) and the risky choice rate (R-Rate; probability of selecting the91

risky option).92

For the gain/loss panels (Figure 2a,b, left), we contrasted valence within the same participants using paired Wilcoxon93

signed–rank tests (N = 400) and assessed each curve against the chance line at .50 using one–sample Wilcoxon tests. The94

M-Rate trajectories rose quickly above chance and then stabilized at similar levels for gains and losses, a pattern confirmed95

statistically by significant one–sample effects in both domains (gain vs. .50: W = 13,419.0, P < 0.001; loss vs. .50: W = 8,007.0,96

P < 0.001) and by a non–significant gain–loss difference (paired Wilcoxon: W = 34,857.5, P = 0.426). In contrast, valence97

shaped risk taking: R-Rate settled slightly above .50 for gains and below .50 for losses (gain vs. .50: W = 29,183.0, P = 0.005;98

loss vs. .50: W = 27,064.0, P < 0.001), yielding a reliable gain–loss contrast (paired Wilcoxon: W = 27,643.0, P < 0.001).99

Thus, while overall accuracy was comparable across valences, risk preference diverged in the expected direction, with a mild100

bias toward risk in gains and a robust bias against risk in losses.101

For the partial/complete panels (Figure 2a,b, right), we compared feedback regimes across independent experiments using102

Mann–Whitney tests (Npartial = Ncomplete = 200) and again benchmarked each curve against .50 with one–sample Wilcoxon103

tests. Complete feedback improved accuracy relative to partial (M-Rate: U = 17,258.0, P = 0.018), consistent with prior104
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Fig. 2. Choice behavior in the learning phase. a, The rate of choosing the higher EV option (M-Rate) over the trials, averaged over all contexts, and b, the rate of choosing
the risky option (R-Rate) over the trials, averaged over all contexts based on valence (left) and feedback (right). c, The choice behavior in the learning phase is separated for
each context by the feedback (P: partial, C: complete) and probability type (%80/%20 and %60/%40). S-Rate refers to the safe option choice rate, which is the same as M-Rate
in safe-better contexts and R-Rate is the same as M-Rate in risky-better options. ***P<0.001, **P<0.01, *P<0.05 Binomial GLM (logit link) with subject-clustered standard
errors and Wald χ2 tests (N=100); N.S., not significant. Error bars and shaded areas on curves represent s.e.m.

evidence that richer outcome information facilitates EV–based learning (29–31); while both regimes were individually above105

chance (partial vs. .50: W = 2,941.5, P < 0.001; complete vs. .50: W = 793.0, P < 0.001). Feedback also produced a marked106

shift in risk preference: participants were risk averse under partial (R-Rate < .50; W = 5,046.5, P < 0.001) and risk seeking107

under complete (R-Rate > .50; W = 4,442.5, P < 0.001), and the between–regime difference was large (Mann–Whitney:108

U = 10,626.0, P < 0.001).109

These observations were corroborated with experiment-specific generalized linear models (GLMs) that quantified how110

feedback (partial vs. complete) and decision context relate to the two outcome measures (R-Rate and M-Rate). Table 2111

summarizes the corresponding GLM contrasts (main effects and interactions), providing a direct comparison of effect sizes112

across conditions.113

The analysis of the learning phase choices revealed two important findings. First, in general, the valence of the decision114

problem did not affect maximization but did influence risk propensity, with participants being slightly risk-seeking in the gain115

domain and risk-averse in the loss domain. Second, increasing the amount of feedback information had a moderate impact116

on maximization and a stronger effect on risk preference, with participants being more risk seeking in the complete feedback117

situation.118

Fine-grained analysis of the effect of feedback information on maximization At the macroscopic level, complete information119

had a moderate impact on maximization but a strong impact on risk preference. To examine this pattern within each decision120

problem, we analyzed choice-rate performance by context and probability (Figure 2c). Statistical comparisons use a binomial121

GLM (logit link) with subject-clustered standard errors and Wald χ2 tests. For each cell we report the total sample contributing122

to the contrast.123

First, in decision problems where the risky option was EV-maximizing, complete feedback increased maximization across124

valence and probability. In the gain risky context (GR), effects were significant for both probability structures (80/20:125

χ2(1) = 23.035, P < 0.001, N = 200; 60/40: χ2(1) = 19.268, P < 0.001, N = 200). In the loss risky context (LR), the same126

pattern held (80/20: χ2(1) = 9.941, P = 0.002, N = 200; 60/40: χ2(1) = 27.536, P < 0.001, N = 200).127
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Table 2. Choice behavior and statistical comparisons across experiments in the learning phase. The table reports mean ± SEM of risky choice
rates (top) and optimal choice rates (EV maximization - bottom) across four experiments. Statistical comparisons include both within-subject factors
(Valence, Riskiness/Choice Optimality ) and between-subject factors (Feedback, Probability ), analyzed using GLMs with binomial error distribution and
logit link function. Statistical significance was assessed using likelihood ratio tests and Wald tests.

Risky choice rate

Gain risky-better Loss risky-better Gain safe-better Loss safe-better
Statistics (within subjects)

Valence Riskiness Interaction

Partial 80/20
0.6383 ± 0.0331 0.6104 ± 0.0212 0.2800 ± 0.0253 0.3221 ± 0.0175 -0.0421 0.2883∗∗∗ 0.0700

Complete 80/20
0.8021 ± 0.0155 0.7013 ± 0.0194 0.3746 ± 0.0191 0.2929 ± 0.0200 0.0817∗∗ 0.4083∗∗∗ 0.0192

Partial 60/40
0.4758 ± 0.0320 0.4579 ± 0.0191 0.4200 ± 0.0309 0.3417 ± 0.0160 0.0783∗ 0.1163∗∗ -0.0604

Complete 60/40
0.6475 ± 0.0222 0.5892 ± 0.0159 0.4983 ± 0.0192 0.4471 ± 0.0171 0.0512† 0.1421∗∗∗ 0.0071

Statistics
(between subjects)

Feedback 0.1717∗∗∗ 0.1312∗∗∗ 0.0783∗ 0.1054∗∗∗

Probability 0.1625∗∗∗ 0.1525∗∗∗ -0.1400∗∗∗ -0.0196
Interaction -0.0079 -0.0404 0.0163 -0.1346∗∗∗

Optimal choice rate (EV Maximization)

Gain risky-better Loss risky-better Gain safe-better Loss safe better
Statistics (within subjects)

Valence Choice Optimality Interaction

Partial 80/20
0.6383 ± 0.0331 0.6104 ± 0.0212 0.7200 ± 0.0253 0.6779 ± 0.0175 0.0421 -0.0675† -0.0142

Complete 80/20
0.8021 ± 0.0155 0.7013 ± 0.0194 0.6254 ± 0.0191 0.7071 ± 0.0200 -0.0817∗∗ -0.0058 0.1825∗∗∗

Partial 60/40
0.4758 ± 0.0320 0.4579 ± 0.0191 0.5800 ± 0.0309 0.6583 ± 0.0160 -0.0783∗ -0.2004∗∗∗ 0.0963†

Complete 60/40
0.6475 ± 0.0222 0.5892 ± 0.0159 0.5017 ± 0.0192 0.5529 ± 0.0171 -0.0513† 0.0363 0.1096∗∗

Statistics
(between subjects)

Feedback 0.1717∗∗∗ 0.1312∗∗∗ -0.0783∗ -0.1054∗∗∗

Probability 0.1625∗∗∗ 0.1525∗∗∗ 0.1400∗∗∗ 0.0196
Interaction -0.0079 -0.0404 -0.0163 0.1346∗∗∗

†P < 0.06, ∗P < 0.05, ∗∗P < 0.01, ∗∗∗P < 0.001

We then turned to decision problems where the safe option was EV-maximizing. Here, complete feedback generally reduced128

maximization. In the gain safe context (GS), maximization decreased under complete feedback for both probability structures129

(80/20: χ2(1) = 8.353, P = 0.004, N = 200; 60/40: χ2(1) = 4.559, P = 0.033, N = 200). In the loss safe context (LS), the130

60/40 case showed a clear reduction (χ2(1) = 20.057, P < 0.001, N = 200), whereas the 80/20 case did not differ reliably from131

partial feedback (χ2(1) = 1.200, P = 0.273, N = 200).132

These context-dependent results indicate that complete feedback primarily shifts behavior toward the risky option. It133

improves EV maximization when the risky option is optimal (GR and LR) and reduces maximization when the safe option is134

optimal (GS and LS), with LS 80/20 as the only exception (see Supplementary Figure S3 for within context R-Rate dynamics135

across trials).136

Analysing trial-by-trial choice changes Our findings reveal that risk propensity is moderately influenced by the valence of137

the decision problem (gain and loss), with participants displaying risk aversion in the loss domain, and strongly affected by138

feedback information. Specifically, we observed a shift from overall risk aversion in the partial feedback condition to overall139

risk-seeking behavior in the complete feedback condition.140

To further investigate trial-by-trial adaptation dynamics, we analyzed choice repetition rates and how they depended on the141

previous choice and feedback received. In both partial and complete feedback experiments, the probability of repeating a risky142

choice was strongly modulated by whether the previous risky choice resulted in the best or worst outcome within the given143

context (Figure 3a - Wilcoxon signed-rank test; partial: Z = 11356.5; P < 0.001; complete: Z = 15538.0; P < 0.001). This is144

consistent with a learning-based explanation and a positive recency effect, where choice that delivered good outcomes tend to145

be repeated (see Supplementary Figure S2 for the aggregated repetition rates of the safe and risky options irrespective of the146

risky outcome).147

In the complete feedback experiment (Figure 3b), we analyzed how the outcome obtained from the unchosen risky option148

(i.e., counterfactual feedback) influenced subsequent choices. We found that observing the best possible outcome from the149

unchosen risky option significantly decreased the likelihood of repeating a safe choice (Wilcoxon signed-rank test; Z = 12267.0;150

P < 0.001). This finding supports the idea that participants process forgone outcomes and that the regret associated with151

comparing the safe choice to the best possible risky outcome drives an increase in risk propensity (40, 60).152

In addition, in order to quantify how obtained and counterfactual outcomes shape the tendency to stay with the same symbol153

on its next presentation within a context, we fit a subject-level GLMM and extracted per-participant coefficients (Figure 3b)154

for a baseline stay tendency (θ0), sensitivity to the realized outcome (θ1), and, only under complete feedback, a counterfactual155

(regret-like) sensitivity (θ2 - see Methods for details). Intercepts were positive in both regimes (partial: θ̄0 = 0.98 ± 0.04156

SEM; complete: θ̄0 = 0.65 ± 0.03 SEM; one-sample Wilcoxon vs. 0, two-sided, each P < 0.001, N = 200), and realized157

outcomes reinforced staying (partial: θ̄1 = 0.51 ± 0.02 SEM; complete: θ̄1 = 0.62 ± 0.01 SEM; each P < 0.001, N = 200).158
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Fig. 3. Choice repetition rates across feedback types. a, The repetition ratio during the learning phase for each option type in experiments with partial feedback (left) and
complete feedback (right). The repetition ratio represents the probability of selecting the same option on consecutive trials within each choice context, regardless of whether the
choice maximizes EV. b, Regression coefficients predicting the probability of stay in the next trial. θ0: Intercept, θ1: chosen outcome, θ2: counterfactual (regret) outcome.
***P<0.001, one-sample Wilcoxon against zero (N=200 per condition); Error bars represent s.e.m.

Most importantly, the counterfactual coefficient under complete feedback was negative (θ̄2 = −0.55 ± 0.01 SEM; P < 0.001,159

N = 200), indicating that counterfactual outcomes for the unchosen option reliably reduce subsequent stay probability.160

Assessing the description–experience gap To compare risk taking across description and experience in a controlled way, we161

extracted from the transfer and lottery phases the same four decision contexts used in learning (GR, GS, LR, LS). For each162

participant and phase, each context appeared twice, yielding eight binary choices per participant (Figure 4). Risky choice was163

treated as a binary outcome and analyzed within each experiment (N = 100) using generalized linear models with a logit link;164

statistical significance was assessed with Wald tests on model coefficients. This context-matched approach lets us compare like165

with like across experience-based choices without feedback (transfer) and description-based choices with explicit probabilities166

and outcomes (lottery).167

In the lottery (description) task, we reproduced the classic reflection effect: risk seeking was higher in losses than in gains168

(4, 7, 22). The gain–loss contrast was significant in all experiments (GLM with logit link; Wald tests, N = 100): 80/20 partial,169

χ2(1) = 12.700, P = 0.012; 80/20 complete, χ2(1) = 12.100, P < 0.001; 60/40 partial, χ2(1) = 14.000, P < 0.001; 60/40170

complete, χ2(1) = 19.500, P < 0.001 (Figure 4a & b).171

In the matched transfer (experience) task, the pattern reversed, consistent with prior reports of inverse reflection in172

experience-based choice (55, 56): risk seeking was higher in gains than in losses in three of four experiments (GLM with logit173

link; Wald tests, N = 100): 80/20 complete, χ2(1) = 9.940, P = 0.005; 60/40 partial, χ2(1) = 17.100, P < 0.001; 60/40174

complete, χ2(1) = 12.900, P = 0.045. The 80/20 partial condition was not significant, χ2(1) = 12.500, P = 0.105 (Figure 4a &175

b).176

Fig. 4. Inverse reflection effect in experience-based choices. The learning phase choice problems (contexts) were extracted from the transfer and lottery phases. Then
the mean risky choice rates (R-Rate) were calculated separately for each participant between gain and loss contexts by the feedback type (a, partial vs. b, complete) and
probability type (80/20 vs. 60/40). ***P<0.001, **P<0.01, *P<0.05 Binomial GLM (logit link) with subject-clustered standard errors and Wald χ2 tests (N=100); N.S., not
significant. Error bars represent s.e.m.
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These results show a reliable description–experience gap when the same decision problems are evaluated with and without177

explicit information: description favors greater risk taking in losses relative to gains, whereas experience favors greater risk178

taking in gains relative to losses. The utility-function modeling that directly contrasts description and experience is provided in179

Supplementary Figure S1, and comprehensive analyses of transfer and explicit (lottery) choices are provided in Supplementary180

Figure S4 and S5.181

Discussion182

In this study, we leveraged an experimental design in which risk preference was orthogonal to reward maximization, allowing us183

to dissociate the effects of feedback and valence on learning risky decisions. Our aim was to better understand how feedback184

and outcome valence shape learning dynamics, risk preferences, and the formation of stable choice patterns.185

Our first set of results concerned the learning phase. We found that outcome valence had no effect on choice accuracy.186

This finding is consistent with previous studies and is not readily predicted by simple RL specifications that might anticipate187

higher performance in the gain domain (the avoidance-learning paradox) (33, 61, 62). Nor is it straightforwardly explained by188

naïve interpretations of prospect theory (63, 64), which could suggest that losses, being more salient, should lead to improved189

learning. Indeed, some prior work has reported higher maximization rate under loss-avoidance incentives (e.g., loss-attention190

accounts) (57, 65). However, a growing body of experience-based RL studies reports no reliable main effect of valence on EV191

maximization (e.g., equal performance in gain vs loss contexts despite metacognitive or motor biases) (44, 66–68), and other192

work even finds advantages for gains over losses under some task demands (69). Instead, the similar EV maximization observed193

across valence domains is traditionally well explained by assuming a form of relative value learning, in which neutral outcomes194

are subjectively perceived as negative or positive in the loss and gain conditions, respectively (70).195

In contrast, we observed a clear effect of feedback: complete feedback improved accuracy compared to partial feedback.196

This replicates prior work (e.g., 33) and can be explained by faster convergence under complete feedback because participants197

directly observe both chosen and unchosen outcomes, reducing the need for exploration. Under such conditions, complete198

feedback can shift the exploration–exploitation balance toward exploitation, increasing expected-value–maximizing choices on199

average. Residual suboptimal choices in this setting likely reflect a mixture of lapses, decision noise, and misestimation rather200

than systematic learning failures (39, 71, 72).201

However, complete feedback also led to greater risk taking, even when the risky option was suboptimal, with the influence202

of feedback information on risk propensity being stronger than its influence on maximization. Since our task dissociates203

reward maximization from risk preference, this finding cannot be explained as a byproduct of improved learning. A plausible204

mechanism for risk aversion in the partial feedback condition is the hot stove effect (73), whereby unfavorable recent outcomes205

suppress re-sampling of the risky option and produce apparent risk aversion. This interpretation fits well risk aversion in the206

loss domain, because unfavorable outcomes are inherently negative and thus readily elicit avoidance. In the gain domain, where207

outcomes are non-aversive, the hot-stove effect should not be observed if outcomes are encoded on an absolute scale. However,208

it may still emerge if expectations are defined relative to a local reference point—an assumption that is consistent with the209

observation of similar levels of maximization in the gain and loss conditions (70, 74–76). This result, along with the hot-stove210

effect, also aligns well with studies showing that value updating tends to overweight recent negative outcomes. (27).211

While the hot-stove effect readily explains risk avoidance in partial-feedback contexts (especially in the loss domain), it212

does not account for risk seeking in complete-feedback contexts. We therefore considered additional mechanisms related to213

counterfactual outcome processing. Regret avoidance is one such candidate: it requires the comparison between actual and214

foregone outcomes, which is made explicit when complete feedback is available (77–81). We therefore hypothesised that the215

increase in risk propensity in the complete-feedback condition was specifically driven by trials in which the comparison between216

the obtained (safe) outcome and the counterfactual (risky) outcome was unfavorable. To do so, we examined trial-by-trial choice217

dynamics. As predicted by standard learning models, whether rooted in the RL or Bayesian tradition, participants generally218

repeated risky choices after being rewarded (positive recency; 5, 82–84). Accordingly, in the partial-feedback condition, when219

receiving favorable feedback after choosing the risky option, participants were more likely to stay with that choice compared to220

when they received an unfavorable outcome.221

When examining the trial-by-trial dynamics in the complete-feedback condition, we found that the probability of repeating222

a risky option was comparable to that observed in the partial-feedback experiments. Conversely, under complete feedback,223

the decision to repeat a safe choice was strongly influenced by the outcome of the unchosen alternative. More precisely, and224

understandably, the probability of staying with the safe option decreased when the counterfactual outcome associated with225

the unchosen risky option was favorable. This observation is also consistent with the regression analysis showing a negative226

impact of the value of forgone outcomes on subsequent choices. Overall, the observed pattern suggests that the increase in risk227

propensity observed in the complete-feedback experiments was primarily driven by a regret-induced tendency to switch away228

from the safe option when the risky alternative would have yielded a better outcome: a situation that cannot occur in the229

partial-feedback condition, where the outcome of the risky option remains unknown (60, 85).230

The analysis of trial-by-trial response changes (specifically the finding that choice repetition rates were higher in the gain231

condition) is also in line with previous results by Lejarraga and Hertwig, who showed that individuals display less stable232

preferences in the loss than in the gain domain (18). However, this cannot be explained by an increase in exploratory tendency,233

as previously proposed, since the effect also persisted in the complete-feedback experiment, where exploration is not required234

and rather reflects the fact that losses, being more motivationally salient, may hinder the development of stable decision policies235

(57, 86).236
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Another robust finding was the gradual divergence of risk preferences across the gain and loss domains during learning.237

Over time, participants became mildly risk-seeking in the gain domain and more clearly risk-averse in the loss domain. This238

suggests that the hot stove effect may contribute to risk aversion in the loss domain, but cannot by itself explain the shift239

toward risk seeking in the gain domain. Other cognitive processes, such as over-weighting of positive outcomes (positivity bias)240

(70, 87, 88), may lead to an overvaluation of risky options in gains and drive this asymmetric development of preferences.241

This pattern is particularly striking, as it represents a clear departure from prospect theory. One of the key behavioral242

phenomena explained by prospect theory is the reflection effect, according to which individuals are typically risk-averse in the243

gain domain and risk-seeking in the loss domain. (22, 89). Here, we observed the opposite: participants became more risk244

seeking in gains and more risk averse in losses. This “inverse reflection effect” has been previously reported (55, 56, 90).245

Our study extends previous findings by showing that the effect also persists after learning, in a transfer test where feedback246

is no longer presented, indicating that its expression does not depend on the immediate delivery of trial-by-trial feedback. The247

inverse reflection effect was evident both at the behavioral level, but was further supported by comparisons of utility parameters,248

especially those related to loss sensitivity. In the lottery task, and consistent with prospect theory, loss sensitivity was higher249

in the loss domain than in the gain domain. However, in the RL tasks, the opposite pattern was found: loss sensitivity was250

lower in the loss domain. Critically, this pattern held across both feedback conditions (partial and complete), pointing to two251

important conclusions. First, although there is no feedback during the transfer phase, the nature of the learning experience252

(i.e., partial or complete) has a durable influence on preference structure. Second, this suggests that the description–experience253

gap, here instantiated as the inverse reflection effect measured in risk preferences during learning and the feedback-free transfer254

phase, together with fitted loss sensitivity parameters in the lottery and transfer phases, cannot be attributed solely to limited255

sampling, insufficient information or instant feedback. If that were the case, the gap should have been smaller in the complete256

feedback condition, which it was not (6, 91). The absence of loss sensitivity in the RL task is also in line with what was257

reported by (18). Reanalyzing previous choice-prediction-competition data (84), their model comparison revealed that simple258

heuristics such as win–stay/lose–shift, rather than value-based models assuming loss aversion, better captured the observed259

behavior.260

It is important to acknowledge some limitations of our experimental setup. First, our study featured relatively small monetary261

incentives. This may have reduced participant engagement, limiting the depth of their evaluations and risk assessments.262

However, the observed rate of maximization, as well as our ability to detect robust differences between the learning and lottery263

tasks, argues against a lack of engagement (29, 57). Second, our study involved only binary choices between a safe and a risky264

option. Future studies would benefit from including conditions with more than two options and two risky options, which would265

provide a more sensitive measure of risk attitudes across different domains. Further, mechanistic computational modeling266

could be used to characterize how feedback shapes belief updating and value comparison mechanisms. This would advance our267

understanding of how feedback influences learning, beyond what is captured by performance or choice behavior alone.268

To conclude, results suggest that the structure of feedback, beyond mere information quantity, plays a critical role in shaping269

decision strategies. This dissociation has practical implications for behavioral policy design and digital choice architectures in270

environments where individuals learn from outcomes, such as retail investing platforms, consumer credit interfaces, insurance,271

and medical decision aids, because the presentation of counterfactual information is a design choice that can durably steer risk272

preferences. Specifically, our results highlight that providing complete counterfactual feedback may increase risk-taking more273

than it improves accuracy, implying that “more information” can be behaviorally non-neutral: it may improve learning while274

simultaneously shifting preferences in ways that could increase exposure to downside risk. From a policy perspective, this275

suggests that disclosure and feedback interventions should be evaluated not only for their effects on knowledge or accuracy276

but also for their downstream effects on risk-taking. These findings contribute to a growing body of evidence indicating that277

experience-based decisions deviate from normative benchmarks not simply due to limited sampling, but also due to distinct278

cognitive and affective processes triggered by valence, feedback availability and counterfactual information (43, 92).279

Methods280

Participants A total of 400 participants (100 participants for each of the 4 experiments) were recruited with an equal gender281

ratio. We recruited participants on the Prolific platform. Each person could join only one of the four experiments, and282

we blocked repeat sign-ups across experiments. All participants who completed the task are included in the data, and no283

participant was excluded. Their final reward was calculated based on the sum of outcomes earned across all trials (1 pt =284

£0.0285). In addition to a fixed Prolific participation fee (£2), participants received an initial bonus of 70 points (equivalent to285

an additional £2). Depending on their performance, they could either double their points (earning up to £6 in total) or lose286

the bonus entirely. The study was approved by the INSERM ethics committee (IRB00003888). We obtained online written287

informed consent before the task, and all data were anonymized.288

Behavioral Task Each experiment consisted of 3 phases (Figure 1a). The first is the learning phase, which has 4 types of so-called289

"contexts" - a pair of symbols that are always presented together. In each context, there is an option with a deterministic290

outcome (safe option) and a probabilistic outcome (risky option), and the risk probabilities vary between experiments (defined291

by the parameters Ph and Pl - Figure 1c). The learning phase consists of 2 × 2 design contexts; one dimension indicates292

whether the valence of the context is loss or gain, and the other is dedicated to whether the correct option (the one with a293

higher EV) is risky or safe (Figure 1b). These 4 contexts are called GR (gain risky-better), GS (gain safe-better), LR (loss294

risky-better), and LS (loss safe-better). Across all contexts, the absolute value of the difference between the expected outcomes295
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of the options is the same within each trial. Each context is presented 24 times in random order during the learning phase296

(overall 96 trials). The position of each symbol within the context is also counterbalanced.297

During each trial of the learning phase, the participant is presented with a context and is given no time pressure to choose298

an option. After a confirmation period of 0.5 sec, feedback on the chosen option is presented for 1.5 sec. The unit of the299

feedback is in points (pt) and the range is integers between -2 and +2. At the beginning of the experiment, each participant300

was given 100 pt and a fixed £2 Prolific credit (Figure 1c). In our experiments, there are two types of feedback: 1) partial:301

where the participant only sees the result of their chosen option, and 2) complete: where both the results of the chosen and302

unchosen options are shown, but only the chosen one would count in their collected points. We designed 4 experiments to test303

all possible combinations based on the feedback type (partial/complete) and the parameter values of Ph and Pl (80%-20% or304

60%-40%, Figure 1c).305

The second phase is the transfer phase (Figure 1a), where all possible pairs of 8 symbols shown in the previous phase are306

shown to the participants (28 possible pairs), and each pair is shown 2 times. Thus, in the transfer phase, there is no notion of307

contexts and no feedback on choice. Participants have to choose between novel pairs based on their experience. This phase308

represents experience-based decisions over risky choices.309

The third phase is called the lottery phase (Figure 1a). In this phase, instead of symbols, the participant is presented with a310

pair of pie charts, each representing the probability of the indicated outcomes. Without giving the participants any information,311

the pie charts represent the symbols of the learning phase, but in an explicit way. In addition, in all experiments (except Exp.312

1), we added two 50%-50% pie charts (one for the gain domain and one for the loss domain) to elicit more risk preferences from313

the participants and to have the same number of trials in the learning phase and the lottery phase. Thus, we have 8 unique pie314

charts with 28 possible combinations, and each combination is represented 2 times (a total of 56 trials for all experiments315

except Exp. 1 with 30 trials). This phase represents experience-based decisions over risky choices. For half of the participants,316

the lottery phase came after the learning and transfer phase, and for the rest, it was at the beginning to counterbalance the317

phase orders. There was a 3-question instruction quiz before the start of both the learning and lottery phases. Participants318

who failed the quiz could not proceed to the task and were redirected to review the instructions again.319

Statistical analysis for Table 2 We tested how feedback information shaped choice rates using compact Gaussian generalized320

linear models (GLMs) fitted to subject-level averages. Rates were averaged over the 24 repetitions per context (GR, GS,321

LR, LS). This aggregation yields approximately normal sampling error, so a Gaussian GLM with identity link provides effect322

estimates directly in probability units. We analyzed two dependent variables in separate passes: risky choice rate (R-Rate) and323

EV-maximization rate (M-Rate). Cell means are reported as ȳ ± SEM. Each experiment had N = 100.324

Between-subjects model (per context).. To test effects of feedback and probability across experiments we fit, for each context,325

y = β0 + βF F + βP P + βF P F P + ε [1]326

where F ∈ {0, 1} (Complete=1, Partial=0) and P ∈ {0, 1} (80/20=1, 60/40=0). We report Wald tests (z, two-sided P ) for βF ,327

βP , and βF P in “Statistics (between subjects)”.328

Within-experiment model.. To summarize the within-subject structure inside each experiment we fit329

y = γ0 + γGG + γRR + γGRGR + η [2]330

with G ∈ {0, 1} (Gain=1, Loss=0) and R ∈ {0, 1} (risky option is EV-better=1). Wald tests for γG, γR, and γGR are shown in331

the “Statistics (within subjects)” columns. All models were estimated in Python (statsmodels glm); two-sided Wald tests.332

Statistical analysis of feedback effects on maximization We quantified how feedback information (partial vs complete) affected333

expected-value (EV) maximization at the level of each decision problem in the learning phase. Analyses were performed334

separately within each context (GR, GS, LR, LS) and each probability structure (80/20, 60/40). For each trial we defined a335

binary outcome Successt that matched the panel semantics: Success = 1 for a risky choice in GR and LR (where the risky336

option is EV-maximizing) and Success = 1 for a safe choice in GS and LS (where the safe option is EV-maximizing). We then337

fit a binomial GLM (logit link) at the trial level:338

logit Pr(Successt = 1) = β0 + β1 ⊮{feedback = comp.}. [3]339

To account for repeated measures, we used subject-clustered (Huber–White) standard errors with Subject as the clustering340

unit. For each Context × Probability cell we reported the Wald test for the complete coefficient β1 as χ2(1) together with the341

corresponding two-sided P value, and we expressed the effect size as an odds ratio OR = exp(β1) with a 95% confidence interval342

based on the cluster-robust variance. Each contrast combined the two matched groups and included N = 200 participants.343

Model fitting and inference were implemented in Python (statsmodels), and figures display group means with standard error of344

the mean for visualization only.345
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Probability of stay GLMM and statistical testing For each subject and context, we built trial-to-trial transitions (i → i+1) and346

coded stay = 1 if the exact same symbol was chosen again at i+1, else 0. Let rchosen be the realized outcome on trial i; in347

complete feedback we also defined a counterfactual regressor ∆ as the outcome of the unchosen option on trial i. We estimated348

a binomial GLMM with a logit link and subject-varying intercepts and slopes:349

logit P (stay) = (θ0 + u0s) + (θ1 + u1s) rchosen [4]350

351

logit P (stay) = (θ0 + u0s) + (θ1 + u1s) rchosen + (θ2 + u2s) ∆ [5]352

where u
·s are subject-specific random effects. Subject-level coefficients are θ0+u0s, θ1+u1s, and, in complete feedback,353

θ2+u2s. To test whether each coefficient distribution differed from zero across subjects, we applied a two-sided one-sample354

Wilcoxon signed-rank test. We report minimal summaries (means θ̄, p-values, and n) in the Results.355

Data and code availability356

Anonymized data from all experiments and the analysis codes needed to reproduce the figures and statistical reports are357

available online on the Open Science Framework (OSF) project at this link: osf.io/gjpzy.358
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