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Abstract

Flying Ad-hoc Networks (FANETs) are characterized by highly dynamic topolo-
gies, which make reliable, low-latency, and energy-efficient communication
between Unmanned Aerial Vehicles (UAVs) and Ground Base Stations (GBSs)
particularly challenging. Rapid three-dimensional mobility, frequent link disrup-
tions, and the lack of persistent infrastructure significantly limit the effectiveness
of conventional MANET-inspired and clustering-based routing approaches in
aerial scenarios.
To address these challenges, this paper proposes DARA (Distributed Agent
Reinforcement-based Adaptive Routing), a fully decentralized routing framework
based on reinforcement learning. In DARA, each UAV functions as an indepen-
dent learning agent that selects its next-hop relay using only locally available
information, including link quality, relative progress toward the GBS, residual
energy, and neighbor mobility. By distributing intelligence and decision-making
across the UAV swarm, the framework minimizes routing overhead, mitigates
bottlenecks, and enhances link stability.
Comprehensive simulations conducted using ns-3 and ns3-gym show that DARA
consistently outperforms classical and recent FANET routing protocols in terms
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of packet delivery ratio, end-to-end delay, and energy balancing. These findings
highlight the potential of decentralized, reinforcement learning–driven routing as
a scalable and robust solution for next-generation autonomous UAV networks.

Keywords: Flying Ad-hoc Networks (FANETs), Distributed Agents, Reinforcement
Learning, Adaptive Routing, Next-Hop Selection, Q-Learning, UAV Networks.

1 Introduction

A Flying Ad Hoc Network (FANET) is a self-organizing wireless network formed by
a group of Unmanned Aerial Vehicles (UAVs) or drones that communicate directly
in an ad hoc manner without fixed infrastructure, enabling collaborative operations
in three-dimensional aerial environments [1, 2]. FANETs find key applications in dis-
aster monitoring and response [3, 5, 6], environmental monitoring [10], search and
rescue missions [6], precision agriculture[8], and infrastructure inspection, where rapid
deployment and flexibility are essential. Effective data routing is necessary in FANETs
to ensure reliable end-to-end communication, maintain connectivity among highly
mobile nodes, and support real-time data delivery to ground stations or other UAVs
despite frequent topology changes. However, routing in FANETs faces significant chal-
lenges, including very high node mobility leading to rapid link breakages, dynamic
and unpredictable network topology, scalability issues in large swarms and severe con-
straints in terms of energy budget, wireless channel variability, and computational
resources[7, 9]. These characteristics make the design of stable, energy-efficient, and
low-latency routing protocols a persistent research challenge [16].

While FANETs evolved from the principles of Mobile Ad Hoc Networks
(MANETs)[12] traditional MANET routing protocols, such as AODV [13], DSR [14]
and OLSR [15], were not designed to cope with rapid and frequent topology changes,
three-dimensional spatial dynamics and limited energy budgets,factors far more severe
than in ground-based MANETs. The performance of MANET based routing approach
degrades sharply in FANET scenarios, resulting in frequent route breakages, high
end-to-end delay, and increased routing overhead [7, 11, 16].

To overcome these limitations, a wide range of FANET-tailored routing proto-
cols has emerged. These primarily fall into two main paradigms: clustering-based and
flat routing strategies. Cluster-based approaches organize UAVs into logical groups or
clusters. Each cluster is managed by a designated cluster head (CH) responsible for
intra-cluster coordination and inter-cluster data forwarding [17, 18]. This hierarchical
organization substantially reduces control message overhead, improves scalability for
large swarms, and enhances overall network stability amid frequent topology changes.
Although effective in moderate mobility regimes, clustering approaches suffer from
high re-clustering cost, control-message overhead, and sensitivity to topology disrup-
tions—making them unsuitable for highly dynamic and decentralized aerial networks.
In contrast, flat routing approaches[19] treat all UAVs as peers, typically employing
reactive or position-based mechanisms. While these approaches offer simplicity and
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lower initial setup complexity, they often incur higher flooding or route discovery
overhead, particularly in dense or highly dynamic large-scale UAV deployments.

Recent developments in artificial intelligence (AI) and machine learning (ML) have
made them strong enabler technologies for improving conventional routing techniques
for FANETs. By moving beyond static heuristics and predefined models, learning-
based routing approaches enable protocols to adapt autonomously to the highly
dynamic and volatile nature of UAV networks.. Recent survey papers, [20, 21],highlight
this paradigm shift, categorizing ML-driven routing enhancements—such as supervised
learning for link quality prediction, unsupervised clustering for topology inference,
and neural network–based traffic forecasting—as key innovations that significantly
improve performance metrics including packet delivery ratio, end-to-end delay, energy
efficiency, and robustness against mobility-induced disruptions in UAV swarms.

Among these techniques, reinforcement learning (RL) has received significant
attention as it enables fully autonomous routing policy learning through a model-
free, trial-and-error interaction with dynamic network environments [22–24]. Within
the RL family, Q-learning has been extensively adopted for FANET routing owing
to its algorithmic simplicity, off-policy learning capability, and convergence toward
optimal action–value functions (Q-values) under partial observability and non-
stationary conditions typical of aerial networks. Recent studies leverage Q-learning to
improve next-hop selection [25], cluster-head election in hierarchical architectures [26],
trajectory-aware geographic routing [27], and adaptive bitrate control under varying
link conditions [27], consistently outperforming classical routing protocols in terms of
delivery reliability, delay minimization, and adaptability to high-speed UAV mobil-
ity. These findings collectively demonstrate the effectiveness of Q-learning in enabling
proactive, self-optimizing routing strategies driven by real-time experiential learning.

However, most recent RL contributions to FANET routing still predominantly
assume centralized learning architectures, often relying on a ground station or cen-
tral agent for policy training and decision aggregation, or depend on frequent global
state exchanges among UAV nodes to maintain coherent Q-values and policy updates.
This introduces significant communication overhead and vulnerability to single points
of failure in highly dynamic environments [24]. Alternatively, many approaches inte-
grate RL within clustering frameworks, where reinforcement learning is employed for
cluster-head selection, re-clustering policies, or inter-cluster forwarding, often in a cen-
tralized or semi-centralized manner. While this leverages hierarchical organization for
localized decisions, it reintroduces classic bottlenecks associated with cluster mainte-
nance (e.g., periodic re-election and reconfiguration triggered by mobility), excessive
message overhead for cluster status synchronization and state sharing, and reduced
scalability in large-scale or ultra-high-mobility UAV swarms, where frequent topology
disruptions amplify these issues [28, 29]. These limitations hinder the full potential
of RL in truly decentralized, real-time adaptive routing for FANETs, motivating the
need for lightweight, distributed alternatives that minimize global dependencies and
clustering overheads.

To address these challenges, we introduce DARA, a fully decentralized rout-
ing framework where every UAV acts as an independent and autonomous RL agent.
DARA eliminates clustering structures and any form of centralized control, resulting
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in reduced routing overhead and improved real-time adaptability to dynamic network
topologies. Each UAV learns its optimal next-hop decision based purely on what it
can observe locally such as current link quality, its own movement patterns, distance
to any high-altitude platforms (HAPs), how full its buffer is, and remaining energy
levels. This keeps data delivery reliable and robust, even when nodes are moving fast
or the swarm has very different conditions across UAVs.

The key contributions of our work can be summarized as follows:

• We present a distributed RL-based routing framework tailored to highly dynamic
FANET environments, eliminating the reliance on clusters or central coordinators
that often cause bottlenecks.

• We develop a compact yet effective state representation together with a multi-goal
reward function that balances link reliability, routing stability, congestion avoidance,
and energy usage.

• We build a set of lightweight, practical algorithms for beacon exchange, RL-driven
next-hop selection, and relay behavior, which together create a clear, three-phase
workflow that any UAV can run efficiently.

• We evaluate DARA in realistic ns-3 and ns3-gym simulation setups, testing it across
various mobility models and traffic patterns, where it consistently shows better
results than established baselines like AODV, EMASS, and ESOFCluster..

The remainder of this paper is organized as follows; Section 2 reviews the most rele-
vant routing strategies proposed for FANETs and highlights their limitations in highly
dynamic aerial environments. Section 3 presents the network model and the set of
assumptions related to the proposed approach. Section 4 presents the proposed DARA
framework, describing the network model, the three operational stages, and the rein-
forcement learning mechanisms for next-hop selection. Section 5 details the simulation
setup, scenarios, and performance metrics, followed by an in-depth analysis and com-
parison with baseline routing protocols. Finally, Section 6 concludes the paper and
outlines promising directions for future research.

2 Challenges, Study of the Existing and Motivation

Routing in FANETs is considerably more complex than in traditional MANETs or
Vehicular Ad-Hoc Networks (VANETs) due to the combination of three-dimensional
mobility, rapidly evolving topology, strict on-board energy limitations, and highly vari-
able wireless channel conditions. During the past five years (2021–2025), research on
FANET routing has progressed along several major directions, ranging from adapta-
tions of classical MANET protocols, to geographic and mobility-prediction techniques,
to clustering-based and fuzzy-logic architectures, and more recently to Software-
Defined Networking (SDN)-based and RL–driven solutions. Although each family of
approaches offers valuable contributions, they still exhibit significant limitations when
applied to highly dynamic UAV networks.

In this section, we first identify and discuss the fundamental routing challenges that
characterize FANET environments. We then examine the major categories of existing
routing strategies—including MANET-derived protocols, clustering-based hierarchical
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approaches, SDN-centric architectures, and intelligent learning-based methods—and
analyze their strengths and limitations. Finally, we highlight the gap in the current
literature and motivate the need for a fully distributed, adaptive, and collaborative
routing framework such as the proposed DARA protocol.

2.1 Key Routing Challenges in UAV Networks

Fig. 1 presents an overview of the primary routing hurdles in UAV networks (FANETs),
which researchers commonly organize into five main categories based on recent surveys
and reviews [2, 7, 9, 16]. These include:

Mobility and Topology Dynamics: UAVs in FANETs exhibit highly dynamic
and heterogeneous 3D mobility, leading to rapid topology shifts, very short link life-
times, frequent neighbor changes, and unpredictable line-of-sight (LoS) variations.
Unlike road-constrained VANETs or lower-mobility MANETs, this spatial volatil-
ity causes constant link breakages and network partitioning. Routing protocols must
therefore support near-instantaneous adaptation to topology changes, a requirement
that exceeds the capabilities of most MANET-derived protocols [30].

Communication Challenges: Communication in FANETs is inherently unreli-
able due to frequent link disruptions, interference, and limited bandwidth. Environ-
mental factors such as Doppler shifts, multipath propagation, and electromagnetic
interference significantly degrade link quality, leading to intermittent connectivity
[31]. Link failures commonly occur when UAVs move beyond communication range,
encounter physical obstacles, or undergo abrupt mobility changes. Moreover, the
scarcity of available spectrum, particularly when UAVs operate alongside commercial
or mission-critical systems, requires routing protocols to be highly bandwidth-efficient
and robust under constrained network conditions [9].

Resource Limitations: UAVs are subject to stringent resource constraints,
including limited battery capacity, lightweight processing hardware, and restricted
memory. Routing related operations such as table maintenance, periodic dissemina-
tion of control messages, exchange of global network metrics, or cluster management
can can impose considerable energy resources demands. Recent literature [7, 16], con-
sistently identifies these resource constraints as a fundamental challenge in FANET
protocol design, underscoring the necessity for lightweight, energy-efficient algorithms
that effectively reconcile power economy with robust data delivery in highly dynamic
aerial environments

Network Management Constraints: FANETs must accommodate a wide range
of heterogeneous mission requirements, often with strict Quality of Service (QoS)
demands [6]. Effective load balancing plays a crucial role in avoiding congestion
hotspots at individual nodes, ensuring an equitable distribution of resources across the
swarm, and maintaining overall network stability under varying traffic loads. Scalabil-
ity becomes a major issue in large UAV deployments, where excessive control signaling,
frequent global metric exchanges, or reliance on centralized coordination mechanisms
can overwhelm the network [16]. Consequently, fully distributed routing approaches
become a necessity for supporting scalable, resilient operations in expansive swarms,
as they prevent single points of failure and minimize the communication overhead
associated with centralized or hierarchical management structures.
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Fig. 1 Key routing challenges in UAV networks

Environmental Factors: Environmental factors pose additional significant chal-
lenges to reliable routing in FANETs. In fact, physical obstacles including buildings,
hills,vegetation and other structures frequently create shadowing effects and non-line-
of-sight (NLoS) propagation paths. In rural, remote, or disaster-affected regions, these
factors often result coverage gaps requiring UAVs to adaptively reposition themselves
or activate relay forwarding behaviors to restore end-to-end connectivity. Moreover,
integrating FANETs with ground-based terrestrial networks remains an open challenge
for hybrid terrestrial–aerial networks, requiring routing protocols that can operate
seamlessly across multiple layers of infrastructure [16].

2.2 Study of the existing

Existing routing protocols for FANETs)can be broadly classified into several cat-
egories, reflecting the evolution from traditional adaptations to more advanced,
intelligent, and structured approaches.

2.2.1 MANET Drived routing approaches

Early research on FANET routing largely adapted well-established MANET protocols,
which are primarily topology-based and traditionally classified as proactive, reactive,
or hybrid. Proactive protocols, such as Optimized Link State Routing (OLSR)[15],
rely on periodic routing table updates to maintain global network knowledge.Although
several adaptations have been proposed to accommodate the faster topology dynamics
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of FANETs [11, 32], these protocols remain sensitive to intermittent links and strict
energy constraints inherent to aerial networks [7].

Reactive protocols, including Ad Hoc On-Demand Distance Vector (AODV)[13]
and Dynamic Source Routing (DSR) [14], discover routes on-demand, making them
more suitable for dynamic environments. FANET-specific extensions often incorporate
position prediction or link stability metrics to counteract frequent route breakages
caused by high UAV mobility [19]. While these modifications improve robustness,
rapid topology changes continue to challenge their reliability.

Hybrid approaches, such as Zone Routing Protocol (ZRP), combine proactive intra-
zone and reactive inter-zone routing schemes by maintaining local routes proactively
while discovering distant routes on demand. Recent FANET-oriented variants focus
on adaptive zone sizing to better manage routing overhead and scalability in three-
dimensional aerial environments [11].

Despite offering a practical starting point, MANET-derived routing protocols
struggle to cope with the extreme volatility of FANETs without extensive modifi-
cations, often resulting to increased packet loss and delay. Recent studies such as
[34] acknowledge these improvements but consistently highlight ongoing limitations in
real-time adaptability and fully decentralized operation.

2.2.2 Hierarchical/Cluster-Based routing Approaches

Hierarchical or cluster-based routing protocols organize UAVs into logical group-
sknown as clusters, where cluster heads (CHs) manage intra-cluster coordination
and handle inter-cluster data forwarding , thereby improving scalability in dynamic
FANET environments [7].

CH election plays a pivotal role in the effectiveness of these protocols. Early
approaches, largely adapted from wireless sensor networks, rely on heuristic-based
selection strategies and have been extensively applied to FANETs. The classic Low-
Energy Adaptive Clustering Hierarchy (LEACH) protocol selects CHs probabilistically
based on residual energy, combined with periodic role rotation to balance network load
and extend network lifetime [35]. Building on this idea, EMASS algorithm introduces
a weighted, multi-metric CH election strategy that jointly considers residual energy,
mobility patterns, safety constraints, and link stability. This integrated approach
enables more robust clustering performance under the high-speed, three-dimensional
mobility characteristic of FANETs [17].

These heuristic methods offer advantages such as energy balancing through CH
rotation and improved network stability in dense swarms compared to flat topolo-
gies [13]. However, they rely on simplistic probabilistic or weighted models that
often fail to adapt well to FANET’s rapid topology changes, leading to frequent re-
clustering, increased overhead during high mobility, and suboptimal CH selection in
heterogeneous conditions.

To address these limitations, fuzzy logic-based approaches have emerged for more
adaptive and uncertainty-aware CH election. Recent works [18] introduce fuzzy logic
frameworks that evaluate multiple fuzzy inputs (e.g., residual energy, mobility, con-
nectivity, distance) to select stable and energy-efficient CHs. For instance, their
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ESOFCluster scheme uses a fuzzy inference system for adaptive clustering, enhanc-
ing stability and energy efficiency in dynamic FANETs , while their fuzzy logic-based
adaptive clustering further optimizes stability under varying UAV velocities and den-
sities. These methods improve decision-making in uncertain environments but still
face challenges in computational overhead for real-time fuzzy rule evaluation on
resource-constrained UAVs.

Building on these heuristic and fuzzy foundations, reinforcement learn-
ing—particularly Q-learning—has been integrated for smarter, learning-based CH
election. Q-learning enables UAVs to iteratively learn optimal CH selection policies
by rewarding stable, energy-efficient choices based on network states (e.g., mobility,
residual energy, link quality). A prominent example is the Q-Learning-based Smart
Clustering Routing (QSCR) method presented in [26], which applies Q-learning to
discover neighbors, elect CHs intelligently, and perform greedy inter-cluster forward-
ing, outperforming traditional weighted clustering in terms of stability and routing
efficiency.

While Q-learning-based methods offer superior adaptability and long-term opti-
mization, many remain semi-centralized or embedded in clustering frameworks,
reintroducing maintenance overhead and scalability issues under extreme mobil-
ity—motivating fully distributed alternatives like our DARA approach.

Recent surveys such as [28] highlight this progression from heuristics,fuzzy, RL-
enhanced clustering as a key trend, yet emphasize persistent bottlenecks in overhead,
re-clustering frequency, and true decentralization.

2.2.3 SDN-Based routing Approaches

Software-Defined Networking (SDN) introduces a logically centralized control plane
that separates it from the data plane, enabling programmable, dynamic routing deci-
sions in FANETs through a central controlleroften ground-based or on a high-altitude
platform (HAP) [36]. In SDN-FANET architectures, the controller collects global
network state (topology, link quality, traffic patterns) via communication protocols
and installs optimized flow rules on UAV nodes for forwarding, load balancing, QoS
enforcement, and rapid reconfiguration.

Recent proposals has increasingly explored SDN to address FANET-specific chal-
lenges, such as multi-path routing for improved reliability, traffic engineering for het-
erogeneous missions requirements, and the integration of UAV mobility prediction to
proactively update forwarding rules before link failures occur. Representative examples
include SDN-enabled FANET architectures that combine centralized path compu-
tation with lightweight local fallback mechanisms to maintain connectivity during
controller delays or disconnections [37]. Other works adopt hybrid SDN–reinforcement
learning (SDN-RL) approaches, in which the controller employs learning-based tech-
niques to dynamically optimize flow rules in response to evolving network conditions
[38].

The primary advantages of SDN-based routing stem from its global network visi-
bility, which enables more efficient resource allocation and stronger Quality of Service
(QoS) support. Centralized policy control allows rapid adaptation to topology changes,
while also simplifying the management of large-scale UAV swarms. In addition, SDN
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facilitates the seamless integration of advanced capabilities, such as network slicing and
security policy enforcement. Collectively, these benefits make SDN-based routing par-
ticularly well suited for mission-critical FANET applications that demand predictable
and reliable performance.

Despite these advantages, SDN-based routing introduces notable limitations
due to its reliance on a central controller. Effective operation depends on stable
controller–UAV connectivity, which is particularly vulnerable to link disruptions, inter-
ference, or jamming. In high-mobility scenarios, control-plane latency can increase
significantly, delaying routing updates and reducing responsiveness. Moreover, the
centralized control paradigm creates a single point of failure and may lead to scala-
bility bottlenecks when the controller is overwhelmed by frequent state updates from
large numbers of rapidly moving UAVs. In fully aerial or infrastructure-less FANET
deployments, maintaining reliable control channels remains a major challenge, often
necessitating a fallback to distributed operation modes that diminish the overall
benefits of SDN [30].

Recent literature, [22], positions SDN as a powerful paradigm for programmable
FANETs but consistently highlights the tension between centralized intelligence and
the need for decentralization in highly dynamic, resource-constrained aerial environ-
ments—reinforcing the motivation for fully distributed, agent-based alternatives like
DARA that eliminate controller dependency while retaining adaptive decision-making.

2.3 Motivation for a Distributed Reinforcement-Learning

Routing Approach

As illustrated in Fig. 2 and summarized in Table 1,the review of existing FANET
routing strategies highlights a fundamental gap between the requirements of highly
dynamic UAV networks and the capabilities of traditional, cluster-based, or SDN-
driven routing architectures. Although MANET-derived protocols, clustering mech-
anisms, and SDN controllers each contribute valuable ideas, they share structural
limitations that prevent them from achieving robust performance under fast 3D
mobility, intermittent connectivity, and decentralized mission scenarios.

This gap highlights the necessity for a routing mechanism that:

• Enables each UAV to autonomously make next-hop decisions based on
local observations.

• Continuously adapts routing behavior to mobility, link quality, queue dynam-
ics, and energy constraints.

• Eliminates the need for centralized coordination or cluster structures,
thereby ensuring resilience and scalability.

• Allows learning to emerge from distributed interactions, such that local
decisions collectively improve global network performance.

These requirements motivate the development of DARA: a Distributed Agent
Reinforcement-based Adaptive Routing framework—in which eeach UAV operates as
an independent RL agent. By eliminating clustering overhead, avoiding centralized
control, and enabling real-time policy adaptation, DARA addresses key limitations
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Fig. 2 Limitations of the three major categories of FANET routing approaches and DARA motiva-
tion

of existing FANET routing approaches and provides a scalable, resilient solution for
reliable multi-hop communication in dynamic aerial networks.

3 Network Model and Assumptions

The proposed DARA protocol operates within a hierarchical FANET composed of two
aerial layers and a terrestrial control station, as illustrated in Fig. 3. This architecture
represents a realistic emergency-response or post-disaster scenario in which UAVs
collaborate to collect and transmit environmental or situational data to a remote
command center.

• Low Altitude Platform (LAP) UAVs: These lightweight UAVs operate at low
altitudes and are responsible for surveillance and data acquisition over specific geo-
graphical zones. Each LAP collects monitoring data and generates packets to be
delivered toward upper-layer UAVs. The LAP layer forms a dynamic ad-hoc network
characterized by high mobility, limited transmission range, limited resources,and
frequent topology changes.

• High Altitude Platform (HAP) UAVs: These are powerful, energy-rich, and
highly mobile drones operating at higher altitudes. Their primary role is to aggregate
data received from multiple LAP UAVs and forward it to the Disaster Management
Station (DMS). Owing to their extended communication range and stable flight,
HAP UAVs serve as aerial relays that enhance coverage and reliability.

• Disaster Management Station (DMS): A fixed ground-based unit responsible
for receiving, analyzing, and storing aggregated information. It serves as the final
data sink and coordinates mission-level decisions for emergency response.
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Table 1 Comparison of major FANET routing categories and their inherent limitations.

Aspect MANET-Derived Routing Clustering-Based Routing SDN-Based Routing

Control

Overhead

Flooding (AODV/DSR) and
periodic table updates (DSD-
V/OLSR) generate high over-
head under high mobility.

Requires frequent re-
clustering; cluster-head (CH)
exchanges produce significant
control burden.

Continuous global-state
reporting to controller causes
heavy signaling overhead.

Scalability Routing tables grow with
swarm size; control traffic sat-
urates the channel.

CH congestion increases with
network size; cluster mainte-
nance becomes unstable.

Controller becomes a bottle-
neck; scaling to large swarms
increases delay and failures.

Mobility

Handling

Limited mobility prediction;
no 3D movement modeling;
routes break faster than they
can be repaired.

Clusters collapse when CH
moves or dies; re-clustering too
slow for fast 3D movement.

Centralized decisions quickly
become outdated under rapid
topology changes.

Reliability Frequent link failures cause
repeated route discoveries and
packet loss.

Reliability depends on CH sta-
bility; CH failure disrupts the
cluster.

Single point of failure (con-
troller); loss of controller link
breaks routing.

Energy

Efficiency

No energy balancing; nodes
near GBS exhaust quickly.

CH drains energy faster; unfair
load distribution.

UAVs expend energy sending
frequent updates to controller.

Architecture

Nature

Fully distributed but reac-
tive/proactive, not predictive.

Hierarchical, fragile structure
requiring global coordination.

Centralized; violates auton-
omy requirement for many
UAV missions.

Suitability

for High-

Dynamic

FANETs

slow route updates and high
overhead.

unstable clusters under mobil-
ity.

controller latency and depen-
dency.

3.1 HAP-LAP distance estimation

We assume that each LAP UAV is equipped with a GPS and can determine its
own position posi = (xi, yi, zi). The positions of HAP nodes posHAPk

are either pre-
configured (quasi-static deployment) or periodically announced through HAP beacons.
Accordingly, each UAV computes its geometric distance to the nearest HAP as

Di,HAP =




min
k

∥∥posi − posHAPk

∥∥ , if mink
∥∥posi − posHAPk

∥∥ < r,

∞, otherwise.
(1)

Each LAP UAV has a fixed wireless communication range r. If the nearest-HAP
distance satisfies Di,HAP < r, then the UAV can establish a direct link to the HAP
and may act as a potential relay for other LAPs. If Di,HAP ≥ r, direct communication
with the HAP is not feasible; in this case, the distance is defined as∞, indicating that
the UAV must rely on multi-hop forwarding through neighboring UAVs.

This formulation enables DARA to clearly distinguish between nodes that can
directly reach a HAP and those that must route their traffic through intermediate
relays.
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Fig. 3 Hierarchical FANET topology with Low Altitude (LAP) and High Altitude (HAP) UAVs
cooperating to deliver data to the Disaster Management Station (DMS).

3.2 Enhanced Link Quality Model

To obtain a more robust estimate of the link quality between UAVi and neighbor
UAVj , we combine three complementary indicators: (i) received signal strength (RSSI),
(ii) packet reception ratio (PRR), and (iii) a stability factor derived from mobility.
This multi-parameter approach aligns with hybrid estimators commonly proposed for
dynamic UAV networks, integrating signal strength, reliability, and mobility awareness
to improve route stability and performance in high-mobility scenarios [39–41].

(i) RSSI-based component. For each received beacon from UAVj , UAVi mea-
sures the instantaneous RSSI value RSSIij(t) and normalizes it into [0, 1] using
min–max scaling:

R̃SSIij(t) =
RSSIij(t)− RSSImin

RSSImax − RSSImin

, (2)

where RSSImin and RSSImax denote the minimum and maximum expected RSSI values
under the given PHY/MAC configuration [39, 42].

(ii) PRR-based component. In addition to RSSI, we track the empirical packet
reception ratio (PRR) over the link (UAVi, UAVj). Let aij(t) = 1 if a unicast packet
transmitted from i to j at time t is successfully acknowledged, and aij(t) = 0 otherwise.
We maintain an exponentially weighted moving average:

P̂RRij(t) = (1− ν) P̂RRij(t− 1) + ν aij(t), (3)

where ν ∈ [0, 1] is a smoothing factor. This term captures the effective reliability of
the link at the MAC layer, implicitly integrating the combined effects of fading, inter-
ference, and contention. EWMA-based PRR estimation is widely adopted in dynamic
wireless networks, including adaptations for FANETs [43].

(iii) Mobility-based stability component. To account for the impact of rela-
tive mobility on link persistence, we introduce a stability factor based on the estimated
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link expiration time (LET). Let vij denote the magnitude of the relative velocity vec-

tor between UAVi and UAVj , and let L̂ETij(t) denote the predicted remaining lifetime
of the link (computed from current 3D distance, relative velocity, and geometry, as in

position-based FANET protocols). We normalize L̂ETij(t) into [0, 1] as

L̃ETij(t) = min

(
1,

L̂ETij(t)

LETmax

)
, (4)

where LETmax is a design parameter representing the upper bound on useful link

lifetime. Higher values of L̃ETij(t) indicate more stable links, typically corresponding
to low relative speed and favorable geometry (LET is a key metric in many FANET
routing enhancements for predicting link lifetime and improving stability under high
mobility [40, 41]).

(iv) Aggregated link quality. The overall link quality LQij(t) used by DARA
is then obtained as a weighted combination of the three components:

LQij(t) = wR R̃SSIij(t) + wP P̂RRij(t) + wS L̃ETij(t),

(5)

with wR, wP , wS ≥ 0 and wR + wP + wS = 1. In practice, wP and wS can be
assigned slightly larger values to emphasize effective reliability and stability, while wR

captures fast channel variations. The resulting LQij(t) ∈ [0, 1] is used both to filter
candidate neighbors (e.g., LQij(t) ≥ τLQ) and as an input feature to the Q-Learning
state and reward functions.

The parameter τLQ denotes the minimum link-quality threshold required for a
neighbor to be considered as a valid next-hop candidate. At each control epoch, UAV
i constructs its candidate set as

Ni(t) = {j ∈ Ni(t) : LQij(t) ≥ τLQ}. (6)

This filtering step removes highly unreliable or short-lived links, reduces the action
space of the Q-Learning agent, and accelerates convergence toward stable forwarding
policies.

4 Operational Stages of DARA

This section explains the three core phases that define how the DARA protocol
operates at each UAV node:

1. Stage 1: Periodic Beacon Emission and Neighbor-Table Maintenance (Algorithm 1),
2. Stage 2: T DARA Control Epoch for Next-Hop Selection and Learning (Algorithm 2

and Algorithm 3),
3. Stage 3: Relay Behavior at the Receiving Next Hop (Algorithm 4).
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Fig. 4 Overall workflow of the proposed DARA protocol

These complementary stages operates to enable autonomous next-hop decision,
continuous learning, and reliable multi-hop forwarding in highly dynamic FANET
environments. Figure 4 presents an overview of the DARA workflow.

4.1 Stage 1: Periodic Beacon Emission and Neighbor-Table

Maintenance

A beacon message with crucial local data, including node ID, role (LAP or HAP), posi-
tion, velocity, residual energy, and timestamp, is periodically broadcast by each UAV
during the initial stage. By calculating the relative distance to the destination (HAP),
assessing link quality, and documenting buffer occupancy and mobility characteris-
tics, neighboring UAVs utilize these beacons to update their local neighbor databases.
To guarantee that every UAV has a current and accurate image of its communica-
tion neighborhood, entries that are not updated within the expiry window Texpire are
eliminated. This stage’s specific operations are summed up in Algorithm 1.
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Algorithm 1 Periodic Beacon Emission and Neighbor-Table Maintenance (Node i)

1: Inputs: Communication range r; HAP positions {posHAPk
}; beacon period

Tbeacon; expiry timer Texpire.
2: Initialize: Start periodic timer with period Tbeacon; initialize empty neighbor

table N [·].

3: OnTimer (every Tbeacon):
4: Obtain current position posi and velocity veli; read residual energy Eres,i and

buffer level Bi.
5: Compute geometric distance to nearest HAP:

Dgeo
i,HAP ← min

k
∥posi − posHAPk

∥.

6: Set

Di,HAP ←

{
Dgeo

i,HAP, if Dgeo
i,HAP < r,

∞, otherwise.

7: Construct beacon packet

BEACONi ← ⟨i, rolei, posi, veli, Eres,i, Bi, tnow⟩.

8: Broadcast BEACONi.

9: OnReceive BEACONj from neighbor j:
10: Estimate link quality LQij (based on RSSI).
11: Compute geometric distance from j to nearest HAP:

Dgeo
j,HAP ← min

k
∥posj − posHAPk

∥.

12: Set

Dj,HAP ←

{
Dgeo

j,HAP, if Dgeo
j,HAP < r,

∞, otherwise.

13: Update neighbor table entry:

N [j]← {last seen = tnow, posj , velj , Eres,j , LQij , Dj,HAP, Bj , expiry = tnow+Texpire}.

14: Periodic Cleanup (every Tbeacon):
15: for all j ∈ N do
16: if tnow > N [j].expiry then
17: remove N [j]
18:
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4.2 Stage 2: DARA Control Epoch for Next-Hop Selection

and Learning

At every control epoch estimates with the duration Tslot, each UAV agent executes
the core routing and learning operations of DARA. This stage determines how the
agent selects the next-hop relay node and updates its forwarding policy through
reinforcement learning. Three sequential steps comprise the control epoch:

• (i) selection of neighbor-based candidates based on link quality and progress
constraints

• (ii) a core decision-making and learning block composed of state construction, action
selection, transmission and feedback observation, reward computation, and Q-value
update,

• (iii) exploration and maintenance of parameters to ensure long-term policy conver-
gence. Together, these steps allow each UAV to autonomously adapt its routing
behavior in response to mobility, link variability, congestion, and energy conditions.

4.2.1 Neighbor-Based Candidate Selection

At the beginning of each control epoch of duration Tslot, node i evaluates its local
neighborhood based on the most recent entries in its neighbor table. The goal of this
step is to identify the subset of neighbors that are viable next-hop candidates according
to link-quality and forwarding-progress constraints.

A neighbor j is selected as a candidate if (i) the estimated link quality LQij(t)
exceeds the minimum threshold τLQ, and (ii) the neighbor provides forward progress
toward the destination (HAP) . Formally, the candidate set of node i is defined as:

Ni(t) = { j ∈ Ni(t) : LQij(t) ≥ τLQ ∧Dj,HAP < Di,HAP}. (7)

If Ni(t) is empty (no candidate can be recovered) then the node buffers the packet
and waits for the next epoch. This selection step is summarized in Algorithm 2.

4.2.2 Core Decision-Making and Learning

Once the candidate neighbor set Ni(t) has been constructed, node i executes the
core RL operations that determine which neighbor is selected as next hop and how
the corresponding forwarding policy is updated. This block consists of five steps:
(A) state construction, (B) action selection, (C) transmission and observation, (D)
reward computation, and (E) Q-value update. The complete procedure is detailed in
Algorithm 3.

Agent Model:

As illustrated in figure 5. Each UAV is modeled as a RL agent defined by the tuple:

A = (S,A,R, π)

where:
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• S is the state space, representing local network conditions.
• A is the action space, representing the set of reachable neighboring UAVs.
• R is the reward function, representing the benefit of forwarding a packet through a

specific neighbor.
• π is the policy, which defines how actions are selected given the observed state.

Fig. 5 Core Decision-Making and Learning process

(A)State Construction

The state st of UAV i at time t is defined as:

st = {Ei, LQij , Dj,HAP , Vj , Bj} (8)

where Ei denotes the residual energy of UAV i, LQij represents the link quality
between UAV i and neighbor j, Dj,GBS is the distance between neighbor j and the
destination (HAP), Vj indicates the relative velocity of neighbor j, and Bj denotes its
buffer occupancy.

(B) Action Selection

The action at corresponds to selecting one of the available neighboring UAVs as the
next hop for packet forwarding:

at ∈ {UAV1, UAV2, . . . , UAVk}, (9)
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where k denotes the number of neighboring UAVs within the communication range of
node UAVi, and j ∈ {1, . . . , k} with j ̸= i.

After selecting neighbor UAVj , node UAVi dequeues a data packet from its trans-
mission queue TXQ, decrements the packet’s time-to-live (TTL) value, and forwards
the packet to UAVj . An acknowledgment (ACK) timer of duration Tack is then
initiated to monitor the transmission outcome.

If an ACK is received from UAVj :

• the empirical delivery indicator sij(t) is updated (1 for success, 0 otherwise),

• the moving-average PDR estimate P̂DRij(t) is refreshed,

• the instantaneous link-quality sample L̃Qij(t) is recorded,
• the experienced delay dij(t) is measured,
• the transmission energy Econs(t) is computed from the PHY model.

If no ACK is received, node i attempts up to Rmax retransmissions. Persistent
failure sets Isucc = 0 and marks the link (i, j) as degraded in the neighbor table.
Thus, Step (C) provides all feedback necessary for reward computation and policy
refinement.

(D) Reward computation

In DARA, each UAV agent learns a next-hop forwarding strategy by interacting with
the network environment and receiving a scalar reward after every forwarding decision.
The reward function is designed to align the local actions of each UAV with the global
performance objectives of the FANET, namely high packet-delivery reliability, low
end-to-end delay, and energy-efficient operation.

When a UAVi forwards a packet to a neighbor UAVj at time t, it receives an
immediate reward

rij(t) = α P̂DRij(t) + β L̃Qij(t)− γ Ẽcons(t)− δ q̃j(t), (10)

where α, β, γ, and δ are non-negative weighting coefficients that tune the influence of
each performance dimension.

Reliability Component: The term P̂DRij(t) ∈ [0, 1] denotes a local estimate of
the packet-delivery ratio (PDR) when selecting neighbor j as next hop. It is updated
online using an exponentially weighted moving average:

P̂DRij(t) = (1− λ) P̂DRij(t− 1) + λ sij(t), (11)

where sij(t) = 1 if the packet forwarded from i to j is ultimately acknowledged by
a HAP/GBS, and sij(t) = 0 otherwise. The factor λ ∈ (0, 1] controls the smoothing.
This component encourages the agent to prefer neighbors that provide high end-to-end
reliability.

Link-Quality Component: The normalized link-quality metric L̃Qij(t) ∈ [0, 1]
represents the instantaneous condition of the wireless link between i and j, typically
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derived from RSSI, SINR, packet error rate, or multi-metric estimators. Raw link-
quality values are mapped to [0, 1] using min–max normalization. This component
promotes routing choices over stable and high-quality links.

Energy-Consumption Component: The normalized energy consumption
Ẽcons(t) ∈ [0, 1] measures the transmission energy required for the current packet:

Ẽcons(t) =
Econs(t)

Emax

, (12)

where Econs(t) is the instantaneous energy cost and Emax is the maximum expected

per-packet transmission cost. The penalty term −γẼcons(t) discourages energy-
intensive forwarding actions, promoting a balanced energy usage across UAVs, which
leads to improved network lifetime (FND and LND).

Congestion Component: The normalized queue length q̃j(t) ∈ [0, 1] denotes the
current buffer occupancy at neighbor j, computed as q̃j(t) = qj(t)/qmax, where qmax

denotes the maximum buffer size. The penalty −δ q̃j(t) prevents forwarding through
congested UAVs, thus reducing queuing delay, minimizing packet drops under bursty
traffic, and improving overall end-to-end delay.

By appropriately tuning (α, β, γ, δ), the reward function jointly favors (i) reliable
transmissions, (ii) stable links, (iii) energy-aware relaying, and (iv) congestion avoid-
ance. This multi-factor formulation allows DARA to learn forwarding policies that
significantly outperform traditional routing (AODV) and clustering-based schemes
(EMASS, ESOFCluster) across all considered FANET scenarios in terms of PDR,
delay, energy consumption, and routing overhead.

Q-Value Update and TTL Handling

Each UAV updates its Q-table according to the standard Q-learning rule [? ]:

Q(st, at)← (1− η)Q(st, at) + η[rt + γmax
a′

Q(st+1, a
′)]

where η is the learning rate, γ is the discount factor, and maxa′ Q(st+1, a
′) represents

the estimated future reward of the next state.
An ϵ-greedy policy is employed to balance exploration and exploitation: with

probability ϵ, the UAV selects a random neighbor (exploration); otherwise, it selects
the neighbor with the highest Q-value (exploitation). Through repeated interaction,
the UAV converges to an optimal policy π∗ that maximizes cumulative reward and
minimizes transmission delay and energy consumption.

If the packet’s TTL expires (TTL ≤ 0), it is discarded and a penalty −µpen

is applied. The updated state st+1 is obtained after the next beacon refresh or an
immediate re-sensing of the environment.

This iterative update drives convergence toward the optimal forwarding policy
π∗. If the packet’s TTL expires (TTL ≤ 0), it is discarded and a penalty −µpen is
applied. The next state st+1 is obtained after the next beacon update or an immediate
re-sensing of the environment.
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This feedback-driven learning loop enables each UAV to adapt its forwarding strat-
egy autonomously under rapid topology changes, mobility fluctuations, and varying
traffic demands.

Algorithm 2 DARA Control Epoch at Node i (Stage 2)

1: Inputs: Slot duration Tslot, ACK timeout Tack, link-quality threshold τLQ, dis-
tance slack ∆, maximum retransmissions Rmax, exploration decay λ, minimum
exploration rate ϵmin.

2: Initialize: Q-table Q(s, a) ← 0; exploration rate ϵ ∈ (0, 1]; learning rate η;
discount factor γ.

3: while node i is active do

4: (Neighbor-Based Candidate Selection)
5: Build candidate set

Ni ← {j ∈ N : LQij ≥ τLQ ∧Dj,HAP < Di,HAP}.

6: if Ni = ∅ then ▷ no viable neighbor
7: Attempt fallback (e.g., increase Ptx or widen ∆ once).
8: if Ni still empty then
9: Buffer data and continue to next Tslot.

10: end if
11: end if

12: (Core Decision-Making and Learning)
13: Call

DARA CoreDecision
(
i,Ni, TXQ,Q, ϵ, η, γ, Tack, Rmax

)
.

14: (Exploration / Parameter Maintenance)
15: ϵ← max(ϵmin, λ · ϵ) ▷ exploration decay
16: Optionally adapt η and γ based on convergence; prune stale Q-entries.
17: end while

=0

4.3 Stage 3: Relay Behavior at the Receiving Next Hop

When a UAV j receives a data packet from a previous hop i, it performs a sequence
of relay operations to ensure reliable and loop-free multi-hop forwarding toward the
HAP. Unlike centralized or cluster-based approaches, DARA enables every UAV to
operate both as a relay and as a learning agent, ensuring fully distributed and adaptive
routing. The relay procedure consists of three main steps.
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Algorithm 3 DARA CoreDecision: Core Decision-Making at Node i

1: Inputs: Node i; candidate set Ni; transmit queue TXQ; Q-table Q(s, a); explo-
ration rate ϵ; learning rate η; discount factor γ; ACK timeout Tack; maximum
retransmissions Rmax.

2: (A) State Construction
3: Ei ← residual energy of node i.
4: For each j ∈ Ni: collect LQij , Dj,HAP, ∥velj∥, and Bj .
5: Compose local state

st ← ϕ
(
Ei, {LQij , Dj,HAP, ∥velj∥, Bj}j∈Ni

)
.

6: (Optionally discretize or hash st.)

7: (B) Action Selection
8: if with probability ϵ then
9: at ∼ Uniform(Ni) ▷ exploration

10: else
11: at ← argmaxj∈Ni

Q(st, j) ▷ exploitation
12: end if
13: Apply tie-breaking preference: smaller Dj,HAP, then higher LQij , then lower Bj .

14: (C) Transmission and Observation
15: Dequeue one packet from TXQ (or create a DATA packet if event-driven); set

TTL← TTL− 1.
16: Transmit DATAi to at and start ACK timer Tack.
17: if ACK is received from at before Tack then
18: Observe link statistics: P̂DRij , average LQij , delay dij .
19: Compute energy consumed Econs ← model(Ptx, pkt len, ttx).
20: if ACK.status = DELIVERED then
21: Isucc ← 1.
22: else
23: Isucc ← 0.
24: end if
25: else ▷ timeout
26: Retransmit up to Rmax times; if all attempts fail:
27: Isucc ← 0; mark link (i, j) as degraded.
28: end if

29: (D) Reward Computation and Q-Update
30: Compute immediate reward rt according to the reward function in (10), using

P̂DRij , L̃Qij , Ẽcons, and q̃j .
31: Observe next state st+1 (after beacon update or re-sensing).
32: Update Q-value:

Q(st, at)← (1− η)Q(st, at) + η
[
rt + γmax

a′

Q(st+1, a
′)
]
.

33: (E) Buffer and TTL Handling
34: if TTL ≤ 0 then
35: Drop the packet, apply penalty −µpen, and log the event.
36: end if
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(A) Duplicate Suppression.

Upon receiving a packet, node j first checks whether the packet, identified by the
tuple ⟨src, seq⟩, has already been processed. If a match is found in the duplicate
cache Cj , the packet is discarded to avoid unnecessary retransmissions and to reduce
routing overhead. Optionally, an acknowledgment may be re-sent to the previous hop
to maintain consistency. If the packet is new, its identifier is cached and the packet is
inserted into the local receive queue RXQj .

(B) Direct Forwarding to HAP (Reachability Check).

Node j then determines whether it can reach the nearest HAP directly. Using the
distance-to-HAP metric Dj,HAP, direct forwarding is performed if

Dj,HAP < r,

where r denotes the communication range. If this condition holds, node j attempts a
direct uplink transmission to the HAP. A successful transmission results in an acknowl-
edgment of type DELIVERED being sent back to node i, allowing upstream nodes to
update their reliability and Q-values accordingly. If the transmission fails, the uplink
is marked as degraded, and the packet may be re-enqueued depending on the local
buffer state.

(C) Multi-Hop Relay Forwarding.

If node j is not within range of a HAP (Dj,HAP ≥ r), the packet must be forwarded
through additional relay nodes. In this case, the packet is inserted into the transmit
queue TXQj , and an acknowledgment of type FORWARDED is sent back to the previous
hop. The node then executes its own DARA control epoch (Algorithm 2) to select the
next hop using the RL mechanisms described in Stage 2. This ensures that multi-hop
forwarding remains adaptive, efficient, and consistent with the learned routing policy.

The full relay behavior logic is summarized in Algorithm 4.
For clarity, all variables and symbols appearing in the three DARA stages and the

associated algorithms are summarized in Table 2.

5 Simulations results and Performance discussion

5.1 Simulation Environment and Parameters

5.1.1 Simulation Environment Architecture

To faithfully evaluate DARA in a realistic yet controllable environment, we adopt
a co-simulation architecture that couples NS-3 with a Python-based reinforcement
learning (RL) stack. Our design follows the principles of ns3-gym [44] and recent RL-
in-NS3 frameworks such as RateRL [45], as well as the ns-3 AI integration guidelines
described in [46].

In this architecture, NS-3 is responsible for all packet-level networking func-
tions (mobility, PHY/MAC, queuing, and routing hooks), while Python hosts the
Q-Learning agents that implement DARA’s decision logic:
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Algorithm 4 Relay Behavior at Next-Hop Node j

1: Inputs: Node j; duplicate cache Cj ; receive queue RXQj ; transmit queue TXQj ;
distance Dj,HAP; communication range r.

2: OnReceive DATA⟨src, seq, payload, TTL, . . .⟩ from node i:
3: (A) Duplicate suppression
4: if ⟨src, seq⟩ ∈ Cj then
5: Discard DATA packet.
6: return
7: end if
8: Insert ⟨src, seq⟩ into Cj .
9: Append packet to RXQj .

10: (B) Check direct reachability to HAP
11: if Dj,HAP < r then ▷ node j can reach a HAP directly
12: Attempt direct transmission of DATA to HAP.
13: if uplink delivery succeeds then
14: forward DATA Packet to node HAP ..
15: Algorithm 2-C.
16: Algorithm 2-D.
17: Algorithm 2-E.
18: end if
19: else ▷ multi-hop forwarding required
20: (C) Multi-hop relay behavior
21: Enqueue DATA packet into TXQj .
22: Send ACK⟨src, seq,FORWARDED⟩ to node i.
23: Trigger a local DARA control epoch at node j (Algorithm 2) to select its own

next hop and continue multi-hop forwarding toward the HAP.
24: end if

• NS-3 core:

– simulates the wireless channel, IEEE 802.11ac PHY/MAC, packet queues, and
link-layer retransmissions;

– maintains node positions and velocities according to the chosen 3D mobility
model;

– exposes per-node observations (e.g., link-quality indicators, queue length, residual
energy) and accepts next-hop actions

• ns3-gym :

– defines the observation space and action space for each UAV in a way similar to
[44];

– synchronizes discrete decision epochs between NS-3 and the external RL code,
following the time-stepped interaction pattern recommended in [46];
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Table 2 Summary of symbols and notation used in the DARA algorithms.

Symbol Definition

Ni Set of neighbors of node i (neighbor table).
Ni(t) Candidate next-hop neighbors of node i at time t.
posi = (xi, yi, zi) 3D position of UAV i obtained from GNSS.
veli Velocity vector of node i.
Vj = ∥velj∥ Speed (mobility indicator) of neighbor j.
Ei Residual energy of UAV i.
Eres,i Remaining battery of node i (same as Ei).
Econs(t) Energy consumed to transmit at epoch t.

Ẽcons(t) Normalized transmission energy.
LQij(t) Estimated link quality between nodes i and j.

L̃Qij(t) Normalized link quality in [0, 1].
τLQ Minimum acceptable link-quality threshold.
Di,HAP Distance from node i to nearest HAP (or ∞ if > r).
r Communication range of LAP UAVs.
∆ Distance slack for forwarding progress constraint.
Bj Buffer occupancy (queue length) at neighbor j.
q̃j(t) Normalized buffer level at node j.
qmax Maximum queue size.
TXQi Transmit queue of node i.
RXQi Receive queue of node i.
Ci Duplicate packet cache at node i.
TTL Time-To-Live (hop limit) of a packet.
st Current state of UAV i at time t.
at Selected next-hop action at time t.
Q(st, at) Q-value for state–action pair (st, at).
η Learning rate in Q-learning.
γ Discount factor for future rewards.
ϵ Exploration probability (in ϵ-greedy policy).
λ Exploration decay coefficient.
ϵmin Minimum exploration probability after decay.
Ptx Transmission power used for sending DATA packets.
Tack ACK timeout duration.
Rmax Maximum number of retransmissions.

P̂DRij(t) Local estimate of packet delivery ratio for link (i, j).
sij(t) Binary ACK success indicator for link (i, j).

λ (EWMA) Smoothing factor for updating P̂DRij .
rij(t) Immediate reward obtained when forwarding to neighbor j.
α, β, γ, δ Reward weighting coefficients.
µpen Penalty for delivery failure or TTL expiration.
tnow Current logical time at node i.
Tslot Duration of the DARA control epoch.
Tbeacon Period of beacon emission.
Texpire Neighbor-table entry expiration timeout.

– exchanges state, action, and reward messages between NS-3 and Python processes
using a lightweight ZERO MQ IPC mechanism.

• Python RL layer:
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Fig. 6 Overall architecture of the proposed reinforcement-learning–enabled simulation environment
integrating ns-3, ns3-gym, and the Python-based DARA agent.

– runs one independent Q-Learning agent per UAV, similar in spirit to the per-link
agents used in RateRL for rate adaptation [44], but here specialized for next-hop
routing decisions;

– implements DARA’s pipeline: state construction, ϵ-greedy action selection, reward
computation (based on PDR, link quality, energy and queue occupancy), and
Q-table updates;

– sends the selected next hop back to NS-3 at each control epoch Tslot, where it is
applied as the forwarding decision for the corresponding packet.

Conceptually, the whole system can be viewed as a multi-agent reinforcement-
learning testbed for FANET routing: NS-3 provides a high-fidelity wireless networking
environment, and the Python RL layer provides flexible experimentation with learning
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algorithms and reward designs, as advocated in [44, 45]. DARA is thus implemented
as a distributed set of agents. Figure 6 depicts the complete simulation workflow
combining the ns-3 network model, the ns3-gym environment gateway, shared-memory
IPC, and the external Python RL agent responsible for executing the DARA logic.

5.1.2 Simulation Parameters and scenarios

For the performance evaluation we consider three simulations scenarios over a 2 km×
2 km area:

1. Scenario 1- Static load, moderate mobility: N = 30 LAPs, 2 HAPs, speeds
10–15 m/s.

2. Scenario 3-Bursty load, high mobility: N =40 LAPs, 2 HAPs, speeds 15–25
m/s, Poisson traffic bursts.

3. Scenario 4-Stress test (density): N=50 LAPs, 3 HAPs, speeds 15–20 m/s.

Each simulation runs for 600 s and is repeated with 10 independent random seeds.
Results report mean values and 95% confidence intervals. The performance of DARA
is compared with:

• AODV (reactive MANET protocol) [13],
• EMASS (heuristic clustering-based routing) [17],
• ESOFCluster (fuzzy-logic-based clustering) [18],

all implemented and reproduced from their referenced specifications.
Table 3 summarizes the key parameters used in the evaluation.

5.2 Performance Evaluation Metrics

To assess the effectiveness of the proposed DARA routing framework and to compare it
with classical and state-of-the-art FANET routing schemes, including AODV, EMASS,
and ESOFCluster, several widely adopted performance metrics are evaluated. These
metrics capture routing reliability, latency, energy efficiency, control overhead, and
learning behavior in highly dynamic aerial environments.

5.2.1 Packet Delivery Ratio (PDR)

Packet Delivery Ratio (PDR) is defined as the ratio of the total number of data packets
successfully received at the destination (HAP/HAP) to the total number of packets
generated by the UAV sources:

PDR =
Nrecv

Nsent

. (13)

A higher PDR indicates a more reliable routing protocol capable of maintaining
stable communication under high mobility and frequent topology changes, which are
typical characteristics of FANETs.

Figure 7 PDR achieved by DARA, AODV, EMASS, and ESOFCluster under
the three evaluated FANET scenarios. The results highlight the impact of mobility
intensity, traffic dynamics, and network density on end-to-end delivery reliability.
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Table 3 Simulation parameters for evaluating DARA in NS-3.

Parameter Value

Simulation area 2000 m× 2000 m

Number of LAP UAVs 30, 40, 50

Number of HAP UAVs 2, 3

Mobility model 3D Gauss–Markov

LAP speed 10–25 m/s

Altitude range 100–250 m

Initial energy per UAV E0 = 20,000 J

Energy model ns-3 BasicEnergySource

Wireless standard IEEE 802.11ac

Channel model Nakagami + Friis

Transmission range 300 m (LAP–LAP), 500 m (LAP–HAP)

Traffic model CBR (5 pkt/s), Poisson bursty

Packet size 512 bytes

Simulation time 600 s

Routing baselines AODV, EMASS, ESOFCluster

RL algorithm Q-Learning (distributed)

Learning rate η 0.1

Discount factor γ 0.9

Exploration decay λ 0.995

Control epoch Tslot 0.5 s

Reward weights Tuned by grid search

Random seeds 10 (95% CI)

In Scenario 1 , all protocols achieve relatively high PDR values due to the
limited topology variations. Nevertheless, DARA consistently outperforms the base-
line approaches, demonstrating that distributed RL enables more reliable next-hop
selection even under moderate network dynamics.

In Scenario 2, the packet delivery ratio (PDR) decreases for all evaluated proto-
cols due to recurrent link failures and variations in traffic load. This decline is especially
noticeable for AODV, as its flooding-based route discovery mechanism cannot effi-
ciently cope with rapid topology variations. Clustering approaches such as EMASS and
ESOFCluster perform better than AODV; however, their performance is still impacted
by cluster instability and the overhead generated by frequent cluster maintenance. In
comparison, DARA sustains a considerably higher PDR by dynamically adjusting its
forwarding decisions using only locally available information.

In Scenario 3, increased node density intensifies channel contention and interfer-
ence, further complicating reliable routing. Although hierarchical clustering mecha-
nisms offer certain scalability advantages, the concentration of traffic at cluster heads
and the rise in control overhead constrain the performance of EMASS and ESOF-
Cluster. DARA once more delivers the best PDR, highlighting its ability to operate
effectively in dense and highly dynamic FANET environments.
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Fig. 7 Packet Delivery Ratio (PDR) comparison of DARA, AODV, EMASS, and ESOFCluster
under the three FANET scenarios (mean ± 95% confidence interval).

Overall, the simulation results indicate that DARA consistently outperforms the
other protocols in terms of packet delivery. The improvement becomes more evi-
dent under conditions of high mobility and elevated node density, demonstrating the
strength of a fully distributed, clustering-independent reinforcement learning strategy
for FANET routing.

5.2.2 End-to-End Delay

End-to-end delay refers to the mean time a data packet takes to reach the destination
UAV after being transmitted by the source. This metric accounts for all intermediate
delays encountered along the path, including buffering time in queues, transmission
and propagation delays, processing time at each relay node, and any additional delay
caused by retransmissions. The average delay is calculated as follows:

Davg =
1

Nrecv

Nrecv∑

i=1

(
trecvi − tsendi

)
. (14)

Minimizing end-to-end delay is particularly important for delay-sensitive FANET sce-
narios, such as aerial surveillance, emergency and disaster operations, and real-time
monitoring tasks, where timely data delivery is critical.

Figure 8 presents the average end-to-end delay achieved by DARA, AODV,
EMASS, and ESOFCluster under the three considered FANET scenarios, expressed
as the mean delay with 95% confidence intervals over multiple simulation runs.
End-to-end delay is a critical performance indicator for FANET applications that
require timely data delivery, such as disaster monitoring, surveillance, and real-time
coordination.
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Fig. 8 Average end-to-end delay comparison of DARA, AODV, EMASS, and ESOFCluster under
the three FANET scenarios (mean ± 95% confidence interval).

In Scenario 1 , all evaluated protocols exhibit relatively low delay due to stable
connectivity and limited contention. Nevertheless, DARA consistently achieves the
lowest average delay among all approaches. This improvement is attributed to its
localized next-hop decision process, which avoids route discovery latency and reduces
queuing delay by selecting reliable and lightly loaded neighbors.

In Scenario 2 , the average delay increases significantly for all protocols as a result
of frequent link disruptions and traffic bursts. AODV experiences the highest delay,
mainly due to repeated flooding-based route discovery and buffering during route
reconstruction. Clustering-based protocols (EMASS and ESOFCluster) reduce delay
compared to AODV, but their performance is still affected by cluster maintenance
overhead and congestion at cluster heads. In contrast, DARA maintains substantially
lower delay by continuously adapting its forwarding decisions based on real-time local
observations, without relying on cluster reformation or centralized control.

In Scenario 3 , network contention and interference further exacerbate delay.
While hierarchical clustering provides partial scalability benefits, cluster-head bottle-
necks limit the performance of EMASS and ESOFCluster. DARA again demonstrates
the lowest delay, confirming its ability to distribute traffic efficiently and avoid localized
congestion in dense and highly dynamic FANET deployments.

Overall, the delay results consistently complement the PDR analysis. By combining
adaptive next-hop selection with congestion-aware and energy-aware learning, DARA
not only improves packet delivery reliability but also significantly reduces end-to-
end latency across all scenarios, particularly under high mobility and dense network
conditions.
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5.2.3 Throughput

Throughput measures the total amount of data successfully delivered to the destina-
tion per unit time and is defined as:

Throughput =

∑
Received data (bits)

Tsim

, (15)

where Tsim denotes the total simulation duration.
Higher throughput reflects better utilization of available wireless resources and

efficient routing decisions under dynamic network conditions.

Fig. 9 Throughput comparison of DARA, AODV, EMASS, and ESOFCluster under the three
FANET scenarios (mean ± 95% confidence interval).

Figure 9 illustrates the average throughput achieved by DARA, AODV, EMASS,
and ESOFCluster under the three evaluated FANET scenarios, expressed as the mean
throughput with 95% confidence intervals over multiple simulation runs. Throughput
reflects the effective utilization of available wireless resources and the ability of a
routing protocol to sustain high data rates under dynamic network conditions.

In Scenario 1 , all protocols achieve relatively high throughput due to stable links
and limited contention. Nevertheless, DARA consistently attains the highest through-
put, indicating efficient next-hop selection and effective exploitation of available
communication opportunities. Clustering-based protocols (EMASS and ESOFCluster)
perform better than AODV but are still constrained by cluster coordination overhead.

In Scenario 2 ,all protocols experience a reduction in throughput due to fre-
quent link disruptions and varying traffic conditions. The impact is most pronounced
for AODV, mainly because repeated route discovery procedures and packet losses
occur whenever the topology changes. EMASS and ESOFCluster alleviate this issue
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Fig. 10 Routing overhead comparison of DARA,AODV, EMASS and AODV under the three FANET
scenarios.

to some extent by relying on hierarchical structuring; however, their performance is
still constrained by cluster instability and traffic concentration at cluster heads.

By contrast, DARA preserves a noticeably higher throughput. Its ability to adjust
forwarding decisions dynamically and to spread traffic over more stable and less
congested links allows it to better cope with rapid network dynamics.

In Scenario 3 , network contention and interference further limit achievable
throughput. While clustering-based approaches benefit from reduced routing-table
size, their performance is bounded by cluster-head bottlenecks and increased control
traffic. DARA again demonstrates the highest throughput, confirming its ability to
scale effectively in dense FANET deployments by avoiding centralized coordination
and evenly distributing forwarding load.

Overall, the throughput results complement the PDR and end-to-end delay
analyses. By enabling decentralized, reinforcement-learning-based next-hop selection,
DARA not only improves delivery reliability and latency but also maximizes effective
network capacity across a wide range of FANET operating conditions.

5.2.4 Routing Overhead

Routing overhead quantifies the control cost incurred to establish and maintain routes.
It is defined as the ratio of the total number of control packets transmitted to the
number of successfully delivered data packets:

Overhead =
Ncontrol

Nrecv

. (16)

Lower routing overhead implies more efficient bandwidth usage, which is particu-
larly important in FANETs with limited channel capacity and high mobility. Figure 10
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compares the routing overhead of DARA with AODV, EMASS, and ESOFCluster
across the three considered FANET scenarios. The results clearly demonstrate that
DARA consistently incurs the lowest routing overhead in all scenarios, with narrow
confidence intervals that indicate stable control behavior even under high mobility and
node density.

In Scenario 1 , DARA reduces the routing overhead by more than 45% com-
pared to AODV and by over 55% compared to clustering-based approaches. This
improvement stems from the fully distributed next-hop decision-making process, which
eliminates both route-discovery flooding (AODV) and cluster maintenance signaling
(EMASS and ESOF).

In Scenario 2, under high mobility and bursty traffic conditions , the rout-
ing overhead of AODV increases sharply due to repeated route-request broadcasts,
while EMASS and ESOFCluster suffer from frequent re-clustering operations. In con-
trast, DARA adapts locally to topology changes through RL, avoiding global control
exchanges and maintaining a significantly lower overhead.

The stress-test scenario Scenario 3 further highlights the scalability limitations
of clustering-based routing, where cluster-head re-election and intra-cluster reporting
dominate the control traffic. DARA preserves a moderate and stable overhead growth,
confirming that the proposed free-clustering design effectively mitigates control-plane
congestion in dense FANET deployments.

Overall, these results confirm that DARA not only improves data-plane perfor-
mance but also significantly reduces control overhead, making it well suited for highly
dynamic and large-scale UAV networks.

5.2.5 Link Stability

Link stability measures the average duration for which a wireless link between two
UAVs remains available before breaking. It is typically derived from the observed
link expiration time (LET), which depends on relative mobility and signal strength
variations.

Stable links reduce route failures and retransmissions, leading to improved PDR
and reduced end-to-end delay. Figure 11 illustrates the average link holding time
achieved by DARA, AODV, EMASS, and ESOFCluster across the three FANET sce-
narios. The results demonstrate that DARA consistently maintains the most stable
links, with significantly higher link holding times and narrower confidence intervals.

In Scenario 1, DARA outperforms AODV by a substantial margin, indicating that
the RL–based next-hop selection effectively avoids rapidly degrading links. Clustering-
based approaches provide moderate improvements over AODV; however, their reliance
on cluster-head connectivity limits their stability gains.

Scenario 2, AODV’s link stability drops significantly because frequent route fail-
ures trigger repeated reactive repairs. EMASS and ESOFCluster also show shorter
link durations, mainly due to cluster-head mobility, which forces frequent re-clustering
operations. In comparison, DARA reacts to mobility changes at the local level,
enabling it to sustain more stable connections over time.

Scenario 3 emphasizes DARA’s scalability advantages. As network density
increases, clustering protocols struggle with unstable inter-cluster links and overloaded
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Fig. 11 Average link holding time with 95% confidence intervals under different FANET scenarios.

cluster heads. Meanwhile, DARA continues to maintain more reliable links by con-
stantly refining its forwarding decisions according to observed link quality and mobility
patterns..

Overall, the improved link stability achieved by DARA directly contributes to its
higher packet delivery ratio, lower end-to-end delay, and reduced routing overhead.
These results confirm the effectiveness of a fully distributed reinforcement learning
approach for adaptive routing in highly dynamic FANET scenarios.

5.2.6 Energy Consumption

The energy consumption metric quantifies the total energy expended by all UAVs
during packet transmission, reception, and control signaling throughout the simulation
time. It is computed as:

Etotal =

N∑

i=1

(
Etx

i + Erx
i + Ectrl

i

)
, (17)

where Etx
i , Erx

i , and Ectrl
i denote the energy consumed by UAV i for data transmission,

reception, and control packets, respectively.
The energy consumption shown in Fig. 12 represents the routing-related network

energy, defined as the cumulative energy consumed by all UAVs for routing operations
over the simulation duration. This metric does not include propulsion energy or idle
hardware consumption; instead, it focuses exclusively on the energy overhead induced
by the routing protocol itself.

Figure 12 compares the routing-related energy consumption of DARA with AODV,
EMASS, and ESOFCluster across the three FANET scenarios. The results show that
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Fig. 12 Routing-related energy consumption with 95% confidence intervals under different FANET
scenarios.

DARA consistently achieves the lowest routing energy consumption, with narrow con-
fidence intervals indicating stable energy behavior under varying mobility and density
conditions.

Scenario 1, DARA reduces routing energy consumption by approximately 25–30%
compared to AODV and by more than 35% compared to clustering-based proto-
cols. This improvement mainly results from avoiding route-discovery flooding and
eliminating the signaling overhead associated with cluster formation and maintenance.

Scenario 2, both AODV and clustering protocols show a significant rise in energy
consumption. Frequent link failures lead to repeated route recovery procedures, re-
clustering processes, and additional retransmissions, all of which increase power usage.
In contrast, DARA makes forwarding decisions locally through reinforcement learning,
enabling it to choose more stable next hops and minimize unnecessary control traffic
and retransmission costs.

Scenario 3, the scalability advantage of DARA becomes even more evident.
While EMASS and ESOFCluster experience cluster-head overload and uneven energy
depletion across nodes, DARA exhibits a more controlled increase in energy consump-
tion. This behavior reflects better load distribution and improved energy balancing
throughout the network.

Overall, the results demonstrate that DARA’s clustering-free and fully distributed
architecture effectively reduces routing-related energy overhead. This contributes to
longer network lifetime and enhances mission sustainability in highly dynamic FANET
environments.

5.3 Discussion

Table 4 summarizes the overall performance gains achieved by DARA relative to
classical MANET routing (AODV) and clustering-based approaches (EMASS and
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Table 4 Overall Performance Improvement of DARA Compared to Baseline Protocols

Metric vs. AODV (%) vs. EMASS (%) vs. ESOF (%)
Packet Delivery Ratio (PDR) ↑ 18–25% 10–15% 12–17%
End-to-End Delay ↓ 35–45% 20–30% 22–28%
Throughput ↑ 30–40% 18–25% 20–27%
Routing Overhead ↓ 45–55% 55–65% 50–60%
Routing Energy Consumption ↓ 25–35% 35–45% 30–40%
Link Stability (LHT) ↑ 35–45% 20–30% 22–28%

ESOF). The results confirm that the proposed free-clustering, distributed RL strat-
egy consistently improves reliability, latency, energy efficiency, and scalability across
all evaluated FANET scenarios.

The simulation results provide several important insights into the behavior of rout-
ing protocols in highly dynamic FANET environments and highlight the benefits and
limitations of the proposed DARA framework.

Impact of Free-Clustering Design:

A key finding of this study concerns the effect of removing clustering mechanisms
on overall network behavior. Clustering-based solutions such as EMASS and ESOF-
Cluster inherently generate additional control traffic due to processes like cluster-head
election, periodic re-clustering, and intra-cluster coordination. Although clustering
can enhance scalability in relatively stable network conditions, its overhead becomes
increasingly burdensome in environments characterized by high mobility and dense
deployments. This trend is clearly reflected in Scenarios 2 and 3, where routing
overhead and energy consumption rise significantly.

In contrast, DARA follows a clustering-free architecture. Each UAV independently
determines its next hop using locally gathered information combined with reinforce-
ment learning. By eliminating cluster formation and maintenance procedures, DARA
avoids the associated signaling costs. As a result, it achieves noticeably lower control
overhead and reduced energy expenditure related to routing operations.

The results indicate that removing clustering is not only practical but also advanta-
geous in highly dynamic FANET environments, where minimizing control complexity
directly improves overall network efficiency.

Effectiveness of Distributed RL:

The distributed reinforcement learning mechanism embedded in DARA is a key factor
behind its performance gains. Rather than depending on centralized coordination or
partial global knowledge, DARA allows each UAV to independently learn and refine
its forwarding strategy based solely on locally available information. This fully dis-
tributed design enhances scalability and increases robustness against node failures and
temporary link disruptions.

The improvements in packet delivery ratio and end-to-end delay can be directly
linked to this adaptive next-hop selection process. By continuously updating decisions
according to observed link quality, node mobility, residual energy, and congestion lev-
els, each UAV becomes capable of avoiding unreliable neighbors and overloaded relays.
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The resulting increase in link holding time across all scenarios clearly demonstrates
this adaptive behavior and helps explain the observed gains in reliability and latency
performance.

Scalability and Robustness under Mobility:

The stress-test scenario clearly illustrates the scalability strengths of DARA in dense
and highly mobile FANET environments. As the number of UAVs grows, traditional
MANET-based protocols such as AODV tend to generate excessive route discov-
ery traffic, leading to increased congestion and performance degradation. Similarly,
clustering-based schemes face frequent cluster-head reassignments and uneven energy
consumption, especially under rapid topology changes.

In contrast, DARA preserves stable performance even as network density increases.
Although routing overhead and energy usage rise slightly, the growth remains con-
trolled and moderate. This resilience is largely due to its fully decentralized structure
and reliance on local decision-making. By avoiding centralized coordination and
cluster-head dependencies, DARA eliminates control bottlenecks and reduces the
risk of single points of failure, enabling more consistent operation under challenging
mobility conditions.

Comparison with SDN and Centralized Approaches:

Although Software-Defined Networking (SDN) has been explored as a way to achieve
global route optimization in FANETs, its dependence on centralized controllers and
continuous state updates creates several practical challenges. The need for frequent
reporting and rule dissemination can introduce additional latency, limit scalability, and
expose the network to single points of failure. In highly dynamic aerial environments,
topology changes occur so rapidly that the global view maintained by the controller
may become outdated before updated routing decisions are enforced.

DARA addresses these issues by relocating intelligence to the network edge. Instead
of relying on centralized coordination, each UAV operates as an autonomous learning
agent capable of making forwarding decisions based on local observations. This enables
immediate adaptation to topology variations without waiting for global updates. Such
a distributed intelligence model is better suited to the operational realities of FANETs,
especially in time-critical contexts such as disaster management and mission-sensitive
deployments.

Limitations and Future Directions:

First, the reliance on tabular Q-learning can raise scalability concerns when the state
space becomes very large or when the network environment is highly heterogeneous.
In such cases, maintaining and updating Q-tables may become inefficient. Integrat-
ing function approximation techniques or adopting deep reinforcement learning could
improve generalization and adaptability, although this would introduce additional
computational and implementation complexity.

Second, the current reward formulation, although designed to reflect major rout-
ing objectives, depends on properly selected weight parameters to balance reliability,
delay, and energy efficiency. Achieving the right trade-off requires careful tuning.
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Future research could investigate adaptive weighting strategies or multi-objective opti-
mization frameworks to dynamically adjust the reward structure according to network
conditions.

Finally, the present evaluation assumes fully cooperative UAV behavior and
does not address adversarial scenarios or security vulnerabilities. Incorporating trust
management, attack resilience, or secure learning mechanisms would be a valuable
extension to enhance DARA’s applicability in mission-critical and potentially hostile
environments.

6 Conclusion

This contribution introduced DARA, a distributed agent RL framework for adap-
tive routing in Flying Ad-Hoc Networks. Unlike classical MANET-derived protocols
and clustering-based routing schemes, DARA eliminates the need for route discovery
flooding and cluster maintenance by enabling each UAV to autonomously select its
next hop using local observations and online RL.

Extensive simulations conducted in ns-3 under multiple FANET scenarios demon-
strated that DARA consistently outperforms AODV and state-of-the-art clustering-
based approaches such as EMASS and ESOF. The proposed approach achieves
higher packet delivery ratio and throughput, while significantly reducing end-to-end
delay, routing overhead, and routing-related energy consumption. Furthermore, DARA
exhibits superior link stability, confirming its robustness and scalability in highly
dynamic and dense UAV deployments.

The results validate the effectiveness of the free-clustering design and the dis-
tributed RL paradigm in addressing the unique challenges of FANET environments. By
pushing intelligence to the network edge and relying solely on local interactions, DARA
avoids the limitations of centralized and SDN-based solutions, including control-plane
bottlenecks and single points of failure.

Future work will focus on extending DARA with function approximation and deep
RL techniques to handle larger state spaces and heterogeneous UAV capabilities. Addi-
tional directions include incorporating security-aware learning mechanisms, evaluating
performance under adversarial conditions, and deploying the proposed framework on
real UAV platforms to assess its feasibility in real-world missions.
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