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Abstract

Artificial intelligence (AI) is increasingly used to automate the detection of autism spectrum dis-
order (ASD), yet most research still focuses on maximizing classification accuracy. This narrow
emphasis leaves a critical gap in the systematic synthesis of model explain-ability and algorith-
mic fairness, both essential for clinical adoption. Following PRISMA guidelines, this systematic
review examines Al-based ASD detection from three perspectives: (i) the use of explain-ability
techniques, (ii) performance gains from multi-modal fusion, and (iii) equity across demographic
subgroups. A comprehensive search of major databases (including PubMed, IEEE Xplore, Scopus
and the ACM Digital Library) yielded 10,117 records; after screening, 45 primary studies met
the inclusion criteria. Three findings emerge: (1) when data are reasonably harmonized, multi-
modal fusion (e.g., combining neuroimaging with phenotypic data) delivers accuracy gains of
roughly 10-25% over uni-modal approaches, but multi-site heterogeneity often diminishes these
benefits; (2) Explainable AT (XAI) appears in 71.1% of studies, yet methods such as SHAP and
Integrated Gradients are largely used to validate group-level biomarkers rather than to provide
actionable, patient level explanations required for clinical decision-making; and (3) despite grow-
ing awareness of algorithmic bias, only 40% of studies conduct formal fairness audits, leaving
underrepresented groups, especially women and racially diverse populations, at continued risk of
healthcare disparities. Overall, despite accuracy improvements, integration of explain-ability and
fairness remains nascent. We synthesize these insights into a framework that advocates a shift
toward human-centered Al, jointly addressing accuracy, explain-ability, and fairness to enable
clinically trustworthy and equitable translation.

Keywords: Autism Spectrum Disorder, ASD Detection, Artificial Intelligence, Explainable AT (XAI),
Algorithmic Fairness, Multi-modal Fusion, Systematic Literature Review, Clinical Translation, {MRI,
Diagnostic Bias

1 Introduction

1.1 Background on Autism Spectrum Disorder and Diagnostic Challenges

The complex neuro developmental disorder known as Autism Spectrum Disorder is typified by lim-
ited, repetitive patterns of behavior, interests, or activities as well as ongoing difficulties with social
communication and interaction [1], [2]. Its prevalence has dramatically increased globally, highlight-
ing the urgent need for effective and precise diagnostic tools [3], [4]. According to recent estimates, one
in every 100 children worldwide has been diagnosed with autism, which is a worrying increase in the
condition’s prevalence [5], [6]. The Autism Diagnostic Observation Schedule (ADOS) and the Autism



Diagnostic Interview-Revised (ADI-R) are two instruments used in behavioral observation and care-
giver interviews, which form the basis of the current diagnostic gold standard [7]. The drawbacks of
this process include its inherent subjectivity, time commitment, and need for highly

Table 1: List of Abbreviations

Term Description Explanation

ASD  Autism Spectrum A complicated neuro developmental disorder marked by restricted/repetitive
Disorder behaviors, difficulties interacting with others, and social communication.

ABIDE Autism Brain A sizable publicly accessible dataset of fMRI and sMRI brain scans from neuro
Imaging Data typical controls and people with ASD. well-known for having a strong male
Exchange bias.

ADHD Attention- A neuro developmental condition marked by impulsivity, hyperactivity, and
Deficit/Hyperactivitinattention. frequently employed as a comparison condition when evaluating
Disorder the specificity of models for ASD.

ADI-  Autism One of the gold-standard diagnostic criteria is a structured interview with a

R Diagnostic caregiver to evaluate behaviors associated with ASD.

Interview-
Revised

ADOS Autism Diagnos- The gold-standard diagnostic criteria for ASD include a semi-structured eval-
tic  Observation uation of play, social interaction, and communication.
Schedule

AQ-  Autism Spectrum A brief, self-administered test to check for characteristics linked to autism

10 Quotient (10-  spectrum disorders.
item)

AUC Area Under the A classification model performance metric that assesses the model’s capacity
Curve to discriminate between classes at all classification thresholds. shows the likeli-

hood that a random positive instance will be ranked higher by the model than
a random negative instance.

DMN Default Mode A vast brain network that is known to be active when an individual is not
Network paying attention to their environment. often recognized as a crucial biomarker

for ASD by XAI techniques.

DTI  Diffusion Tensor An MRI method that maps white matter tracts and structural connectivity by
Imaging measuring the diffusion of water molecules in brain tissue.

EEG Electroencephalographyechnique that uses electrodes applied to the scalp to record brain electrical

activity.

EHR  Electronic Health A digital copy of a patient’s paper chart that includes their medical history
Record and current treatments.

fMRI Functional Mag- An MRI method that uses blood flow changes to measure brain activity. While
netic Resonance the subject is at rest, rs-fMRI (resting-state) records activity.

Imaging

MRI  Magnetic Reso- A method of medical imaging that creates images of the body’s anatomy and
nance Imaging physiological functions.

PRISM Preferred Report- A minimal list of items supported by evidence that should be included in
ing Items for systematic reviews and meta-analyses. utilized as a guide for this paper’s
Systematic methodology.

Reviews and
Meta-Analyses

rs- Resting-State This kind of fMRI is used to investigate functional connectivity networks by

fMRI  Functional MRI measuring brain activity while the subject is not carrying out any specific task.

sMRI Structural Mag- An MRI method that produces high-resolution pictures of the anatomy of the

netic Resonance
Imaging

brain (e.g., gray matter, white matter volume).

skilled clinicians, which frequently results in waiting periods of a year or longer [8]. Given that
early intervention has been shown to significantly improve long-term outcomes, this delay is crucial



[9]. Consistent diagnosis is further complicated by the substantial phenotypic heterogeneity of ASD,
which causes presentations to differ greatly among people [10]. There is an immediate need for objec-
tive, scalable, and accurate diagnostic tools due to the combination of growing demand, diagnostic
complexity, and clinical subjectivity [11].

1.2 Abbreviation
The list of Abbreviation is given in table 1.

1.3 The Rise of AI in Neuro imaging and Behavioral Analysis

In computational psychiatry, Artificial Intelligence, especially Machine Learning and Deep Learning,
has become a disruptive force that presents a viable way to overcome these diagnostic limitations [12].
From analyzing single data sources to integrating multifaceted data, the field has rapidly changed
[13]. Early studies concentrated on finding biomarkers from uni modal neuro imaging data, such as
structural MRI (sMRI), which provides information about the anatomy of the brain, and resting-
state functional MRI (rs-fMRI), which records patterns of brain connectivity [14]. Research utilizing
these modalities has shown that AI can differentiate between people with ASD and neuro typical
controls with a respectable degree of accuracy [15]. At the same time, Al has been used to analyze
behavioral and phenotypic data, from automated speech and video analysis to standardized tests
such as the Autism Spectrum Quotient (AQ-10) [16]. The shift to multi modal AI, which aims to
combine these various data streams demographics, behavior, and neuro imaging into a single model,
has been the logical and potent next step [17]. The main theory is that these modalities offer a more
comprehensive understanding of the disorder by providing complementary information. For example,
behavioral scores can measure the practical effects of those neural differences, whereas fMRI may
show abnormal connectivity in the default mode network. The goal of this combination is to produce
a diagnostic system that is more reliable and accurate than the sum of its individual components.

1.4 The Critical Gaps: Uni modal Focus, ”Black-Box” Models, and
Algorithmic Bias

Notwithstanding this encouraging trend, the field of Al-driven ASD diagnosis is developing on a
shaky foundation, with three significant and related gaps posing a threat [18].

First, even though multi modal fusion is acknowledged as the way of the future, many studies are
still uni modal or concentrate on limited neuro imaging fusion (such as sMRI + fMRI) [19]. According
to our data, the selection of modalities is frequently not optimized for maximum complementarity,
even in cases where multi modal approaches are employed [20]. For instance, combining sMRI and
fMRI might only increase accuracy by about 2-4%, but combining neuro imaging with behavioral
data can increase accuracy by more than 10-20% [21]. There is disagreement in the field regarding
the best computational methods to fuse multi modal combinations and which combinations are the
most informative [22]. Second, the most potent Al models are frequently ”black boxes.” Advanced
deep learning systems can attain cutting-edge results (like 98% accuracy), but they don’t explain
how or why a diagnosis was made [23]. One of the main obstacles to clinical translation is this
explainability (XAI) issue [24]. Clinicians cannot rely on a decision they are unable to confirm.
Although techniques like SHAP and Integrated Gradients are starting to be used, their application is
still not common practice. These methods consistently implicate specific questionnaire items (A5, A8)
and regions such as the Posterior Cingulate Cortex (PCC) [25]. Without explainability, these models
are merely theoretical exercises that are unable to offer the personalized, actionable insights required
in a clinical context [26]. Third and perhaps most concerning the field shows a severe disregard for
algorithmic fairness. Sex, race, and ethnicity are known to have an impact on the prevalence and
presentation of ASD [27]. However, infamously biased datasets such as ABIDE, which is primarily
male and from high-income nations, are frequently used to train Al models. Only one primary study
actively measured and mitigated algorithmic bias, according to our analysis [28]. Most don’t do any
subgroup analysis, reporting aggregate accuracy blindly, which hides significant performance gaps for
underrepresented groups (e.g., ethnic minorities, women) [29]. Researchers run the risk of automating
and exacerbating already existing healthcare disparities by neglecting to audit for fairness, producing
tools that are accurate only for a privileged subset of the population [30]. This is not merely a technical
oversight but a critical ethical failure that threatens the equitable deployment of Al in medicine.



Figure 1 illustrates the study selection process following the PRISMA guidelines, which was conducted
as a key part of our Systematic Literature Review based on Kitchenham’s methodology.
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Fig. 1: Kitchenham’s SLR guidelines: A comprehensive methodology for identifying, evaluating, and
synthesizing relevant literature.

1.5 Research Questions

RQ1: How does multi-modal fusion of fMRI, behavioral, and demographic data improve ASD detec-
tion accuracy compared to single-modality models?

RQ2: Which brain regions and behavioral features most strongly drive the model’s predictions,
according to explainability methods (e.g., SHAP, DeepLIFT)?

RQ3: To what extent do current Al models for ASD detection address fairness and mitigate bias
across demographic subgroups (e.g., sex, age, ethnicity)?

1.6 Contributions

This systematic review aims to critically synthesize the current state of Al-driven automated detec-
tion of Autism Spectrum Disorder. In particular, we will evaluate the advancements made in creating
strong, multi-modal, explainable, and equitable frameworks. Therefore, our main goals are to:
Contribution 1: Determine which combinations of behavioral, demographic, and neuro-imaging
data work best together by quantitatively assessing the performance gains in classification accu-
racy, sensitivity, and specificity attained through multi-modal data fusion as opposed to uni-modal
approaches.
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Fig. 2: Resource Repositories for the Proposed Investigation: A Comprehensive Overview of Utilized
Libraries

Contribution 2: List and classify the explain-ability AT methods that are being used (such as SHAP,
LIME, and attention mechanisms) and compile the consensus regarding the key behavioral and neu-
rological traits that they believe are essential to classifying ASD.

Contribution 3: Look for clear bias mitigation strategies (such as adversarial debiasing and resam-
pling) and fairness considerations in the literature. Evaluate how studies handle socioeconomic, racial,
ethnic, and gender disparities in their datasets and models.

Contribution 4: Determine the most important unmet research needs and combine them into a
clear research road-map that will direct the creation of more open, equitable, and clinically useful Al
tools for diagnosing ASD.

Scope: Only studies that use machine learning or deep learning models for the classification of ASD
and include behavioral tests, demographic data, and/or neuro-imaging data (fMRI, sMRI, EEG) are
eligible for this review.

Figure 2 illustrates the scope of digital libraries and databases searched during the literature review
process.

1.7 Structure of the Study

The format of this report is as follows: The systematic methodology used for this review is described
in detail in chapter 2. The findings and synthesis of the included studies are presented in Chapter 3,
which is arranged according to the three research questions. Chapter 4 discusses the interpretation of
these findings, answers the research questions, and outlines the limitations of this review. Chapter 6
addresses the threats to validity of the paper. Chapter 7 discusses the move toward a human-centric
AT paradigm for ASD detection. Chapter 8 ends with a summary of the state of the field, a list of
the last research gaps, and a suggested framework for filling them.

2 Review Methodology

2.1 Systematic Review Protocol

The Preferred Reporting Items for Systematic Reviews and Meta-Analyses (PRISMA) guidelines were
strictly followed in the conduct of this systematic review [40]. In order to reduce bias and guarantee
a thorough, open, and repeatable search and synthesis of the body of research on Al-driven autism
spectrum disorder (ASD) detection, the protocol was created in advance.

2.2 RESEARCH OBJECTIVES

By pursuing the following research goals, this systematic review seeks to close important gaps in the
use of Artificial Intelligence for the detection of autism spectrum disorder:



Table 2: Overview of Recent Systematic Literature Reviews on Al in ASD Detection

Ref | Title Year | Focus

(31] | Fairness in Machine Learning for Healthcare: | 2024 | Examines fairness metrics and bias mitigation strategies in
A Systematic Review clinical machine learning models.

[32] | Multi-modal Fusion for Healthcare: A System- | 2024 | Examines fusion techniques for integrating various forms of
atic Review data in medical applications.

(33] | Ethical Considerations in the Application of | 2023 | Examines general ethical issues with AI for mental health,
Artificial Intelligence to Mental Health Care: such as bias and privacy.
A Systematic Review

(34] | Explainable Artificial Intelligence for Mental | 2023 | A thorough analysis of XAI methods and how they are used
Health through Transparency and Interpret- in mental health, including some ASD.
ability: A Systematic Review

[35] | Neuro-imaging in Autism Spectrum Disorder: | 2023 | Examines data-driven machine learning and deep learning
A Data-Driven Machine Learning Approach techniques, mostly used with neuro-imaging data related
to ASD.

[36] | Machine Learning for Autism Behavioral | 2023 | Examines how behavioral data (such as audio, video, and
Detection: A Systematic Review eye tracking) and machine learning are used to detect ASD.

[37] | A Comprehensive Survey on Autism Spec- | 2023 | Emphasizes the use of neuro-imaging data for ASD and the
trum Disorder Detection Using Machine technical performance of ML models.
Learning

[38] | A Systematic Review of Machine Learning | 2023 | Examines Al classification systems for a range of childhood
and Deep Learning Approaches for Mental mental illnesses, including ASD.
Disorder Diagnosis in Children

(39] | Automatic autism spectrum disorder detec- | 2022 | Examines Al-based diagnostic models with an emphasis on
tion using artificial intelligence: a systematic data modalities and performance.
review

¢ To determine the most complementary data combinations for precise ASD classification and to
systematically assess the performance improvements attained through multi-modal data fusion
comparing behavioral, demographic, and neuro-imaging (fMRI, sMRI) data against uni-modal
approaches.

e Synthesizing the most significant brain regions and behavioral characteristics found using tech-
niques like SHAP, LIME, and Integrated Gradients, and evaluating the current uptake and
methodological rigor of Explainable AI (XAI) approaches in ASD detection models.

e To assess reported discrepancies in model performance and audit the incorporation of fairness
considerations and bias mitigation techniques in current Al models for ASD detection, especially
across demographic subgroups (e.g., sex, age, ethnicity).

¢ To provide a framework for incorporating fairness, explainability, and accuracy into upcoming Al-
based ASD diagnostic tools in order to facilitate the deployment of models that are transparent,
equitable, and clinically actionable.

2.3 Research Questions

This systematic review is guided by the three specific research questions outlined in 1.5. These ques-
tions directly informed our search strategy, inclusion criteria, and data synthesis process described
in the following subsections.

2.4 Search Strategy

To address the topic’s interdisciplinary nature (computer science, engineering, medicine, and neuro-
science), a thorough literature search was conducted across four major electronic databases: PubMed
(for biomedical and clinical literature), IEEE Xplore (for engineering and technical computer science
literature), Scopus (for a broad multidisciplinary overview), and ACM Digital Library (for core com-
puter science and machine learning literature). Figure 2 illustrates the libraries used in the proposed
investigation. The search strategy employed a combination of keywords and controlled vocabulary
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Fig. 3: Year-wise distribution of selected studies from year 2017-2025.

terms (e.g., MeSH in PubMed) related to three core concepts: (1) Autism Spectrum Disorder, (2) Arti-

ficial Intelligence/Machine Learning, and (3) Key Data Modalities (Neuro-imaging, Behavioral data).

To ensure reproducibility, the complete search string used for PubMed is provided in 2.4.1, while

adapted strings for other databases followed the same logical structure. The search was restricted to

studies published between 2017 and 2025 to capture the most recent decade of rapid development in

explainable Al and deep learning. Table 2 shows existing SLRs and surveys on Al in ASD for context.
Figure 2 shows the libraries used in the proposed investigation.

2.4.1 Search Strings Used

The search strategy employed a combination of keywords and controlled vocabulary terms (e.g.,
MeSH in PubMed) related to three core concepts: (1) Autism Spectrum Disorder; (2) Artificial
Intelligence/Machine Learning; and (3) Key Data Modalities (Neuro-imaging, Behavioral data).
Each database’s final search strings were modified based on the following fundamental structure:

Search String (PubMed Example):

("Autism Spectrum Disorder"[MeSH Terms] OR

"Autism Spectrum Disorder"[Title/Abstract] OR

ASD[Title/Abstract] OR Autism*[Title/Abstract])

AND

("Machine Learning"[MeSH Terms] OR "Deep Learning"[MeSH Terms]
OR

"Artificial Intelligence"[MeSH Terms] OR "machine learning"[
Title/Abstract] OR

"deep learning"[Title/Abstract] OR "artificial intelligence"[
Title/Abstract] OR

classif*[Title/Abstract] OR predict*[Title/Abstract])

AND

("Magnetic Resonance Imaging"[MeSH Terms] OR "
Electroencephalography"[MeSH Terms] OR

fMRI[Title/Abstract] OR "functional MRI"[Title/Abstract] OR

"functional magnetic resonance"[Title/Abstract] OR "resting
state"[Title/Abstract] OR

rs-fMRI[Title/Abstract] OR neuroimaging[Title/Abstract] OR

"behavioral data"[Title/Abstract] OR phenotypic[Title/Abstract]
OR

demographic[Title/Abstract] OR multimodal [Title/Abstract])

Note: The above string utilizes PubMed-specific Medical Subject Headings (MeSH) and field tags.
Adapted search strings for IEEE Xplore, Scopus, and ACM Digital Library, which follow database-
specific syntazx, are provided in Supplementary Material S1.

2.5 Research Plan and Method

In order to guarantee a thorough, objective, and repeatable synthesis of the evidence, this systematic
literature review was carried out strictly in compliance with the established methodological guidelines



Table 3: Inclusion and Exclusion Criteria

Inclusion Criteria

1. Population: All ages, severities, and subtypes of human subjects with autism or autism spec-
trum disorder (ASD) are the focus. Typically developing controls (TDC) or a representative
sample of the general population must be included in comparison groups.

2. Intervention/AI Model: The main goal of the research was to create and/or validate a new
AT, ML, or DL model for the binary classification task of differentiating between people with
ASD and controls.

3. Data: At least one of the following data modalities was used: behavioral data (such as ADOS,
ADI-R, or AQ scores), demographic data (such as age, sex, or IQ scores), or neuroimaging (such
as fMRI, sMRI, DTI, or EEG). Multimodal fusion studies were given priority.

4. Study Design: Original research findings presented in primary research articles published in
conferences, peer-reviewed journals, or archives (e.g., arXiv, bioRxiv).

5. Language/Date: Published in the English language between 2017 and 2025.

Exclusion Criteria

1. Research that lacked a predictive ML /DL model and instead used only conventional statistical
analyses (such as group-level t-tests, ANOVA, and correlation). ASD versus control classification
was the sole focus.

2. Regression techniques (e.g., predicting SRS or SCQ scores), clustering or subtyping analyses
without a control group, and techniques for non-diagnostic tasks (e.g., NLP, forecasting).

3. Research based only on genetics, proteomics, metabolomics, or other molecular data without a
connection to the behavioral/neuroimaging phenotypes specified for inclusion.

4. Research where each group (ASD and control) has fewer than ten participants.

5. Papers published outside the year range 2017-2025 or not in English.

put forth by Kitchenham and Charters. Planning, carrying out, and reporting the review were the
three main stages of the process. In order to provide a clear framework for the entire study, the
research questions (RQ1-RQ3) were first developed. A thorough search strategy was then created
using customized search strings that were based on important population, intervention, and context
terms. These search strings were then used in a number of prominent digital libraries, such as IEEE
Xplore, Scopus, PubMed, and ACM Digital Library. Following retrieval, the articles were subjected
to a stringent multi-phase screening procedure in which titles, abstracts, and full texts were subjected
to predetermined inclusion and exclusion criteria in order to guarantee quality and relevance. After
the final 45 studies were chosen, methodological rigor was assessed through a quality assessment
phase that used a scoring system that was in line with the research questions. Figure 3 shows Year-
wise distribution of selected studies from year 2017 to 2025. Following a methodical process of data
extraction, both narrative analysis and structured tables were used to synthesize the main findings
thematically in order to answer each research question. From the first search to the last synthesis,
the entire procedure is visually recorded using a PRISMA flow diagram 4, guaranteeing transparency
and reproducibility.

2.6 Study Selection Criteria

In order to guarantee a thorough, objective, and superior synthesis of the evidence relevant to Al-
driven ASD detection, this Systematic Literature Review follows a strict set of inclusion and exclusion
criteria (outlined in Table 3).

Inclusion Criteria: Primary empirical studies that offer innovative AI, machine learning, or deep
learning models for the fundamental task of binary classification between people with Autism Spec-
trum Disorder and control groups were included. All human subjects, regardless of age, severity,
or ASD subtype, were considered. Studies were required to use at least one of the following data
modalities: neuro-imaging data (fMRI, sMRI, DTT, EEG), key demographic variables, or standard-
ized behavioral assessments (e.g., ADOS, ADI-R). Only peer-reviewed journal articles and conference
papers published in English between 2017 and 2025 were considered.

Exclusion Criteria: Publications that did not directly relate to the research question were method-
ically excluded. This included research using only conventional statistical techniques without a
predictive AT/ML model, studies relying solely on molecular data (genetics) without behavioral/neu-
roimaging links, and studies with fewer than ten participants per group. Secondary literature such as
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Fig. 4: The figure illustrates the complete PRISMA framework flow chart, detailing the process of
study identification, screening, eligibility assessment, and inclusion. Study selection was performed
by two independent reviewers, with conflicts resolved by consensus.

reviews, meta-analyses, editorials, books, and non-English publications were also rigorously filtered
out.

Table 4: Year-wise representations of selected
papers.

2017 2018 2019 2020 2021 2022 2023 2024 2025

[41] [42] [43] [44] [45] [46] [19] [47] (48]
[49] [50] [51] [52] [53] [54]
[55] (56] [19] [57] (58]
[59] [60] [61] [53] [62]
[63] [64] [65] [66]
[67] [68] [69]
[70] [71] [72]
[73] [74]
[75] [53] [76]
[61] [71] [77]
(78]
[79]
(80]

2.7 Study Selection Process
2.7.1 Flow Diagram (PRISMA)

The PRISMA flow diagram below provides a summary of the study selection procedure. It depicts the
process from the first records identification to the last study inclusion. Figure 4 illustrates the com-
plete PRISMA framework flow chart, detailing the process of study identification, screening, eligibility
assessment, and inclusion. Double-Coding Procedure: To ensure methodological rigor and mini-
mize selection bias, the study selection process was conducted using a double-coding approach. Two
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independent reviewers screened all retrieved records based on titles and abstracts against the inclu-
sion and exclusion criteria. Subsequently, the full texts of potentially eligible studies were also assessed
independently by both reviewers. Any disagreements or discrepancies between the two reviewers at
either stage were resolved through discussion and consensus. In cases where consensus could not be
reached, a third senior reviewer was consulted to make the final decision. This process ensured that
the final inclusion of the 45 studies was robust and unbiased.

2.7.2 Reasons for Exclusion

The following were the main grounds for disqualifying the 62 full-text articles that were evaluated
for eligibility:

¢ Pure statistical analysis, for example, is employed instead of a machine learning or deep learning
model.

e used data modalities that weren’t relevant (e.g., genetics-only studies without linking to neuro-
imaging/behavior).

e The article was either a meta-analysis or a review.

¢ Classification of ASD was not the main focus of the study.

¢ The study was a copy of another publication that was included.

¢ Not enough methodological information was given to extract pertinent data.

2.8 Data Extraction Strategy
2.8.1 Data Extraction Form

A standardized Microsoft Excel form was created by methodically extracting data from each of the
45 included studies. To guarantee consistency, the form was improved after being piloted on five
randomized studies. Figure 5 shows the distribution of articles by publisher. For every study, the
following information was extracted:

* Bibliographic Information: Author(s), publication year.

* Study Characteristics: Primary objective, dataset(s) used (e.g., ABIDE I/II, private cohort).

* Data Modalities: Specific modalities used (e.g., rs-fMRI, sMRI, DTI, ADOS scores, age, sex).

* Model Details: Machine learning/deep learning architecture(s) employed (e.g., SVM, CNN, GAN,
Transformer).

e Fusion Approach: Categorized as Data-Level, Feature-Level, Model-Level, Decision-Level, or
Hybrid fusion.

* Performance Metrics: Accuracy, AUC, Sensitivity, Specificity for both uni-modal (if available)
and multi-modal setups. Improvement (Percent) was calculated where possible.
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Fig. 6: Systematic screening of literature: Tripartite filtering approach based on title, abstract, and
full-text contents.

v

* Explainability (XAI): Methods used (e.g., SHAP, LIME, Integrated Gradients, Attention
Weights).

* Key Features: Brain regions and behavioral features identified as most influential.

e Fairness and Bias Analysis:

* Whether subgroup analysis was performed (Yes/No).

* Demographic subgroups analyzed (e.g., sex, age, site).

* Fairness metrics reported (e.g., Equalized Odds, Demographic Parity).

* Findings of any bias evaluation.

* Key Findings: The study’s own conclusions.

e Identified Research Gaps: Limitations and future directions stated by the authors.

To ensure accuracy and reduce errors, one reviewer carried out the extraction process and a second
reviewer cross verified it. Any disagreements were settled by discussion and consensus. Figure 6
shows Systematic screening of literature: Tripartite filtering approach based on title, abstract, and
full text contents. Figure 7 shows The retrieved literature comprises qualitative, quantitative, and
mixed-methods studies.

Quality Assessment and Risk of Bias

To ensure methodological rigor and align with best practices for diagnostic accuracy systematic
reviews, we assessed the risk of bias in the included studies using the QUADAS-2 (Quality Assess-
ment of Diagnostic Accuracy Studies) tool. This standardized instrument evaluates potential biases
across four key domains: (1) Patient Selection, (2) Index Test (the AI model), (3) Reference
Standard (e.g., ADOS, ADI-R), and (4) Flow and Timing.

Two independent reviewers assessed each of the 45 included studies against these domains, rating
them as having Low, High, or Unclear risk of bias. Unlike simple scoring systems, QUADAS-2 provides
a structured profile of bias sources.

Our re-evaluation revealed critical insights: while many studies performed well on the Reference
Standard domain (using gold-standard tools like ADOS), significant risks of bias were frequently
observed in Patient Selection (due to retrospective case-control designs and lack of consecutive sam-
pling) and Index Test (due to lack of blinding during model evaluation). Furthermore, concerns
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Table 5: Summary of Quality Assessment Results for Included Studies

Q1 Q2 Q3
Relevant=1 Relevant=1 Relevant=1
S.No | Ref Partially Partially Partially Total Score

Relevant=0.5 | Relevant=0.5 | Relevant=0.5

Irrelevant=0 Irrelevant=0 Irrelevant=0
1 53 1 1 1 3
2 52 1 1 1 3
3 43 1 1 1 3
4 46 1 1 1 3
5 81 1 1 1 3
6 41 1 1 1 3
7 71 1 1 1 3
8 82 1 1 1 3
9 56 1 1 1 3
10 49 1 1 1 3
11 59 1 1 1 3
12 83 1 1 1 3
13 60 1 1 1 3
14 62 1 1 0.5 2.5
15 19 1 0.5 1 2.5
16 57 1 0.5 1 2.5
17 42 1 1 0.5 2.5
18 45 0.5 1 1 2.5
19 80 0.5 1 1 2.5
20 74 0.5 1 1 2.5
21 67 1 1 0.5 2.5
22 44 0 1 1 2
23 19 0.5 0.5 1 2
24 54 1 1 0 2
25 72 1 1 0 2
26 50 0 1 1 2
27 78 0.5 0.5 1 2
28 79 1 1 0 2
29 70 0.5 0.5 1 2
30 47 0.5 0.5 0.5 1.5
31 82 1 0.5 0 1.5
32 71 0.5 1 0 1.5
33 73 0.5 0.5 0.5 1.5
34 77 0 0.5 1 1.5
35 75 0.5 0.5 0.5 1.5
36 51 0.5 0 0.5 1
37 53 1 0 0 1
38 69 0 1 0 1
39 68 0 0 1 1
40 61 0 0 1 1
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Fig. 7: The retrieved literature comprises qualitative, quantitative, and mixed-methods studies

Table 5: Summary of Quality Assessment Results for Included Studies

Q1 Q2 Q3
Relevant Relevant Relevant
S.No | Ref Partially Partially Partially Total Score
Relevant Relevant Relevant
Irrelevant Irrelevant Irrelevant
41 61 0 0 1 1
42 63 0.5 1 0.5 2
43 84 1 0 0 1
44 55 0.5 0.5 0 1
45 68 0 0.5 0 0.5

regarding Flow and Timing were noted in multi-site studies where not all participants received the
same reference standard. These findings highlight that while reported accuracies are promising, the
underlying methodological quality varies significantly, necessitating cautious interpretation of aggre-
gate performance metrics. A detailed summary of these domain-specific ratings is being finalized for
inclusion in the supplementary materials to ensure comprehensive transparency. ”To complement the
risk-of-bias assessment, we also evaluated the relevance of each study to our three specific research
questions (RQ1-RQ3) using a standardized scoring rubric. This ensured that our synthesis priori-
tized studies providing empirical evidence over those merely discussing concepts. The specific criteria
for assigning scores were as follows:

* Score 1 (Highly Relevant): The study provides direct, empirical data or quantitative results
that explicitly answer the research question (e.g., reports accuracy gains for multimodal fusion, lists
specific brain regions identified by XAI, or calculates formal fairness metrics across subgroups).

* Score 0.5 (Partially Relevant): The study addresses the topic conceptually or qualitatively but
lacks specific quantitative data, rigorous validation, or direct comparison required to fully answer
the research question (e.g., mentions fusion but provides no baseline comparison; uses XAl but
only shows group-level heatmaps without feature ranking).

* Score 0 (Irrelevant): The study does not address the specific research question, focuses on
unrelated modalities/tasks, or provides insufficient methodological detail to extract any meaningful
evidence.

Two independent reviewers applied this rubric to each of the 45 included studies. Disagreements
in scoring were resolved through discussion and consensus. These scores were summed to provide an
overall 'Relevance Index’ for each study, as presented in Table 5.
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2.9 Data Synthesis

The analysis of the most pertinent papers is methodically recorded and assessed after the thorough
search, screening, and quality assessment stages. Descriptive statistics, figures, and thematic tables
are used to summarize and concisely present the main conclusions from the entire process. This gives
a thorough overview of the evidence that was gathered and directly addresses the research questions.

e Figure 4 shows the PRISMA flow diagram, including the number of papers that were found,
screened, evaluated for eligibility, and ultimately added to the review, as well as the reasons why
some were left out at each step.

e Figure 3 shows trends in research output from 2017 to 2025, along with the annual distribution of
the included publications.

e Table 3 gives a detailed overview of the main features of the included studies, such as the models,
primary data modalities, reported performance metrics, and datasets used.

e Table 5 presents the results of the quality assessment, scoring each study from 0 to 3 based on its
relevance to the three primary research questions (RQ1-RQ3).

e Table 6 summarizes the evidence supporting RQ1 by quantitatively contrasting multi modal fusion
models’ performance metrics (such as accuracy and Fl-score) with industry-standard uni modal
benchmarks.

e Table 7 summarizes the evidence supporting RQ2, lists the Explainable AT (XAI) methods that
have been employed, and enumerates the most commonly found key characteristics (such as
particular ADOS items or sMRI brain regions) for the classification of ASD.

» Table 8 summarizes the documented biases (such as performance differences across demographics)
and the bias mitigation strategies used in the chosen literature in order to synthesize the evidence
for RQ3.

In order to identify strong evidence and enduring gaps in the search for explainable, equitable, and
multi modal AI frameworks for ASD detection, this structured approach to data synthesis guarantees
a transparent, repeatable, and comprehensive analysis of the current state-of-the-art.

3 Results

3.1 Overview of Included Studies

Forty five studies on Al-driven Autism Spectrum Disorder detection were thoroughly examined in
this review. The studies, which were published between 2017 and 2025, used a variety of deep learn-
ing and machine learning models on datasets that ranged from smaller, private cohorts to larger,
public repositories like ABIDE I and II. Neuro-imaging (rs-fMRI, sMRI, DTI), behavioral data (e.g.,
ADOS, AQ-10 scores), and demographic data were the main modalities examined. The three research
questions that direct this review are used to structure the synthesis that follows.

3.2 Synthesis Organized by Research Question
3.2.1 RQ1: Modalities and Fusion Techniques

Summary: The degree to which multi-modal fusion performed better than uni-modal methods
depended on how complementary the selected modalities were. The greatest improvements were
obtained by combining neuro-imaging with behavioral and demographic data.

Key Findings:

* High-Impact Fusion: The largest accuracy improvements (e.g., +23% by [62], +28% by
[52] and [45]) were achieved by fusing neuro-imaging (fMRI) with non-imaging data, such as
phenotypic/behavioral scores, highlighting their complementary value.

e Limited Complementarity: Fusion of similar neuro-imaging modalities (e.g., sMRI and rs-fMRI
[53]) showed modest gains ( 2%), suggesting significant informational overlap.

* Federated Learning Trade-off: [81] demonstrated a privacy performance trade-off, where a
federated learning model (73.52%) underperformed a centralized model trained on pooled data
(77.94%).
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Table 6: Comparative Performance

ASD Detection

of Multimodal Fusion Models vs. Single-Modality Baselines for

Ref | Modalities Fusion Model fMRI-only Multi. Acc. Improv. Key Findings Research Gaps
Approach Acc.

[47) EEG, INIRS, | Intermediate PLS, k-means, | N/R N/R N/A Multimodal MCN revealed | No fMRI or ADOS/SRS.
Vineland-3, (MCN) statistical test- unique neurovascular pat- | No classification accuracy
Demograph- ing terns and predicted future | metrics. Focus on predic-
ics behavioral development | tion, not diagnosis.

(61.76% variance).

[62] rs-fMRI, Phe- | Intermediate CNN-BiLSTM | ~70% 0.93 ~23% Multimodal ~ fusion ~ with | Lacks an ablation study on

notypic Data (Feature-level) with Attention an attention mechanism | phenotypic data contribu-
achieved state-of-the-art | tion and rigorous fairness
accuracy (93%), precision | testing across demographic
(90%), and recall (93%). subgroups.

(53] sMRI, rs- | Intermediate FR-NN + C- | 83% (AUC: | 8% (AUC: | ~2% Multimodal  joint fusion | Modest gains over fMRI-

fMRI (Joint fusion) NN 0.76) 0.78) outperformed single modal- | only. No phenotypic data.
ity; identified DMN and | Heterogeneity of ASD not
Social Brain regions as key | fully addressed.
biomarkers.

[85] rs-fMRI, DTI | Late fusion | GAT + Gra- | 78%, 75% 0.89 ~11-14% Combining structural and | Lack of interpretability on

(ensemble) dient Boosting functional connectivity fea- | DTT vs fMRI contribution;
Ensemble tures significantly improved | no ablation on fusion strat-
ASD classification. egy; no external validation.

[51] T1-weighted Feature-level ML; VGGI16 | 55% N/A +11% Using features from corpus | Unimodal (sMRI only).

sMRI (Anatomic) (TL) callosum with feature selec- | Performance is limited
tion improved ML model | (~66%). Suggests future
performance. multi-modal fusion.

[44] N/A N/A Hopfield N/A N/A N/A ASD models place more | Future research should

Networks, emphasis on E/I imbalance | embrace multifinality,
Feed-Forward or aberrant precision, while | developmental dynamics,
NN, SOMs, SZ models frequently rely on | self-related disorders, and
CNNs, Spiking dysconnection or E/I imbal- | embodied ANN architec-
NN, RNNs ance. A common framework | tures, as current models
(MTRNN, for both disorders is offered | reduce ASD to a single
S-CTRNN), by predictive coding. symptom.

Bayesian/Pre-

dictive Coding

(Review)

[19] fMRI, sMRI, | Data-driven, Blind:  JICA, | N/A :90%  (Best | Significant Compared to unimodal | For conditions like

dMRI, EEG Multivariate mCCA, reported, SZ | (vs uni- | approaches, multimodal | depression and ADHD,
mCCA+jICA, vs HC) modal) fusion consistently offers | performance may be poor
IVA, Linked greater ability to distin- | in large samples. Clin-
ICA Semi- guish between psychiatric | ical translation, model
blind:  pICA, disorders. It shows strong, | interpretability, and data
mCCAR+jICA, repeatable covarying pat- | harmonization are among
pICA-R terns of brain structure and | the difficulties. Future
function that are connected | research must develop
to cognition, symptoms, and | N-way and deep learning
genetics (e.g., fronto-limbic- | fusion, integrate genetics
striatal circuits in SZ). and environment, and cre-
ate personalized predictive

models.

[52] Neuroimaging | Data-level and | CNN,  DNN, | 70-76% (Avg. | Up to | Significant Achieving high accuracy | Model interpretability,
(fMRI, Feature-level GCN, RNN, | fMRI-only) 98.2% (Best | (e.g., +22% | in early ASD detection | generalizability across
sMRI, EEG), Hybrid Models reported) to +28%) requires integrating sev- | populations, lack of lon-
senetics, eral modalities, including | gitudinal studies, limited
Behavioral neuroimaging, genetic, and | multimodal datasets, and
(Eye- behavioral. Complex pat- | the requirement for clinical
tracking, terns from these various | translation and validation.
Speech, data sources can be effec-

Facial) tively analyzed by deep
learning  models  (CNN,
DNN, and GCN).

[43] Resting-state | Feature-level ASD-DiagNet: 70.3% (Whole | N/A (Uni- | 4.90% On the extensive, multi-site | Only fMRI data is used
fMRI (rs- | (Joint Learn- | Hybrid ABIDE I) modal) ABIDE I dataset, a hybrid | in the study. The diffi-
fMRI) ing) Autoencoder model (autoencoder + SLP) | culty of data heterogene-

+ Single Layer trained in tandem on highly | ity is highlighted by the

Perceptron correlated /anti-correlated notable differences in per-

(SLP) functional connections from | formance between various
fMRI achieved state-of-the- | imaging sites (e.g., 48.6%
art accuracy. Results were | to 82%). The study rec-
enhanced by a novel data | ommends that in order
augmentation technique | to further increase accu-
that used EROS similarity | racy and address site-wise
and linear interpolation, | variability, future research
particularly on  smaller | should combine structural
single-site datasets. Com- | and phenotypic data with
pared to similar models, the | functional data.
method was substantially
faster (40 min vs. 6-7 hours).

e Uni-modal Limitations: Uni-modal studies, even with advanced augmentation ([57]), appear to
be approaching a performance ceiling, underscoring the necessity of multi-modal approaches for
further gains.

Figure 8 presents a comparative analysis of multimodal fusion models versus single-modality
baselines for ASD detection across the included studies.
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Table 6: Comparative Performance of Multi-modal Fusion Models vs. Single-Modality Baselines for
ASD Detection (continued...)

Ref | Modalities Fusion Model fMRI-only Multi. Acc. Improv. Key Findings Research Gaps
Approach Acc.

[19] fMRI, sMRI, | Review of | Various (e.g., | Not Provided | Not Provided | Significant The data-driven  fusion | Clinical translation chal-
dMRI, EEG, | Feature- ICA, CCA, | (Review) (Qualita- methods  (JICA, mCCA, | lenges for multi-modal
Genetics, level and | IVA, Deep tive) pICA, and IVA) for locating | fusion include managing
Phenotypes Model-level Learning) trustworthy multi-modal | high-dimensional non-

(Symmetric) biomarkers in ASD, depres- | linear relationships, data
sion, and schizophrenia are | heterogeneity, and perfor-
highlighted in this review. | mance decline in larger
By combining deep learn- | samples. Improved inter-
ing and semi-blind models, | pret ability is necessary for
multi-modal fusion improves | deep learning techniques
diagnostic differentiation | to guarantee dependability
and uncovers hidden mech- | and clinical credibility.
anisms, outperforming
uni-modal analyses.

[54] Demographic | Feature-level ABS-BiLSTM N/A (Not | 99.2% Significant ABM-2DCNN-GRU for | Instead of wusing neu-
Data (Ques- | and Model- | + ABM- | fMRI) facial features and ABS- | roimaging (fMRI, sMRI,
tionnaire), level (MFB | 2DCNN-GRU BiLSTM for demographic | dMRI), the study uses
Facial Images | Pooling) + MFB data were combined in a | questionnaires and facial

+ AlexNet novel multimodal frame- | images. To create more

(MAF) work. The two were fused | thorough, broadly appli-
via  MFB pooling and | cable models, future
classified using AlexNet’s | research should integrate
Multi-Activation Function. | speech, behavioral, and
With important features | neuroimaging data. Addi-
like  questionnaire items | tionally, overfitting may be
(A10, A1, and A9) and | the cause of the reported
eye-tracking/facial metrics | high accuracy, which calls
(image coverage, refixation), | for confirmation on bigger,
it was able to predict ASD | more varied datasets.
with 99.2% accuracy. It con-
tinued to perform well at 6-,
12-, and 24-month intervals.

[57] rs-fMRI Data-level GARL  (Info- | 0.7692 (DNN | N/A (rs-fMRI | 10.38% vs | GAN-based augmentation | The study doesn’t use any
(GAN Aug- | GAN + DQN) | baseline) only) DNN base- | and DQN were combined | other modalities; it only
mentation) and line in a novel GARL frame- | uses r1s-fMRI. Potential
Model-level work to diagnose ASD on | bias from synthetic data,
(GARL) ABIDE I and II. The full | GAN instability, high

GARL model outperformed | computational cost, and
CNN-LSTM  with 87.3% | limited interpretability
accuracy, 91.6% sensitiv- | are some of the limita-
ity, and 86.5% specificity, | tions. In order to overcome
while InfoGAN significantly | demographic bias, future
improved baseline models | research should investi-
(SVM, RF, XGB, LGBM, | gate multimodal fusion,
and DNN). This method | increase interpretability,
addresses the problem of | optimize efficiency for
sparse neuroimaging data. clinical use, and validate
on bigger, more varied
datasets.

[53] sMRI, rs- | Joint  Fusion | Custom DNN | 0.83 (AUC: | 0.85 (AUC: | 24% accu- | SMRI and rs-fMRI were | The study’s applicability
fMRI (Feature-level) | (FR-NN + C- | 0.76) 0.78) racy, +2.6% | combined in a joint fusion | to females with ASD is

NN) AUC  (vs. | model that used C-NN for | limited by its exclusive
fMRI-only) classification and FR-NN | focus on male partici-
for feature reduction. When | pants. Other modalities
NeuroHarmonize was used | (behavioral, genetic, and

on ABIDE I and II (1383 | demographic) that might

males), it outperformed | improve performance and

unimodal sMRI (0.66) and | capture heterogeneity are

fMRI (0.76), achieving an | not included. The deep

AUC of 0.78. SHAP con- | learning model is still a

firmed the complementary | “black box” despite SHAP

roles of the Default Mode | analysis, which makes it

Network and Social Brain | difficult to interpret clini-

regions by  highlighting | cally, and the case-control

important features in these | design might ignore the

regions. inherent heterogeneity of

ASD.

[46] rs-fMRI, Meta-Analysis SVM, ANN, | Sens: 72.8%, | Sens: 84.7%, | 11.9% Sens, | SVM performed best | Dependency on the
sMRI, Pheno- | (Systematic RF, etc Spec:  73.9% | Spec: 81.0% | +7.1% Spec | (76.3%/77.5%), according | ABIDE  dataset, geo-
typic Review) (rs-fMRI (rs-fMRI  + to this meta-analysis of | graphic bias toward

only) other data) 55 studies, while rs-fMRI | affluent countries, and
classifiers had 73.8% sensi- | inadequate demographic
tivity and 74.8% specificity. | reporting are the main
Sensitivity was increased to | problems with current

84.7% through multimodal
fusion with sMRI and phe-
notypic data. Except for
ANNs, which scaled better
with data, larger samples
generally resulted in lower
performance.

models. Diverse datasets,
multimodal fusion, exter-
nal validation, and
involving younger popula-
tions are all necessary for
increased robustness.

16




Table 6: Comparative Performance of Multi-modal Fusion Models vs. Single-Modality Baselines for
ASD Detection (continued...)

Ref | Modalities Fusion Model fMRI-only Multi. Acc. Improv. Key Findings Research Gaps
Approach Acc.

[48] Facial Images | Data-level VGG19 (Pro- | N/A (Facial | N/A (Facial | Outperforms | Facial images were subjected | Reliance on the Kaggle
(Augmen- posed) Images only) Images only) SOTA to a deep learning frame- | ASD facial dataset, which
tation) and (98.2%  vs. | work that used pre-trained | has limited generalizabil-
Model-level 95% max) CNNs (VGG16, VGGI19, | ity and lacks demographic
(Transfer InceptionV3, VGGFace, | diversity, is one of the
Learning) MobileNet) to detect ASD. | study’s limitations. It

On the Kaggle dataset, the | ignores behavioral and
optimized VGG19 model | neuroimaging data due
had an accuracy of 98.2%. | to its unimodal focus on
LIME identified the mouth | facial images. Multimodal
and eyes as important pre- | fusion, bigger and more
dictive regions that were in | varied datasets, and clin-
line with clinical markers. ical validation of facial
biomarkers ~ should  be
the main focus of future
research.

[81] rs-fMRI Model-level FedHNN 68.8% (Avg. | 73.52% +4.72% suggested FedHNN, a fed- | FedHNN performed worse
(AAL, HO, | (Hypergraph (Hypergraph Single-site) (FedHNN) Accuracy erated learning framework | than the centralized model
CC200), Phe- | Fusion) and | NN) (vs. avg. | that integrates multi-site rs- | (73.5% vs. 77.9%) while
notypic (FIQ, | System-level single-site) fMRI and phenotypic data | maintaining privacy, which
VIQ, PIQ, | (Federated without sharing raw data | was indicative of inefficien-
Age, Sex) Learning) by utilizing Hypergraph | cies in communication and

Neural Networks. The pri- | aggregation. Only four
vacy-performance trade-off | ABIDE sites (449 subjects)
was highlighted by the fact | were included in the study.
that  multimodal  fusion | Future research should
performed better than uni- | include more modalities,
modal models and FedHNN | scale to larger multi-site
(accuracy of 73.5%) outper- | datasets, and enhance fed-
formed single-site models | erated aggregation.
( 68.8%) but was not as
good as a centralized pooled
model (77.9%).
Improvement in ASD Detection Accuracy Achieved Through Multimodal Data Fusion
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and single-modality baselines for ASD detection

3.2.2 RQ2: Explainability Methods and Key Features

Summary: Even though Explainable Al is not yet widely used, studies that have used it have found
features that are consistently neurologically and behaviorally plausible, bridging the gap between
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model predictions and clinical knowledge.

Table 7: Top Influential Features for ASD Prediction Identified by SHAP and DeepLIFT Analysis

Ref | Modality Model Used XAI Method | Key Brain | Key Influ- | Notes / Context Research Gaps
Region ential
Behavioral

[41] rs-fMRI SVM, RF, NB, | Statistical When com- | N/A (The | SHAP, a common explain- | The study’s modest accu-
(Dynamic MLP Group Analysis | pared to | study  used | ability method, was mnot | racy (65%) is below clini-
FC) (pi0.05 uncor- | neurotypi- only imag- | used in this study. Rather, | cal utility, highlighting the

rected) cal controls, | ing data, no | before training the model, | need for better modeling
patients behavioral it employed statistical tests | or multi-modal integration.
with ASD | features) (t-tests, pj0.05 uncorrected) | Uncorrected p-values lim-
exhibited on the input features (node | ited statistical rigor and
notice- variability) to determine | increased the risk of false-
ably  higher which regions were signif- | positive results. Due to the
functional icantly different between | absence of model explain-
connectivity groups. These areas were | ability techniques (such as
variability primarily found in the | SHAP and LIME) and the
within the somatomotor and DMN | omission of behavioral or
Sensorimotor networks. phenotypic data that could
and  Default improve performance, inter-
Mode Net- pretability remained low.
works.

[42] Task-fMRI 2-Channel Frequency- Task-fMRI: The task- | In addition to the classifi- | The explanation method’s
and rs-fMRI Convolutional normalized ASD showed | fMRI was a | cation, the study’s primary | dependence on sampling,

3D DNN | prediction dif- | DMN/sen- "biopoint” contribution is the novel | correlation, and weighting
(2CC3D) ference analysis | sorimotor task  (view- | explainability method itself, | makes it extremely com-
with statistical | hypercon- ing biological | which employs a two-stage | putationally demanding.
testing  (JSD, | nectivity; motion). procedure: 1) train an accu- | Because it relies on align-
Wilcoxon) controls Task context | rate classifier, 2) interpret it | ment with previous research
showed visual | influenced using an advanced input cor- | and activation maps rather
activation. the biomark- | ruption and statistical anal- | than ground-truth biomark-
rs-fMRI: ASD | ers found | ysis pipeline. ers, validation is limited.
linked to | (e.g., visual Furthermore, the discov-
emotion/- regions). ered biomarkers might be
movement model-specific, which raises
regions; questions about whether
controls they are artifacts of the
to execu- trained DNN or gener-
tive/language alizable  across  various
areas. architectures.

[72] rs-fMRI Spatiotemporal | Integrated Default The study is | Prior to implementing xAI | Clinical insights are sec-
(Dynamic DNN (stDNN) | Gradients (IG), | Mode  Net- | focused  on | techniques on actual clini- | ondary to the study’s
FC) DeepLIFT, work (DMN), | identifying cal data, the study’s rig- | primary computational

Input X Gradi- | specifically neurobi- orous, multi-scale validation | focus, which is a validation
ent (IXG) the bilateral | ological framework (RNN and bio- | framework for explainable
Posterior Cin- | biomarkers physical TVB simulations | Al techniques. Furthermore,
gulate Cortex | (E/I  imbal- | with human/mouse connec- | rather than being measured
(PCC)  and | ance) rather | tomes) is its main innova- | directly using modalities like
right Pre- | than behav- | tion. It was discovered that | MRS, the relationship to
cuneus. ioral features. | guided backpropagation was | excitation/inhibition (E/I)
unreliable. imbalance in the ABIDE
dataset is inferred indirectly
through computational con-
vergence with simulations.

[71] rs-fMRI Stacked Sparse | Integrated Primary N/A  (Focus | Focused on thorough pre- | Comorbidities and the het-
(Functional Autoencoder Gradients, Visual Cortex | on neu- | processing (Framewise | erogeneity within ASD may
Connectivity) | (SSAE) + Soft- | DeepLIFT, (Brodmann roimaging Displacement filtering) and | be overlooked by the model’s

max GradientShap Area 17 - Cal- | biomarkers) feature selection (SVM- | binary classification of ASD
(Benchmarked carine Sulcus, RFE) to achieve extremely | vs. control. Even though it
via ROAR) Cuneus), Sec- high  accuracy  (98.2%). | performed well on ABIDE,
ondary Visual The methodical bench- | its generalizability is still
Cortex (BA marking of xAl techniques | unknown in the absence
18), Angular for fMRI using the ROAR | of validation on separate,
Gyrus  (BA framework, which identified | prospectively gathered, and
39), Auditory gradient-based  techniques | more varied datasets. More-
Cortex (BA (like Integrated Gradients) | over, the explanation frame-
41/42). as the most dependable, is a | work is limited to biomark-
significant contribution. ers at the group level and is
not yet able to provide the
significance of individual-
level features for tailored
clinical insights.

Key Findings:

¢ Convergence on Biomarkers: A strong consensus emerged from XAI studies, implicating dys-
function in the Default Mode Network (DMN), particularly the Posterior Cingulate Cortex (PCC)
and Precuneus, as a core neural biomarker for ASD.
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Table 7: Top Influential Features for ASD Prediction Identified by SHAP and DeepLIFT Analysis

(continued...)
Ref | Modality Model Used XAI Method | Key Brain | Key Influ- | Notes / Context Research Gaps
Region ential
Behavioral

[53] sMRI and rs- | Multi-input SHAP (Shapley | DMN: Mid- | N/A (Focus | The main contribution is the | By assuming that group
fMRI (Multi- | DNN (Joint | Additive exPla- | dle Temporal | on neu- | application of a joint fusion | averages are representative
modal) Fusion) nations) Gyrus, Angu- | roimaging deep learning method that | of the total population,

lar Gyrus, | biomarkers) outperforms single-modality | the  case-control  design
Posterior models by co-learning | obscures the heterogeneity
Cingulate from structural and func- | of ASD. Generalizability to
Cortex. Brain tional MRI data. In order | females is limited by the
areas:  Infe- to reduce scanner-related | study’s male-only cohort
rior  Frontal batch effects, the study | (ages 5-40). Although per-
Gyrus, highlights the significance of | formance was enhanced
Superior data harmonization (using | by multimodal fusion, the
Tempo- NeuroHarmonize) across 35 | obtained AUC of 0.78 is still
ral,Gyrus, sites in the ABIDE I and IT | moderate and below the
Tempo- datasets. cutoff point for clinical use.
ral Pole,

Fusiform

Gyrus.

[69] Review N/A  (Review | Inherent Model | N/A Social Inter- | This review highlights the | The review’s narrow focus
(Focus: of Rule-Based | Interpretability action Cues, | clinical utility of clear ”if- | on rule-based models pre-
Behavioral) Classifiers: (Rule Extrac- Communica- then” rules while examin- | vents it from analyzing

DT, RIPPER, | tion) tion Patterns, | ing interpretable machine | comparative studies and
CAR, Fuzzy Repetitive learning models (such as | ignores black-box  tech-
Rules) Behaviors, Decision Trees and RIP- | niques. Its applicability is
Restricted PER) for ASD detection | limited because it recog-
(as | from behavioral data. It pro- | nizes data heterogeneity as
by | motes hybrid strategies that | a barrier but provides no
DSM-5 crite- | blend deep learning’s predic- | workable solutions.
ria) tive power with rule-based
explain-ability.

[73] Behavioral Neural Net- | PFI, LIME, | N/A (Imag- | Behavioral A preprocessing and XAI | The study’s small dataset
(Clinical/Sur- | work (NNET), | SHAP ing data not | Indicators pipeline (PFI, LIME, | might not fully represent
vey) XGBoost, used) (A1-A10), SHAP) for diagnosing ASD | the diversity of ASD, which

GBM (Also AQ10 Score | from behavioral data is pre- | would limit its generalizabil-
tested: RF, (Demo- sented in this study. With | ity. While NNET’s perfect
SVM, C5.0, graphics like | behavioral features (such | accuracy points to overfit-
k-NN, Logistic ethnicity and | as AQ-10 items) outweigh- | ting, class imbalance ham-
Regression) family his- | ing demographic factors in | pered k-NN and C5.0. Per-
tory were less | decision-making, a NNET | formance may have been
influential model  achieved perfect | limited by the use of R (as
than  behav- | accuracy (1.0). opposed to Python), which
ioral traits) limited access to sophisti-
cated deep learning tools.

[71] Neuroimaging | Stacked Sparse | Integrated Primary N/A  (Focus | This study uses fMRI to | It’s possible that the

(rs-fMRI) Autoencoder Gradients, Visual ~ Cor- | on neu- | identify neurobiological | study’s binary classifica-
(SSAE)  with | DeepLift, tex (BA 17), | roimaging biomarkers of ASD with | tion of ASD wvs. control
Softmax Clas- | SHAP, LIME, | Cuneus, Sec- | biomarkers) state-of-the-art accuracy | represents  general neu-
sifier ROAR Bench- | ondary Visual (98.2%). The most depend- | rodivergence rather than
mark Cortex (BA able XAI technique was | patterns unique to ASD.
18), Angular Integrated Gradients, which | Reliance on the ABIDE
Gyrus, Audi- continuously identified | dataset, which is ethnically
tory  Cortex visual processing areas (like | homogeneous, restricts gen-
(BA 41/42) the Calcarine Sulcus) as a | eralizability and runs the
central,  severity-invariant | risk of sustaining health-
neural signature. This was | care disparities. For clinical
backed by genetic data, | translation, individual-level
demonstrating the biologi- | interpretability and varied
cal validity of the method. validation must be given top
priority in future research.

[82] Neuroimaging | HB-DFL (Deep | Deep Symbolic | Default N/A (Focus | This study reveals pat- | This study is restricted

(rs-fMRI) Factor Learn- | Regression, Mode Net- | on neu- | terns associated with | to the KKI dataset and
ing on a Hilbert | Brain Net- | work (DMN), | roimaging ASD, including between- | provides a theoretical frame-
Basis tensor) work Analysis | Visual Net- | dynamics) network  over-connectivity | work for dynamic fMRI
(Mutual Infor- | work (VN), and DMN/visual network | interpretation instead of
mation) Auditory Net- under-connectivity, by com- | direct clinical application.
work  (AN), bining tensor factorization | Even though the derived
Somatomo- and symbolic regression to | formulas are accurate, they
tor Network extract interpretable formu- | need to be simplified for
(SMN), las from fMRI data. practical use because they
Angular are excessively complicated.
Gyrus, Insula

¢ Behavioral Feature Importance: For models using questionnaires, specific items from the AQ-
10 (e.g., A5, A8, A4) were consistently identified as the most influential drivers of prediction,
offering transparency into the model’s decision-making process.

* Benchmarking XATI: [71] provided a crucial contribution by rigorously benchmarking X AT meth-
ods for fMRI, identifying Integrated Gradients as among the most reliable, which helps standardize
future practice.

19



Table 7: Top Influential Features for ASD Prediction Identified by SHAP and DeepLIFT Analysis

(continued...)
Ref | Modality Model Used XAI Method | Key Brain | Key Influ- | Notes / Context Research Gaps
Region ential
Behavioral

[50] Review Paper | Covers mul- | (Comprehensive | Varies by | Varies by | In addition to covering a | In summarizing XAI in
(Covers mul- | tiple models, | taxonomy Study (e.g., | Study (e.g., | variety of modalities (brain | medical AI, this review
tiple modali- | e.g., CNNs, U- | and review | Tumor Microa- MRI, retinal, breast, CT, X- | highlights the prevalence of
ties) Net, Hybrids of methods: | regions in | neurysms ray, and skin), this paper | post-hoc methods used with

Attribution- brain  MRI, | in retina, | offers a thorough taxon- | black-box models, which
based (e.g., | Lesions in | Sphericity omy of methods (model- | might not accurately repre-
LRP, Grad- | retinal OCT, | in liver CT | specific/agnostic, global/lo- | sent reasoning. In addition
CAM, IG, | Mass  edges | tumors, Skin | cal). Instead of presenting | to pointing out a signifi-
SHAP), Non- | in  mammo- | lesion bor- | results from a single model, | cant flaw in the qualitative
Attribution- grams) ders) its value is in defining impor- | validation of clinical trust
based (e.g., tant challenges and future | and utility, it notes that
Attention, directions and synthesizing | although local explanations
Concept  Vec- state-of-the-art approaches. are prevalent, global model
tors, TCAV)) interpretability is still diffi-
cult.

[56] Resting-state Spatiotemporal | Integrated Gra- | Posterior Cin- | Clinical This work presents a spa- | The study points out a num-

fMRI Deep Neu- | dients (IG) gulate Cortex | Symptom tiotemporal deep neural | ber of restrictions: Despite
ral Network (PCC), Pre- | Severity: network for explainable | strong performance, there
(stDNN) cuneus, 1G-derived ASD classification from rs- | are still issues with ASD’s
Ventromedial | features from | fMRI that uses Integrated | inherent heterogeneity;
Prefrontal the PCC and | Gradients. It linked social- | specificity was only tested
Cortex, Dor- | precuneus communication symptoms | against ADHD, ignoring
solateral predicted to dysfunction in the DMN, | other comorbidities; the
Prefrontal the sever- | cognitive control, and voice- | biological interpretation
Cortex, Ven- | ity of social | processing networks, and | of functional dynamics is
trolateral and com- | it demonstrated specificity | correlational rather than
Prefrontal munication to ASD (not ADHD) with | causative; and, although
Cortex, Supe- | deficits (ADI- | 78% accuracy. It also found | accuracy is high, practical
rior Temporal | R scores) but | repeatable neural pat- | clinical validation is still
Sulcus. not restrict- | terns across several cohorts | required before implementa-
ed/repetitive (ABIDE, Stanford, and | tion.
behaviors GENDAAR).
(RRB).

[68] Behavioral Deep Neu- | SHAP (SHap- | N/A A5 Score, | The main contribution of | The study’s reliance on
(Question- ral Network | ley Additive | (Study uses | A8 Score, | this paper is the interpre- | behavioral data (AQ-10) as
naire) (DNN) (5 | exPlanations) behavioral A4 Score, | tation of predictions on a | opposed to biological mark-

hidden lay- | - Force Plots, | questionnaire | A7 Score, | behavioral dataset by inte- | ers restricts our understand-
ers), Logistic | Summary data, not neu- | and A9 Score | grating XAI (SHAP) with | ing of neural mechanisms.
Regression, Plots, Cohort | roimaging) (particular conventional classifiers. The | In DNN and logistic regres-
XGBoost Analysis, items from | contribution of particular | sion, perfect training accu-
Heatmaps the  Autism | questionnaire responses to | racy (1.0) raises the pos-
Spectrum the diagnosis is known as | sibility of oversimplification
Quotient the ”explanation.” Although | or data leakage. It’s pos-
(AQ-10) sur- | it doesn’t offer neurobiolog- | sible that performance on
vey) ical insights, it shows how | carefully selected data won’t
valuable XAI is for foster- | translate to clinical settings

ing confidence in Al-assisted | with lots of noise.

screening tools.

[60] Review Paper | (Covers ML | (Focus on | N/A (Paper | Protected Algorithmic fairness in com- | Instead of focusing on imag-
(Compu- models in | Algorithmic focuses on | Attributes: putational medicine is thor- | ing specifically, this review
tational general, e.g., | Fairness, not | systemic bias, | Race, eth- | oughly reviewed in this | paper discusses algorithmic
Medicine) classifiers, pre- | explainability not neu- | nicity, paper. It outlines pre-, in-, | bias and fairness in health-

dictors) per se. Dis- | roanatomy) socioeco- and post-processing mitiga- | care AL It highlights the
cusses metrics nomic status, | tion techniques, defines and | difficulty of operationaliz-
like Demo- zip code. Clin- | evaluates important fairness | ing individual fairness, the
graphic Parity, ical Features: | quantification metrics, and | incompatibility of fairness
Equalized Framingham offers a thorough taxon- | definitions, and the ambi-
Odds, Counter- risk  factors, | omy of bias sources (Data, | guity of post-processing
factual Fairness blink rate | Measurement, Algorithm). | mitigation techniques. In
to audit models measure- Rather than elucidating par- | order to define context-
for bias.) ments, pulse | ticular model predictions, | appropriate fairness and
oximetry its value lies in synthe- | investigate interactions with
readings, skin | sizing the methodological | clinician bias, the authors
lesion images, | approaches and ethical chal- | emphasize the lack of real-
facial images | lenges for developing equi- | world validation and urge
for syndrome | table ML models in health- | interdisciplinary collabora-

detection. care. tion.

 Clinical Validation: The findings from XAI methods (e.g., DMN/PCC importance, specific AQ
items) align with established clinical and neuro-biological knowledge of ASD, validating the models
and building crucial trust for clinical translation [86].

Figure 9 presents an analysis of model bias and mitigation strategies across different demographic
cohorts.
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Table 7: Top Influential Features for ASD Prediction Identified by SHAP and DeepLIFT Analysis

(continued...)
Ref | Modality Model Used XAI Method | Key Brain | Key Influ- | Notes / Context Research Gaps
Region ential
Behavioral
[45] Clinical “ully- N/A (Primary | N/A (Study | Age, sex, and | The effects of using algo- | This paper shows that the
EHR Data | connected focus is on | uses EHR | race/ethnicity | rithmic fairness constraints | effects of fairness constraints
(STARR, feedforward Algorithmic data, not neu- | are protected | in clinical risk prediction are | vary greatly across datasets,
Optum, neural net- | Fairness, mnot | roimaging) characteris- the subject of this extensive | outcomes, and sensitive
MIMIC-IIT) works explainabil- tics. Results: | empirical study. Although | attributes, and that they
ity. The study mortality, it rigorously quantifies the | frequently impair within-
audits models readmission, trade-offs between different | group model performance.
using fairness and inten- | group fairness metrics and | The algorithmic fairness
metrics like sive care unit | standard performance met- | framework is criticized for
Demographic stay. Fea- | rics, it does not explain the | neglecting causal mecha-
Parity, Equal- tures: OMOP | model’s decisions. It is use- | nisms, structural racism,
ized Odds, CDM’s 539k+ | ful because it illustrates the | and sociotechnical context.
and calibration clinical binary | real-world difficulties and | It contends that fairness
error, but does features. dangers of applying algorith- | metrics by themselves pro-
not explain mic fairness techniques care- | vide a phony neutrality
individual pre- lessly without a thorough | without taking into account
dictions.) understanding of the con- | the actual effects of model-
text. driven interventions.
[66] Neuroimaging | Hybrid Feature Not  Explic- | N/A  (Focus | The primary contribution | Because certain connectiv-
(rs-fMRI) SSDAE-MLP Selection as | itly  Stated. | on neu- | of this paper is not a new | ity features are not explic-
for feature | Explanation: The method | roimaging end-to-end explainable clas- | itly mapped to known brain
extraction. The MHOA | uses multi- | features) sifier, but rather a novel | networks, the study’s out-
MHOA (Mod- | algorithm atlas  (AAL, feature selection pipeline. | puts are constrained by a
ified Hiking | selects the most | CC, EZ) The best-chosen feature set | lack of biological interpre-
Optimization discrimina- functional is the ”explanation.” The | tation. Reproducibility and
Algorithm with | tive functional | connectivity ABIDE I dataset was used | practical adoption may be
DOL and Dou- | connectivity matrices. Spe- to validate performance, | hampered by the signifi-
ble Attractors) | features. The | cific regions demonstrating  that the | cant algorithmic complex-
for Feature | paper infers | are not listed; approach successfully lowers | ity introduced by the pro-
Selection. KNN | biomarker rele- | relevance is dimensionality without sac- | posed MHOA. Furthermore,
for final classi- | vance from the | derived from rificing ASD classification | even though performance
fication. selected feature | the  connec- accuracy. High dimension- | is good (Avg. Acc: 0.735),
subset. tivity features ality and noise in fMRI | there is still opportunity
chosen by the data are addressed by the | for improvement because it
MHOA algo- hybrid DL+optimization | is not consistently better
rithm. technique. across datasets or metrics.
[61] Resting-state | Logistic SHAP (SHap- | Left Ventral | N/A (Study | In an ASD classifica- | Atlas choice limits repro-
fMRI Regression ley Additive | Posterior Cin- | focused on | tion model that wused | ducibility (BASC, 122
(LR), Random | exPlanations) gulate Cortex, | diagnostic network  measures and | ROIs). Validation on sep-
Forest (RF) Cerebellum, classification, sliding-window aug- | arate cohorts is necessary
Left Sec- | not symptom | mentation, Spearman | because near-perfect accu-
ondary Visual | correlation) Correlation performed bet- | racy (AUC ~ 0.99) raises
Cortex, Left ter than other metrics. | the possibility of overfitting
Primary With SHAP demonstrat- | or data leakage. The model
Motor  Cor- ing hypoconnectivity in | does not correlate neural
tex, and Left cognitive-limbic-cerebellar features  with  symptom
Thalamus. circuits, it produced impres- | severity and does not test for
sive results (AUC= 0.81 on | specificity against comor-
synthetic data; AUC= 0.99 | bidities (such as ADHD).
on ABIDE, n = 500).

3.2.3 RQ3: Fairness and Bias Considerations

Summary: Algorithmic fairness is critically and pervasively neglected in the field. The great
majority of primary studies did not even conduct basic subgroup analysis, which put them at risk
of developing biased models, and only one study actively mitigated bias.

Key Findings:

* Pervasive Neglect: The table reveals a stark divide. The vast majority of studies ([53, 61, 62, 80])
fell into the bottom category, reporting only aggregate metrics and performing no fairness auditing.

» Evidence of Bias: Studies that did analyze subgroups found severe, real world bias [67]. found dra-
matically lower sensitivity for racial /ethnic minorities, which could directly lead to under diagnosis
in these groups.

» Mitigation is Possible: [42] and [70] demonstrated that bias mitigation is feasible. [74] used
adversarial debiasing (MDANN) to improve fairness, while [70] argued that rigorous pre-processing
and tuning can itself prevent biased models from being created.

» Complex Trade-offs: The work by [77] highlights that fairness is not simple; mitigating bias for
one subgroup can negatively impact another, requiring careful, context dependent implementation.

The key predictors of ASD, as identified through Explainable AT (XAI) methods, are visualized in
Figure 10.
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Analysis of Model Bias and Mitigation Strategies Across Different Demographic Cohorts
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Fig. 9: An Examination of Algorithmic Bias and Corresponding Mitigation Approaches in Varied
Demographic Cohorts
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Table 8: Performance Disparities and Fairness Metrics Across Demographic Subgroups

Ref | Modality Model Used XAI Method | Was Subgroup Analy- | Fairness Metrics If yes, what were the | Research Gap

sis Performed? (e.g., sex, findings?
age)
(87] Resting-state | Logistic SHAP No. The cohort (242 ASD, | No. The study only | N/A - The analysis was | In addition to not eval-
fMRI Regression 258 TD from ABIDE) was | reports overall accu- | not performed. uating performance
(LR), Random not split or evaluated by | racy, AUC, precision, across subgroups (such
Forest (RF) demographic subgroups | and recall. Standard as age or sex) or compli-
such as sex or age. fairness metrics were ance with equity metrics
not calculated or dis- like Equalized Odds and
cussed. Demographic Parity,
the study lacks fairness
auditing. Dependence on
the male-skewed ABIDE
dataset could decrease
diagnostic reliability for
underrepresented groups
and reinforce sex bias.

[49] Tabular (Cen- | LAFTR Analysis of | Yes, explicitly. The entire | Yes, extensively. The | 1. Objective-Specific | Although this work uses
sus, Health | (Adversarial learned rep- | methodology is based on | paper’s core con- | Performance: Models | adversarial training to
Insurance) Neural Net- | resentations subgroup analysis defined by | tribution is novel | trained with a specific | promote fairness, it

work) (Adversar- a single sensitive attribute | adversarial objec- | adversarial objective | has significant draw-
ial  accuracy, | (Gender for Adult, Age for | tives designed to | (e.g., LEOAdU) achieved | backs. Intersectional
MMD) Health). achieve Demographic | the best utility-fairness | fairness is not tested
Parity (DP), Equal- | trade-off (lowest AEO) | because it only addresses
ized Odds (EO), and | for that correspond- | one binary sensitive
Equal Opportunity | ing fairness metric. 2. | attribute. Because
(EOpp). Transfer Fairness: Rep- | adversarial optimization
resentations learned | can result in inconsistent
to be fair for a pri- | performance, training
mary task (predicting | stability is a concern.
income/Charlson index) | Although theoretical
also produced classi- | guarantees are based on
fiers with significantly | binary assumptions, in
improved Apo (20% | practice they necessitate
better  on  average) | relaxed losses, which
on new, unseen tasks | weakens bounds. Lastly,
(predicting medical con- | generalizability may be
ditions) compared to | limited by the high task
baselines. dependence of fairness
transferability.

[59] Tabular (Cen- | Fair Dummies | Formal hypoth- | Yes, explicitly. The entire | Yes, extensively. The | Higher p-values indicat- | The framework only
sus, Crime, | (Adversar- esis test (Fair | methodology is built around | paper’s core contri- | ing fairness satisfaction | manages binary-
Survey, Nurs- | ial Neural | Dummies test) | a single binary sensitive | bution is a frame- | demonstrate how well | sensitive attributes and
ery) Network, Lin- | for Equalized | attribute (Race for MEP- | work to achieve and | the Fair Dummies | necessitates — expensive

ear /Logistic Odds S/Crime, Financial Status | statistically test for | penalty enhanced Equal- | manual hyperparameter
Regression) for Nursery). the Equalized Odds | ized Odds. The approach | tuning. It struggles with
fairness criterion. balanced accuracy and | regression or multi-class

fairness as well as Adver- | tasks and approximates,

sarial Debiasing and | but does not guaran-

HGR, albeit with a slight | tee, Equalized Odds.

increase in error due to | Real-world robustness is

fairness constraints. limited by adversarial

training’s instability and

sensitivity to param-

eters, even with a

second-moment penalty.

[63] Multimodal Various N/A (Review | Yes, thematically. ~The | Yes, discussed. The | Institutional and | Due to a lack of stud-
(Medical (CNNs, Paper) review itself synthesizes | review discusses the | subgroup biases are fre- | ies, non-standardized
and Natural | Adversarial studies that perform sub- | use of various met- | quently present in AI | metrics, and limited
Images) Networks, etc.) group analysis based on | rics, though notes | models. While some mit- | mitigation strategies,

demographics (sex, race, | a lack of standard- | igation strategies (such | medical imaging fairness
age), institution, and cam- | ization. Common | as adversarial learning | research lags behind
era view. metrics  mentioned | and dataset balancing) | that of natural images.
include TPR/FPR | maintain performance, | By  disproportionately

disparity, AUC, and | they frequently compro- | affecting minority data,

accuracy differences | mise accuracy. Fairness | privacy practices may

across groups. and generalization are | exacerbate bias. The

consistently enhanced by | majority of studies only

large, diverse datasets, | present global metrics,

highlighting the crucial | which obscures subgroup

role that demographic | differences and makes it

representation plays in | more difficult to conduct

training. useful fairness evalua-

tions.

4 Discussion

In order to answer three important questions at the nexus of Artificial Intelligence and the detection
of Autism Spectrum Disorder, this systematic review synthesized findings from a wide range of
studies conducted between 2017 and 2025. According to the analysis, the field is undergoing a rapid
transition, with notable technological advancements in model performance but a lag in explainability
and, most importantly, algorithmic fairness. This chapter lays the groundwork and novelty for the
proposed project by interpreting these findings, responding to the research questions, recognizing the
limitations of the review, and outlining the implications for further research.
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Table 8: Performance Disparities and Fairness Metrics Across Demographic Subgroups (Contin-
ued...)

Ref | Modality Model Used XAI Method | Was Subgroup Analy- | Fairness Metrics If yes, what were the | Research Gap

sis Performed? (e.g., sex, findings?
age)

[80] Multimodal SVM, FCN, | SmoothGrad By collection site, indeed. | No. The study | N/A By not evaluating sub-
(sMRI, fMRI, | AE-FCN, (for FCN, | To guarantee proportional | reports overall per- group  equity  across
Phenotypic) GCN, EV- | GCN, AE- | representation, the dataset | formance metrics ABIDE’s diverse sites,

GCN FCN) was specifically stratified by | (accuracy, AUC) sexes, or ages, the
diagnosis (Autism/TD) and | for the entire test study ignores fairness
collection site during the | set. It does not evaluation. Its stated
5-fold cross-validation split. | report performance accuracy of about 70%
Although they were not uti- | disaggregated by is an average that
lized for subgroup perfor- | demographic sub- might hide differences
mance analysis, other demo- | groups (e.g., sex, between subgroups.
graphics (sex and age) were | age) or use formal Although biological and
included as features. fairness metrics. site heterogeneity are

acknowledged, the work
does not investigate
whether these biases are
made worse or lessened
by the models them-
selves.

[75] Medical Various (Theo- | N/A (Theoreti- | Yes, theoretically. =~ The | The study clarifies | When prevalence | Demographic invariance-
Imaging retical DNNs) cal Paper) paper is a conceptual anal- | important theoretical | changes (such as breast | enforcing fairness
(Theoretical) ysis of the implications of | connections between | cancer in men ver- | techniques frequently

performing subgroup anal- | group fairness | sus women), statistical | “level down” perfor-
ysis based on demographic | and representa- | parity breaks down. Cal- | mance and interfere with
groups (e.g., sex, race, age) | tion invariance by | ibration is disturbed by | calibration. In medical
for model invariance. demonstrating that | equalized odds, which | imaging, counterfactual
class-conditional disregard  within-class | fairness is not feasible.
invariance implies | heterogeneity. Demo- | Within-group clinical
equalized odds and | graphic encoding is not | variation is not taken
marginal invariance | inherently unfair and | into account by cur-
guarantees statistical | can represent biological | rent metrics. There is
parity. reality. no one-size-fits-all solu-
tion; balanced data and
subgroup analysis are

required.

[83] Structural SVM (for | Yes, implic- | Yes, extensively. The entire | No, mnot explicitly. | N/A Unreliable  biomarkers
MRI (sMRI) SAM), GLM | itly. The core | analysis is stratified by data | The paper does not are produced by incon-

(for SPM) methodology acquisition site (20 different | calculate  standard sistent  sample  sizes,
(SAM and | centers). A secondary anal- | algorithmic fairness data quality problems,
SPM) produces | ysis was performed by sex | metrics. Its focus and  scanner/protocol
statistical maps | (males only) due to the sig- | is on statistical sig- variability, which are
highlighting nificant gender imbalance in | nificance and the significant obstacles for
regions with | the dataset. reliability of findings multi-site autism stud-
significant  dif- across heterogeneous ies. Subgroup analysis
ferences, acting subgroups (sites), is restricted by disorder
as a form of which is a core con- heterogeneity and gen-
feature impor- cern of fairness. der imbalance, which
tance for group compromises the find-
classification. ings’ generalizability,

equity, and reproducibil-
ity.

[84] Scoping Various (ML, | Yes, discussed. | Yes, centrally. This is a | The paper’s tax- | This review maps how | Key gaps are highlighted
Review (Vari- | DL, GenAlI | 41 papers | review of 467 studies. The | onomy  shows a | fairness is measured in | in the review, including
ous: Tabular, | LLMs) used XAI | primary finding is that | strong predominance | clinical Al by synthesiz- | a narrow focus on race,
Imaging, (e.g., SHAP, | subgroup analysis is over- | of group fairness | ing 467 studies. It finds | sex, and age while ignor-
Text, etc.) Grad-CAM) whelmingly performed on | (93.1%), primarily | that group performance | ing other factors that can

to explore bias | race/ethnicity (55.9%), gen- | measured  through | equality (accuracy, sen- | lead to bias; an excessive
pathways, iden- | der/sex (51.6%), and age | performance (79.5%) | sitivity) across age, sex, | reliance on group fair-
tify significant | (30.2%). Other attributes | and parity (30.8%) | and race is emphasized | ness over individual fair-
bias-relevant like socioeconomic status, | metrics. Individual | more than individual, | ness; a lack of diverse
attributes, skin tone, location, and | (4.3%), distribu- | counterfactual, or dis- | benchmarks and clinical
and analyze | health conditions are con- | tional (3.9%), and | tributional fairness. | contextualization; and a
variable impor- | sidered far less frequently. calibration  fairness | Notably, there is fre- | failure to consider dis-
tance across (3.2%) are rarely | quently little clinical | tribution fairness, which
subgroups. used, revealing a sig- | support for the choice of | leaves equitable resource

nificant gap beyond | metrics. allocation understudied.

conventional group-

based methods.

4.1 Interpretation of Findings

4.1.1 The State of Multi-modal Fusion in ASD Detection

The overwhelming body of evidence supports the superiority of multi-modal fusion over single-
modality approaches as the paradigm for Al-driven ASD detection. Several significant trends are
revealed by the extracted data:

¢ Performance Gains: The improvement in accuracy from multi-modal models is substantial, often
ranging from 10% to over 20% compared to uni-modal baselines (e.g., [62], 2025: +23%; [52]
and [75], 2023: +22-28%; [82], 2025: +11-14%). This demonstrates that different data types rs-
fMRI, sMRI, DTI, phenotypic (FIQ, VIQ, age, sex), and behavioral data provide complementary
information, offering a more holistic view of the disorder’s complex neurobiology.
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Table 8: Performance Disparities and Fairness Metrics Across Demographic Subgroups (Contin-
ued...)

Ref | Modality Model Used XAI Method | Was Subgroup Analy- | Fairness Metrics If yes, what were the | Research Gap

sis Performed? (e.g., sex, findings?
age)

[74] Brain MRI | Multiple Not explicitly | Yes, explicitly. Subgroup | As demonstrated | The study identifies four | Small subgroup sizes

(sMRI/fMRI) | Domain Adver- | used for final | analysis was performed | by decreased TNR | major gaps: because | restrict the study to
sarial ~ Neural | model explana- | based on multiple sensitive | disparity (TNRD | of the small subgroup | marginal fairness, pre-
Network tion. The paper | attributes simultaneously. | |), improved equal | sizes, it only addresses | venting intersectional
(MDANN) focuses on bias | For the ADNI dataset, sub- | opportunity (EO |), | marginal (not intersec- | bias (e.g., older females
(a custom groups were defined by age | and decreased dis- | tional) fairness, which | with low education) from
architecture (> 78 vs. < 78), education | parate impact (DI1), | restricts the analysis | being examined. The
integrating a | explainability. (> 18 vs. < 18 years), and | MDANN increases | of combined attributes. | need for explainability
Convolutional The CAE’s | handedness. For the Autism | accuracy and AUC | Although the CAE | tools like SHAP is high-
Autoencoder role is to learn | (ABIDE II) dataset, sub- | while improving | increases features, it | lighted by the fact that
(CAE) fea- | bias-free rep- | groups were defined by sex | fairness. Both perfor- | decre interpretabil- | using a CAE improves
ture extractor | resentations, (male vs. female) and hand- | mance and fairness | ity, necessitating the use | feature learning but
with multi- | not to provide | edness. improve monotoni- | of explainability tools | decreases interpretabil-
ple adversarial | feature impor- cally as the number | such as SHAP. Last but | ity. Uniform adversarial
components) tance maps for of adversarial com- | not least, future research | modules also point to
predictions. ponents increases. should create attribute- | a need for attribute-
specific architectures | specific component
because the adversarial | design in order to more

modules are uniform. effectively reduce bias.

[55] Chest X-Ray s  DenseNet- | None. The | Yes, explicitly. Subgroup | Yes, but not using | Key Finding: The | Although sex imbalance-

121 (primary); study focuses | analysis was performed | the typical “fairness | underrepresented related performance
+ ResNet; on quantifying | based on sex/gender (male | metrics” The main | sex performs  worse | differences are noted
o Inception-v3 | performance vs. female). Performance | indicator of bias in | when trained on sex- | in this study, formal
disparities (AUC) was evaluated on | the paper is per- | imbalanced data. Models | fairness metrics are

(bias), not | separate male-only and | formance disparity. | that were only trained on | not assessed. Analysis

on explaining | female-only test sets for | It provides the sta- | either males or females | ignores intersections

the model’s | models trained on male- | tistical significance | did not perform well on | like age or race and is

predictions or | only, female-only, and | (p-value) of the per- | the other sex. While a | restricted to sex. In addi-

decisions. mixed-sex datasets with | formance difference | balanced 50/50 dataset | tion to highlighting a

varying imbalance ratios | between groups as | produced the best and | regulatory gap in requir-

(0%/100%, 25%/75%, | well as the Area | most equitable perfor- | ing sex balance for Al

50%/50%). Under the Curve | mance across sexes, even | device approvals, mit-

(AUC) for each sub- | a 25/75 split resulted in | igation is data-centric

group. noticeable drops for the | (balanced datasets)

minority group. rather than algorithmic.

[79] Multi- Primary: None. The | Yes, extensively. Subgroup | FPR disparities for | The study highlights the | According to the study,
modality: DenseNet-121 study focuses | analysis was performed | "No Finding” and | following major issues | there are important gaps
. Chest | Algorithms on quanti- | based on race, sex, age, | FNR for disease | with clinical AI fair- | in clinical AI fairness.
X-Ray (Radi- | Tested: fying bias, | and their intersection (e.g., | tasks are used in the | ness: Enforcing Equal | These include the follow-
ology) . Empirical | demographic 'White male’ vs. ’Black | study to measure | Opportunity on ID data | ing: debiasing frequently
« Dermatol- | Risk Minimiza- | encoding, female’). Analysis was con- | equal opportu- | deteriorates calibration | fails under distribution
ogy (ISIC) tion (ERM) and  fairness- | ducted across multiple | nity. Key findings: | and aggregate perfor- | shift (OOD), can nega-
. Oph- | « ReSample performance in-distribution (ID) and | debiasing (DANN, fairness rarely | tively impact calibration
thalmology + GroupDRO trade-offs, mnot | out-of-distribution (OOD) | GroupDRO) can under distri- | and overall performance,
(ODIR) . Domain | on explain- | datasets to test generaliza- | reduce gaps in ID | bution shift, casting | struggles with causal

Adversarial ing individual | tion. data; however, ID | doubt on "one-size- | demographic short-
Neural Net- | model predic- fairness  frequently | fits-all” models; some | cuts, and the current
work (DANN) tions. fails  OOD, and | demographic shortcuts | regulatory reliance on
. Condi- OOD fairness is best | are causal rather than | in-distribution fairness is
tional DANN achieved by mini- | spurious, making debi- | insufficient. These issues
(CDANN) mizing demographic | asing more difficult; and | highlight the need for
. Moving encoding rather than | regulatory reliance on | ongoing monitoring and
Average (MA) ID fairness gaps. | ID fairness is insuffi- | strong OOD validation.

There is a strong | cient, underscoring the

correlation between | necessity of ongoing

demographic encod- | monitoring and OOD

ing and fairness | validation.

gaps (R up to 0.82,

Pj0.001).

[78] Systematic Various.  The | not thereview’s | By definition, yes. Subgroup | The review exten- | The literature’s key | Conflicts between
Review cover- | review synthe- | main focus. | analysis is the focus of the | sively catalogs | findings show that per- | clinical reality = and
ing multiple | sizes findings | The paper does | entire review. Sex, age, race, | fairness metrics used | formance differences | mathematical  fairness
modalities, from 63 studies | not attempt to | skin tone, medical site/s- | in clinical Al includ- | are  common across | metrics, disagreements
including: that use a wide | explain specific | canner, and their intersec- | ing Demographic | demographic subgroups, | over efficient debiasing
e Chest X- | range of mod- | predictions; tions are among the sensitive | Parity, Equalized | especially for low-SES | techniques, and skewed,
Ray/CT els, including: rather, it is a | attributes examined in the | Odds, Equal Oppor- | groups, Black patients, | small medical datasets
. Brain | « CNNs (e.g., | methodological | reviewed studies. tunity, Accuracy | and females. In medi- | that impede reliable
MRI/fMRI DenseNet, survey on fair- Parity, and differ- | cal imaging, debiasing | model training are some
. Der- | ResNet) ness evaluation ences in AUC and | techniques frequently | of the major gaps found.
matology o Transformers | and mitiga- DSC, providing | don’t work well. Skewed | Large pre-trained foun-
(Dermoscopy) | ¢ Adversarial | tion. Saliency a comprehensive | data, anatomical vari- | dation models run the
e« Mammog- | Networks maps or other overview of how fair- | ations, inconsistent | risk of absorbing biases
raphy . Random | techniques for ness is quantified | annotations, and erro- | from non-medical data
. Cardiac | Forests identifying bias across studies. neous correlations are | sources, and evaluation
MRI may be used all sources of bias. Strict | is still difficult because
. Retinal in some refer- fairness restrictions can | clinical thresholds for
Fundus enced studies. lead to overfitting or | disparity are not well
« PET/CT "fairness  gerrymander- | defined.

ing” and clash with
clinical reality.

* Fusion Strategies: The field employs a spectrum of fusion approaches. Intermediate (feature
level) fusion (e.g., [53]; [62]) is common, allowing models to learn joint representations. Late (deci-
sion level) fusion (e.g. [82], 2025) is also used, often through ensemble methods. The choice of
strategy is critical, as some combinations (e.g., sSMRI and fMRI in [53]) show only modest gains
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Table 8: Performance Disparities and Fairness Metrics Across Demographic Subgroups (Contin-
ued...)

Ref | Modality Model Used XAI Method | Was Subgroup Analy- | Fairness Metrics If yes, what were the | Research Gap

sis Performed? (e.g., sex, findings?
age)

[76] Structured/TabuRrimary: Logis- | According to | Yes, quite a bit. Subgroup | Yes, extensively. | Important Results: | Important Restrictions:
Data  (Elec- | tic Regression | the paper, | analysis based on gender | The primary fairness | FairFML caused little | Since FairFML  was
tronic Health | Frameworks: standard (the sensitive attribute for | metrics reported are: | loss in predictive per- | tested on  simulated
Records - | The proposed | explainability fairness) forms the basis of | e Demographic Par- | formance (AUC drop | partitions, logisti-
EHR) from | FairFML tools like LIME | the study. In order to repli- | ity Difference (DPD) | {0.02) and significantly | cal challenges (IRB
the Resus- | method is | and Shapley | cate actual cross-site data | e Demographic Par- | increased fairness across | approvals, data-sharing,
citation a wrapper | Values are still | disparities, the dataset was | ity Ratio (DPR) all metrics (up to 90%). | harmonization) will arise
Outcomes applied to | completely additionally purposefully | o Equalized Odds | In addition to improving | in real-world deploy-
Consor- standard ~ FL | applica- divided into diverse client | Difference (EOD) FedAvg and Per-FedAvg, | ment. At the moment,
tium  (ROC) | frameworks: ble because | groups according to age | ¢ Equalized Odds | it is framework-agnostic | it only discusses group
Cardiac Epi- | « Federated | FairFML’s fair- | and race/ethnicity. Addi- | Ratio (EOR) and consistently robust | fairness; longitudinal
demiologic Averaging ness loss does | tionally, gender within age | Predictive perfor- | under heterogeneous, | shifts and intersectional
Registry. (FedAvg) not change the | and race/ethnicity groups | mance was measured | multi-site data parti- | or individual fairness

o Personalized | fundamental was analyzed using intersec- | by Area Under the | tions, showing great | are not covered. To
FedAvg  (Per- | model architec- | tional analysis. Curve (AUC). promise for equitable | guarantee equitable
FedAvg) ture. However, clinical deployment. patient impact, technical
Note: The | the reported advancements must be
method is | results do not combined with ethical
model-agnostic | focus on their assessment and clinical
and can also | application. supervision.

support SVM,

Neural Net-

works, etc.

[70] Neuroimaging: | Primary: Not discussed. | Yes, extensively. Subgroup | Yes, extensively. The | The baseline Despite | Bias is not inherent
e Structural | An ensem- | The paper’s | analysis was performed | paper reports on | having a high overall | to medical machine
MRI (T1- | ble model | focus is on | based on sex, age, racial | multiple group fair- | AUC, DNN showed | learning; rather, it fre-
weighted) (built using | benchmarking groups, and different clin- | ness metrics: notable subgroup biases. | quently results from

AutoGluon, performance ical studies (e.g., ADNI-1, | o Demographic Par- | Ensemble training and | inadequate training.
incorporat- and  fairness, | ADNI-2/3, PENN) within | ity Difference (DPD) | careful preprocessing | Even in highly imbal-
ing bagging, | not on explain- | each disease consortium | e Equalized Odds | reduced these biases | anced datasets, bias
boosting, ing individual | (iSTAGING for AD, PHE- | Difference (EOD) without sacrificing or | can be reduced through
and stacking) | model predic- | NOM for SZ, ABIDE for | « Equal Opportu- | enhancing performance. | meticulous preprocess-
trained on | tions. ASD). nity Difference (EO) | Although  multisource | ing and hyperparameter
preprocessed « Predictive Parity | data increased overall | tuning; however, exter-
features. Difference (PPD) AUC, consistent sub- | nal sources such as
Baseline for . Generalized | group gains were not | misdiagnosis or basic
comparison: A Entropy Index (GEI) | ensured. The optimized | dataset skew still have
simple  3-layer Predictive perfor- | models were signifi- | limitations. Results
fully connected mance was measured | cantly less biased across | for neuroimaging are
Deep Neu- by Area Under the | all sensitive attributes, | promising, but they
ral Network Curve (AUC). according to fairness | need to be confirmed
(DNN). Inputs metrics (DPD, EOD, | in other modalities. It
Tested: EO, PPD, and GEI). is still unknown what
1. Imaging fea- mechanisms underlie
tures only. bias reduction.

2. Multisource

data: Imag-

ing features +

demographic,

clinical,

genetic fac-

tors (APOE),

and  cognitive

scores.

[77] Tabular XGBoost N/A (Focus on | Yes, extensively. Two | Yes, comprehen- | Use Case 1 (Gender): | The study examines 27

(EHR) Fairness Met- | detailed use cases: 1. | sively. The paper's | AUROC is comparable | definitions of fairness
rics) PERISCOPE  (Infection): | core contributionisa | (0.80 F vs. 0.82 M). | in the healthcare indus-
Analysis by gender sub- | framework for select- | There is a slight over- | try, pointing out skewed
groups. 2. OUD Risk: | ing and applying | estimation in females, | terminology and contra-
Analysis by race/eth- | fairness metrics. For | but both benefit overall. | dictory — measurements
nicity subgroups (Asian, | the use cases, they | No issues with fairness. | (e.g., Equalized Odds
Black/African  American, | reported: Black patients have the | vs. Statistical Parity).
Hispanic/Latino, Oth- | Performance- | lowest AUROC (0.61) | Group metrics outper-
er/Unknown, White). based: AUROC, | in Use Case 2 (Race). | form individual fairness
TPR, FPR. Hispanic: 0.63. Oversam- | tools. Oversampling and
« Calibration-based: | pling harmed Black per- | other mitigation tech-
Calibration slope | formance but increased | niques may compromise
and intercept. equity. There was no net | group equity and are not

benefit for the Hispanic | always effective.

group.

[67] Multimodal: Three models | Not discussed. | Yes, extensively. Subgroup | Yes, extensively. The | The TPRs for Asian, | The study measures bias
o Neuropsy- | were evaluated: | The paper’s | analysis was performed | paper reports on | Black, and Hispanic | in predicting the course
chological test | 1. Logistic | focus is on | based on sex (female, male), | multiple group fair- | groups were 24-48% | of AD, but it doesn’t
scores Regression auditing model | ethnicity —(Hispanic, non- | ness metrics: lower than those for | pinpoint its cause or
« Structural | (LR) fairness, not | Hispanic), and race (Asian, | « Equal Opportu- | Whites, indicating a | examine countermea-
MRI features 2. Support Vec- | on  explaining | Black, White, Other). nity (True Positive | significant racial bias in | sures. Results might
. Positron | tor Machine | individual pre- Rate difference) the models. Differences | not generalize outside
Emission (SVM) dictions. + Equalized Odds | by sex were negligible. | of the ADNI dataset
Tomography 3. Recurrent (True Positive Rate | RNNs failed to achieve | or tested models (LR,
measures Neural Net- and False Positive | proper calibration or | SVM, RNN), and small
. Cere- | work (RNN) Rate difference) demographic parity, | minority —group sizes
brospinal ¢ Demographic Par- | which reduced but did | restrict certainty. It also
fluid biomark- ity  (difference in | not eliminate the bias. emphasizes that, in light
ers predicted probability of actual prevalence

of progression) differences, strict demo-
graphic parity might not
be appropriate.
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(2%), suggesting limited complementarity, while others (fMRI + phenotypes) show more dramatic
improvements.

¢ The Challenge of Data Heterogeneity: A recurring theme is the profound impact of multi-
site data variability (e.g., ABIDE I/II) on model performance. Studies like [43]) reported accuracy
varying from 48.6% to 82% across sites. This has spurred the development of advanced solutions
like data harmonization tools (e.g., Neuro Harmonize in [53]) and privacy-preserving federated
learning frameworks (e.g., FedHNN in [70]). However, these solutions often introduce a performance
trade-off, as seen in [70] where FedHNN (73.52%) underperformed compared to a centralized model
(77.94%).

Critical Limitations in Data Stability and Generalizability: While many included studies
report high accuracy on the ABIDE cohort, a critical synthesis reveals significant fragility in these
findings. As noted in recent critiques, the reliance on ADI-R labels often fails to demonstrate robust
cross-site stability; performance metrics frequently degrade when models are tested on independent
sites or heterogeneous populations outside the original training distribution [Ref 43, 80]. Further-
more, downstream rs-fMRI features, while promising in controlled settings, remain frail for confident
discrimination in routine clinical environments due to scanner heterogeneity and varying prepro-
cessing pipelines. This ’site-effect’ suggests that reported AUC improvements may be inflated by
dataset-specific artifacts rather than true biological signal, underscoring the urgent need for external
validation on diverse, multi-center cohorts before clinical translation can be considered.

Critical Gap in Fusion Justification and Site Robustness: A significant limitation identified
in our synthesis is the frequent lack of theoretical justification for specific fusion architectures (e.g.,
BiLSTM-based feature fusion vs. model-level ensembles). Many studies adopt complex fusion designs
without ablation studies to prove their superiority over simpler baselines. Furthermore, reported AUC
improvements are often marginal (e.g., < 3%) and may be inflated by site-specific artifacts rather
than true biological signal. As noted in recent critiques, when models are evaluated across diverse
multi-site distributions without rigorous harmonization, these gains frequently diminish, suggesting
that current fusion strategies struggle to generalize beyond the training domain.

Limitations of GAN-Based Augmentation: While Generative Adversarial Networks (GANSs)
have been introduced to augment sparse neuroimaging data and support baseline classifiers like SVM
and Random Forest, our synthesis reveals significant ambiguities. The mechanism by which syn-
thetic samples interact with and improve these traditional baselines remains often unclear, with some
studies failing to distinguish between mere data expansion and genuine distributional correction. Fur-
thermore, reported performance variations across studies suggest profound generalization challenges;
models trained with GAN-augmented data frequently struggle to maintain accuracy under realistic
scanner heterogeneity conditions, indicating that synthetic data may not fully capture the complex
site-specific artifacts present in multi-center cohorts. This gap is particularly critical for Generative
Adversarial Networks (GANs) used in data augmentation; without rigorous Equalized Odds analy-
sis, there is a significant risk that these frameworks may inadvertently amplify existing biases rather
than mitigate them, leaving the reliability of diagnoses for female and minority populations in large
multi-site settings entirely unclear.

Critical Limitations in Federated Learning: While frameworks like FedHNN offer a promising
path for privacy-preserving multi-site collaboration, our synthesis reveals significant drawbacks that
must be addressed. First, these decentralized approaches currently exhibit a performance trade-off,
with federated models demonstrating lower accuracy compared to centralized training on pooled data,
likely due to communication overhead and aggregation inefficiencies. Second, and more critically,
existing FL studies in ASD detection have neglected to report fairness indicators (e.g., Demographic
Parity, Equalized Odds) across sex- and age-based subgroups. Without these metrics, it remains
unclear whether privacy-preserving mechanisms inadvertently exacerbate biases against underrepre-
sented demographics, creating a 'black box’ of equity that undermines clinical trust. These challenges
are exacerbated when applying Federated Learning to complex architectures like Graph Convolu-
tional Networks (GCNs), where high communication overhead and aggregation stability issues become
critical bottlenecks. Current studies often present these methods as ’indistinct’ from ideal scenarios,
failing to account for realistic hospital constraints (e.g., limited bandwidth, heterogeneous IT infras-
tructure) that severely hinder deployment in large-scale multi-center studies.

Critical Gaps in Architectural Comparison and Clinical Integration: A significant limi-
tation identified in our synthesis is the lack of rigorous comparison between distinct deep learning
architectures, particularly Graph Convolutional Networks (GCN) versus Recurrent Neural Networks
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(RNN), and the absence of decision-level fusion strategies that could leverage their complementary
strengths. While GCNs excel at modeling brain connectivity graphs and RNNs at capturing tempo-
ral dynamics, few studies systematically benchmark these approaches or explore hybrid decision-level
ensembles. Furthermore, despite the ADI-R being a gold-standard diagnostic instrument, it remains
surprisingly underutilized in modern deep learning frameworks. Most studies rely on simpler pheno-
typic data or raw imaging, neglecting the rich, structured behavioral insights from ADI-R that could
critically enhance heterogeneity modeling. Integrating such comprehensive clinical instruments with
advanced architectural comparisons is essential for developing models that truly capture the com-
plex, multi-faceted nature of ASD.

Ambiguity in Baseline Comparisons: A critical limitation identified in our synthesis is the lack
of clarity in comparative advantages between traditional machine learning baselines (e.g., Random
Forest, SVM) and deep CNN architectures, particularly when applied to complex multimodal data
like DTI. Many studies report superior performance for deep models without sufficiently account-
ing for the heterogeneous statistical properties inherent in ABIDE-derived cohorts (e.g., site-specific
scanner effects, varying preprocessing pipelines). Consequently, it remains unclear whether observed
gains are due to the architectural superiority of CNNs in modeling non-linear DTT features or simply
an overfitting to site-specific artifacts that simpler models like RF/SVM might handle more robustly
with proper harmonization. This ambiguity underscores the need for future research to employ rig-
orous ablation studies and site-stratified validation to truly isolate the benefits of deep learning over
classical approaches in heterogeneous clinical settings.

The Illusion of Robustness in EEG Studies: While multimodal EEG studies report promis-
ing AUC gains, a critical synthesis reveals that many employ exaggerated controls for site effects
during experimental design. Techniques such as overly strict harmonization, site-stratified splitting
that leaks distributional information, or testing only on homogeneous subsets can artificially inflate
performance metrics. Consequently, the reported AUC improvements often fail to generalize when
models are deployed on independent institutional datasets with realistic, uncontrolled heterogeneity.
This ’optimism bias’ in experimental design significantly complicates the comparison of gains across
studies and poses a major barrier to large-scale translation, where models must perform robustly
across diverse, unseen clinical environments without artificial safeguards. In conclusion, the state-
of-the-art is evident: multi-modal integration is required to maximize detection accuracy. But now,
managing the complexity of heterogeneous, multi-source data while maintaining privacy has become
the main challenge, rather than just performance.

4.1.2 The Emergence (or Lack) of Explainable AI in Neuroscience

Although Explainable AI’'s (XAI) use in neuroscience is growing, it is still patchy and frequently
superficial. The results show a dual story of advancement and enduring gaps:

¢ Progress in Techniques and Validation: There is a growing sophistication in the application
of XAI methods. Studies are moving beyond simple feature importance to use advanced techniques
like SHAP ([53]; [61]), Integrated Gradients ([56]; [72]), and DeepLIFT ([71]). Crucially, research
like [72] and [71] is pioneering the rigorous benchmarking of XAI methods (e.g., using the ROAR
framework) against biophysical simulations, addressing the critical question of which explanation
method is most faithful to the underlying neurobiology.

¢ Consistent Neuro-biological Validation: When applied, XAI methods consistently implicate
well-established neural circuits in ASD. The Default Mode Network (DMN), Social Brain regions
(e.g., Superior Temporal Sulcus, Fusiform Gyrus), and visual/auditory networks are repeatedly
identified as key biomarkers ([53]; [56]; [71]). This alignment with the established neuroscience
literature validates the models and builds trust that they are learning clinically relevant features
rather than data artifacts.

¢ Persistent Gaps: Despite this progress, significant gaps remain. Many studies still treat XAI
as an optional post-hoc analysis rather than an integral part of the model design. Explanations
are often provided only at the group level, which is of limited use for individual patient diagnosis
and counseling. Furthermore, there is a near-total absence of qualitative validation with clinical
experts. As identified in the review by [50], it remains unknown which explanation formats are
most useful and trustworthy for clinicians in practice.

Therefore, the field has not yet fully ope-rationalized XAl to provide actionable, personalized insights
for clinical deployment, even though explainability tools are being adopted and improved. Critically,
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we observe a scarce corroboration between XAl-derived neural markers (e.g., DMN/PCC) and behav-
ioral anchors (AQ-10 items) in the current literature. This lack of multi-modal validation limits the
clinical interpretability of these biomarkers, as neural findings remain unlinked to specific behavioral
symptoms.

Critical Gap in Multi-Modal and Multi-Method Validation: A significant limitation identi-
fied in our synthesis is the frequent reliance on single-modality explainability. While many studies
report DMN saliency (particularly in the PCC) derived from fMRI using methods like DeepLIFT,
these findings rarely undergo cross-validation with structural markers from sMRI or DTT. Without
confirming that functional abnormalities align with structural connectivity or volumetric changes, the
biological specificity of these 'biomarkers’ remains uncertain. Furthermore, the reported importance of
regions like the PCC often lacks uncertainty quantification and fails to demonstrate consistency across
multiple XAI methods. When studies rely on a single explanation technique (e.g., only DeepLIFT)
without benchmarking against others (e.g., SHAP, Integrated Gradients), there is a risk that the
identified features reflect methodological artifacts rather than true neurobiological signals. Future
research must prioritize multi-modal convergence (functional + structural) and multi-method con-
sensus to ensure clinical reliability.

Critical Instability in Interpretability Narratives: A significant barrier to clinical trust identi-
fied in our synthesis is the frequent misalignment between different Explainable AI (XAI) methods.
Several studies report that feature importance rankings derived from SHAP (e.g., for specific AQ-
10 items) do not consistently align with visualizations generated by LIME. This discrepancy creates
‘inconsistent interpretability narratives,” where the model appears to rely on different behavioral
cues depending on the explanation technique used. Such instability undermines confidence in both
questionnaire-driven and image-driven diagnostic systems, as clinicians cannot determine which
explanation reflects the true decision logic. This highlights a critical gap: current research often
treats XAI methods as interchangeable black-box tools without verifying their consensus. Future
frameworks must mandate multi-method validation, requiring that key biomarkers (whether neural
or behavioral) be corroborated by at least two distinct explanation techniques (e.g., both SHAP and
LIME, or SHAP and Integrated Gradients) before being considered robust enough for clinical inter-
pretation.

Critical Gap in Multi-Modal Interpretability: A significant barrier to clinical translation iden-
tified in our synthesis is the disconnect between neural explanations and behavioral anchors. While
advanced methods like Integrated Gradients consistently highlight the importance of the Posterior
Cingulate Cortex (PCC) within the Default Mode Network, these findings are rarely corroborated
with complementary behavioral data, such as specific items from the AQ-10 questionnaire. Without
establishing clear correlations between neural biomarkers (e.g., PCC dysfunction) and observable
behavioral traits (e.g., social communication deficits measured by AQ-10), the ’interpretive depth’ of
these models remains limited. Clinicians require this multi-modal linkage to translate abstract fMRI
signals into actionable ASD risk assessments. Current studies often present neural and behavioral
findings in isolation, missing the opportunity to provide a holistic, biologically grounded explanation
that bridges the gap between brain imaging and clinical symptomatology. Future frameworks must
prioritize this integration to ensure AI outputs are not just statistically significant, but clinically
meaningful. Critically, this lack of cross-modal validation extends to electrophysiological biomarkers
(EEG); without demonstrating that fMRI-derived PCC salience correlates with known EEG signa-
tures of ASD (e.g., altered gamma band activity), the biological specificity of these explanations
remains doubtful for real-world deployment. This gap is particularly critical for studies employ-
ing Graph Convolutional Networks (GCN) interpreted via SHAP; without confirming that these
functional connectivity patterns align with physical white matter pathways mapped by DTI trac-
tography, the inferred mechanisms of the Default Mode Network (DMN) remain speculative. This
lack of structural-functional convergence severely reduces confidence in these models for translational
neuroscience and clinical adoption.

4.1.3 The Neglect of Algorithmic Fairness: A Critical Ethical Imperative

The widespread disregard for algorithmic fairness identified in this review represents more than a
technical oversight; it constitutes a profound ethical imperative that demands immediate attention.
The potential consequences of deploying biased Al systems extend far beyond reduced accuracy
metrics they pose a direct threat to equity in healthcare access and outcomes.
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¢ From Gap to Harm: While previous discussions have framed the lack of subgroup analysis as a
mere “research gap,” our findings suggest a more urgent reality: the active risk of exacerbating
health disparities. Models trained on skewed datasets (e.g., the male-dominated ABIDE cohort)
and deployed without fairness audits are likely to systematically under-diagnose females and racial
minorities. This is not a theoretical risk; as demonstrated by [1], such biases can lead to sensi-
tivity drops of 24-48% for marginalized groups, directly translating to missed diagnoses, delayed
interventions, and worsened long-term developmental trajectories for the most vulnerable children.

e The Ethical Duty of Auditing: In clinical contexts, where diagnostic decisions determine access
to life-changing therapies, the absence of fairness auditing is ethically indefensible. Researchers and
developers bear a moral responsibility to ensure that Al tools do not perpetuate or amplify his-
torical inequities. Reporting only aggregate accuracy while ignoring subgroup performance masks
these disparities, effectively silencing the needs of underrepresented populations.

¢ Justice as a Design Requirement: Consequently, fairness must be elevated from an optional
post-hoc analysis to a non-negotiable design requirement. The field must move beyond
awareness to action, mandating rigorous bias mitigation strategies (e.g., adversarial debiasing,
representative sampling) and transparent reporting of subgroup metrics (Equalized Odds, Demo-
graphic Parity) as prerequisites for clinical translation. To do otherwise is to accept a future where
Al-driven diagnostics serve only a privileged subset of society, violating the fundamental medical
principle of justice.

The Illusion of Aggregate Metrics: A pervasive issue identified in our synthesis is the over-
reliance on aggregate performance metrics, particularly AUC, while neglecting subgroup-stratified
Sensitivity and Specificity. Many studies employing advanced architectures like GCN ensembles report
impressive overall AUC gains, yet fail to disclose whether these gains are distributed equitably across
sexes. As demonstrated in recent critiques, a high global AUC can mask severe disparities where a
model achieves high sensitivity for males but fails catastrophically for females (or vice versa). With-
out explicit reporting of sex-stratified Sensitivity and Specificity, claims of 'fairness’ or ’parity’ are
unsubstantiated. True assessment of Demographic Parity and Equalized Odds requires transparent
disclosure of error rates (False Positives/Negatives) for each protected subpopulation, not just an
averaged score. The current literature’s failure to provide this granularity undermines confidence in
the clinical readiness of these models for diverse populations.

In summary, addressing algorithmic bias is not merely about improving model robustness; it is
a critical step toward ensuring health equity. Ignoring this imperative risks automating discrimi-
nation, thereby undermining the very promise of Al to improve global brain health outcomes for all
children.

4.2 Answers to Research Questions

1. How does multi-modal fusion improve ASD detection accuracy compared to single-
modality models?

Through the integration of complementary information from behavioral, phenotypic, and neuro-
imaging data (fMRI, sMRI, and DTI), multi-modal fusion greatly improves accuracy, usually by
10-25%. Compared to a single data source, this offers a more thorough foundation for differentiation.
The main difficulty now lies in handling the data heterogeneity that results from multi-site studies,
not fusion perse.

2. Which brain regions and behavioral features most influence model predictions?

The Default Mode Network (DMN: PCC, Precuneus, Angular Gyrus), Social Brain regions (e.g.,
Superior Temporal Sulcus, Fusiform Gyrus), and Visual/Auditory cortices are known to be the most
influential features in social cognition and sensory processing, according to explainability methods.
Certain items from diagnostic questionnaires (such as the A5, A8, and A4 scores from the AQ-10) are
identified as important drivers for models that use behavioral data, frequently more so than demo-
graphic factors.

3. To what extent do current studies address model fairness across demographic sub-
groups?

Fairness is largely ignored in current research. Less than 10% of the primary research papers audited
their models for racial/ethnic, age, and sex based performance disparities. Reviews and the few
auditing studies demonstrate that substantial bias is common and that models frequently fail for
underrepresented subgroups, posing a serious risk of exacerbating healthcare disparities in the real
world. This is a crucial oversight.
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4.3 Limitations of the Review
While this review provides a comprehensive synthesis, several limitations must be acknowledged:

e Language and Database Bias: Only English language publications are probably included in
the review, which may leave out pertinent studies conducted in other languages. The sample is
also influenced by the extent of the databases that were used for the initial search (not mentioned
here, but usually PubMed, IEEE Xplore, etc.).

¢ Focus on Technical Literature: The technical and methodological aspects of AI models were the
main focus of the review. It might overlook complementary clinical viewpoints by under represent-
ing research published in psychological or psychiatric journals or studies that are solely concerned
with clinical validation.

* Temporal Lag: Early 2025 is when the most recent papers are included. The most recent
developments might go unnoticed because this is a rapidly evolving field.

¢ Heterogeneity of Methods: The pre-processing pipelines, model architectures, evaluation met-
rics, and datasets used in the extracted studies varied greatly. This heterogeneity necessitates
a qualitative synthesis, as described here, and makes direct quantitative comparison (such as
meta-analysis) challenging.

Table 9: Overview of Key Metrics, Concepts, and their Relevancy for Multimodal ASD Detection

Ref Topic Description/Key Equation/Representation RQ1| RQ2| RQ3
Concepts
[62, 82] Multimodal Accu- | Absolute improvement v
racy Gain using multiple modali- AAce = Acemulti — Accunt
ties vs. best unimodal multl e
baseline AAUC = AUCmulti — AUCuni
[46, 53] Modality Comple- | Unique, non-redundant | Qualitative (High/Medi- | v/
mentarity information from fused | um/Low)
modalities
[19, 52] Fusion  Approach | Method to combine | Categorical (Early/Intermedi- | v/
Taxonomy modalities ate/Late)
[56, 71] XAI-Identified Frequency of neural cir- | Ranked List (e.g., 1. DMN, 2. v
Biomarker Preva- | cuits identified as influ- | Visual, 3. Somatomotor)
lence ential by XAI
(68, 73] Behavioral Feature | Ranking of behavioral v
Importance (A1-A10) and demo- N
graphic  features by 1
contribution Gavg(fi) = N E @5 (fi)
j=1
(77, 84] Fairness Metric | Metrics to audit model v
Portfolio equity (EOD, DPD, sub- BOD = ATPR + AFPR
group AUC)
DPD = PRA — PRp
[70, 79] Fairness- Performance change v
Performance when applying fairness deoff — AUC L AUCH:
Trade-off constraints Trade-o UCbase UCtair
[46, 53] Data Heterogeneity | Challenge from multi- | Qualitative (High/Medi- | v/ v
Index site data variability um/Low)
[55, 76] Generalizability Performance drop from v v
Gap ID to OOD data GenGap = AUCID — AUCOOD
[48, 57] Clinical ~ Transla- | Composite score evalu- | Score (1-5) or (Low/Med/High) | v v v
tion Readiness ating model readiness

Abbreviations: DMN - Default Mode Network; XAI - Explainable AI; EOD - Equalized Odds Difference;
DPD - Demographic Parity Difference; ID - In-Distribution; OOD - Out-of-Distribution; TPR. - True
Positive Rate; FPR - False Positive Rate; PR - Positive Rate

4.4 Implications for Future Research

By highlighting three crucial research imperatives, this review directly contributes to the novelty and
necessity of the proposed project:
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1. From Group-Level to Individual-Level Explanations: Future research must create and
incorporate XAI techniques that offer individualized, patient specific justifications [88]. It is not
enough for a clinician to know which parts of the brain are typically important; they also need to
know why this particular patient was diagnosed with ASD [89]. This entails switching from summary
plots to reasoning based on cases and backed up by model evidence.

2. Mandatory and Comprehensive Fairness Auditing: The model evaluation checklist must
include fairness analysis as a mandatory item [90]. Future research must regularly use formal fairness
metrics (Equalized Odds, Demographic Parity) and report performance metrics broken down by
important demographic subgroups (sex, age, race/ethnicity) [91]. This is a requirement for just and
moral Al

3. The Integration of Explain-ability and Fairness: The intersection of XAI and fairness
represents the biggest disparity and the central innovation of the suggested project [92]. Frameworks
that audit whether a model is biased and provide an explanation for its bias must be developed [93].
What characteristics are causing a particular subgroup’s performance to differ? Is the model clinging
to erroneous correlations, such as a particular scanner artifact that is more prevalent in a particular
demographic? Instead of merely quantifying the issue, XAI techniques that can break down and
attribute bias are needed to answer these questions and provide useful insights for mitigation [94].
Therefore, the creation of explainable, equitable, and clinically transparent models that can be relied
upon for equitable deployment across diverse global populations rather than just increased accuracy is
the next frontier in AT for ASD detection [95]. By creating an integrated framework that offers reliable
explanations, bias diagnostics, and precise predictions, this project will seek to directly address this
frontier.

5 A Multimodal AI Evaluation Framework: Metrics for
Performance, Fairness, and Clinical Viability

The given comprehensive framework of metrics shows the multi-faceted evaluation necessary to tran-
sition multi-modal AI from a research prototype to a fair, robust, and clinically viable diagnostic
tool.

5.1 Multimodal Accuracy Gain

AAcc = Accpuit; — AcCuni
AAUC = AUCmulti - AUCuni

The measurable performance advantage of combining various data sources is measured by this metric
[96]. When a fused model is used instead of the best-performing single-modality model, it quantifies
the absolute increase in classification accuracy, or AUC [97]. A sizable positive value indicates that
the fusion has a synergistic effect, capturing complementary data that is unavailable from a single
source [98]. This is the main piece of quantitative data supporting the superiority of multi-modal
approaches in response to RQ1.

5.2 Modality Complementarity

Qualitative (High/Medium/Low)

This qualitative evaluation clarifies the reasons behind a performance improvement. It assesses
whether distinct, non-overlapping information about the condition is provided by the fused modali-
ties [99]. Greater benefits result from high complementarity, which allows fMRI to provide functional
insights while sMRI provides structural details [100]. When there is little new information added, low
complementarity indicates data redundancy. It assists researchers in choosing the most illuminating
combinations of data [101].

5.3 Fusion Approach Taxonomy

Categorical (Early/Intermediate/Late)

This metric classifies the technical process of merging data streams. Raw data is integrated in early
fusion, extracted features are merged in intermediate fusion, and model decisions are combined in
late fusion [102]. There is a trade-off between the two options: late fusion is simpler but may lose
subtle interactions, while early fusion preserves raw information but is complex [103]. Understanding
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the methodological environment and reproducibility of multimodal studies requires an understanding
of this classification [104].

5.4 X AI-Identified Biomarker Prevalence

Ranked List (e.g., 1. DMN, 2. Visual Network,3. Somatomotor Network)

Using Explainable AT (XATI), this metric goes beyond accuracy to pinpoint the most consistently sig-
nificant brain regions across numerous studies [105]. Neural circuits (like the Default Mode Network)
are ranked according to how often they are identified as having an impact on model predictions [106].
A network’s validity as a primary neuro-biological biomarker for ASD is strengthened by its high
prevalence, which offers a data-driven basis for neuro-scientific understanding [107].

5.5 Behavioral Feature Importance

1 N
duve(fi) = 55 D 05(F1)
j=1

This measure, which usually uses SHAP values, ranks particular behavioral characteristics and demo-
graphic factors according to how much they influence a model’s decision [108]. It provides information
on which questionnaire items such as the social cues section’s A5 score are most likely to result in
an ASD diagnosis [109]. By emphasizing the most discriminative behavioral patterns that support or
even enhance clinical understanding, this turns the model from a mystery into a tool for discovery
[110].

5.6 Fairness Metric Portfolio
EOD = TPRgpa — TPRyps + FPRgrpa — FPRyipn

DPD = PRgroupA - PRgroupB
A model is audited for algorithmic bias across demographic subgroups, such as sex or race, using
this set of metrics (EOD, DPD) [111]. While DPD looks for equal prediction rates, EOD guarantees
comparable error rates across groups. In order to guarantee that the model’s performance is fair and
does not systematically fail for particular subpopulations, which is a fundamental ethical concern,
these metrics must be reported [112].

5.7 Fairness-Performance Trade-off

Trade-off = AUCpase — AUCir
The cost of upholding justice is measured by this metric. When constraints are used to increase
equity across subgroups, it quantifies the decline in overall model performance (e.g., aggregate AUC)
[113]. There is an ethical conundrum because attaining fairness comes at a significant cost in terms
of overall accuracy [114]. The ideal trade-off is minimal, suggesting that fair performance can be
attained without significantly sacrificing the model’s overall usefulness [115].

5.8 Data Heterogeneity Index

Qualitative (High/Medium/Low)

This qualitative measure evaluates the difficulty of merging data from various sources, like scanners
or hospitals [116]. It includes both demographic imbalances (e.g., more male subjects) and technical
variability (protocols, scanners) [117]. A dataset with a high index has substantial inherent biases and
confounds, which makes it challenging to train reliable models and jeopardizes the generalizability
and equity of the final AT system [118].

5.9 Generalizability Gap

GenGap = AUCp — AUCpop
This metric quantifies how much a model performs worse when used with fresh, untested data from a
different distribution than the one it was trained on [119]. A significant gap suggests that the model
has failed in real-world scenarios and has over-fitted to certain artifacts in its initial training data
(such as the signature of a particular scanner) [64]. Beyond hopeful lab results, it is a crucial test of
clinical viability and robustness.
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5.10 Clinical Translation Readiness

Score (1-5) or (Low/Medium/High)

This composite qualitative score assesses a model’s overall suitability for practical application. It
combines important elements, such as high accuracy, demonstrated group equity, explainability of
predictions, and validation on a variety of independent datasets [120]. A high score suggests that
the model is a solid, reliable, and equitable tool that is prepared for use in clinical support systems
rather than merely an academic prototype [121].

6 Threats to Validity

The validity of this study’s findings and conclusions is threatened by a number of limitations, even
though it followed the PRISMA guidelines and followed a strict systematic review protocol [122].

6.1 Construct Validity

Although essential for methodical analysis, the operational definitions of key concepts might not
adequately convey their intricacy [123]. Our "explain-ability” metric gave priority to the technical
implementation of XAI techniques (such as SHAP and LIME), but it was unable to accurately eval-
uate the explanations’ clinical usefulness or practitioner action-ability. Similar to this, the evaluation
of "fairness” was mainly predicated on the stated application of fairness metrics or subgroup anal-
ysis, which does not ensure that the models were actually equitable or that these measures were
applied appropriately [124]. Lastly, the Early, Intermediate, and Late taxonomy for multi-modal
fusion inevitably oversimplifies more complex, hybrid approaches that might exist in the literature
[125].

6.2 Internal Validity

Subjectivity and selection bias are the main threats to internal validity [126]. Our search strategy was
restricted to four major electronic databases and English-language publications, despite the fact that
it was intended to be comprehensive. As a result, we might have overlooked important viewpoints
on cultural and demographic justice from non-Western literature published in other languages, as
well as pertinent research from specialized psychological or psychiatric databases. Additionally, even
though the quality assessment scoring system is meant to be consistent, it inevitably incorporates
some subjective judgment when determining how relevant a study is to each research question. A
pilot calibration phase was carried out to lessen this, and all disagreements over scores were settled
by consensus.

6.3 External Validity

The primary studies’ strong reliance on particular datasets, particularly the ABIDE repository, which
has a notable gender imbalance and a predominately Western demographic, limits the generalizability
of our synthesis [127]. As a result, conclusions about model performance and discovered biomarkers
might not apply to more varied, real-world populations [128]. Furthermore, studies that concentrate
only on clinical validation and implementation challenges may be overlooked due to our emphasis on
technical Al literature.

6.4 Conclusion Validity

Although suitable for diverse research, the qualitative narrative synthesis approach raises the possi-
bility of interpretation bias when combining the results [129]. Although it offers a clear example, the
quantitative number of studies discussing fairness (e.g., 40%) may oversimplify a complicated and
dynamic environment. We acknowledge the possibility of unintentional bias in result interpretation,
which may have contributed to an emphasis on these gaps, as researchers with a declared interest in
promoting explain-ability and fairness [130]. In an effort to combat this, we have explicitly based all
of our conclusions on the data that was taken from the included studies.
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7 TOWARD A HUMAN-CENTRIC AI PARADIGM FOR
ASD DETECTION

Although technologically impressive, the unrelenting quest for algorithmic accuracy has unintention-
ally produced Al systems that are socially myopic and clinically opaque [65]. This review highlights a
significant discrepancy between the practical demands of clinical practice, where equity, transparency,
and trust are non-negotiable, and current Al capabilities. According to a human-centric paradigm,
an Al tool’s worth is assessed by its capacity to support and enhance human decision-making rather
than just by how well it performs on a test set [131]. This calls for models that answer the "why”
of a given patient by giving clinicians case-specific, intuitive explanations in addition to a diagnosis
[132]. In order to guarantee that diverse populations are served fairly, it also requires that systems
be audited and corrected for bias as a basic developmental step [93]. The crucial next step for the
field is to embrace these human factors and move beyond technical metrics [133]. The Al develop-
ment life-cycle must be fundamentally rethought in order to adopt this paradigm [134]. In order to
make sure that the tools are not only technically sound but also culturally and contextually com-
petent, it is imperative that models be co-designed with clinicians, ethicist s, and most importantly
representatives from marginalized communities [135]. The creation of standardized frameworks for
bias mitigation and fairness reporting, as well as intrinsically interpret-able architectures, must be
the top priority of research [58]. The ultimate objective is to create Al that is a trustworthy, respon-
sible, and equitable clinical partner in addition to being a potent classifier [136]. The only way to
realize the long-promised revolution of Al in autism diagnosis and care is to make the shift from a
technology centered to a human centered approach [137].

8 Conclusion

The field of Al-driven autism spectrum disorder detection is at a turning point, as this systematic
review concludes. The research landscape reveals a profound and concerning neglect of the twin
pillars required for clinical adoption: explainability and fairness. This is despite the fact that con-
siderable progress has been made in maximizing classification accuracy, mainly through advanced
multimodal fusion techniques. Explainability techniques, when used, only offer group-level insights
that are not very useful for diagnosing individual patients, and the vast majority of developed mod-
els continue to be impenetrable "black boxes.” Most concerningly, these potentially potent tools run
the risk of automating and exacerbating already-existing healthcare disparities, especially against
racially diverse and female populations, due to the widespread failure to audit for algorithmic fair-
ness. Transparency, equity, and clinical utility must therefore be given top priority as fundamental
design principles in order to move past a narrow focus on performance metrics. To create Al sys-
tems that are not only accurate but also reliable, equitable, and genuinely prepared for integration
into clinical practice, future research must require stringent fairness auditing, create techniques for
personalized explanation, and incorporate these elements into the very fabric of model development.

9 Future Directions

The review’s notable gaps provide a clear path forward for further investigation. First, there is a
pressing need to go beyond post-hoc explainability to intrinsically interpretable model architectures
that produce patient-specific, intuitive explanations as a native output. This could be achieved by
utilizing advancements in symbolic reasoning or attention mechanisms to give clinicians actionable
insights for specific cases. Second, the model development lifecycle must make algorithmic fairness
a non-negotiable requirement. This means that performance metrics broken down by important
demographic subgroups (e.g., sex, age, race/ethnicity) must be reported. Additionally, strong bias
mitigation strategies, like adversarial debiasing or fairness-aware loss functions, must be developed
and implemented and validated on neurodevelopmental data. Developing explainable fairness frame-
works that use XAI techniques to not only determine whether a model is biased but also to identify the
underlying cause of bias by identifying which particular features or data sources are driving disparate
performance across subgroups is the most important and innovative direction at the intersection
of these two challenges. Ultimately, these efforts need to be validated on larger, more diverse, and
prospectively collected datasets that go beyond the constraints of existing benchmarks like ABIDE
in order to ensure real-world applicability. This will allow for the development of comprehensive Al
systems that are by design accurate, transparent, and equitable.
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