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Abstract: Predicting GNSS displacement time series accurately is challenging due to complex
spatial dependencies, multi-source noise, and hyperparameter tuning difficulties. Based on this,
We propose a Bayesian-optimized DA-GAT-BILSTM model with a kinematically-motivated
Direction Loss. The framework combines a KNN-based geodesic station graph with graph
attention for spatial encoding, BILSTM for temporal modelling, and a direction-aware head for
coupled E/N/U prediction. A kinematically-motivated Direction Loss enforces smoothness and
cross-component consistency, with Optuna-based optimization for efficient hyperparameter
selection, aiming to enable a novel network-based prediction through inter-station information
sharing. Using data from 100 stations worldwide (2000-2024), spatial autocorrelation (Moran’s |
=0.550/0.625/0.585 for E/N/U) supports a sparse kNN geodesic prior (k = 10), enabling DA-GAT-
BiLSTM to deliver millimetre-level E/N/U prediction (R* = 0.948/0.964/0.937; mean residuals -
0.11/-0.04/0.14 mm for E/N/U). Ablations confirm that graph attention is critical (MAE +72—76%;
R? —9--14% without GAT), the direction-aware head improves robustness—especially vertically
(MAE +40-45% without DA)—and the kinematically-motivated Direction Loss outperforms
MSE on high-quality stations (MAE —23-37%, RMSE —24-38%, R? +0.09-0.14). Optuna
achieves a lower validation loss (0.104 in 12.5 h) than grid (0.145 in 48.5 h) or random search
(0.118) Comparison with VARIMA, GCN-LSTM, and GAT-Transformer shows that DA-GAT-
BiLSTM achieves lower prediction errors across displacement components, with performance
differences corresponding to the presence of adaptive spatial attention, bidirectional temporal
encoding, and direction-aware cross-component modelling. The proposed framework offers a
reliable tool for crustal deformation monitoring and early-warning applications.

Keywords: GNSS time series prediction, DA-GAT-BIiLSTM, Direction Loss, KNN station graph,
Bayesian optimization

1. Introduction
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Understanding how tectonic stress accumulates and releases across fault systems requires precise,
long-term observations of ground motion. High-precision GNSS networks now provide three-
dimensional displacement measurements at thousands of stations worldwide, generating dense
time series that capture everything from slow tectonic creep to sudden co-seismic jumps (Kreemer
etal., 1998; He et al., 2025; Sielfeld et al., 2019). These data have proven invaluable for earthquake
early warning, hazard assessment, and infrastructure monitoring (Uzel et al., 2013; Ducrocq et al.,
2021).

Yet extracting meaningful predictions from GNSS time series is far from straightforward. Crustal
motion exhibits strong spatial correlations—neighbouring stations often share a common tectonic
driver—but also displays highly heterogeneous local behaviour due to differences in geology, fault
geometry, and loading conditions (Li et al., 2022; Zhu et al., 2023; Peng et al., 2025). The signals
themselves are contaminated by instrumental noise, atmospheric delays, and seasonal hydrological
loading, making it difficult to separate genuine tectonic motion from spurious fluctuations (Ruhl
et al., 2017; Santamaria-Gomez et al., 2011; Zhou et al., 2025).

Traditional approaches to this problem have limitations. Spatial interpolation techniques like
kriging are linked with computational costs at large scales and cannot easily adapt to complex,
anisotropic dependencies (Du & Haider, 2025; Barbosa et al., 2017). Classical time-series models
such as ARIMA handle temporal patterns well but ignore the spatial structure of station networks
entirely (Althobaiti, 2025). In fact, a closely related limitation is that many practical prediction
pipelines still adopt a single-station formulation—predicting each station (and often each
component) independently—even when dense networks are available. This prevents models from
borrowing strength from spatially correlated deformation signals across nearby stations, and can
yield spatially inconsistent forecasts at the network level; moreover, the “train-and-tune per
station” workflow scales poorly as the number of stations grows (Alevizakou et al., 2018; Gao et
al., 2022; Chen et al., 2023). Physics-based numerical simulations, while interpretable, depend
heavily on simplifying assumptions and idealized boundary conditions that rarely hold in practice
(Xiong et al., 2022).

Machine learning offers a promising alternative, and recent work has explored neural networks for
displacement prediction with some success (Wang et al., 2021; Gade et al., 2021; Wang et al.,
2024). However, most existing methods still rely on hand-crafted features and heuristic spatial
weighting schemes, making it hard to capture the full complexity of station interactions(Wang et
al.,2025;Abdalla et al.,2024). Moreover, the three displacement components exhibit fundamentally
different characteristics: horizontal motions (east and north) typically display stronger seasonal
loading patterns and inter-component correlation driven by regional tectonic strain, whereas
vertical displacements are more susceptible to local hydrological effects and atmospheric noise.
They also tend to treat the three displacement components independently, ignoring the physical
coupling between horizontal and vertical motion. In addition, uncertainty quantification remains
largely absent, and hyperparameter tuning is often performed through computationally expensive
trial-and-error (Lee and Seok, 2021; Meenakshi et al., 2022; Tabar & Sisman, 2025).



In this paper, we propose a different approach. Our DA-GAT-BiILSTM framework models the
GNSS station network with graph attention to learn data-driven spatial dependencies, while
bidirectional recurrent layers capture temporal dynamics. We further incorporate a direction-aware
mechanism to account for the distinct yet coupled behaviour of horizontal and vertical
displacement components. To improve physical plausibility, we introduce a kinematically-
motivated loss that promotes smooth, consistent motion across time and components. Finally,
Optuna-based Bayesian optimization enables efficient, systematic hyperparameter tuning.

The remainder of this paper is organized as follows. Section 2 introduces the GNSS time-series
data sources and the preprocessing procedures. Section 3 details the proposed spatial network-
based prediction framework, including the spatiotemporal modelling architecture, the
kinematically-motivated loss design, and the Bayesian hyperparameter optimization strategy.
Section 4 reports the experimental results and comparisons with baseline methods. Section 5
discusses the main findings, summarizes the conclusions, and outlines directions for future work.

2. Data source and preprocessing

2.1. GNSS Time Series Data

We obtained displacement time series from the Nevada Geodetic Laboratory (NGL), which
provides standardized, multi-source fusion products derived from global GNSS networks (Blewitt
et al., 2018). The dataset incorporates observations from the Network of the Americas (NOTA),
Japan's GEONET, and numerous continuously operating reference station networks contributed
by international partners. Processing follows NGL's latest workflow based on GipsyX v2.3
software, with solutions aligned to ITRF2020. Precise orbit and clock products come from NASA's
Jet Propulsion Laboratory, and ocean tide-loading corrections use the FES2014b model (Bertiger
et al., 2020).

From this database, we selected 100 stations for analysis. Rather than imposing a strictly uniform
spatial distribution, we prioritized data quality: stations needed long, nearly continuous records
from 2000 to 2024 without major gaps, equipment changes, or unstable coordinate behaviour. In
densely instrumented regions like North America and East Asia, we thinned the network using
distance-based criteria to avoid excessive clustering while retaining the most complete records. In
sparsely covered areas such as South America and Asia, we kept all stations meeting our quality
thresholds. The resulting network spans diverse tectonic environments (plate boundaries, active
deformation zones, and stable cratonic interiors) (see Figure 1).
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Fig.1. Spatial distribution of 100 GNSS stations, highlighted in red triangles.

2.2 Data preprocessing

Before modeling, outliers were identified using an IQR-based rule applied to the displacement
values (per station and per component), with thresholds estimated from the corrected training
split(Swami et al., 2023). Data gaps were handled only to maintain a regular time index for
batching: Interpolation was used selectively for short interruptions to ensure continuity without
over-smoothing longer interruptions(Zhao et al., 2026). Importantly, the train/validation/test split
was defined chronologically before any parameter-estimating preprocessing (e.g., outlier
thresholds, harmonic coefficients, or normalization/statistical summaries), and these quantities
were estimated on the training period only and then applied to validation/test.

Figure 2 shows raw and processed time series for station 00SK on Sweden's Baltic coast. The
raw data contain intermittent high-amplitude excursions, especially in the vertical component.
The shaded background and the vertical dashed lines indicate the dataset split into training
(2000-2015), validation (2015-2020), and test (2020-2024) periods. The right panels quantify
short-timescale variability by plotting the rolling standard deviation (Rolling STD, in mm)
through time for the raw (dashed) and processed (solid) series, thereby highlighting changes in
noise level while preserving the secular deformation trends across all splits. Overall, the
processed series exhibits consistently lower Rolling STD than the raw series, indicating reduced
short-term noise; the reductions are summarized in the annotations as noise decreasing by 9.6%
for the east component, 9.7% for the north component, and 6.1% for the up component.
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Fig.2. Preprocessing effects and rolling-noise comparison of three-component GNSS
displacement time series at station 00OSK (2000-2024; chronological split with 2020-2024 held
out for testing).

3 Spatial Network-Based Framework for GNSS Time Series Prediction

3.1. Modelling Framework Overview

Based on pre-processed data, our prediction framework integrates spatial network topology with
temporal dynamics through a graph neural architecture (Fig.3). A k-nearest-neighbour station
graph encodes inter-station proximity via edge weights based on haversine distances. Input
features—temporal descriptors (rolling statistics, velocity/acceleration, trends, seasonal
encodings) and spatial attributes (clustering, coordinates)—pass through projection layers into
multi-head GAT with residual connections, followed by BILSTM for temporal



dependencies.(Deng et al., 2025). Temporal attention refines sequence representations, and a
direction-aware head generates separate 7-day forecasts for East, North, and Up displacements.

This graph-informed spatiotemporal architecture incorporates interrelated design considerations
shaping its spatiotemporal learning:

(1) To account for spatial correlations among neighboring stations sharing common tectonic
drivers, we design GAT layers that propagate information across the network through adaptive
attention, dynamically weighting neighboring contributions.

(2) Recognizing distinct horizontal versus vertical motion characteristics, we introduce a direction-
aware head employing dedicated encoders with gated aggregation to preserve directional
signatures.

(3) To encourage physical plausibility beyond standard regression metrics, we incorporate a
composite loss integrating velocity consistency, temporal smoothness, drift correction, and cross-
directional covariance alongside prediction error.

(4) Given that hyperparameter tuning remains labor-intensive, we employ Bayesian optimization
(Optuna/TPE) to automatically tune GAT depth, attention heads, LSTM capacity, and loss weights,
balancing spatial-temporal-physical objectives.
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3.2 Spatial Graph Construction for Network-Scale Prediction

Distant stations tend to reflect site-specific geological processes, whereas proximal stations are
more governed by shared tectonic forcing. A key limitation of existing GNSS displacement
prediction approaches is their treatment of each station as an independent prediction unit, thereby
neglecting the spatial dependence and autocorrelation among stations inherent to crustal
deformation (Broelemann et al., 2017). To address this bottleneck, we construct a spatial graph
that enables information sharing across stations; weight sharing reduces the number of model
parameters, while explicitly incorporating spatial contextual information into both training and
prediction.

3.2.1 K-Nearest Neighbour Graph Construction

We model the GNSS network as a graph G = (V, E), where each node represents one station and
edges connect spatially proximate stations. For N stations with coordinates (latitude, longitude),
we construct edges using k-nearest neighbour connectivity(Duan et al., 2026).

To establish edge connectivity, we apply k-nearest neighbour selection based on geodesic
distance. The Haversine distance between stations i and j accounts for Earth's spherical
geometry:

. . q)'_q)i i }\"_}Li
d; = 2Rarcsin \/smz[ "2 ]4_005((1)1_)(:05((1)].)51112( .]2 J .

Where R = 6371 km, ¢ denotes latitude in radians, and A denotes longitude in radians.

We implement this calculation using scikit-learn's Nearest Neighbors class with ball tree
algorithm and haversine metric. For each station i, we identify k nearest neighbors and create
directed edges to these neighbors. This process generates approximately k edges per node,
yielding total edge count near kN for N stations. If distance filtering eliminates all edges for a
station, we construct connections to ensure graph connectivity.
Edge weights encode spatial proximity. For each edge (i, j) connecting station i to neighbor j, we
define weight as:

1

d,.j+s

)

Wi

where € = 10°¢ prevents division by zero. This inverse-distance weighting assigns higher
influence to closer neighbors and lower influence to distant neighbors. The weights remain
constant during training since station positions are fixed. The resulting graph structure serves as
input to graph attention layers that aggregate spatial information.



3.2.2 Spatial Autocorrelation Validation

We quantify spatial dependencies using Moran's [ statistic. For displacement component x,
Moran's I is:

N 2w -F)(x - F)
Y S (-3 ©)

where N is the number of stations, w;; are edge weights from the KNN graph, and X is the mean

displacement.

Values of I range from -1 to 1. Positive values indicate spatial clustering (similar values
concentrate in space), values near zero suggest spatial independence, and negative values
indicate spatial dispersion(Z. Wang et al., 2026).

3.3. DA-GAT-BiLSTM Architecture

We ingest spatiotemporal observations organised along four axes—batch, station, time, and
feature—and construct a KNN-based graph to specify candidate inter-station connections via the
edge index. A stack of GATV2 layers then performs spatial aggregation, progressively enriching
each station’s representation from local neighbourhood cues to broader network-level
dependencies. The spatially encoded signals are passed to a bidirectional LSTM, where forward
and backward recurrent streams jointly capture temporal dependencies in both directions; residual
connections are used to stabilise optimisation and preserve information flow. We further apply
multi-head attention over the temporal representations to upweight salient time steps. Finally, a
direction-aware module routes the shared features into direction-specific pathways and prediction
heads, producing three coordinated outputs corresponding to the east, north, and vertical
components, thereby improving directional consistency. (Figure 4).
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Fig. 4. Architecture of the DA-GATv2-BiLSTM Model

3.3.1 Graph Attention Networks (GAT)

Based on spatial graph, we use a three-layer cascaded GATv2Conv architecture to model intricate
spatial dependencies. This design captures multi-scale spatial interactions and improves the
model's ability to process complex, heterogeneous geological environments. A dynamic attention-
weighting mechanism is incorporated, and the node representation update at the k-th GAT layer is
defined as:

=2 o3 o oA o

y

(m) _ ()T | g7(m) (m)
o) = soft max, (LeakyReLU(oc | h]})) )
where a is the learnable attention parameter, || represents multi-head attention concatenation, W is
the learnable weight matrix, o is the SILU activation function, and o;{™ is the normalized attention

weight from the m-th attention head.

The first GATv2Conv layer extracts local spatial features through dynamic attention; the second
layer aggregates higher-order neighbourhood information to enlarge the receptive field; and the
third layer integrates global spatial relationships, outputting node embeddings with enhanced
representational capacity. Through this three-layer stacked GAT, the model generates spatially
aware node embeddings Hgpaia € RNP22t (where N denotes the number of stations).

Throughout the process, Layer Normalization and residual connections are applied at each layer
to stabilize training:
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3.3.2 Bidirectional Long Short-Term Memory (BiLSTM)

The spatially embedded representation Hgpiia feeds into a bidirectional LSTM that models
sequential data to capture long-term dependencies within the displacement field. The core of the
LSTM unit lies in its input gate i, forget gate f,, output gate o, and memory cell C.. The
bidirectional LSTM processes the time series in both forward and reverse directions, then
concatenates the outputs:

h, = LSTM (x,,x,,...,X,) 7)
h, = LSTM (x,,%, ..., ,) ®)
h=| b | ©)

where h” and h", represent the hidden states of the forward and backward LSTMs at time step t,
and h, is the concatenated output. The final temporal feature is obtained by:

H(temp) - [Ea h_¢j| e RV Him .

We employ bidirectional processing to encode long-range dependencies within the historical
input window by reading the window in both directions and concatenating the hidden states.
Because the entire input window precedes the forecast timestamp, this bidirectional encoding
does not use observations beyond the prediction horizon; it serves as a richer representation of
the available history. A multi-head self-attention mechanism then enhances the model's
sensitivity to the most informative time steps:

T
Attention(Q,K,V) =s0ftma){QK JV (11)

N

3.3.3 Direction-Aware Prediction Head

Horizontal and vertical displacement components behave quite differently: the east and north
signals typically show seasonal loading effects and mutual correlation, while the vertical
component tends to be noisier with pronounced long-term trends. We handle this asymmetry via a
direction-aware graph attention module that learns edge-wise directional weights from relative
station coordinates and uses gated cross-direction refinement to adaptively modulate message
passing across components.

To achieve adaptive modelling of coupling relationships among components, we designed a
Direction-Aware (DA) attention gating mechanism embedded in the LSTM hidden-state update.
Let h¥, hN, and hV denote the hidden state vectors of the east, north, and vertical components at
time step t. The cross-directional interaction gate gj; controls information flow from direction j to
direction i:
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where Wjj and b;; are learnable parameters, [;] denotes vector concatenation, and o is the Sigmoid
activation. The enhanced hidden state h¢ for direction i, after integrating information from other
directions, is computed as:

hi =1 +Z.f¢l‘gif (Vuhtl) (13)
This mechanism operates in a purely data-driven manner without prior physical assumptions,
enabling the model to automatically learn dynamic spatiotemporal dependencies among directions.
Finally, predictions for the three components are produced through independent two-layer
perceptron heads:

v, = Wd(z) - LayerNorm (SiLU (Wd(l) fo+ b((il) )) + by) (14)

3.4. Kinematically-motivated Loss Function

Standard mean squared error treats all prediction errors equally, ignoring the physical relationships
between displacement components and their temporal evolution. We designed Direction Loss to
incorporate domain knowledge explicitly. The loss combines several terms:

L = LHuber + BLdriﬁ + chov + 8]Jsmuoth (15)
1( (@) ,(u))z - <a

L(d) =L N ZT 2 Yig —Vig VY| sag (16)
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where the Huber loss Liuger imposes robust constraints on prediction error along direction d; the
drift penalty Ld;f; enforces consistency of displacement changes between consecutive time steps;
the covariance constraint LV minimizes error covariance across directions to suppress spurious
correlations; and the smoothness constraint Lemeon regularizes predicted curves via second-order
differences.

A dynamic weighting mechanism adaptively adjusts directional weights based on historical error
trends:

exp(z 1
W, = p(z) “,
Y sexp(z,) &, +e,
Direction Loss introduces kinematically-motivated constraints to enhance the model's capability
in representing anisotropic responses and nonlinear dynamic processes of crustal motion.

17)



3.5. Bayesian Hyperparameter Optimization

Deep learning models involve many hyperparameters—Iearning rates, dropout rates, layer sizes,
scaling factors—and finding good combinations through grid search quickly becomes prohibitive.
We adopted Bayesian optimization using the Optuna framework with Tree-structured Parzen
Estimator (TPE) sampling (Amini et al., 2025). The algorithm builds a probabilistic model of how
hyperparameters affect validation loss, then uses an Expected Improvement criterion to select
promising configurations:

EL(¥)=E () [max( f(x)-f (x+),0):| (18)

where f(x) represents the validation loss function, x* denotes the current best hyperparameter
combination, and Di: is the historical trial data distribution. This guided search converges much
faster than exhaustive enumeration while achieving equal or better performance.

4. Results

4.1 Spatial structure of station motions

To characterise spatial coupling, we represent the 100 stations as a distance-weighted proximity
network on the globe (Fig. 1d). The construction of this spatial graph requires specification of
two parameters: the number of nearest neighbors (k) and the maximum separation distance. To
determine the optimal k value, we conducted a systematic sensitivity analysis across k € {5, 8§,
10, 12, 15, 20} (Table 1).

The results reveal a performance optimum at k=10. Prediction error measured by RMSE
decreases from 2.775 mm at k=5 to 2.489 mm at k=10, then increases to 2.713 mm at k=15 and
3.426 mm at k=20. The corresponding R? values follow an inverse pattern, reaching a maximum
of 0.852 at k=10. Network topology metrics show that k=10 provides 8.24 effective neighbors
per station on average, with a network density of 0.824 and mean edge distance of 902.6 km.
Smaller k values (k=5: 4.77 effective neighbors, 695.97 km mean distance) limit spatial
information propagation, while larger k values (k=15: 11.14 effective neighbors, 1077.97 km
mean distance; k=20: 13.68 effective neighbors, 1233.99 km mean distance) introduce longer-
range connections that increase computational cost (1.627x and 2.197x% relative to k=10,
respectively) without performance gains. The k=8-12 range exhibits RMSE variation within
0.052 mm, indicating stability around the optimum.

Tablel. Sensitivity analysis of the number of nearest neighbors (k) in spatial graph construction

Avg Network Avg RMSE MAE R? Relative
neighbors density edge distance(km) (mm) (mm) time(h)
5 4.77 0.954 695.974 2.775 2.109 0.812 0.435

8 7.02 0.875 844.044 2.524 1.918 0.845 0.765




10 8.24 0.824 902.596 2.489 1.892 0.852 1.134

12 9.44 0.786 969.127 2.541 1.931 0.841 1.244
15 11.14 0.743 1077.967 2.713 2.062 0.805 1.627
20 13.68 0.684 1233.994 3.426 2.604 0.784 2.197

Based on this analysis, each station is linked to its 10 nearest neighbours, subject to a maximum
separation of 3000 km, producing a sparse but connected graph that prioritizes local
neighbourhood interactions (Fig. 1d). Each station is linked to its 10 nearest neighbours, subject
to a maximum separation of 3000 km, producing a sparse but connected graph that prioritises
local neighbourhood interactions. The map view reveals regionally coherent neighbourhoods (for
example across western North America, northern Europe and Australia), where dense short-
range links dominate, while a smaller number of longer edges connect geographically isolated
stations and bridge gaps between sparsely sampled regions. This structure provides an explicit
representation of inter-station adjacency for network-level spatial analyses.
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Fig.5. Spatial connectivity of the global GNSS network

Spatial dependence was then quantified using Moran’s I (Fig.6 a—c). All three displacement
components show moderate positive autocorrelation (East: I = 0.550; North: I = 0.625; Up: I =
0.585; n=100), as reflected by the positive slopes in the Moran scatterplots between
standardized displacement and spatial lag. Horizontal components exhibit stronger spatial
coupling than the vertical component, consistent with their more coherent regional deformation
signatures, whereas the vertical component is comparatively more heterogeneous and noise-
sensitive.
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4.2 Overall Model Performance

Prediction Accuracy. We evaluated DA-GAT-BiLSTM on the held-out test period from 2020 to
2024. As illustrated in Figure 7, the model demonstrates reasonable predictive performance
across all three displacement components. The left panels show that predicted trajectories
(dashed lines) generally follow the observed displacement curves (solid lines) for East, North,
and Up components. The right panels display the residual distributions with Gaussian kernel
density estimation, revealing relatively small mean errors: p = -0.11 mm for East, p =-0.04 mm
for North, and p = 0.14 mm for Up. The standard deviations are 2.51 mm, 2.18 mm, and 4.11
mm, respectively, indicating millimeter-level prediction accuracy with relatively low systematic
bias. The approximately symmetric residual distributions suggest reasonable model reliability.
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Figure 8 presents scatter plots of predicted versus observed values. All three components show
linear relationships, with R? exceeding 0.93: specifically 0.964 for North, 0.948 for East, and 0.937
for Vertical. Data points cluster tightly around the ideal y=x line, with horizontal components
showing particularly close agreement. The vertical component displays slightly more scatter, as
expected given its lower signal-to-noise ratio, but performance remains excellent.
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Sensitivity to Data Quality and Window Length. Model accuracy depends on data completeness
(Figure 9). Stations with less than 80% coverage show elevated MAE, while those exceeding 90%
coverage achieve notably better predictions. This pattern reflects the intuitive expectation that
more complete records provide richer training signal.
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The choice of input window length also matters (Figure 10). Both MAE and RMSE decrease as
the window extends, reaching minima around 60 days. Longer windows provide diminishing
returns and eventually degrade performance, likely due to noise accumulation or overfitting. The
60-day window strikes a practical balance between capturing sufficient historical context and



maintaining computational efficiency. Training

substantially with longer windows.
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4.3. Ablation Study

To understand how each component contributes to overall performance, we systematically
removed individual modules and measured the degradation (Figure 11).

Contribution of network-based spatial modeling (GAT) Removing the GAT module leads to

the most severe performance degradation among all ablations: MAE increases by 72—76% and R?
decreases by 0.09-0.12 across the three components. This result highlights that explicit network-
based spatial aggregation is central for GNSS displacement prediction at scale. In the full model,
the GAT layers propagate information through the station graph and adaptively weight
neighboring stations, allowing the predictor to borrow strength from spatially correlated
deformation signals that share common tectonic drivers. Once GAT is removed, the model



effectively loses its ability to exploit these inter-station dependencies; consequently, forecasts
become more susceptible to local noise and station-specific idiosyncrasies, and the learned
dynamics cannot maintain the same level of spatial coherence. The consistent degradation across
East—North—Up indicates that spatial context is not merely beneficial for one direction, but rather
provides a network-level constraint that stabilizes prediction for all components.

Contribution of the direction-aware prediction head (DA) Ablating the direction-aware
mechanism yields the second-largest drop in performance: MAE increases by 40—45%, with the
strongest impact on the Up component. This pattern is consistent with the known asymmetry of
GNSS motion characteristics: horizontal components often exhibit stronger mutual correlation
and clearer seasonal signatures, whereas the vertical component is typically noisier and more
trend-dominated. The direction-aware head in the full model is designed to preserve these
directional signatures through component-specific pathways and gated cross-direction
interaction, so that shared spatiotemporal features are selectively exchanged rather than
indiscriminately mixed. When this mechanism is removed, the network must rely on a less
structured representation that tends to blur the distinct statistical properties of horizontal versus
vertical motion. As a result, the predictor shows a pronounced loss of fidelity for the Up
component, suggesting that direction-aware disentanglement and controlled cross-component
fusion are necessary to handle anisotropic noise and heterogeneous signal composition in ENU
GNSS prediction.

Contribution of bidirectional temporal encoding (BiLSTM) Replacing bidirectional with
unidirectional LSTM increases MAE by 31-42% across components and reduces R? by 0.04-
0.05. The unidirectional variant summarizes the input window using only a forward recurrence
and cannot exploit information from both early and late positions within the available historical
window when forming its representation, which weakens long-range dependency capture and
degrades forecast-trajectory consistency.
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Overall, the ablation results demonstrate that all three components contribute meaningfully to the
final performance, but with different roles: GAT-based spatial aggregation provides the dominant
gain, while direction-aware modeling and bidirectional temporal encoding offer complementary
improvements that are particularly important for handling cross-component heterogeneity and
stabilizing temporal dynamics. Their combination yields a more complete representation of crustal
deformation processes than any single module in isolation.

4.4. Impact of Direction Loss

Figure 12 compares displacement reconstructions from models trained with conventional MSE
versus our Direction Loss. The MSE-trained model captures broad trends reasonably well but
produces noticeable short-period oscillations, with the largest deviations occurring near peaks and
troughs—particularly in the vertical component. Direction Loss training substantially attenuates



these high-frequency artifacts, yielding predictions that track the reference signal more faithfully
across all components.
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Prediction

Table 2 quantifies these improvements. Direction Loss reduces MAE by 23-37% and RMSE by
24-38% compared to MSE, while R? increases by 9—-14 percentage points. Residual bias remains
near zero in both cases, but the standard deviation of residuals drops from roughly 3.0-4.5 mm
under MSE to about 1.9-3.4 mm under Direction Loss. The improvement stems primarily from
reduced residual dispersion rather than a shift in mean error—exactly what we would hope from a
kinematically-motivated constraint.



Table 2. Comparative performance of MSE and Direction Loss

Directi Model MAE RMSE R? Bias Std MAE RMSE R? Score
frection ode (mm) (mm) Score  (mm) ofresidual () ) H
MSE 2.8827 3.7275 0.786 0.086 3.7265
East 22.57%  27.88% 12.42%

Direction Loss 2.232  2.6882 0.883 -0.027 2.688

MSE 24503 3.0634 0.773  -0.4551 3.0294
North 37.31%  37.62% 17.93%

Direction Loss 1.536  1.9108 0.912  -0.1458 1.9052

MSE 3.6097 4.5034 0.769  0.2266 4.4977
Up 25.53%  24.27% 12.95%

Direction Loss 2.688  3.4105 0.869  0.0157 3.4105

4.5. Hyperparameter Optimization

Table 3 compares three optimization strategies: grid search, random search, and Bayesian
optimization with TPE. The Bayesian approach found the lowest validation loss (0.104) in just
12.5 hours—about a quarter of the time required by grid search (48.5 hours) and half that of
random search (24 hours). Both conventional methods produced higher losses (0.145 and 0.118
respectively), representing 39% and 13.5% degradation relative to the Bayesian optimum. These
results confirm that intelligent, guided search outperforms exhaustive enumeration in high-
dimensional hyperparameter spaces.

Table 3. Comparison of Best-Performing Configurations from HPO Methods

Optimization Base Gat Lstm Learning Dropout Val Total Optimization
Method Factor Hidden Hidden Rate Rate Loss Time(Hours)
8 32 64 0.01 0.2 0.145 48.5
8 64 128 0.001 0.3 0.132 ( Fixed Budget)

Grid Search

16 128 256 0.005 0.1 0.121 24.0

Random Search 32 64 512 0.0005 0.4 0.118 (Fixed Budget)




Bayesian
Optimization(TPE) 64 256 512 0.002 0.25 0.104 12.5

4.6. Comparison with Baseline Methods

We benchmarked DA-GAT-BiLSTM against three representative baselines that progressively
incorporate different components of our architecture:

(1) VARIMA: A traditional statistical baseline that models cross-station dependencies through
multivariate time series analysis, capturing inter-station correlations implicitly via covariance
structures rather than explicit spatial graphs. This model lacks all three core components of our
framework: spatial graph topology , bidirectional temporal modeming, and direction-aware
prediction heads.

(2) GCN-LSTM: A graph-based neural baseline that employs standard Graph Convolutional
Networks (GCN) to capture spatial dependencies through k-nearest neighbour topology, followed
by unidirectional LSTM for sequential temporal encoding. The model uses three independent fully
connected layers to predict displacement components separately. This baseline integrates explicit
spatial graphs but lacks adaptive attention mechanisms, bidirectional temporal context, and cross-
component coupling.

(3) GAT-Transformer: An advanced architecture combining multi-head Graph Attention
Networks (GATv2Conv) for adaptive spatial feature aggregation with Transformer encoders for
parallel temporal modelling via self-attention. Despite these sophisticated components, this model
employs independent prediction heads for each displacement direction without modelling their
inherent correlations. This baseline includes adaptive spatial attention and temporal encoding, but
lacks direction-aware cross-component modelling.

All deep learning baselines were trained using the same Direction Loss function, Bayesian
hyperparameter optimization strategy, and data preprocessing pipeline as our proposed DA-GAT-
BiLSTM to ensure fair comparison.

Error Distributions. Figure 13 shows box plot distributions of prediction errors. VARIMA
exhibits median errors deviating from zero by -0.01 to 0.02 in horizontal components, with
interquartile ranges spanning +0.05. GCN-LSTM shows median values near zero but retains
dispersion in the vertical component where outliers extend beyond +£0.04. GAT-Transformer
achieves tighter distributions in East and North directions (IQR = =+0.01), with larger spread in the
Up component. DA-GAT-BiLSTM produces error distributions with median errors within £0.005
of zero and IQR <=+0.01 across all three components.
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Quantitative Metrics. Figure 14 presents violin plots of prediction error distributions. DA-GAT-
BiLSTM achieves the best overall performance: eastward and northward MAE values and RMSE
values both under 10 mm, and error distributions are highly concentrated and symmetric.
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Table 4 further quantifies each model’s time-series forecasting capability on the 2020-2024 test
set by using MAE and RMSE across the three displacement components. DA-GAT-BiLSTM
achieves MAE ranging from 2.18 to 3.85 mm and RMSE from 3.29 to 4.61 mm. GAT-Transformer
shows MAE approximately 65-90% higher in horizontal components and RMSE values reaching
6.61-8.33 mm. GCN-LSTM exhibits MAE in the 5-7 mm range with RMSE exceeding 10 mm in
the vertical component. VARIMA produces MAE above 8 mm across all components, with RMSE
reaching 17.23 mm for the Up direction.



Table 4. Comparative Assessment of Error Metrics for Multi-Model ENU Geodetic
Displacement Prediction

Models East North Up
MAE RMSE MAE RMSE MAE RMSE
(mm) (mm) (mm) (mm) (mm) (mm)
DA-GAT-BILSTM 2.34 3.52 2.18 3.29 3.85 4.61
GAT-Transformer 4.45 5.8 5.05 6.61 6.35 8.33
GCN-LSTM 5.28 7.84 5.71 8.35 7.15 10.58
VARIMA 8.47 12.68 9.13 13.58 11.76 17.23

The results indicate that models lacking direction-aware prediction heads (GAT-Transformer)
show moderate error increases, while models without adaptive spatial attention or bidirectional
temporal encoding (GCN-LSTM, VARIMA) exhibit larger degradation in prediction accuracy.

5. Discussion and Conclusions

This work addresses challenges in GNSS displacement time-series prediction by introducing a
KNN-based geodesic station graph with graph-attention learning for network based joint
prediction, designing a spatiotemporal architecture that integrates graph-based spatial encoding
with BiLSTM temporal modeling and a direction-aware prediction head to account for coupled
E/N/U component behaviors, developing a Direction Loss function to constrain trajectory
smoothness and cross-component consistency, and employing Bayesian optimization to reduce
hyperparameter tuning costs.

Experimental results indicate that:

(1) Network based joint prediction: Inter-station spatial autocorrelation (Moran's 1 =
0.550/0.625/0.585 for E/N/U; n = 100) supports using a kNN geodesic graph prior (k = 10).
DA-GAT-BILSTM achieves mean residuals of —0.11/-0.04/0.14 mm and R?* of
0.948/0.963/0.937 for E/N/U on the 2020-2024 test period.

(2) Spatial graph & GAT: Ablating GAT increases MAE by 72—76% and reduces R* by 0.09—
0.12, indicating that graph-attention mechanisms contribute to modeling inter-station
dependencies.

(3) Direction-aware head (DA): Removing the direction-aware head increases MAE by 40-45%,
with larger increases in the vertical component, suggesting that cross-component modeling
provides benefits for displacement prediction.

(4) Direction Loss: The Direction Loss reduces MAE by 23-37% and RMSE by 24-38% with R?
gains of 0.09-0.14 compared to MSE loss on high-quality stations.



(5) Hyperparameter optimization: Bayesian optimization reaches validation loss of 0.104 in
12.5 hours compared to 0.145 (48.5 hours) for grid search and 0.118 for random search.

(6) Model comparison: DA-GAT-BiLSTM achieves lower errors than baseline methods across
all displacement components. GAT-Transformer shows moderate error increases, while GCN-
LSTM and VARIMA exhibit larger prediction errors. The performance gradient corresponds
to the integration of adaptive spatial attention, bidirectional temporal encoding, and direction-
aware cross-component modeling in the framework.
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