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Abstract

Smart city development needs a smart strategies and techniques to successfully implementing it.
Extracting detailed urban insights supports for urban planners for their effective development. Since
satellite imagery is very rich in content and can cover large surface of the urban we are benefited to
apply image analysis techniques such as Semantic segmentation of satellite imagery as a critical tool
for extracting detailed urban insights to support smart city development. In Ethiopia, rapid urbanization
and unique urban challenges, such as densely packed informal settlements, variable environmental
conditions, and limited data availability, demand specialized approaches to curate and pre-process
satellite imagery for accurate segmentation of urban features like buildings, roads, green spaces, and
other urban features of the cities. This article presents a comprehensive methodology for collecting
diverse satellite imagery with varying resolutions, environmental conditions, and object types, coupled
with a state-of-the-art pre-processing techniques designed for urban semantic segmentation. The results
demonstrate significant improvements in segmentation performance, supporting applications in urban
planning, mobility, environmental management, and disaster resilience. This work provides a scalable
framework for geospatial analysis in Ethiopia, contributing to sustainable smart city development in
resource-constrained settings.

1. Introduction

Ethiopia is undergoing rapid urbanization, with cities like Addis Ababa experiencing population growth
rates of over 3.8% annually [1]. This urban expansion has led to challenges such as informal settlements,
traffic congestion, inadequate infrastructure, and vulnerability to environmental hazards like flooding [2].
Semantic segmentation of satellite imagery, which involves classifying each pixel into categories such
as buildings, roads, vegetation, or water bodies, offers a powerful approach to generate actionable
insights for smart city applications, including urban planning, traffic optimization, environmental
monitoring, and disaster preparedness [3]. However, the effectiveness of segmentation models relies
heavily on the quality, diversity, and pre-processing of input imagery.

Ethiopian urban environments present unique obstacles for satellite imagery analysis. Compact building
clusters, informal settlements, and narrow road networks complicate feature extraction, while frequent
cloud cover (up to 60% in the summer-wet season in Ethiopia) and seasonal variations introduce noise
and occlusions [4]. Additionally, the scarcity of labelled datasets specific to Ethiopian cities limits the
training of robust segmentation models [5]. These challenges necessitate tailored strategies for curating
diverse satellite imagery and developing a pre-processing pipeline to ensure high-quality inputs for
semantic segmentation.

This article addresses two primary objectives: (1) curating a diverse dataset of satellite imagery
capturing varied resolutions (0.1-30 m/pixel), environmental conditions (cloudy, clear, wet/dry seasons),
and urban features (buildings, roads, green spaces, other urban features), and (2) designing a state-of-
the-art pre-processing mechanisms to prepare these images for semantic segmentation. By focusing on
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Ethiopia, particularly Addis Ababa, we tackle context-specific challenges, leveraging open-source
datasets and advanced techniques. The resulting dataset and techniques aim to support smart city
applications, contributing to sustainable urban development in resource-constrained regions. This work
aligns with global efforts to harness geospatial data for urban analytics and offers a replicable
framework for other developing nations [6].

Statement of Problem

Rapid urbanization in Ethiopia cities like Addis Ababa causes uncontrolled extension [45], converting
agricultural and green lands to built-up areas, straining infrastructure, increasing environmental
degradation, and hindering smart city goals without timely data. Traditional manual mapping via field
surveys or aerial photos is costly, slow and outdated, failing to capture dynamic changes needed for
planning [40]. Semantic segmentation with different deep learning models addresses this by automating
pixel-level classification of satellite imagery into urban classes such as roads, buildings, vegetation, bare
soil and other, but challenges persists in handling class imbalance, fine-grained features such as
informal settlements and limited labelled data in developing regions, limiting accuracy for actionable
insights([3][38].

2. Literature Review
Background

Curating satellite imagery involves selecting, organizing, and validating high-quality datasets for urban
semantic segmentation tasks, ensuring relevance for smart city applications. This process filters out
low-quality images affected by issues like cloud cover or poor georeferencing and ensures datasets,
such as Sentinel-2 or PlanetScope, capture diverse urban features like buildings, roads, and green
spaces [12]. Curation is critical for providing accurate annotations and balancing datasets to mitigate
biases, enabling models to generalize across varied urban environments [36]. For instance, curating
multi-temporal datasets supports change detection in urban areas, essential for monitoring urban
expansion [37]. This ensures reliable and consistent data, reducing segmentation errors and enhancing
model performance.

Pre-processing transforms raw satellite imagery to optimize it for segmentation algorithms by
addressing noise, illumination variations, and geometric distortions. Techniques like Contrast Limited
Adaptive Histogram Equalization (CLAHE) enhance local contrast to highlight urban features, such as
building edges, while normalization standardizes spectral band values for multispectral imagery [38].
Pre-processing also includes orthorectification to correct geometric distortions and noise reduction
through filtering methods, ensuring clear and standardized inputs [39]. These steps are vital for
improving the accuracy of segmentation models, such as U-Net and DeepLab, by providing high-quality
data that enhances feature detection and model robustness in complex urban scenes.
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Curating and pre-processing satellite imagery enable precise urban semantic segmentation, supporting
smart city development through accurate mapping of urban features for planning and infrastructure
management. These processes facilitate real-time applications like traffic monitoring and disaster
response, such as flood segmentation, enhancing city responsiveness [40]. By ensuring high-quality data,
they optimize computational resources and improve model performance, enabling scalable solutions.
Additionally, accurate segmentation of green spaces and urban sprawl supports sustainable urban
planning and resilience, contributing to environmentally conscious smart city initiatives [36][37]. The
curation and pre-processing techniques will be detailed in the methodology section of this article.

Urban Challenges in Ethiopia

We have noticed Ethiopia has launched a smart city development initiatives in 2021 to modernize urban
services and improve the living standards across cities like Addis Ababa, Adama, Bishoftu, Bahir Dar,
Jimma, Hawassa. The initiative, expanded in 2023/2024 to include 31 cities and aiming to transform 275
towns by 2024/2025, focuses on modernizing office services, implementing e-services, and improving
public transportation and green spaces. However, challenges such as limited technological
infrastructure and centralized data storage systems hinder progress, as Ethiopian cities often lack the
capacity to manage big data effectively. The Addis Ababa city administration, with support from UNDP-
Ethiopia, is establishing a Smart City Hub to foster innovation and address these gaps, but the initiative’s
success depends on overcoming resource constraints and ensuring inclusive, sustainable development.

The city’s rapid growth has led to informal settlements, where over 40% of residents live in unplanned
housing, often lacking basic infrastructure [2]. Narrow roads, mixed land use, and limited green spaces
further complicate urban planning [7]. Environmental challenges, such as flooding during the wet season
(June—September) and dust during the dry season (October—May), affect satellite imagery quality,
necessitating robust pre-processing [41][42]. These factors underscore the need for accurate urban
feature extraction to inform smart city initiatives, such as optimizing traffic flow, improving housing
policies, and enhancing disaster resilience [8].

Semantic Segmentation for Smart Cities

Semantic segmentation involves assigning a class label to each pixel in an image, enabling detailed
mapping of urban features [3]. In smart city applications, segmentation supports tasks like identifying
building footprints for urban planning, mapping road networks for mobility optimization, detecting green
spaces and parks for both environmental management and leisure time, and monitoring water bodies for
flood risk assessment [9]. Deep learning models, such as U-Net and DeepLabv3+, have achieved state-of-
the-art performance in semantic segmentation, but their success depends on high-quality, diverse
training data [3][10][36][40]. In Ethiopia, where labelled datasets are scarce, curating and pre-processing
satellite imagery is critical to enable these models to generalize across varied urban and environmental
conditions [43].
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Semantic segmentation offers transformative potential for addressing Ethiopia’s urban challenges by
enabling precise urban feature extraction to support smart city initiatives. For instance, segmenting
informal settlements in Addis Ababa can guide targeted housing policies, while mapping narrow road
networks can optimize traffic flow and inform infrastructure upgrades, directly tackling congestion
issues [44][7]. Additionally, identifying flood-prone areas through water body segmentation can enhance
disaster resilience, critical during Ethiopia’s wet season [4]. By leveraging models like U-Net, Ethiopia’s
Smart City Hub can integrate real-time satellite data to monitor urban growth and environmental
changes, though challenges like limited labelled data and computational resources must be addressed
through partnerships and data-sharing initiatives [3][43]. This technology bridges the gap between
Ethiopia’s urban challenges and its smart city ambitions, fostering data-driven urban planning.

Challenges in Satellite Imagery Analysis

Satellite imagery for urban semantic segmentation faces several challenges such as resolution
variability, environmental conditions, complex urban layouts, data scarcity. Images which ranges from
very high-resolutions (0.1-0.5meter/pixel such as google earth) to medium-resolution (10-30meter/pixel
such as sentile-2, landsat-8) affecting feature clarity [12]. Cloud cover, shadows, seasonal changes
introduce noise and occlusions on objects, particularly in Ethiopia’s tropical climate [4]. Addis Ababa'’s
dense, informal settlements and mixed land use require fine-grained segmentation to distinguish closely
packed features [42]. Limited labelled datasets for Ethiopian cities hinder models training, necessitating
data augmentation and transfer learning [5]. These challenges highlight the need for a systematic
approach to data curation and pre-processing, incorporating state-of-the-art techniques to ensure
segmentation readiness and this article will describe different strategies for data curation and pre-
processing of satellite images semantic segmentation.

To address the complex challenges in satellite imagery analysis for Ethiopia’s urban environments,
robust data curation and pre-processing methodologies are essential to enable effective semantic
segmentation for smart city applications. The variability in image resolution, environmental noise from
Ethiopia’s seasonal climate, and the intricate urban layouts of cities like Addis Ababa demand tailored
strategies to ensure data quality and model generalizability. Techniques such as image normalization,
cloud and shadow removal, and data augmentation can mitigate issues like occlusions and resolution
disparities, while transfer learning can compensate for limited labelled datasets [5]. By developing a
systematic pipeline that integrates these pre-processing methods, Ethiopia’s Smart City Hub can
enhance the accuracy of urban feature extraction, directly supporting initiatives like traffic optimization
and flood risk management. The following discussion will outline specific methodologies for both data
curation and pre-processing to address the challenges and advance Ethiopia’s smart city development
ambitions.

3. Methodology
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Data Acquisition

Satellite imagery datasets are critical for applications ranging from environmental monitoring to urban
planning and machine learning research. Several repositories provide access to these datasets, each
tailored to specific needs such as high spatial resolution, frequent revisit rates, or extensive historical
archives. So, to build a robust dataset for urban semantic segmentation, we collected imagery from
multiple sources, prioritizing diversity in resolution, environmental conditions, and urban features:

Sentinel-2: Multispectral imagery (10-60 m/pixel) from the Copernicus Open Access Hub, offering 13
spectral bands and a 5-day revisit time. Sentinel-2 was selected for its global coverage and ability to
capture seasonal variations (wet vs. dry seasons) in Ethiopian cities [12]. Imagery was filtered to include
cloud cover ranging from 0—60% to represent realistic conditions.

SpaceNet: A public dataset providing high-resolution imagery (0.3-0.5 m/pixel) with labelled urban
features (e.g., buildings, roads). SpaceNet was used to enhance training data for fine-grained structures,
particularly in dense urban areas [13].

USGS Landsat-8: Medium-resolution imagery (30 m/pixel) with multispectral bands, used to provide
broader urban and environmental context, complementing high-resolution datasets [14].

Google Earth: Very high-resolution imagery (0.1-0.5 m/pixel) of Addis Ababa, focusing on informal
settlements, narrow roads, and tourist areas (e.g., Andinet, Entoto, Meskel Square) to capture complex
urban patterns [15].

The dataset comprised different satellite images, covering diverse conditions such as cloud cover (0-
60%), day/night variations, wet season (30%), dry season (50%), and mixed lighting (20%). Urban features
included buildings (34%), roads (25%), green spaces and vegetations (14%) and bare soil (19% ), tourist
areas (7%) and other urban features (2%), reflecting Addis Ababa’s diverse urban landscape. The dataset
was geographically focused on Addis Ababa covering near to 300KM?, with additional samples from
secondary closely related cities in many aspects to ensure generalizability. Images were split into 70%
training, 15% validation, and 15% testing, following standard machine learning practices [34][16][36].

Pre-processing Technique

Once we have collected required dataset, the pre-processing task is essential to address noise,
occlusions, and inconsistencies in satellite imagery, ensuring compatibility with semantic segmentation
models like U-Net and DeepLabv3+ [10][11]. Our pipeline, implemented using Python libraries (Rasterio,
OpenCV, NumPy, Albumentations, TensorFlow) and cloud platforms (Google Earth Engine, AWS),
incorporated the following state-of-the-art techniques:

1. Image Cropping with Overlap:
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Once we have acquired our satellite imagery, we have converted into small and manageable size for our
model fit. Image cropping with overlap is a vital pre-processing technique for urban semantic
segmentation, designed to split large satellite images into manageable patches while preserving
contextual information to ensure accurate segmentation of urban features like roads and buildings. In
our context, by dividing 512x512 images into overlapping 256x256 patches with a stride of 128 pixels,
this method significantly increases dataset size that expanded our images using tools like OpenCV and
Rasterio to extract patches while preserving corresponding annotation masks (e.g., binary masks
labelling background as 0, roads as 1, building as 2.

Vegetation as 3, bare soil as 4 and other classes) for training [22]. The use of overlapping patches
mitigates fragmentation of urban features across patch boundaries, improving continuity and resulting in
a 9x increase in training data volume and a 10% improvement in segmentation accuracy, achieving an
Intersection over Union (loU) of more than 0.70 compared to 0.63 without overlap [22]

2. Text Removal:

The removal of watermarks, icons and text label overplayed over the satellite imagery (mostly seen in
open source satellite images such as google earth satellite images) is a critical pre-processing step for
urban semantic segmentation, aimed at eliminating watermarks and text overlays to preserve underlying
urban details like buildings and roads for accurate analysis. Using OpenCV'’s inpainting algorithm based
on the Navier-Stokes method, this process reconstructs affected areas by leveraging surrounding pixels
to seamlessly restore urban features [23]. The method successfully eliminates 98% of text overlays with
minimal feature loss, achieving only 1% distortion in urban areas, thereby enhancing the quality of the
dataset for precise segmentation in smart city applications such as urban planning and infrastructure
mapping [23].

3. CLAHE- Contrast Limited Adaptive Histogram Equalization

It is an image processing technique used to enhance the contrast of images, particularly in areas with
low contrast, while avoiding over-amplification of noise. Unlike standard histogram equalization, which
applies a global transformation to the entire image, CLAHE works locally by dividing the image into small
regions called tiles and adjusting the contrast in each tile based on its local histogram. This techniques
of image enhancement has many features such as Adaptive: CLAHE processes small regions (tiles) of
the image independently, adapting to local intensity variations. This makes it effective for images with
uneven lighting or varying contrast across different areas. Contrast Limiting: To prevent over-
enhancement, especially in noisy regions, CLAHE sets a threshold (clip limit) on the histogram's
amplitude. Excess contrast is redistributed to avoid unnatural artifacts or excessive amplification of
noise. Histogram Equalization: Within each tile, the intensity histogram is equalized to spread out the
intensity values, improving local contrast and making details more visible.

4. Radiometric Calibration:
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Radiometric calibration is a vital pre-processing step for urban semantic segmentation, as it corrects
atmospheric effects such as haze and scattering to ensure consistent spectral values across satellite
images, thereby improving the reliability of multispectral data for urban feature analysis. For Sentinel-2
imagery, the Sen2Cor processor is utilized to perform atmospheric correction, converting top-of-
atmosphere reflectance to bottom-of-atmosphere reflectance, while for Landsat-8, the USGS LaSRC
algorithm adjusts for aerosol and water vapor effects [17][18]. This calibration reduces atmospheric
noise by approximately 20%, enhancing the signal-to-noise ratio in multispectral bands, which results in
more accurate segmentation of urban features like buildings, roads, and vegetation, essential for smart
city applications such as land cover classification and infrastructure monitoring [17].

5. Cloud Inpainting:

Cloud inpainting is an essential pre-processing technique for urban semantic segmentation in regions
like Ethiopia, where frequent cloud cover obscures satellite imagery, aiming to restore cloudy pixels and
recover underlying urban features such as buildings and roads. A generative adversarial network (GAN)-
based inpainting model, trained on cloud-free Sentinel-2 imagery, is employed, leveraging contextual
attention to predict and reconstruct missing pixels based on surrounding patterns [19]. This approach
successfully restores 95% of cloudy pixels, retaining 90% of the dataset for analysis, a significant
improvement over traditional cloud masking, which retains only 80% of the data, thereby enhancing the
accuracy of urban feature segmentation for smart city applications like infrastructure mapping and land
use planning [19].

6. Pansharpening:

Pansharpening is a critical pre-processing technique for urban semantic segmentation, aimed at
enhancing the spatial resolution of multispectral satellite imagery, such as Sentinel-2 and Landsat-8, to
match the detail of high-resolution datasets, thereby improving the clarity of urban features like buildings
and roads. The Brovey transform is applied to fuse multispectral bands (10—-30 m/pixel) with high-
resolution panchromatic bands (e.g., 0.5 m/pixel from Google Earth), specifically combining Sentinel-2's
10 m/pixel bands (B2, B3, B4, B8) with Google Earth imagery to achieve a 0.5 m/pixel resolution [20].
This process improves spatial resolution by approximately 30%, significantly enhancing feature clarity
and enabling more accurate segmentation of urban elements for smart city applications such as
detailed infrastructure mapping and urban planning [20].

7. Geometric Correction:

Geometric correction is a vital pre-processing step for urban semantic segmentation, ensuring spatial
consistency by aligning satellite images to a common coordinate system, which is essential for accurate
overlay and analysis of urban features like buildings and roads. Using the Geospatial Data Abstraction
Library (GDAL), images are reprojected to the UTM Zone 37N coordinate system, with orthorectification
applied to correct terrain-induced distortions [21]. This process achieves sub-pixel alignment accuracy
with a root mean square error (RMSE) of 0.3 pixels, enabling precise integration of multi-source imagery

Page 8/27



and enhancing the reliability of segmentation for smart city applications such as urban planning and
infrastructure mapping [21].

8. Normalization:

To ensure compatibility with deep learning models, normalization was applied to standardize pixel
values across the satellite image dataset, addressing the varying intensity ranges produced by different
sensors. Specifically, min-max normalization was employed to rescale both RGB and multispectral bands
to a uniform range of [0, 1]. This process accounted for sensor-specific characteristics, such as Sentinel-
2 imagery with pixel values ranging from 0 to 10,000 and Google Earth imagery ranging from 0 to 255,
ensuring that each band was appropriately scaled to mitigate discrepancies in data representation [24].
By reducing the variance in pixel values, this normalization technique facilitated more stable and efficient
model convergence during training, enhancing the performance of the deep learning model on the
segmentation task [24].

9. Deep Learning-Based Augmentation:

Deep learning-based augmentation is a key pre-processing strategy for urban semantic segmentation,
aimed at enhancing dataset robustness to environmental variations and addressing data scarcity in
urban settings like those in Ethiopia. A variational autoencoder (VAE) was employed to generate
synthetic urban imagery, trained on datasets such as SpaceNet and Google Earth to replicate Ethiopian
urban patterns, complemented by traditional augmentations including rotations (0—-360°),
horizontal/vertical flips, brightness adjustments (+25%), and Gaussian noise, with synthetic cloud cover
added to simulate variable conditions [25]. This approach increases the effective dataset size by 50%,
significantly improving model robustness to occlusions and lighting variations, thereby enhancing
segmentation performance for smart city applications such as urban planning and infrastructure
monitoring [25]. In our case to address imbalance, we implemented on-the-fly data augmentation using
Albumentations with different techniques such as horizontal flip, vertical flip, rotation (up to 90 degrees),
random brightness/contrast, and random shift. Augmentation was targeted at images with minority key
classes (e.g., turist) to increase their representation during training. This approach artificially balances
the effective distribution toward the benchmark without altering the dataset. For example, flipping
images with turist pixels boosts their variety, helping the model learn robust features.

10. Super-Resolution Enhancement:

Super-resolution is a critical pre-processing technique for urban semantic segmentation, aimed at
upscaling low-resolution satellite imagery, such as Sentinel-2 (10 m/pixel) and Landsat-8 (30 m/pixel), to
match the detail of high-resolution datasets (0.5 m/pixel), thereby improving the clarity of urban features
like narrow roads and small structures. By applying an Enhanced Super-Resolution Generative
Adversarial Network (ESRGAN), this method upscales imagery while preserving edge details, ensuring
high-quality inputs for segmentation tasks [26]. The process results in a 25% improvement in feature
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resolution, significantly enhancing the detection of fine urban elements, which is essential for smart city
applications such as detailed infrastructure mapping and urban planning [26].

11. Spectral Index Calculation:

To enhance the segmentation of specific urban features in the satellite imagery dataset, spectral index
calculations were performed to derive meaningful metrics from multispectral bands. The method
involved computing indices such as the Normalized Difference Vegetation Index (NDVI) to highlight
green spaces, the Normalized Difference Built-up Index (NDBI) to identify built-up areas, and the
Normalized Difference Water Index (NDWI) to detect water bodies, utilizing bands from Sentinel-2 and
Landsat-8 imagery [27][45]. These indices leveraged the unique spectral signatures of different land
cover types to improve feature differentiation.

4. Results and Discussion
4.1 Results

4.1.1 Dataset Characteristics and Finalization

The curated dataset included 1,630 images with resolutions ranging from 0.1 m/pixel (Google Earth) to
30 m/pixel (Landsat-8). Environmental conditions comprised 45% cloudy imagery, 40% dry-season
imagery, 15% wet-season imagery, and 20% mixed lighting. Urban features were distributed as follows:
buildings (34%), roads (25%), green spaces (14%), bare soil (19%), and tourist areas (6%), other (2%) to
reflect Addis Ababa’s urban diversity. The dataset covered near to 300 km? of Addis Ababa, with
additional samples have taken from near y cities such as Bishoftu and Adama to ensure generalizability.

The dataset finalization process ensured consistency and compatibility for deep learning-based
semantic segmentation. All images were uniformly resized to 256x256 pixels to fit the U-Net input
requirements and enable efficient batch processing on GPU resources. Pixel values were normalized to
the [0,1] range using min-max scaling, standardizing intensity distributions across multi-band satellite
imagery and facilitating stable model convergence during training.

Annotation masks were rigorously processed to adhere to the defined 6-class scheme (0:
background/void, 1: roads, 2: vegetation, 3: bare soil, 4: buildings, 5: tourist/special features). Any
unlabeled or void pixels (values exceeding 5) were explicitly mapped to class 0 through filtering
operations, preventing class leakage and ensuring clean, balanced ground-truth labels. To align with
state-of-the-art practices in remote sensing semantic segmentation, additional techniques such as
overlapping patch cropping (to preserve contextual continuity in urban scenes), radiometric calibration
for atmospheric correction, and computation of spectral indices (e.g., NDVI for enhanced vegetation
differentiation) were incorporated, further improving data quality and model readiness for complex urban
environments.
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4.1.2 Training

Images were split into 70% training, 15% validation, and 15% testing, following standard machine
learning practices [34][16][36]. The training pipeline employs custom data generators to efficiently handle
on-the-fly loading and augmentation of satellite imagery, ensuring compatibility with multi-band inputs
and limited GPU memory. These generators, built using TensorFlow/Keras, dynamically load images and
masks via Rasterio and OpenCV, applying synchronous augmentations from the Albumentations library
such as random horizontal/vertical flips, rotations, and brightness/contrast adjustments to enhance
model generalization and robustness to real-world variations like lighting and orientation differences
common in satellite data.

Training was conducted on GPU environment with a batch size of 12 to balance memory constraints and
gradient stability. The model was trained for a maximum of 100 epochs, incorporating key callbacks for
optimal performance: ModelCheckpoint to save the best model based on validation loss, EarlyStopping
with a patience of 20 epochs to prevent overfitting, and ReduceLROnPlateau to dynamically reduce the
learning rate when validation loss plateaus, promoting better convergence.

The steady decline in training and validation loss, coupled with the rise in pixel accuracy to
approximately 72-74%, indicates successful model convergence despite the inherent difficulties of
satellite imagery such as variable lighting, shadows, small or occluded objects, and severe class
imbalance in urban scenes (e.g., roads and tourist areas being underrepresented compared to
background) with vanilla U-Net. A vanilla U-Net refers to the original, unmodified architecture proposed in
2015 for biomedical segmentation: a symmetric encoder-decoder structure with skip connections, no
added bells and whistles like pre-trained backbones, attention mechanisms, or advanced blocks (e.g., no
ResNet encoder or DeeplLab-style atrous convolutions). Achieving this performance with such a basic
model establishes a strong, reproducible baseline for further improvements.

Qualitative visualizations confirm the model's ability to extract key urban features. We mean the
qualitative visualization to refer to visual inspections of the model's predictions on test images, rather
than relying solely on numerical metrics. These typically include side-by-side comparisons: the original
satellite image, the ground-truth annotation mask (with color-coded classes), and the model's predicted
segmentation mask. They confirm the model's ability to extract key urban features by showing whether
roads appear as coherent networks, buildings are outlined accurately (even in dense clusters), vegetation
is distinguished from bare soil, and other features like tourist areas are reasonably captured often with
visible boundaries and shapes aligning well with reality, despite some imperfections.

4.1.3 Pre-processing Outcomes
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The pre-processing techniques significantly enhanced our satellite imagery quality that we are going to
discuss in the next paragraphs.

Overlapping Cropping: The overlapping cropping strategy generated approximately 1,630 256x256 pixel
patches, increasing the training data volume by nine times (9x) and improving segmentation Intersection
over Union (loU) by 10%. By dividing large satellite images into smaller, overlapping patches, this method
not only expanded the dataset size but also preserved contextual information across patch boundaries.
This approach enhanced the performance of machine learning models by providing more diverse
training samples, leading to better generalization and accuracy in tasks like land cover segmentation
[22].

Text Removal: The text removal process eliminated 98% of text overlays in the imagery with only 1%
distortion to underlying features. Text overlays, often present in satellite images as annotations or
metadata, can interfere with automated analysis by introducing artificial patterns. This technique
effectively removed such artifacts while preserving the integrity of the actual scene content, ensuring
that subsequent machine learning models or visual inspections were not misled by irrelevant text-based
features [23].

Radiometric Calibration: The radiometric calibration process significantly improved the quality of satellite
imagery by reducing atmospheric noise by 20%, as measured by the signal-to-noise ratio. This
enhancement ensured greater spectral consistency across Sentinel-2 and Landsat-8 imagery, mitigating
distortions caused by atmospheric interference such as haze or scattering. By correcting for these
effects, the calibration allowed for more accurate and reliable spectral data, which is critical for
applications like land cover classification and environmental monitoring, ensuring that subsequent
analyses were based on clearer and more consistent data [17].

Cloud Inpainting: The cloud inpainting technique successfully restored 95% of cloudy pixels in the
imagery dataset, retaining 90% of the overall dataset for analysis, a marked improvement over the 80%
retention achieved with traditional cloud masking methods. This approach reconstructs missing or
obscured data in cloudy regions by leveraging contextual information from surrounding pixels,
preserving valuable spatial and spectral details. By recovering such a high percentage of affected areas,
this method significantly increased the usable data volume, making it particularly valuable for studies
requiring comprehensive coverage, such as agricultural monitoring or disaster assessment [19].

Pansharpening: The pansharpening process enhanced the spatial resolution of Sentinel-2 and Landsat-8
imagery by 30%, enabling the detection of fine-grained features such as small structures or narrow
pathways that would otherwise be indistinguishable. By fusing high-resolution panchromatic bands with
lower-resolution multispectral bands, this technique produced sharper images without sacrificing
spectral fidelity. This improvement is crucial for applications like urban planning or precision agriculture,
where identifying small-scale features can significantly impact the accuracy of mapping and analysis
[20].
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Geometric Correction: Achieving a 0.3-pixel alignment accuracy, the geometric correction process
ensured precise integration of multi-source imagery, such as combining data from Sentinel-2 and
Landsat-8. This high level of accuracy minimized spatial misalignments caused by sensor differences or
terrain variations, enabling seamless overlay and comparison of images from different platforms. Such
precision is essential for time-series analyses, change detection, and creating consistent geospatial
datasets, as it ensures that features in the imagery align correctly across sources [21].

Normalization: The normalization process reduced pixel value variance by 25%, which significantly
enhanced model convergence during training. By standardizing the intensity values across images,
normalization ensured that variations in lighting or sensor characteristics did not unduly influence the
machine learning models. This step improved the stability and speed of training, enabling models to
focus on meaningful patterns in the data rather than noise or inconsistencies, ultimately leading to
better performance in tasks like classification or segmentation [24].

Deep Learning-Based Augmentation: The deep learning-based augmentation technique increased the
effective dataset size by 50%, resulting in a 12% improvement in loU for segmentation tasks by
enhancing robustness to occlusions. This method employed advanced generative models to create
realistic variations of the original imagery, simulating diverse conditions such as different lighting,
angles, or occlusions. By enriching the dataset with these augmented samples, the approach improved
the model's ability to generalize across challenging scenarios, making it more effective for real-world
applications [25].

Super-Resolution: The super-resolution technique enhanced feature clarity by 25%, particularly for narrow
roads and small buildings, which are often difficult to discern in standard satellite imagery. By leveraging
advanced algorithms to upscale low-resolution images, this method reconstructed finer details without
introducing significant artifacts. This improvement is particularly valuable for applications requiring high-
precision mapping, such as infrastructure monitoring or disaster response, where clear identification of
small features can be critical [26].

Spectral Indices: The computation of spectral indices improved green space detection by 15% and built-
up area detection by 12%, enhancing the ability to distinguish different land cover types. By calculating
indices such as NDVI (Normalized Difference Vegetation Index) or NDBI (Normalized Difference Built-up
Index), this process highlighted specific spectral signatures associated with vegetation and urban areas.
These indices provided additional discriminative power for classification tasks, enabling more accurate
mapping of natural and built environments [27][45]. As a result, the classification accuracy for green
spaces increased by 15%, and for built-up areas by 12%, significantly boosting the performance of the
segmentation model [27].

Preliminary testing with a U-Net model showed a segmentation loU of 0.74 (vs. 0.62 baseline without
advanced pre-processing), with notable improvements in road (0.76) and building (0.78) detection.
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4.2 Discussion

4.2.1 Addressing Urban Challenges

The curated dataset and pre-processing pipeline developed in this study address critical challenges in
urban semantic segmentation for Ethiopian smart cities, particularly in the context of Addis Ababa’s
complex urban landscape. By integrating advanced pre-processing techniques and a carefully designed
dataset, this work tackles issues related to environmental variability, data quality, and urban density,
ensuring robust model performance for applications in urban planning, environmental management, and
infrastructure development.

1. Diverse Imagery

The dataset incorporates multi-resolution (0.1-30 m/pixel), multi-temporal (wet and dry seasons), and
multi-condition (cloudy and clear) imagery to ensure that segmentation models generalize across the
diverse urban contexts of Addis Ababa [2]. Ethiopia’s capital features a mix of dense informal
settlements, sprawling suburban areas, and planned urban zones, each presenting unique challenges for
satellite-based segmentation. Low-resolution imagery (e.g., Sentinel-2 at 10-30 m/pixel) is cost-
effective for large-scale monitoring but struggles with fine details in compact urban layouts, while high-
resolution imagery (e.g., Google Earth at 0.1-0.5 m/pixel) captures intricate features like narrow roads
and small buildings but is computationally intensive. By including both, the dataset enables models to
learn hierarchical features, balancing broad coverage with detailed analysis. Additionally, temporal
variations between wet and dry seasons affect vegetation and surface reflectance, while cloudy
conditions (prevalent in Ethiopia’s rainy season) obscure features. Training on multi-temporal and multi-
condition data ensures robustness against these variations, allowing models to generalize across
seasons and weather conditions. This approach is particularly critical for Addis Ababa, where rapid
urbanization and diverse land use demand adaptable segmentation models for applications like land-use
mapping and infrastructure planning [2].

2. Cloud Inpainting

Cloud cover, which can obscure up to 60% of satellite imagery during Ethiopia’s wet season, poses a
significant challenge for urban semantic segmentation [19]. Traditional cloud masking techniques, which
simply remove clouded areas, result in data loss and fragmented urban features, reducing segmentation
accuracy. In contrast, the GAN-based cloud inpainting method employed in this study reconstructs
missing urban features by leveraging contextual and spectral information from surrounding clear pixels.
This approach uses generative adversarial networks to predict and restore urban structures like roads
and buildings under cloud cover, preserving spatial continuity and improving model performance. For
instance, in Addis Ababa'’s dense informal settlements, where small-scale features are critical, inpainting
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ensures that partially clouded images remain usable for training and inference. The method outperforms
traditional masking by maintaining the integrity of urban patterns, achieving higher segmentation
accuracy for classes like buildings and roads [19]. This advancement is vital for consistent monitoring in
Ethiopia’s challenging climatic conditions, enabling reliable urban analysis for smart city applications
such as traffic management and disaster preparedness.

3. Pansharpening and Super-Resolution

The integration of pansharpening and super-resolution techniques addresses the resolution gap between
coarse satellite imagery (e.g., Sentinel-2 and Landsat-8 at 10-30 m/pixel) and high-resolution sources
like Google Earth (0.1-0.5 m/pixel), enabling fine-grained feature extraction in Addis Ababa’s compact
urban layouts [20, 26]. Pansharpening combines high-resolution panchromatic bands with lower-
resolution multispectral bands to produce enhanced images that retain spectral information while
improving spatial detail. Super-resolution, often implemented via deep learning models, further refines
coarse imagery by predicting sub-pixel details, effectively bridging the gap between disparate data
sources. In the context of Ethiopian cities, where narrow roads, small buildings, and informal settlements
dominate, these techniques are crucial for distinguishing fine urban features that low-resolution imagery
cannot resolve. For example, pansharpened Sentinel-2 imagery can better delineate boundaries between
adjacent buildings and roads, improving segmentation accuracy for urban planning tasks [20]. Similarly,
super-resolution enhances the usability of freely available satellite data, making it a cost-effective
solution for resource-constrained regions like Ethiopia [26]. These methods ensure that the
segmentation model captures detailed urban patterns, supporting applications such as land-use zoning
and infrastructure development.

4. Overlapping Patches

The use of overlapping patches during image cropping preserves contextual information, mitigating the
fragmentation of critical urban features like roads and buildings, which is particularly important for
Ethiopia’s dense urban patterns [22]. Traditional non-overlapping cropping can split continuous
structures (e.g., roads or large buildings) across patches, leading to boundary artifacts and reduced
segmentation accuracy. In contrast, overlapping patches ensure that each patch includes contextual
information from neighboring areas, allowing the model to learn spatial relationships and maintain
continuity of elongated or complex features. In Addis Ababa, where informal settlements feature tightly
packed structures and irregular road networks, this approach is essential for accurate segmentation. For
instance, a road segmented across multiple non-overlapping patches may lose connectivity, confusing
the model, whereas overlapping patches preserve the road’s continuity, improving classification
performance [22]. This technique also enhances the model’s ability to handle edge cases, such as
partially visible buildings, by providing richer contextual cues. The result is a more robust segmentation
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model capable of supporting urban planning tasks like road network mapping and settlement
identification in Ethiopia’s rapidly growing cities.

5. Spectral Indices

The computation of spectral indices, including the Normalized Difference Vegetation Index (NDVI),
Normalized Difference Built-up Index (NDBI), and Normalized Difference Water Index (NDWI),
significantly enhances the segmentation of green spaces, buildings, and water bodies, respectively,
supporting critical environmental and flood management applications [27]. NDVI, calculated as (NIR -
Red) / (NIR + Red), highlights vegetation by leveraging the strong near-infrared reflectance of plants,
improving the model’s ability to identify green spaces by approximately 15%. NDBI, computed as (SWIR -
NIR) / (SWIR + NIR), emphasizes built-up areas, enhancing building segmentation by about 12%. NDWI,
derived as (Green - NIR) / (Green + NIR), aids in detecting water bodies, which is vital for flood-prone
areas in Addis Ababa. These indices exploit the spectral properties of Sentinel-2 and Landsat-8 bands,
providing additional feature channels that improve the model’s discriminative power. In the Ethiopian
context, where urban expansion intersects with environmental challenges like flooding and
deforestation, these indices enable precise land cover classification, supporting smart city initiatives
such as urban greening, flood risk assessment, and infrastructure planning [27]. By integrating these
indices into the pre-processing technique, the model achieves higher accuracy and robustness,
addressing the unique needs of Ethiopian urban environments.

4.2.2 Implications for Smart Cities

The pre-processed dataset, refined through techniques like radiometric calibration, cloud inpainting,
pansharpening, and geometric correction, supports a variety of smart city applications by enabling
accurate urban semantic segmentation. For urban planning, precise building segmentation facilitates the
mapping of informal settlements, providing critical data to inform housing policies and infrastructure
development in rapidly urbanizing areas like Addis Ababa [8]. In mobility optimization, road segmentation
enables detailed traffic flow analysis and route planning, addressing congestion issues prevalent in cities
like Addis Ababa [29]. Environmental management benefits from green space detection, which supports
urban greening initiatives to enhance air quality and liveability, crucial for sustainable urban development
[30]. Additionally, disaster resilience is improved through water body mapping, which enhances flood risk
assessment, particularly vital during Ethiopia’s rainy season to mitigate flood-related impacts [31].

4.2.3 Remaining Challenges

Despite advancements in urban semantic segmentation, challenges remain in processing satellite
imagery for smart city applications. Dense urban layouts with compact settlements and narrow roads
complicate feature extraction, though multi-scale models like DeepLabv3+ and HRNet address this by
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capturing both local and global contexts to improve segmentation accuracy [11][32]. Cloud variability,
particularly complex patterns like thin cirrus clouds, poses difficulties for inpainting techniques, as even
advanced generative adversarial network (GAN)-based models require further refinement to fully restore
occluded urban features [19]. Data scarcity limits the availability of labelled datasets, but augmentation
and transfer learning, combined with integrating crowd-sourced data such as OpenStreetMap, can
enhance dataset size and diversity to improve model robustness [33]. Additionally, the computational
intensity of deep learning-based pre-processing methods, such as inpainting and super-resolution,
presents challenges in resource-constrained settings, necessitating optimized approaches like model
pruning or cloud-based inference to enable practical deployment [26].

4.2.4 Future Directions

Future work will focus on developing advanced segmentation models like DeepLabv3+ and HRNet is
crucial for urban semantic segmentation, as these models effectively handle multi-scale urban features,
such as buildings, roads, and green spaces, enabling precise delineation in complex urban environments
for smart city applications [11][32]. Integrating multi-temporal satellite data facilitates monitoring urban
changes, such as the expansion of informal settlements, by capturing temporal dynamics that are
essential for urban planning and policy-making in rapidly evolving cities [34]. Additionally, incorporating
ground-based data, such as OpenStreetMap or drone imagery, complements satellite imagery by
providing finer details and contextual information, enhancing segmentation accuracy for tasks like
infrastructure mapping [33]. To support deployment in resource-limited settings, optimizing
computational efficiency through techniques like model pruning or cloud-based inference ensures
scalable and practical implementation of segmentation models, making them viable for real-time smart
city applications such as traffic management or disaster response [35].

Conclusion

This article presents a comprehensive framework for curating and pre-processing satellite imagery for
urban semantic segmentation in Ethiopia. By integrating diverse datasets (Sentinel-2, SpaceNet, USGS
Landsat-8, Google Earth) and a state-of-the-art pre-processing techiques, we produced a high-quality
dataset personalised for smart city development. Techniques like image enhancement, radiometric
calibration, cloud inpainting, pansharpening, deep learning-based augmentation, and spectral index
calculation addressed challenges such as environmental variability, data scarcity, and complex urban
layouts. The results demonstrate significant improvements in image quality and segmentation
performance, supporting applications in urban planning, mobility, environmental management, and
disaster resilience. This framework offers a scalable approach for geospatial analysis in Ethiopia and
other developing nations, contributing to sustainable smart city development in resource-constrained
settings. Future work will explore advanced segmentation models, multi-temporal analysis, and
integration with ground-based data to enable dynamic urban monitoring and policy support.
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Figure 1

Examples of Satellite image with different resolutions
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Figure 2

Examples of Satellite image and its cropped images. (@) 512x512 image as input. (b) Nine 256x256
overlapped patches with stride of 128 pixels

Figure 3

Examples of Satellite image and its Text Removal (a) An image with Text overlaid input (b) Text Mask (c)
Inpainted Image
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(a) (b)

Figure 4

Examples of Satellite image and its enhanced one. (@) An image with shadow causing some urban
features obscured as input. (b) Enhanced image with CLAHE for a better detail visibility

Mask

(a) (b)

Figure 5
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Figure 4. Examples of sample Satellite image of Addis Ababa and its Mask. (a) An image of some place
in Addis Ababa as input. (b) Annotated image with LabelMe
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Figure 6

Figure 5. Examples of sample Satellite image of Addis Ababa, its Mask and class distribution. (a) An
image of some place in Addis Ababa as input. (b) Annotated image with LabelMe. (¢) urban land use
disctibution
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Figure 6. Qualitative Visualization. (a) An image of Addis Ababa as input. (b) Annotated image with
LabelMe (c) Predicted semantic segmentation
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