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Abstract

Vehicle re-identification faces significant challenges in feature modeling due to
viewpoint variations, illumination changes, occlusions, and intra-class similar-
ity. To this end, we propose a VeRi algorithm based on multi-directional feature
fusion and position awareness, which synergistically integrates multi-dimensional
features and positional information to suppress background interference and
improve feature discriminability. Specifically, we design multi-directional depth-
wise separable convolution kernels which square kernels for local details, hori-
zontal strip kernels for long-range dependencies, and vertical strip kernels for
spatial distribution to capture comprehensive directional features; the DOConv
module fuses depthwise convolution and conventional convolution to balance fine-
grained texture extraction and global structural integration without additional
sub-networks; and a position encoding module with horizontal-vertical tensor



initialization enhances the model’s perception of key components’ relative posi-
tions. Experimental results on the VeRi-776 and Veri-Wild datasets demonstrate
the superior performance of the proposed algorithm.

Keywords: Vehicle re-identification, Multi-directional feature fusion, Position
awareness, Depthwise separable convolution

1 Introduction

With the acceleration of urbanization and the in-depth deployment of Intelligent
Transportation Systems (ITS), vehicle identity matching and trajectory tracking
across non-overlapping cameras have become core requirements for improving traf-
fic supervision efficiency and ensuring public safety [1-3]. License plate recognition
(LPR) as a traditional vehicle identification method often encounters performance
degradation in extreme scenarios such as license plate forgery, partial occlusion and
low-light-induced, blurring thus rendering VeRi an indispensable alternative technol-
ogy. As a key supporting technology, VeRi can realize cross-spatiotemporal retrieval
of target vehicles through visual features without relying on license plate recognition,
and has been widely applied in fields like traffic violation traceability, hit-and-run
vehicle investigation, smart parking lot management, and urban security deployment.

It was not until Liu et al. [4] the VeRi-776 dataset based on real urban surveillance
scenarios that deep model training supported by large-scale annotated data was first
realized, promoting VeRi research into a stage of rapid development. Subsequently,
large-scale datasets such as Veri-Wild [5] and VehicleNet [6] have further advanced the
field: Veri-Wild, as a large-scale wild dataset, captures diverse vehicle images under
unconstrained real environments, while VehicleNet integrates four public datasets to
provide more comprehensive training samples [6]. Meanwhile, various advanced net-
works and frameworks have emerged, including the Strip-based and Attribute-aware
Network (SAN) [7], the Domain Adaptive Vehicle Re-identification (DAVR) frame-
work [8], and the Multi-view Spatial Attention Embedding network [9], enriching the
technical landscape of VeRi but also highlighting the complexity of the task.

Nevertheless, complex factors in real surveillance environments pose severe chal-
lenges to VeRi technology: (1) Significant intra-class inconsistency caused by viewpoint
shifts, illumination fluctuations, and background interference [10]; (2) Prominent inter-
class similarity among vehicles of the same brand and model [4]; (3) Poor cross-camera
feature consistency due to camera parameter differences and vehicle motion blur [11];
(4) Low resolution and lack of local features in long-distance capture scenarios [12].
Additionally, the lack of fine-grained annotation in some datasets and cross-domain
discrepancies further degrade model performance [13, 14].

To address these challenges, academia has formed five parallel research directions:
global-local feature synergy, attention mechanism enhancement, Transformer-based
feature decomposition, memory units with contrastive learning, and generative meth-
ods with attribute learning. However, these directions still face inherent limitations:
global-local feature methods often disrupt spatial correlation or rely on complex



sub-networks; attention-based models fail to adapt to dynamic viewpoint changes;
Transformer architectures suffer from poor generalization in few-shot scenarios; mem-
ory unit methods lack directional feature guidance; generative and attribute learning
approaches struggle to balance fine-grained and global features. Collectively, existing
methods have four core shortcomings: (1) Single dimension of feature capture [15, 16];
(2) Insufficient utilization of positional information [17, 18]; (3) Limited robustness
to extreme scenarios [12]; (4) Conflict between model complexity and generalization
[17, 19]. To tackle these core issues, we proposes a vehicle re-identification algorithm
(MFFP-Net) based on multi-directional feature fusion and position awareness. The
algorithm achieves multi-dimensional feature interaction optimization through three
synergistic core designs:

(1) A multi-directional feature extraction module (MFE) with customized convo-
lution kernels to capture full-dimensional vehicle features;

(2) A DOConv module that fuses depthwise and traditional convolution to balance
local and global features without additional sub-networks;

(3) A positional encoding module (PE) with horizontal-vertical tensor initialization
to enhance positional information utilization.

These components collaboratively suppress background interference and improve
robustness to complex scenarios. Experimental results on VeRi-776 and Veri-Wild
datasets verify the superior performance of the proposed algorithm.

The collaborative work of these three components can suppress background noise
interference and enhance robustness to illumination variations, occlusions, extreme
viewpoints, and similar vehicle models. Experimental validation demonstrates that the
proposed algorithm outperforms mainstream baselines in terms of Rank-1 accuracy
and mAP metrics on the VeRi-776 and Veri-Wild datasets, providing a new solution
for multi-dimensional challenges in VeRi.

2 Related Work

Existing vehicle re-identification research primarily centers on robust feature extrac-
tion and discriminative metric learning, evolving into five mainstream technical
paths: global-local feature synergy, attention mechanism enhancement, Transformer-
based feature decomposition, memory units with contrastive learning, and generative
methods with attribute learning.

2.1 Multi-directional Feature Capture

Most existing methods suffer from single-dimensional feature capture, failing to com-
prehensively model the horizontal, vertical, and local detail features of vehicles. In
the direction of global-local feature synergy, Xu et al. [15] designed a horizontal four-
partition local branch network, but rigid segmentation disrupts the spatial correlation
of vehicle components; Zhang et al. [16] proposed a dual-attention granularity net-
work, which only focuses on coarse and fine-grained feature differentiation without
directional feature modeling. In attention mechanism research, the SE block [20] only
calibrates channel weights and lacks the ability to capture directional dependencies;
Jiang et al. [21]’s global reference attention network ignores the dynamic impact of



viewpoint changes on directional feature significance. Khorramshahi et al. [22] pro-
pose a dual-path model with adaptive attention to enhance feature adaptability, yet
it still fails to fully capture the multi-directional structural features of vehicles. Gen-
erative methods such as XVGAN [23] and MV-GAN [24] alleviate view imbalance
but cannot break through the limitations of single-dimensional feature representation.
Lou et al. [25] adopt embedding adversarial learning to improve feature robustness
against interference, yet this method still lacks targeted modeling of horizontal and
vertical directional features. Tumrani et al. [26]’s view-aware attribute-guided net-
work emphasizes the impact of viewpoint on attribute expression, but it still cannot
comprehensively integrate directional structural features. To address these issues, the
proposed MFE module designs three customized depthwise separable convolution ker-
nels, which synergistically capture local details, horizontal long-range dependencies,
and vertical spatial distribution, making up for the deficiency of incomplete feature
representation in existing methods.

2.2 Local-Global Feature Balance

Traditional methods face a conflict between local-global feature modeling and model
complexity. In global-local feature fusion, Sun et al. [17]’s TBE-Net relies on additional
object detection/segmentation sub-networks, leading to a 60% increase in parameters
and reduced inference speed; PGAN [18] struggles to suppress background redundancy
while integrating local and global features. Sun et al. [27] propose a multi-feature
learning model with enhanced local attention, which strengthens the extraction of
local component features but weakens the modeling of global structural continuity.
Transformer-based methods such as TransReID [28] and Git [19] enhance structural
feature capture but bring high computational complexity and poor generalization in
few-shot scenarios. Almeida et al. [29] adopt multi-branch representation learning to
enrich feature diversity, yet they still face the dilemma of balancing local detail extrac-
tion and global structure integration. Traditional convolution layers use symmetric
square kernels, which cannot balance the modeling needs of horizontal /vertical direc-
tional features and local/global structures. The DOConv module proposed in this
paper fuses depthwise convolution for capturing fine-grained textures and traditional
convolution for modeling global structures, achieving efficient local-global feature syn-
ergy without additional sub-networks while maintaining the inference efficiency of
traditional convolution.

2.3 Positional Information Utilization

Existing methods generally underutilize the positional correlation of key vehicle com-
ponents, weakening the model’s discriminative ability. In global-local feature synergy,
Jin et al. [30]’s multi-center metric learning method and Zhang et al. [11]’s part-
guided attention network do not explicitly model the relative positions of components
such as headlights and wheel hubs. Tumrani et al. [31] integrate partial attention
and multi-attribute learning to enhance feature discriminability, but they ignore the
positional correlation between different attributes. In memory unit and contrastive



learning research, MoCo [32] and MSCL [33] focus on feature distribution optimiza-
tion but lack positional feature guidance. Cheng et al. [34] extend memory-based
contrastive learning to cross-modality person re-identification, which provides a refer-
ence for feature embedding optimization but does not involve the modeling of vehicle
component positional correlations. Transformer-based methods such as Git [35] use
complex graph convolution to model component correlations, increasing computational
overhead. Chu et al. [36] propose viewpoint-aware metric learning to optimize inter-
class distance, but it does not explicitly encode the horizontal and vertical positional
information of vehicles. The proposed PE module adopts a horizontal-vertical ten-
sor initialization strategy, which efficiently models the relative positional relationships
of key components through truncated normal distribution initialization and dimen-
sion expansion, addressing the issue of insufficient positional information utilization
in existing methods while avoiding complex structural design.

3 Proposed method

The proposed network is designed based on the ResNet50-IBN architecture. Input
images are first processed by the Position Encoding Module; they are then fed into the
backbone network, where feature extraction is conducted sequentially through layerl,
layer2, and layer3, followed by the extraction of output features from layerl and layer2
respectively. These two layers of features are further subjected to convolution (Conv)
and Global Average Pooling (GAP) operations to adjust their spatial dimensions,
after which they are jointly fed into the multi-directional feature capture module for
processing together with the backbone features. Finally, the processed features enter
the last layer of the network (layerd) to facilitate the processing of subsequent tasks.
The network structure is shown in Figure 1.
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Fig. 1: Overall architecture of the proposed framework.



F1 demonstrates the output feature of layerl in the backbone network, F2 is the
feature obtained after the backbone network sequentially outputs through layerl and
layer2 and then adjusts the spatial dimension and channel dimension through convo-
lution and global average pooling operations, and F3 is the output feature of layer3
in the backbone network; the three are fused to form Fused Features.

4 Algorithm Implementation

4.1 Multi-directional Feature Extraction Module

Due to the significant viewpoint differences, pose variations, and intra-class similarity
in vehicle appearances, how to accurately capture discriminative multi-dimensional
features has always been a core challenge for improving model performance. In vehi-
cle images, horizontal vehicle body contours, vertical structural proportions, and
local regional detail features together constitute the key information for distinguish-
ing different vehicles. However, traditional feature extraction methods often fail to
simultaneously balance multi-directional feature modeling of global structures and
local details. To address this issue, this paper proposes a Multi-directional Feature
Extraction Module (MFE). Through specially designed convolution kernel structures,
this module achieves efficient capture of vehicles’ horizontal long-range dependencies,
vertical spatial distribution, and local detail features, aiming to provide a more com-
prehensive and discriminative feature representation for vehicle re-identification tasks,
thereby improving the accuracy and robustness of vehicle matching in cross-scenario
settings.

This module takes depthwise separable convolution as its core architecture, and
achieves accurate extraction and efficient encoding of multi-dimensional features from
vehicle images through custom-designed convolution kernel structures and feature
fusion mechanisms. Its core design logic is as follows: Targeting the global structural
characteristics of vehicle features in horizontal and vertical directions and the dis-
criminative details of local regions, differentiated convolution kernels are adopted for
directional capture; additionally, through feature fusion and dimension regularization,
a comprehensive feature representation integrating both global and local information
is formed. The module structure is illustrated in Figure 2:
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Fig. 2: Illustration of the proposed Multi-directional Feature Extraction Module.

Input features Fi, F5, F3 are channel-wise concatenated to form the intermediate
Fused Features. This Fused Features is fed into three parallel convolutional branches
with unique kernels K, K,, K for complementary multi-directional discriminative
feature extraction. The resulting features from the three branches are further channel-
wise concatenated with the initial Fused Features followed by a pooling operation to
refine feature scale and produce F;.

From the perspective of mathematical modeling for feature extraction, let the input
vehicle feature map be X € RE*HXW wwhere C' denotes the number of channels, and
H, W represent the height and width of the feature map, respectively. The module
comprises three parallel depthwise separable convolution branches, and each branch
extracts directional features through the "main channel independent convolution”
mechanism. A square convolution kernel K, € R}=*k= is adopted for square regions
to capture local detail features via depthwise convolution, as shown in Equation (1):

ko—1k.—1
Fy(i,7) = Z Z Xe(i+m—[ks/2],j+n—|ks/2]) - Ks.c(m,n) (1)
m=0 n=0
where F, € RO*H*W ig the square feature output; c€ {1,2,...,C} denotes the
channel index; |-] represents the floor operation, and K . is the square convolution
kernel for the c-th channel (since the number of groups g=C, channel-wise independent
convolution is achieved); the padding parameter p, = [ks/2] ensures the output size is
consistent with the input size, and kg is the size of the square convolution kernel; i is
the index of the feature map in the vertical dimension, j corresponds to the index in
the width direction (horizontal dimension), m and n represent the local indices inside
the square convolution kernel K .,where m corresponds to the vertical dimension of
the convolution kernel and n corresponds to the horizontal dimension.
For the horizontal direction, a horizontal strip convolution kernel K; € Rixks
is adopted,where K, . is the size in the horizontal direction. It captures horizontal
longrange dependencies via depthwise convolution, as shown in Equation (2):

kp—1
Fa(i,g) =Y Xe(i,j+n— [k/2]) - Kne(1,n) (2)

n=0



where F, € REXHXW ig the horizontal output, Ky . is the horizontal convolutior
kernel for the c-th channel; the padding parameter p;, = [kp, /2] ensures scale invariance
in the horizontal direction. For the vertical direction, a vertical strip convolution kernel
K, € R**!is adopted, where k_ is the size in the vertical direction, and its depthwise
convolution calculation is shown in Equation (3):

kp—1
Fy(i,§) = Y Xe(i,j+n— [k/2),5) - Kye(m, 1) (3)

n=0
where F,, € REXHXW g the vertical feature output, K, . is the vertical convolution
kernel for the c-th channel, and the padding parameter p, = [k, /2] ensures scale
invariance in the vertical direction. In the feature fusion stage, the original input and
the features from the three branches are concatenated along the channel dimension to
obtain the fused feature, as shown in Equation (4). The fused feature is represented as:

Finerge :Concat(XanthaFu) € RACXHXW (4)

where Concat(-) denotes the channel-dimension concatenation operation. By inte-
grating the original features and directional features, Fierge retains completeness
across multiple scales and directions.

To achieve dimension regularization and feature reorganization, a 1x1 convolution
layer is adopted for channel compression, as shown in Equation (5):

4Cc
Fout = RELU(BN (Y W, - Funerge.r + b)) (5)
/=1

where W € RE*4Cx1x1 ig the weight of the 1x1 convolution kernel; ¢’ is the channel
index of the fused feature map Fierge,e, b € RC is the bias; BN(-) denotes the batch
normalization operation; the output feature Fipy € RE*H*W has the same dimension
as the input, ensuring the module can be embedded into existing networks.

The local neighborhood receptive field of the square convolution kernel K, can
accurately capture the detail features of local vehicle components, such as the edge
morphology and internal light source distribution of headlights, as well as the spoke
texture and hollow structure of wheel hubs. The horizontal strip receptive field of
the horizontal convolution kernel K} can effectively cover the extensional features
of horizontally continuous components on the vehicle body, such as the horizontal
contours of the upper and lower edges of windows, and the horizontal arrangement
and overall coherence of taillights. The vertical strip receptive field of the vertical
convolution kernel K, is adapted to the distribution features of the vehicle body’s
longitudinal structure, such as the vertical tilt angle and connection morphology of
pillars, as well as the position of vertical dividing lines and longitudinal distribution
features of doors. Through their respective spatial receptive fields, the three kernels
focus on local details and global structural features of the vehicle respectively, forming
a comprehensive feature encoding for key components such as headlights, wheel hubs,
windows, taillights, pillars, and doors.



4.2 DOConv Convolution Module

Vehicle appearance exhibits significant differences due to factors such as viewpoint,
illumination, and occlusion, and it is difficult to distinguish fine-grained features (e.g.,
headlight morphology, wheel hub texture) of the same vehicle type. Traditional convo-
lution layers struggle to balance the multi-dimensional modeling requirements of global
structure and local details during feature extraction, resulting in limited adaptability
of models to complex scenarios.

Traditional convolution layers handle channel and spatial dimensions simultane-
ously with a single convolution kernel, which has significant limitations in vehicle
re-identification tasks. Since traditional convolutions mostly use square convolution
kernels with symmetrically distributed spatial receptive fields, their multi-directional
feature capture capability is insufficient, making it impossible to adapt to the direc-
tional differences of vehicle features in a targeted manner. The continuous contours
of the vehicle body in the horizontal direction require long-range dependency model-
ing, while the structural dependencies in the vertical direction rely on longitudinally
continuous features. The balanced effect of square convolution kernels cannot simul-
taneously enhance these two types of features, leading to the loss of discriminative
information in the horizontal /vertical directions.

Meanwhile, there is a contradiction between parameter redundancy and expressive
capability. The parameter dimension of traditional convolution kernels is Coyut X Cjp X
M x N , and the parameter scale grows linearly with the number of channels and
kernel size. A large number of parameters are used for redundant channel-spatial cross-
mapping rather than effective feature learning. Many parameters are not optimized
for local details or global structures of vehicles, resulting in low feature expression
efficiency.

In addition, the receptive field of traditional convolution kernels is fixed. If the
kernel size is small, it is difficult to cover the global structure of the vehicle body;
if the kernel size is large, it will dilute local detail features. This local global trade-
off characteristic makes the model perform poorly in distinguishing similar vehicle
types, especially in viewpoint-varying scenarios, where feature matching accuracy
drops significantly, as shown in Figure 3.
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Fig. 3: Illustration of DOConv Module.




The size of the input patch P is MxN, the trainable kernel dimension D, the
number of input channels , and the number of output channels; different input patches
can generate corresponding output channels (the cubes in the figure). The DOConv
module achieves local-global feature fusion through the combination of the depthwise
convolution operator and the conventional convolution operator x.

DOConv addresses the defects of traditional convolution through the mechanisms
of depthwise convolution over-parameterization and kernel combination. Its core design
is to capture local details with depthwise convolution and integrate global structures
with traditional convolution, providing sufficient feature learning space through over-
parameterization while maintaining inference efficiency.Let the input vehicle feature
map be X € RE*HXW "and its calculation process is as follows.

Depthwise convolution captures local fine-grained features and adopts channel-
independent convolution, where each input channel corresponds to a dedicated
convolution kernel, focusing on the features of local vehicle components, as shown in
Equation (6):

MxN
c/,d = Z Dc,i7d X Pc7j (6)
i=1

where P! .a 1s the intermediate feature output by depthwise convolution, ¢ denotes
the input channel index, d denotes the depth multiplier index(corresponding to D1,
the over-parameterized depth multiplier); D, ; 4 denotes the depthwise convolution
kernel, i is the spatial position index of the convolution kernel, with dimension
RCOin X (MXN)xDmur ;- is the number of channels of the feature map input to the cur-
rent layer, M and IV are the spatial sizes of the convolution kernel; P, ; is the feature
value at the j — th spatial position of channel ¢ in the input feature; ® denotes the
spatial convolution operation.

Traditional convolution integrates global structural features, performing cross-
channel weighted fusion on the output of depthwise convolution to model the global
structural dependencies of vehicles, as shown in Equation (7):

D1 Cin
Z Z Wo d,c’ c, (7)

d=1 c=1
where O, is the feature output by traditional convolution, o denotes the out-
put channel index (corresponding to Cyyt); W 4.c denotes the traditional convolution
kernel, with dimension RCout*PmixCin . denotes the weights summation operation.
Finally, for feature fusion and dimension regularization, the original features and
enhanced features are fused. The original features and directionally enhanced features

are integrated through channel-dimension concatenation, as shown in Equation (8):

F. = Concat(X, P, 4,0,) (8)

where F. is the fused feature; X is the original input feature map; Concat(-) is the
channel-dimension concatenation operation, integrating original features, depthwise
convolution features, and traditional convolution features.
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Channel compression is performed via a 1x1 convolution to ensure the output
dimension is consistent with the input, enabling seamless embedding into existing
networks, as shown in Equation (9):

Y = BN(Wix1 - F +b) 9)
where Y is the final output feature of the module; Wy« is the 1 x 1 convolution
kernel; BN denotes the batch normalization operation; and b is the bias term.

DOConv enables depthwise convolution to dynamically learn directional weights
through a parameterization mechanism, flexibly capturing horizontal /vertical features
of vehicle bodies without the need for manual design of strip kernels. Through per-
channel depthwise convolution and cross-channel traditional convolution, parameter
utilization is more efficient, allowing for precise encoding of fine-grained differences
such as wheel hubs and headlights.

Meanwhile, depthwise convolution focuses on local components, while traditional
convolution associates global structures, forming complementary local and global fea-
tures to enhance the distinguishability of similar vehicle models, especially improving
the recognition of vehicles without license plates. During training, it converges faster,
is more robust to occlusion and illumination changes, and is compatible with exist-
ing networks. Its inference efficiency is consistent with that of traditional convolution,
making it suitable for real-time scenarios.

4.3 Positional Encoding Module

The positional information of vehicles in images is of great significance for distin-
guishing different vehicles. It can help models better understand the spatial layout
of vehicles and the relative positions of key components, thereby enhancing the dis-
criminative ability of models. Traditional Convolutional Neural Networks (CNNs)
mainly rely on convolution operations to extract local features and reduce the spatial
resolution of feature maps through pooling operations. Although this operation can
effectively capture appearance features, its utilization of positional information is lim-
ited, which weakens the model’s perception of vehicle positions to a certain extent. In
addition, different vehicles vary in size in the horizontal and vertical directions; some
are longer horizontally, while others are taller vertically. Therefore, models need to be
able to flexibly handle feature information in different directions. Accurately grasp-
ing the positional features of vehicles has become the key to improving recognition
accuracy.

To address this deficiency, this paper designs a Positional Encoding Module (PE)
to improve the model’s perception of positional information, and its structure is
shown in Figure 4. The Positional Encoding Module adds positional information for
the horizontal and vertical directions respectively by initializing positional encoding
tensors.
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Fig. 4: Illustration of Positional Encoding Module.

Input

Figure 4 is configured with dual horizontal /vertical directional encoding branches,
first initializing positional encoding parameters via a truncated normal distribution,
then expanding the encoding dimensionality to match the spatial resolution and chan-
nel dimensions of the input feature maps, and finally generating output features
through element-wise addition between the positional encodings and the original input
feature maps.

For the horizontal positional encoding, a tensor with the initial shape Py €
R CxWx1 ig initialized; for the vertical encoding, a tensor with the initial shape
Py € RY*COx1IXW iginitialized. Here, C' denotes the number of channels of the feature
map, and W is the global window size. Both the horizontal and vertical positional
encoding tensors are initialized using a truncated normal distribution, as shown in
Equation (10):

Py, Py ~ Nypane(p = 0,0 = 0.02) (10)

where Py is the horizontal positional encoding tensor; Py is the vertical positional
encoding tensor; Nirunc(e) represents the Truncated Normal Distribution; p is the
mean, and o is the standard deviation (set to 0.02).

The positional encoding tensors are then matched to the size of the input feature
map via an expansion operation, resulting in an expanded shape of 1 x C' X S} X Sy,
which allows alignment with each position of the feature map. Mathematically, this
process can be described in detail as shown in Equations (11) and (12):

P exp = Expand(Pp, target_shape = (1,C, Sy, Sw)) (11)
Py _¢qp = Expand(Py, target_shape = (1,C, Sp, Sw)) (12)

where Expand(-) is the expansion operation, Py cgp is the horizontally expanded
tensor, and Py g is the vertically expanded tensor; S}, is the height dimension of the
feature map; Sy, is the width dimension of the feature map. The expanded positional
encoding is added element-wise to the input feature map F € R ¢*5»XSw  as shown

12



in Equation (13):
Fout = F + PH,exp + PV,ezp

where F),,; is the output feature map fused with positional information. This fea-
ture map contains the positional information of the vehicle in both horizontal and
vertical directions, helping the model capture the spatial features of key vehicle parts
more accurately.

The PE module enables the model to learn the relative positions of vehicles in
images, especially for vehicles with significant dimensions in the horizontal or verti-
cal direction. This targeted feature enhancement helps improve the model’s ability
to recognize different types of vehicles. With the feature map enhanced by positional
encoding, the model can more precisely capture key vehicle parts, whose positional
information plays a critical role in vehicle identity recognition. In addition, the
positional encoding module not only enhances the model’s sensitivity to positions
but also guides feature learning, allowing the network to utilize spatial information
more effectively. This mechanism helps the model accurately recognize vehicles even
when dealing with complex scenarios such as occlusion, viewpoint variations, and
illumination changes.

4.4 Loss Function

To enhance the learning capability of the proposed network structure and accelerate
network convergence, we combines classification loss and metric loss with a multi-
branch architecture to improve the discriminative ability and generalization ability of
the model.

4.4.1 Classification Loss

Classification loss is used to improve the model’s performance in identity recognition
tasks. Specifically, classification loss is implemented via Cross-Entropy Loss, as shown
in Equation (14):

C
Lcls = - Z y;t log yf
c=1

where L5 denotes the cross-entropy loss value of the classification branch, y;t repre-
sents the true label distribution of the i-th category, y¥ denotes the model’s predicted
probability for the i-th category, and C' is the number of categories in training. The
label smoothing strategy adjusts the distribution of true labels by introducing a
smoothing parameter ¢, as shown in Equation (15):

i 1—9Zle i+ class
Yot = { © 7 (13)
€ 1 = class

where ¢ is the smoothing parameter, and this parameter is set to 0.1 in this paper.
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4.4.2 Metric Loss

Metric loss is used to enhance the discriminative ability of feature embedding, espe-
cially for vehicle features under different viewpoints. This paper adopts Batch-Hard
triplet loss [37] to optimize feature embedding, as shown in Equation (16):

| B
Liy; = PR ; ,; max[0, m + plengé) d(xe,zp) — ng]l\i]l(la) d(xg,Tn)] (14)
where P denotes the number of identities, K is the number of samples per identity,
m is the distance threshold, P(a) represents the positive sample set for each anchor,
N(a) denotes the negative sample set for each anchor, z, is the anchor, x, is the
extracted embedding of the positive sample, z,, is the extracted embedding of the
negative sample, and d() stands for Euclidean distance.

4.4.3 Overall Loss Function

The overall loss function is implemented via the weighted linear combination of
classification loss and metric loss, as shown in Equation (17):

N
L= w L 4wl Lir (17) (15)

i=1
where w'® and w!™ are the weights of classification loss and metric loss respectively;

L¢s and L™ are the classification loss and metric loss of the i-th branch respectively.

5 EXP
5.1 Network Parameter Settings

Experiments are conducted on two mainstream datasets: VeRi-776, a 2016-proposed
urban surveillance dataset with 776 vehicle identities and 49,357 images; and Veri-
Wild, a 2019-released large-scale wild dataset containing 40,671 identities and 416,314
images covering unconstrained real environments. We use an Intel(R) Core(TM)
i7-10700 CPU, 32GB memory, NVIDIA GeForce RTX 3070 (8GB) GPU, and the
PyTorch framework; the input image size is 256x256x3, with data augmentation
including edge padding, random cropping, and horizontal flipping. Training batches
are constructed via the PK sampling strategy (P=6 identities per batch, K=8 sam-
ples per identity, total batch size=48); the Adam optimizer is adopted with an initial
learning rate of 0.0001 (decayed by 0.1 at epoch 45, 90, and 130), and the stride of
the last convolutional layer is adjusted to 1 before training.

5.2 Comparison with other methods

This paper compares the proposed algorithm with current mainstream algorithms on
the VeRi-776 and Veri-Wild datasets, and the results are presented in Table 1 and
Table 2.
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On the VeRi-776 dataset, the experimental results in Table 1 show a clear evolu-
tionary gradient in the performance of existing methods. Early basic models including
GoogleNet and FACT have mAP values below 20% and CMC1 values less than 60%,
as they only capture basic features and fail to handle intra-class variations caused
by viewpoint shifts and illumination fluctuations. Even the generative-based XVGAN
only increases mAP to 24.65%, which still cannot break through the limitations of
single-feature dimension. Later methods including MSCL, GSTE and VAAG optimize
via metric learning or attention mechanisms, raising mAP to 45.90-67.58% and CMC1
to 81.20-92.21%. However, their performance still faces bottlenecks due to single-
dimensional feature capture or insufficient utilization of positional information. In
contrast, our method achieves optimal performance on the dataset: it attains 77.89%
mAP, 96.66% CMC1, and 98.33 CMC5. These superior results stem from the synergy
of three core components: multi-directional feature extraction, the DOConv module,
and positional encoding.

Table 1: Performance Comparison on
the VeRi-776 Dataset

Method mAP CMC1 CMC5
GoogleNet[38]  17.81 52.12 66.78
FACT[4] 18.73 51.85 67.16
XVGAN[23]  24.65 6020  77.03
MSCL[33] 4590  81.20 -
GSTE[39] 59.43 9221  96.25
VAAG[26] 65.23 91.35 94.76
NVSL[40] 67.58 91.52 94.83
TCPM][14] 746 940  97.1
SN4+[13] 757 951 981
Ours 77.69 96.56 98.33

On the large-scale wild dataset Veri-Wild (experimental results are shown in Table
2), complex scenarios such as low resolution, severe occlusion, and cross-camera set-
tings pose severe challenges to existing methods. Early Triplet-based methods only
achieve an mAP of 15.69 and a CMC1 of 44.67 (3000-scale), which struggle to adapt
to feature distribution shifts. Methods like GoogleNet and GSTE show improvements,
but their maximum mAP is only 31.42 under the 3000-scale setting. Even the rela-
tively new CTCAL, which raises the 3000-scale mAP to 70.35% and CMC1 to 83.64%
via a feature calibration strategy, still fails to fully balance fine-grained texture and
global structural features.

Our algorithm demonstrates stronger robustness: under the 3000-scale setting, it
achieves 82.34% mAP, 94.35% CMC1, and 98.56% CMC5; under the 5000-scale setting,
it still maintains excellent performance with 78.94% mAP and 93.43% CMCI1. Its
core advantages lie in multi-directional features covering full-dimensional information,
the DOConv module balancing local and global features, and positional encoding
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enhancing the correlation of key components—all of which effectively adapt to feature
variations in wild scenarios.

Table 2: Performance Comparison on the Veri-Wild Dataset

3000 5000
mAP CMC1 CMC5 mAP CMC1 CMC5

GoogleNet 24.27 57.61 75.13 24.15 53.16 71.13
Triplet[41] 15.69 44.67 63.33 13.34 40.34 58.98
GSTE 31.42 60.48 80.13 26.18 52.13 74.98
AAVER[22] 62.35 75.86 92.76 53.56 68.23 88.79
CTCAL[42] 70.35 83.64 92.63 65.73 80.31 90.75

Ours 82.34 94.35 98.56 78.54 93.10 97.61

Method

Vehicle query matching results are shown in Figure 5. Results are sorted in descend-
ing order of computed similarity, with the top 5 matches returned. Here, green boxes
indicate results consistent with the query vehicle’s identity, while red boxes denote mis-
matches. The visualization shows that MFFP Net achieves higher retrieval accuracy
than the baseline.

Baseline

; /
Fig. 5: Illustration of presentation of matching results of the baseline network and
MFFP Net on the VeRi-776 dataset.

6 Ablation Experiments

To verify the role of each module in the network, ablation experiments are conducted
on the VeRi-776 and Veri-Wild datasets to analyze the effectiveness of each module.
The metrics mAP, CMC1, and CMC5 are adopted to determine the optimal archi-
tecture of the Multi-directional Feature and Position-Aware Fusion Network. The
ablation experiments of the model on VeRi-776 are shown in Table 3.
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Table 3: Quantitative Results of Comparative Schemes on
the VeRi-776 Dataset

Baseline MFE DOConv PE mAP CMC1 CMC5

1 v 74.40 95.46 97.81
2 v v 75.97 96.24 98.33
3 v v v 77.16 96.42 98.46
4 v v v v 77.69 96.66 98.53

The ablation experiments of the model on VeRi-776 are shown in Table 3. The
mAP, CMC1, and CMC5 of the Baseline are 75.82%, 96.40%, and 98.33%, respec-
tively. After adding the MFE module, the mAP increased slightly by 0.41%; when
the DOConv module was added, the mAP increased by 1.16%, indicating that the
DOConv module has a more prominent optimization effect on balancing local and
global features. After introducing the complete model, the performance reached the
optimal level, with mAP of 77.89%, CMC1 of 96.66%, and CMC5 of 98.33%. All
metrics are significantly improved compared with the Baseline, which confirms that
the synergy of the three modules can effectively enhance feature discriminability and
suppress background interference.

Figure 6 shows the training trends of the baseline model (represented by the red
line) and the MFFP model (represented by the blue line) on the VeRi-776 dataset.
The left panel is the CMC curve, where both curves rise rapidly and stabilize during
iteration; the right panel is the mAP curve, where the MFFP model’s curve remains
superior, reflecting its better convergence and feature discriminability on this dataset.

OMG Trend Gompar ison mAP Trend Gomparison

Iteration Rounds Iteration Rounds

Fig. 6: Line Chart of Evaluation Metrics Based on the VeRi-776 Dataset

The ablation experiments on Veri-Wild are shown in Table 4. As a large-scale
wild dataset, its data is more complex including low-resolution and severely occluded
samples. Figure 7 presents the metric changes of the baseline model (represented by the
red line) and the MFFP model (represented by the blue line) on the large-scale Veri-
Wild dataset. Both the left CMC curve and right mAP curve indicate that the MFFP
model outperforms the baseline in convergence speed and final metrics, verifying its
robustness in complex unconstrained scenarios. Under the 3000-scale evaluation, the
mAP, CMC1, CMC5 of the Baseline are 81.41%, 93.81%, and 97.96% respectively;
all metrics improved after adding a single module, and the complete model further
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Table 4: Quantitative Results of Comparative Schemes on the Veri-Wild Dataset

Schemes Baseline MFE DOConv PE 3000 5000

mAP CMC1 CMC5 mAP CMCl1 CMC5
1 v 80.41 93.21 97.83 75.43 92.21 97.15
2 v v 80.85 93.54 98.09 76.26 92.41 97.31
3 v v v 81.28 94.01 98.33 76.97 92.73 97.49
4 v v v v 82.31 94.64 98.49 77.94 93.43 97.79

boosted them to 83.31%, 94.64%, and 98.49%. Under the 5000-scale setting, which
features a larger sample size and more complex scenarios, the mAP of the baseline
dropped to 76.56%, yet the complete model still achieved a stable improvement with
an mAP of 77.88% and a CMC1 of 93.21%. This demonstrates that the module synergy
mechanism can still optimize performance in extreme scenarios, reflecting the strong
generalization ability of the model.

CONC Trend Comparison mAP Trend Compar ison

Iteration Rounds Iterat . Round:
eration Rounds

Fig. 7: Line Chart of Evaluation Metrics Based on the Veri-Wild Dataset

6.1 Conclusion

Vehicle re-identification faces critical challenges including viewpoint variations, illumi-
nation changes, occlusions, intra-class inconsistency, and inter-class similarity, while
existing methods suffer from single-dimensional feature capture, insufficient positional
information utilization, limited robustness, and complexity-generalization conflicts. To
address these issues, this paper proposes MFFP-Net, a vehicle re-identification algo-
rithm built on the ResNetb0-IBN backbone, integrating three synergistic core modules:
the Multi-directional Feature Extraction Module (MFE) with customized depth-
wise separable convolution kernels for comprehensive directional feature capture, the
DOConv module fusing depthwise and traditional convolution to balance local-global
features without additional sub-networks, and the Positional Encoding Module (PE)
with horizontal-vertical tensor initialization to enhance positional perception, along
with a combined loss function of cross-entropy and Batch-Hard Triplet Loss. Quan-
titative experiments show MFFP-Net achieves state-of-the-art performance: 77.89%
mAP and 96.66% CMC1 on VeRi-776, 83.31% mAP and 94.64% CMC1 (3000-scale) as
well as 77.88% mAP and 93.21% CMC1 (5000-scale) on Veri-Wild. Qualitative results
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confirm its higher retrieval accuracy and stronger robustness in complex scenarios,
while ablation experiments verify the synergistic effectiveness of the three modules,
providing an efficient and robust solution for real-world vehicle re-identification.
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