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Abstract

Predicting superconducting critical temperature
(T.) from crystal structure is challenging due to
diverse material families with distinct physical
mechanisms and structural complexities like site-
occupation disorder. We introduce Superconductor
Mixture of Experts (SuMoE), a Mixture-of-Experts
(MoE) architecture using multiple Graph Neural
Network experts with learned routing, achieving
MAE of 0.671 logK on the SuperCon3D dataset,
significantly outperforming both a state-of-the-art
single generalist Graph Neural Network (0.709
logK) and isolated family-specific specialists (0.683
logK). While traditional intuition suggests mod-
els should specialize in rigid material families, our
analysis reveals a more sophisticated regime of soft
specialization. We find that experts specialize in
underlying physical mechanisms rather than ar-
bitrary labels, for instance, a single expert dom-
inates predictions for both Cuprates and Heavy
Fermion systems, effectively capturing the physics
of strongly correlated electrons across chemically
distinct families. Crucially, the model couples
this specialized knowledge with a diffuse routing
mechanism that synthesizes insights from multi-
ple experts, ensuring robustness through redun-
dancy. Our work demonstrates that for complex
structure-property relationships, the most effective
paradigm is not specialization but integrative pre-
diction, where the model learns to synthesize com-
plementary insights to form a single, robust predic-
tion.

1 Introduction

The quest for a room-temperature superconductor,
a material that conducts electricity with zero re-
sistance under ambient conditions, remains one of
the most significant pursuits in modern physics and
materials science[l]. Such a discovery would rev-
olutionize energy transmission, computing, trans-
portation, and medical imaging[8]. The critical

temperature (T.), below which a material becomes
superconducting, is the primary figure of merit.
However, predicting T, from a material’s crystal
structure is a formidable task, as the mechanisms
governing superconductivity, particularly in uncon-
ventional high-T. materials like cuprates and hy-
drides, are still not fully understood from first prin-
ciples[2].

Traditional discovery methods, relying on chemi-
cal intuition and serendipity, are slow and resource-
intensive.  Computational approaches, primar-
ily density functional theory (DFT), can provide
insights but are too computationally expensive
for large-scale screening of candidate materials[7].
This has paved the way for data-driven methods,
where machine learning (ML) models are trained
on existing experimental data to learn the com-
plex structure-property relationships that deter-
mine T.[3, 10].

Early ML models for T. prediction relied on
hand-crafted features derived from chemical formu-
las or elemental properties[12]. While successful
to an extent, these models often neglect the ex-
plicit three-dimensional atomic arrangement that is
crucial to superconductivity. More recently, graph
neural networks (GNNs) have emerged as the state-
of-the-art, representing crystal structures as graphs
where atoms are nodes and interatomic bonds are
edges[14, 4]. This allows the model to learn mate-
rial representations directly from the crystal struc-
ture, capturing local atomic environments and long-
range interactions. Models like CGCNNJ11], MEG-
Net[4], and CrabNet[13] have demonstrated strong
performance in predicting various material proper-
ties, including T.. Multi-modal Mixture of Experts
[15] combines different type of features as different
experts to predict the T,.

Despite these advances, two significant chal-
lenges persist. First, existing models often em-
ploy a single, monolithic architecture to pre-
dict properties for all material classes. However,
the underlying physics of superconductivity can
vary drastically between different families (e.g.,
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Figure 1: The Mixture of Experts model for Tc
prediction.

electron-phonon coupling in conventional supercon-
ductors vs. strongly correlated electron effects in
cuprates)[6]. A single model may struggle to cap-
ture these disparate mechanisms effectively. Sec-
ond, many important superconductors exhibit site-
occupation disorder (SOD), where certain crystal-
lographic sites are occupied by a statistical mixture
of different elements. Most GNNs are designed for
perfectly ordered structures and cannot naturally
represent this crystallographic feature, which can
significantly influence T..

To address these limitations, we propose the Su-
perconductor Mixture of Experts (SuMoE),
the first application of Mixture of Experts (MoE)
architecture[11] with learned routing over GNN ex-
perts operating on crystal graphs. Our framework
employs multiple GNN “experts” with a learned
“gating” network that routes materials to appropri-
ate experts, enabling the model to capture family-
specific structure-property relationships within a
unified, end-to-end trainable architecture. Our key
contributions are:

1. We demonstrate that GNN experts trained
jointly on all superconductor families signif-
icantly outperform both a single generalist
model and isolated family-specific specialists.
This establishes that shared learning across
chemically diverse materials improves predic-
tions for all families, including data-scarce
ones.

2. Analysis of expert behavior reveals that spe-
cialization emerges along physical mechanism
boundaries rather than arbitrary family la-
bels. Notably, a single expert dominates both

Cuprate and Heavy Fermion predictions which
are two families sharing strongly correlated
electron physics despite different chemistries.
This suggesting the expert has learned struc-
tural signatures of electron correlation that
transfer across material classes.

3. We show that combining predictions from
multiple experts (top-k routing) consistently
outperforms single-expert selection, indicating
that robust T, prediction benefits from synthe-
sizing complementary physical insights rather
than relying on perfect routing.

SuMoE achieves state-of-the-art MAE of 0.671
logK on the SuperCon3D dataset[5], providing a
powerful tool for computational superconductor
discovery. Beyond performance gains, our analy-
sis offers insights into how machine learning mod-
els can discover and leverage transferable physi-
cal knowledge across material families, a paradigm
shift from the common practice of training separate
models for each material class.

2 Results

2.1 Overall Model Performance

The SuMoE model was evaluated on 1,578 mate-
rials from the SuperCon3D database using K-fold
cross-validation. The primary performance metric
was the Mean Absolute Error (MAE) and R2 with
standard deviation (4 std) between the predicted
and experimental T, values. All model training
and evaluation are performed in logK. Values in
Table 3 are reported in Kelvin for interpretability.
Unless otherwise stated, all analyses use the best-
performing configuration: 7 experts with top-k=3
routing.

As shown in Fig. 2 and Table 1, SuMoE achieves
an MAE of 0.671 on K-fold validation. The parity
plot of predicted versus actual T, values demon-
strates a strong correlation, with R? of 0.641, sur-
passing the baseline SODNet. The data points clus-
ter tightly along the diagonal identity line across
the full temperature range (approximately -6 to 6
logK), indicating that the SuMoE effectively cap-
tures the structure-property relationships without
significant systematic bias. The parity plot exhibits
noticeable heteroscedasticity, with higher variance
observed in the low-T. regime compared to the
tight clustering of high-T. families like Cuprates
and Iron-based systems. This dispersion largely
corresponds to the ’Others’ category, which our t-
SNE analysis (Fig. 5) reveals as a chemically het-
erogeneous group with entangled feature represen-
tations that prevent the isolation of distinct struc-
tural motifs. Physically, this suggests that while
high-T. materials possess strong geometric signals,



such as the layered planes in Cuprates, that GNN
experts can easily identify, the physics of low-T,.
conductors often relies on subtle electronic struc-
ture changes not explicitly encoded in the crys-
tal graph topology. Consequently, the model faces
greater difficulty in this regime, where the absence
of a dominant structural driver results in less effec-
tive expert specialization compared to the signal-
rich environments of strongly correlated systems.

As shown in the Table 1, the MoE models utiliz-
ing top-k=3 routing consistently achieve the best
performance. The optimal configuration, using 7
GNN experts, yielded an MAE of 0.6707 and R?
of 0.6407, representing a notable improvement over
the single GNN baseline (MAE=0.709, R?=0.614).
Models with 6 and 7 experts performed almost iden-
tically (MAE = 0.675), while performance slightly
degraded with 8 experts (MAE = 0.6812). This
establishes the architectural advantage of the MoE
approach for this task but suggests diminishing re-
turns beyond 6-7 experts, as illustrated in Fig. 6.
The consistent superiority of top-k=2 over top-k=1
routing (best k=1 MAE=0.686) hints that combin-
ing multiple expert outputs is crucial.

Table 1: Overall performance on the Super-
Con3D dataset, evaluated using mean absolute er-
ror (MAE) and coefficient of determination (R?)
in logK. Results are reported for the SuperCon3D
dataset.

Method MAE R?
SODNet 0.709 + 0.064 0.614 £ 0.067
5 GNN Special- 0.683 +0.094 0.628 +0.079
ists

SuMoE (7 FEz- 0.67140.065 0.641 + 0.062
perts, k=3)

2.2 Specialization of Family-based
Experts

For the specialization analysis presented in this sec-
tion, we use a reduced configuration with 5 experts
to improve interpretability of routing patterns.

A key hypothesis behind the MoE architecture
is that different expert networks will learn to spe-
cialize in distinct chemical or structural families
of superconductors. To investigate this, we ana-
lyzed the routing decisions made by the gating net-
work for different classes of materials in the test
set. The gating network assigns each input mate-
rial to one of the available experts (in our case, 5
experts were used). We note that explicit attempts
to promote specialization-including weighted sam-
pling and load balancing losses, proved ineffective
or detrimental, reinforcing that the MoE’s strength
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Figure 2: Overall performance of SuMoE. Parity
plot of predicted vs. experimental superconduct-
ing critical temperature (T.). The model achieves
a Mean Absolute Error (MAE) of 0.671 logK and
a Coefficient of determination (R?) of 0.641. The
dashed line represents perfect agreement.

lies in shared learning rather than forced separa-
tion.

Fig. 3 shows the distribution of materials from
superconductor families across the five expert net-
works. Rather than routing material families to
single experts in a diagonal, one-to-one fashion, the
gating network distributes inputs across multiple
experts. For instance, while the ”Others” family
is the majority class, its samples are processed by
a diverse set of experts. This suggests the model
is employing integrative prediction: it synthesizes
outputs from multiple experts to form a prediction,
functioning closer to an ensemble than a decision
tree.

Analysis of the gating network’s behavior and
individual expert performance reveals a nuanced
picture of soft specialization. The expert usage
matrix in Fig. 3 shows diffuse routing across all
experts. The Others category, as the majority
class, is distributed broadly with Expert 5 receiv-
ing the most samples (212) and Expert 1 the fewest
(131). Notably, the routing does not mirror the op-
timal expert assignments at the family level: for
Cuprate, Expert 2 receives the most samples (66),
yet Expert 1 achieves the lowest family-wide MAE
(0.423). Similarly, for Heavy Fermion, Expert 5
handles the most samples (73), but Expert 1 per-
forms best (0.888). This mismatch arises because
the gating network makes per-sample routing de-
cisions based on learned embeddings, not family
labels, and as shown in Fig. 5, the embedding
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Figure 4: Expert error distribution Mean ab-
solute error of each expert across five major super-
conductor families

space does not cleanly separate material families.
This limitation of single-expert routing explains
why top-k>1 configurations consistently outper-
form top-k=1: by consulting multiple experts per
prediction, the model compensates for imperfect
routing and leverages complementary expert per-
spectives.

Fig. 4 presents the MAE obtained by passing
all test samples from each family through each ex-
pert individually (5 experts, top-k=1). This reveals
clear competency patterns: Expert 2 achieves the
lowest MAE for Others (0.927), Expert 3 for Iron-
based (0.621), Expert 1 for both Cuprate (0.423)
and Heavy Fermion (0.888), and Expert 4 for H-
based (0.865). While each family has a clear best
expert, the performance gaps are often modest—for
Others, the spread between best (0.927) and worst
(0.951) is only 0.024, while for Iron-based, the gap
between Expert 3 (0.621) and Expert 4 (0.825)
is more substantial at 0.204. This indicates that
experts develop varying degrees of specialization
depending on the distinctiveness of each family’s
structural signatures.

The consistent dominance of Expert 1 on both
Cuprate and Heavy Fermion families is particu-
larly striking and physically meaningful. Despite
these families having different chemical composi-
tions and crystal structures, they share a common
underlying physics: both exhibit unconventional
superconductivity driven by strong electron corre-
lations. Cuprates feature strongly correlated elec-
trons in CuQOs planes, while Heavy Fermion sys-
tems involve f-electron hybridization leading to en-
hanced electron-electron interactions. The emer-
gence of a single expert that excels at both fami-
lies suggests that Expert 1 has learned to recognize
structural features indicative of strongly correlated
electron physics, rather than memorizing family-
specific patterns. This represents a form of physics-
aware specialization that transcends arbitrary ma-
terial classifications. In contrast, the Others cate-
gory shows minimal expert differentiation, consis-
tent with its heterogeneous nature as revealed by
the t-SNE embeddings (Fig. 5).

t-SNE of GNN Embeddings by Family

Family

100 (Y - _ o ® Others
SR e
° ° ° Q eavy Fermion
o SN uprate
P AR At R
L)
50 * 0.y oo P82, '

*
[
Y
*‘
ﬁ?:.‘
o’:O
3‘}
A

8

. Se

[} Py o 7
..". Neo, e o .®
-100 Ll P A

-100 =50 0 50 100
t-SNE Dim 1

Figure 5: t-SNE of GNN Embeddings by Fam-
ily. t-SNE visualization of graph embeddings col-
ored by superconducting material families.

2.3 Shared learning and Integrative
prediction as a Key Mechanism
in Mixture-of-Expert

Given the evidence against explicit specialization,
we investigated alternative explanations for the
MokE’s superior performance.

Our most critical comparison involves the
"Forced Specialization” benchmark. The best 5
experts MoE k=2 model (MAE=0.681, R?=0.640)
outperforms the system of 5 GNNs trained in iso-
lation (MAE=0.683, R?=0.628) (Table 2). This re-
sult demonstrates that strict expert isolation is sub-
optimal. GNN experts within the MoE, by training
on the full, diverse dataset, benefit immensely from
shared learning. Knowledge transferred from data-
rich families allows them to build more robust and
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Table 2: Specialization ablation on the Super-
Con3D dataset, evaluated using mean absolute er-
ror (MAE) and coefficient of determination (R?)
in logK. Results are reported for the SuperCon3D
dataset.

Method Variant MAE R?
Forced Spe- 5 GNN 0.683 £ 0.628 +
cialization Special- 0.094 0.079
ists
5 Experts 0.686 = 0.621 +
(k=1) 0.062 0.071
SuMoFE 5 Experts 0.681 £ 0.640 £
(k=2) 0.060 0.063

generalizable representations of crystal chemistry
and physics, making them better predictors even
for data-scarce families compared to GNNs trained
only on those families’ limited data. This highlights
the importance of broad data exposure for training
powerful GNNs for materials science.

2.4 Representational Similarity via
Centered Kernel Alignment

Having established that the MoE architec-
ture outperforms both single-model and forced-
specialization baselines, we now investigate the
mechanism underlying this success. We hypoth-
esize that the MoE benefits from a dual mecha-
nism: a shared representational foundation
that transfers knowledge across families, combined
with subtle, task-relevant divergence that en-
ables integrative prediction. To test this, we per-
formed a Centered Kernel Alignment (CKA) anal-

ysis on the learned representations of the GNN ex-
perts on the best Mixture of Experts config (7 Ex-
perts, top-k=3). CKA is a robust, scale-invariant
metric for comparing the feature spaces learned by
different neural networks. We extracted graph em-
beddings from the output of the final Graph Trans-
former block for materials from each major super-
conductor family.

The CKA results (Fig. 7) reveal a representa-
tional structure that directly explains why the MoE
architecture succeeds: experts maintain high rep-
resentational overlap while exhibiting systematic,
family-dependent divergence. This pattern is pre-
cisely what enables effective integrative prediction.

Across all families, pairwise CKA scores remain
above 0.89, indicating that all experts converge
on a common set of fundamental features encod-
ing crystal chemistry and structural motifs. This
shared foundation is the mechanism by which the
MoE avoids the pitfalls of forced specialization
where each expert benefits from the full dataset
rather than being starved of data from other fam-
ilies. The contrast with isolated specialists (which
achieve MAE = 0.683 compared to MoE’s 0.671)
confirms that this representational overlap trans-
lates directly to improved generalization.

2.4.1 Family-dependent Divergence En-

ables Complementary Prediction

Crucially, the degree of expert similarity varies
systematically across material families, revealing
where soft specialization emerges. The Cuprate
family (Fig. 7a) exhibits the lowest overall CKA
scores, with particularly notable divergence involv-
ing Experts 3 and 7. Expert 3 shows reduced sim-
ilarity with Experts 4, 5, and 6 (CKA = 0.890,
0.899, 0.907 respectively), while the Expert 1-7
pair reaches the global minimum of 0.893. In-
terestingly, the remaining experts (2, 4, 5, 6)
form a more tightly coupled cluster with pairwise
scores exceeding 0.95. This suggests the architec-
ture has discovered multiple complementary per-
spectives for cuprate materials: a majority cluster
capturing shared layered-structure features, with
Experts 3 and 7 developing alternative represen-
tational strategies sensitive to distinct aspects of
CuOs plane geometry. The learned gating network
can leverage these complementary views, synthesiz-
ing predictions from experts with genuinely differ-
ent sensitivities.

For the Iron-based family (Fig. 7c), a striking
pattern emerges: Expert 3 stands out as a clear
outlier, with CKA scores of 0.917-0.939 against all
other experts, while the remaining pairwise com-
parisons yield very high similarity (> 0.98). Re-
markably, this is the same expert that shows diver-
gence in the Cuprate family, suggesting Expert 3
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motifs.

has developed a specialized representational strat-
egy that captures structural features relevant across
multiple high-T, families. This cross-family consis-
tency provides strong evidence that soft specializa-
tion emerges organically from end-to-end training,
with certain experts learning to encode physically
meaningful features that transfer across chemically
distinct material classes.

The Heavy Fermion family (Fig. 7b) shows the
most uniform similarity pattern, with all pairwise
scores exceeding 0.950 and no clear outliers. De-
spite the unconventional superconducting mecha-
nisms in these strongly correlated systems, experts
converge on a shared representational foundation.
This uniformity is physically meaningful: it sug-
gests that the features relevant to Heavy Fermion
superconductivity, likely related to f-electron hy-
bridization and Kondo physics, are universally cap-
tured by all experts through shared learning, rather
than requiring specialized divergence.

For Hydride systems (Fig. 7d), we observe high
overall similarity with a subtle pattern: Expert 7
shows slightly reduced CKA scores with all other
experts (0.957-0.969), while the remaining pairs
cluster above 0.98. This mild divergence may re-
flect Expert 7 developing sensitivity to the distinc-

tive hydrogen-rich coordination environments and
high-pressure structural motifs characteristic of hy-
dride superconductors.

The heterogeneous ‘Others’ category (Fig. Te)
provides a critical control: despite spanning diverse
chemistries and structures, CKA scores remain uni-
formly distributed in the range 0.933-0.954 with
no clear outlier experts. This confirms that the di-
vergence patterns observed for Cuprates and Iron-
based systems are not noise but reflect genuine soft
specialization, when clear structural motifs exist,
specific experts develop complementary representa-
tions; when materials are chemically heterogeneous
and lack dominant structural drivers, experts ap-
propriately converge on general-purpose features.

2.4.2 Cross-family Expert Behavior

A particularly compelling finding is the consistent
behavior of Expert 3 across families. This expert
shows the strongest divergence in both Cuprate
and Iron-based systems, the two families with the
clearest structural signatures (layered CuO4 planes
and Fe-pnictide/chalcogenide layers, respectively).
This suggests that Expert 3 has learned to encode
structural features related to layered superconduct-
ing motifs that are physically relevant across chem-



ically distinct material classes. Such cross-family
specialization would be impossible under forced iso-
lation, where each expert sees only one material
family, and demonstrates the power of shared learn-
ing to discover transferable physical insights.

The CKA analysis reveals that the MoE’s success
arises from a principled balance: sufficient repre-
sentational overlap to ensure robust generalization
through shared learning, combined with targeted
divergence that provides complementary predictive
signals for the gating network to integrate. This is
fundamentally different from both a single mono-
lithic model (which lacks the capacity for comple-
mentary predictions) and rigidly specialized mod-
els (which sacrifice the benefits of shared learning).
The architecture naturally discovers which families
benefit from specialized treatment and which are
best served by the shared foundation alone.

2.5 Case Studies and New Predic-
tions

To further validate our model, we used it to predict
the T, for several recently discovered superconduc-
tors that were not present in the original training
data. The results, summarized in Table 3. This
demonstrates the model’s potential for extrapolat-
ing beyond its training data and its utility as a
screening tool for new materials discovery.

The prediction for CaHg (217.4 K) is remark-
ably close to the experimental value (215 K). This
highlights the model’s strength in handling hy-
dride materials, which are often high-T.. For sev-
eral conventional/low-T. materials like CsV3Sbs,
Zr4,Pd50, and Zr,Rh,O, the predictions are in close
agreement with the experimental values, with the
difference typically being less than 0.2 K.

However, there are some mnoted failure
cases. The prediction for the doped material
Cs(Vo.93Nbg.o7)sSbs (2.79 K) is a considerable
underestimation of the experimental value (4.45
K). The model predicted T, =~ 2.79 K, but the ex-
perimental value is 4.45 K. The error is ~ 1.66 K.
The model failed to capture the significant T,
increase from the parent compound CsV3Sbs
(T. ~ 23 K)

3 Methods

3.1 Dataset Preparation

The study utilized the SuperCon3D database[5],
which contains experimental data for 1,578 super-
conducting materials. This database consists of en-
tries with well-defined crystal structures available
in CIF format and a single reported T, value.

3.2 Crystal Graph Representation

Each crystalline material was converted into a
graph representation, G = (V, ), where the set of
nodes V corresponds to the atoms in the unit cell
and the set of edges £ represents interatomic con-
nections. An edge was created between two atoms
if their distance was less than a cutoff radius of 8
A, chosen based on prior GNN studies in supercon-
ductivity [5].

Node (atom) features, v;, were generated based
on intrinsic atomic properties, resulting in a 92-
dimensional feature vector for each atom. These
features include atomic number, period, group,
electronegativity, and covalent radius.

Edge features, e;;, were derived from the dis-
tance between atoms ¢ and j, expanded into a 20-
dimensional vector using a Gaussian radial basis
function (RBF).

3.3 Site-Occupation Disorder Han-
dling

For materials with site-occupation disorder (SOD),
where a crystallographic site is occupied by multi-
ple elements with fractional occupancies, we adopt
an occupancy-weighted feature representation. For
each disordered site, the atom embedding is com-
puted as a weighted sum of the constituent ele-
ment embeddings, where the weights correspond to
the fractional occupancies defined in the CIF file.
Specifically, for a site ¢ with elements {e} and oc-
cupancies {og}, the atom feature vector is:

v = E o - e,
k

where f,, is the embedding vector for element ey.
This deterministic approach encodes the compo-
sitional distribution at each site directly into the
node features, enabling the model to distinguish be-
tween ordered and disordered structures without re-
quiring stochastic sampling or data augmentation.

(1)

3.4 SuMOoE Architecture

The overall architecture of SuMoE model is pre-
sented in Fig. 1. The SuMoE model is built upon a
graph attention transformer architecture. The core
of the model consists of a stack of interaction blocks
that update the atom representations by aggregat-
ing information from their local neighborhood. The
model architecture comprises three main parts: em-
bedding layers, interaction blocks, and a Mixture of
Experts components.

3.4.1 Embedding Layers

Initial atom and edge features are passed through
linear layers to create learnable embeddings.



Table 3: Prediction on recently discovered materials not in the training set.

Material Formula

Predicted T, (K)

Experimental T, (K)

CaHg 2174 215
CSVng5 2.28 2.3
CS(V0.93Nb0.07)3Sb5 2.79 4.45
LaFeSiO 7.54 10

Zr,Pd,0O 2.62 2.73
Zr,Rhy0O 3.58 3.73

3.4.2 Interaction Blocks

The model uses 6 graph transformer blocks. Each
block updates the node embeddings h; by attending
to the messages from its neighbors. The update
process can be described by the following equations:

(2)
3)
(4)

m;; = MLP (h[|h;|e;;)
a;; = softmax; (attention(h;, h;))

h! = update(h;, Z Q;m;;)
JEN(3)

where || denotes concatenation, and MLP, atten-
tion, and update are learned functions. This ar-
chitecture employs a multi-head attention mecha-
nism where edge features are integrated into the
attention score calculation, allowing the model to
dynamically weigh the importance of neighboring
atoms based on both their features and their ge-
ometric arrangement. Each attention layer is fol-
lowed by a position-wise feed-forward network, with
residual connections and layer normalization ap-
plied after each sub-layer.

3.4.3 Mixture of Experts (MoE) Output
Layer

The central innovation of our work is the replace-
ment of a standard, monolithic regression head with
a Mixture of Experts (MoE) model. This design
addresses the challenge of chemical diversity within
the superconductor landscape. After the final inter-
action block, a global representation for the entire
crystal, hgraph, is obtained by performing a graph-
level mean pooling operation over all atom embed-
dings. This fixed-size vector, which encodes the
structural and chemical information of the mate-
rial, serves as the input to the MoE layer.

The MoE framework is composed of two main
stages. First, an embedding GNN using Graph
Transformer architecture processes the input graph
to produce a graph-level embedding hgyapn. This
embedding is fed to a gating network. The gating
network, G, is a shallow neural network that acts as
a learned router. It takes the graph representation
hg,.pn and outputs a probability distribution over
the available experts. In our implementation, with

N experts, the gating network produces a vector of
weights p € RV:

p = softmax(Wyhgraph + bg) (5)
where W, and b, are learnable weights and biases
of a linear layer, N is the number of experts. Each
component p; of this vector represents the probabil-
ity that expert 7 is the most suitable for the given
input material.

Second, the original crystal structure graph G
is fed as input to a set of IV parallel GNN ex-
perts. Each expert is a full Graph Transformer net-
work with independent parameters that processes
the crystal graph and outputs a T, prediction.

Rather than using all experts, we employ top-k
routing where only the k experts with the highest
gating weights are activated for each input. The
final predicted critical temperature, T¢ pred, is a
weighted average of the outputs from the selected
top-k experts, where the weights are renormalized:

Tc,pred = Z ﬁz : GNNEXpertz(G) (6)
1€k

where Tj denotes the set of indices corresponding
to the top-k experts with highest routing probabili-
ties, and p; = softmax;e7;, (p;) are the renormalized
weights over the selected experts. This sparse rout-
ing mechanism reduces computational cost while
maintaining model expressiveness. It enables the
model to learn a ”soft” division of labor, where it
can combine the knowledge of multiple specialized
experts to make a more robust prediction.

3.5 Training Procedure

The model was trained end-to-end using the
AdamW optimizer[9] with a learning rate of le-6,
a weight decay of 5e-3, and a batch size of 64. The
learning rate was scheduled using a cosine annealing
schedule with a warm-up phase of 10 epochs. The
loss function was the Mean Absolute Error (MAE)
between the predicted and experimental T, values.
The model was trained for 150 epochs on NVIDIA
V100 GPUs, and the model with the best perfor-
mance on the validation set was selected for final
evaluation on the test set.



Conclusion

Analysis of expert performance reveals a regime
of soft specialization, where each expert prioritizes
specific superconductor families while maintaining
the capacity to capture features beyond their pri-
mary domain. This is evidenced by the narrow per-
formance gaps between the best and second-best
experts. Such shared learning allows the MoE to
integrate complementary information, thereby en-
hancing overall prediction robustness. These in-
sights suggest that for complex structure-property
relationships, integrative prediction with soft spe-
cialization offers a superior balance compared to
strict isolation or single-family specialization.

Data Availability

The SuperCon dataset used in this study is pub-
licly available at https://supercon.nims.go. jp/.
The processed data and crystal structures of Su-
percon3D used for training are available on Github
repository https://github.com/ngminhtri0394/
SuMoE.

Code Availability

The source code for the SuMoE model, along with
scripts for data processing, training, and inference,
is available on GitHub at https://github.com/
ngminhtri0394/SuMoE.
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