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Abstract

Low visibility conditions due to the presence of fog can lead to delays or cancellations of
arriving and departing flights to avoid possible incidents or accidents at airports. Therefore,
accurate visibility forecasts are required to keep airport capacity as high as possible. Recently,
some studies explored the use of machine learning algorithms and routine surface
meteorological observations to produce fog forecasts. This study explores the potential of
machine learning (ML) models trained solely on surface observations for short-term fog
nowcasting at Ezeiza International Airport in Argentina, within 6 hours from initialization time.
Three simple ML methods—a logistic regression, a decision tree, and a random forest—were
evaluated using 20 years of data. Results show that nonlinear methods (decision tree and
random forest) required fewer, simpler predictors to match or exceed the forecasting skill of
the logistic regression, which relied more heavily on complex variable transformations. All
methods significantly outperformed climatological and persistence-conditional reference
models. In all three methods, the most important predictor was the fog condition at initialization
time. A seasonal and daily data-splitting strategy improved performance at almost all
forecasting time horizons. The models trained in this study represent a promising operational
tool for aviation forecasting and could also complement operational numerical models, whose

ability to resolve fog-scale processes remains limited.

Keywords: fog, forecast, surface observations, machine learning, aviation, Argentina

1. Introduction

The reduction of visibility associated with fog and mist, and their consequent reduction
of visibility, can greatly impact several weather-dependent human activities such as agriculture
(Baldocchi and Walker, 2014) and transportation (Cook et al., 2009; Rudra et al., 2015; Gultepe
etal., 2014; 2017) and can also affect human health, contributing to enhance pollution (Tanaka
et al., 1998; Kampa and Castanas, 2008). Particularly in air transportation, fog is one of the
main safety and logistical disruptors as it can cause incidents during aircraft landing and
departure, generating material and human losses in the most adverse cases (Gultepe et al., 2019;
Gultepe, 2023). To ensure safe operations under low-visibility conditions, airports implement
Low Visibility Procedures (LVP), which reduce airport capacity and often lead to flight delays,
cancellations, or diversions, with substantial economic consequences (Anaman et al., 2000;

Tabernier et al., 2021). The negative impacts of fog are primarily mitigated in two ways:
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through improved instrumentation and operational procedures for reduced visibility, and

through accurate fog forecasting.

An accurate fog forecast enables airport traffic controllers and airline operators to
reorganize flight schedules and load additional fuel on aircraft, anticipating potential delays
caused by reduced visibility. To achieve this, aviation meteorological forecasters must predict
airport weather conditions at least 24 hours in advance, which is the maximum validity period
for the Terminal Aerodrome Forecast (TAF), which is updated every 6 hours (International
Civil Aviation Organization, ICAO, 2010). Therefore, the initial 1- to 6-hour forecast must
provide the highest short-term reliability. However, the required forecast lead time and
accuracy may vary depending on factors such as flight duration and preparation time, meaning
that some mid- and long-haul flights may still be affected if high-accuracy forecasts are not

available well in advance.

The literature presents various approaches and techniques for predicting fog and
associated visibility values. One of the most commonly used tools for this purpose is numerical
weather prediction (NWP) models (e.g., Bergot and Guedalia, 1994; Gultepe et al., 2007).
However, NWP models still face several challenges when forecasting fog, including
insufficient vertical and horizontal resolution, poor representation of the planetary boundary
layer and microphysical processes, systematic errors, and a lack of accurate observations to
generate initial conditions (Bari et al., 2023). As a faster and more computationally efficient
alternative, data-driven statistical methods have been widely used and improved over the past
decades (Weyn et al, 2020; Wu and Xue, 2024). There are also hybrid approaches where NWP
models provide input data for statistical models (Kamangir et al., 2021, Ruiz et al., 2018).

In recent decades, various data-driven statistical methods have been tested to generate
visibility and fog occurrence forecasts. For example, Vislocky and Fritsch (1997) used multiple
linear regression to generate visibility forecasts from observations. Their forecasting system
was later improved by Leyton and Fritsch (2003, 2004) by increasing the frequency of surface
observations. Ghirardelli and Glahn (2010) developed an operational visibility forecasting
system for multiple lead times and locations, again using multiple linear regression. Given the
complexity and nonlinear nature of the problem, characterized by the temporal and spatial
variability of fog, considerable efforts have been dedicated to applying machine learning (ML)
approaches, as they have proven to be effective solutions in other areas of weather forecasting,

such as deep convection (McGovern et al., 2023), volcanic ash dispersion (Torrisi et al., 2022),



93
94
95
96
97
98
99

100
101
102
103
104
105
106
107
108

109
110
111
112
113
114
115
116
117

118
119
120
121

122

among others. In this field, ML-based methods used to forecast visibility include neural
networks (Pasini et al., 2001; Marzban et al., 2007; Miao et al., 2012; 2020), Bayesian model
averaging (Roquelaure et al., 2009; Boneh et al., 2015), support vector regression (Cornejo-
Bueno et al., 2018; 2021; Zhu et al., 2018), and decision trees (Bartokova et al., 2015; Dutta
and Chaudhuri, 2015). Herman and Schumacher (2016) compared various statistical methods
and datasets for airport visibility predictions and found that no single model consistently

outperforms the others.

One of the main issues with ML-driven models is the selection of predictors. Most
studies found the highest predictor power in visibility, humidity variables, wind speed, and
cloud ceiling (Castillo-Boton et al, 2022; Pelaez-Rodriguez et al, 2023; Bajaj et al, 2025). Other
studies (Bremnes and Michaelides, 2007; Schiitz et al., 2023) augmented the number of
predictors, including temporal variations and other transformations, to incorporate temporal
aspects into the problem. On the other hand, Bari et al. (2023), in their review of decision
support systems for fog, emphasized the importance of providing clear and concise information
about fog forecast-related uncertainties, as this is crucial for decision-makers (Keith and

Leyton, 2007; Herman and Schumacher, 2016).

In this context, the objective of the present study is to assess the predictability of fog
and mist occurrence (both referred to as “fog” hereafter) in the 1-6-hour horizon at Ministro
Pistarini International Airport in Ezeiza (Argentina), using surface weather observations and
ML techniques with varying levels of complexity. The study evaluates the predictive potential
of available data by applying logistic regression, decision trees, and random forest methods
(see Yabra et al., 2023 and 2025a for information regarding data availability). This work
contributes to improve the understanding of fog predictability based on surface observations,
provides a comparison of statistical and ML techniques, and offers results from a region that

has been scarcely explored in terms of short-term fog forecasting.

The article is structured as follows: Section 2 describes the dataset used and outlines
the predictors, including new variables created, while Section 3 define ML methods and
performance metrics. Section 4 presents the model performances from different perspectives

and Section 6 summarizes the study’s main findings, limitations, and future research directions.

4. Data
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The main dataset for this study consists of hourly synoptic observations (SYNOP) for

the period 2000-2019 from the database of the National Meteorological Service of Argentina

(SMN) for the Ministro Pistarini International Airport in Ezeiza, Province of Buenos Aires.

This airport was selected because it has the highest frequency of fog and the highest air traffic

in Argentina (Yabra et al. 2021, Yabra et al., 2023; 2025a). Based on the previously mentioned

studies, this airport is mostly affected by radiative fog (i.e., Lala et al., 1975) and less frequently

by advection fog (i.e., Roach, 1995).

A S A R R S e

11

12.

13.

14.

15.

16.
17.

The original dataset includes the following variables:

Month of the observation (integer between 1 and 12).

Hour of the observation in UTC (integer between 0 and 23).

Air temperature at 2 m in °C.

Dew point temperature at 2 m in °C.

Surface pressure in hPa.

Total cloud cover (integer between 0 and 8).

Wind speed at 10 m in kts.

Wind direction at 10 m in degrees.

Visually estimated minimum visibility (VIS, between 0 and 70 km reported in a non-

linear scale. See World Meteorological Organization-WMO-, 1954).

. Cloud base height above the station is encoded in 9 categories (from 0 m to 2500 m

reported in a non-linear scale. WMO, 1954).

. Fog-related SYNOP present weather condition (PW-Fog) defined as 1 if the present

weather is 10, 11, 28, or 40-47, and 0 otherwise.

Precipitation-related SYNOP present weather condition (PW-Precipitation) defined as
1 if the present weather is 14-16, 20-29, 36-39, or 50-99, and 0 otherwise.
Lithometeor-related SYNOP present weather condition (PW-Lithometeor) defined as
1 if the present weather is 4-9, 30-35, or 98, and 0 otherwise.

No significant event-related present weather condition (PW-Nothing) defined as 1 if
the present weather is 0-3, and 0 otherwise.

Dew point depression in °C.

Relative humidity in %.

Sin of the hour (Sin-hour): Calculated as:

— @) = (2 + )
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18. Sin of the month (Sin-month): Calculated as:

_ (2) =geE(2e - + )

19. 6h-visibility trend: Calculated as the difference between the current visibility and its
value 6 hours earlier.

20. 6h-temperature trend: As in the previous predictor, but for the 2-m air temperature.

21. 6h dew point depression trend: As in the previous predictor, but for the dew point
depression.

22. 6h cloud base height trend: As in the previous predictor, but for the cloud base height.

23. 24h minimum visibility: Minimum visibility value recorded in the past 24 hours.

24. Median of the wind speed in the previous 24 hours.

25. Difference between the 2-m temperature and the crossing temperature (Baker et al.
2002).

26. 2-m temperature 24 hours before the forecasted time.

27. Visibility 24 hours before the forecasted time.

The target variable of this study is the fog condition at the forecast time, which is 1 if fog
conditions are present and 0 otherwise. Fog hours are identified as in Yabra et al. (2025a) as
those SYNOP reports where the present weather conditions code is any of 10, 11, 28, 40, 41,
42, 43, 44, 45, 46, or 47, visibility is under 5000 m, and dew point depression is under 2°C.

The frequency of occurrence of fog hours, based on yearly information, is around 4%.

Present weather was disaggregated into 4 dichotomous variables based on the main
phenomenon, since it is the only nominal categorical variable (variables 11-14). The Hour and
Month variables exhibit a strong but nonlinear relationship with fog occurrence (see the hourly
and monthly probability of fog in the first panels of Fig. 8 and 9), and nonlinear methodologies
were in fact chosen in this study to capture such nonlinear relationships between predictors and
the target variable. However, the Sin-hour and Sin-month transformations are included to
evaluate whether explicitly transforming these variables further enhances predictor selection
and model performance. A phase shift of 1/4 was applied in both cases to better align the results
with the climatological occurrence of fog, thereby facilitating the comparison. As mentioned
in Section 1, the development of forecasting techniques must also include the definition of
variables that could be useful for this particular problem. Based on the findings in previous

studies (Yabra et al., 2025a; 2025b), fog formation at this airport is mainly associated with the
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effects of the daily radiative cycle, advection of temperature or humidity, or the lowering of
the cloud base. Several authors have already shown the benefits of including trends of certain
variables to account for temporal variability (Bremnes and Michaelides, 2007; Schiitz et al.,
2023). For this reason, we include, as possible predictors, the temporal variations in the last 6
hours for visibility, temperature, dew point depression, and cloud base height (variables 19-
22). Also, based on the discussions in Yabra et al (2025a, 2025b) regarding the persistence of
meteorological conditions on consecutive days, variables incorporating information from the

previous 24 hours are proposed (variables 23-27).

The dataset was divided into training, validation, and testing sets. The initial 70% was
used for training (from 1/1/2000 to 31/12/2014), while the remaining 30% was employed to
evaluate the models (from 1/1/2015 to 31/12/2019). In subsections 3.2 and 3.3, during the
process of selecting hyperparameters and predictors, a new partition is applied to the training

set using the same proportion to separate it from the validation sets.

3. Methodology

3.1. ML methods

As mentioned in Section 1, this study evaluates the potential of surface meteorological
observations to predict the probability of fog occurrence by applying logistic regression,
decision trees, and random forest methods. To this end, the probability of occurrence is
estimated as the result of a binary classification problem that distinguishes between fog and
no-fog hours. Figure 1 illustrates an artificial example of data classification based on two

predictors (Fig. 1a) and the probability function generated by each method (Fig. 1b-d).
3.1.1. Logistic Regression

Logistic regression (LR) is an analytical method that allows the prediction of event
occurrence probabilities with low computational cost. Numerous authors have already used this
methodology for fog prediction (Marzban et al., 2005; Kneringer et al., 2017; Negishi and
Kusaka, 2021). Equation 1 describes a multivariate logistic regression model, where p is the
probability of occurrence of fog, Xi is the i-th predictor, B is the coefficient associated with the

i-th predictor, and Po is the intercept term.

BB X B X B X

(Eq. 1)
I+ eﬁo+ﬁ]X]+BZX2+...+Bka

p(foglX) =
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The coefficients B are defined as those that minimize the distance between the estimated
probability and the observed outcome for a given training dataset. This minimization is
performed iteratively using a gradient descent approach. To avoid the overfitting problem in
this technique, a regularization term that penalizes the magnitude of the coefficients can be

added to the cost function.

Although the probability obtained from this method is a nonlinear function of the
predictors, regions of equal probability are described by linear functions. Figure 1b shows an
example of this for the case of two predictors, where equal probability contours are straight

lines.
3.1.2. Decision Tree

Decision trees (DT) are widely used ML methods for classification problems. This
methodology was used to forecast the occurrence of fog by Dietz et al. (2022) and Bartokova
et al. (2015), among others, yielding promising results. By applying multiple linear partitions
to the predictor space, a nonlinear probability function is obtained, as shown in Figure 1c. Each
dividing line in the space corresponds to a node in the tree where a new separation is made
based on a single predictor. To determine the optimal combination of variables and partitions,
various metrics can be employed. In this study, the chosen metric is the entropy, which
quantifies the impurity of a node by measuring the disorder or uncertainty in the data
distribution. A node with zero entropy is perfectly pure, meaning all samples belong to the

same class, while maximum entropy indicates a mix of classes (Breiman et al., 1984).

In this methodology, the training data is used to calculate the optimal predictors and
thresholds for each partition that best divide the predictor space to optimize the classification.
The probability of each class is estimated based on the samples at the final nodes. DTs can also
suffer from overfitting. Typically, an overfitted DT model will have multiple partitions and
numerous final nodes, each with very small samples. To avoid this, different criteria can be
used to limit the growth of the tree or to "prune" the overfitted tree, such as limiting the number
of levels, setting a minimum amount of data required in a node for further partitioning, or

limiting the maximum number of final nodes, among others (Esposito et al, 1997).

3.1.3. Random Forest
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The Random Forest (RF) method is a widely used ensemble approach. It has been used
for forecasting fog occurrence by Pernov and Guerova (2023) and Zhen et al. (2023). This
method consists of the generation of an ensemble of DTs. Individual trees in the ensemble tend
to overfit the data. The overfitting is reduced by combining the output of individual trees (e.g.,
by averaging the probability estimated by each tree for a given set of predictors), thus resulting

in a more generalizable model than the single DT model (Fig. 1d).

RF improves performance by introducing diversity among the decision trees in the
ensemble. This is achieved by training each tree on different random subsets of the data and by
applying additional strategies, such as limiting the number of predictors considered at each
split. When this number is smaller than the total number of available predictors, the algorithm
selects a random subset of predictors for each split. As a result, even predictors that might not
be useful for separating the entire dataset (as often happens with DTs) can still contribute
meaningfully by improving splits in specific contexts within individual trees. The samples used
to train the trees are obtained by bootstrapping (i.e., randomly resampling with repetition) from

the original training sample (Wilks, 2006).
3.2. Validation metrics and reference models

The Brier Score (BS) and the Brier Skill Score (BSS) are usually used to evaluate the
skill of probabilistic predictions (Wilks, 2011). However, Benedetti (2009) and Jewson (2004),
among several other authors, showed the limitation of the BS when the absolute probability of
the event is very small. In these situations, the BS loses resolution, demonstrating little
sensitivity to improvements in the model. For this reason, the log-likelihood (Wilks, 2011) was

proposed by the latter author to evaluate the performance of probability prediction models:

= Z:l ln[enYn + (1 - yn)(l - Bn)] (ECI- 4‘)-
The log-likelihood score (LS) of a perfect forecast would be LS = -co0, and a higher value
indicates a worse forecast. Also, a log-likelihood skill score (LSS) is defined as:
LS
LSS = 1— m (Eq 5)

where LS. is the LS of the reference model. In this study, the performance of the prediction

models is measured by LS and LSS using a climatological model as a reference.
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The climatological model estimates the probability of fog occurrence using its
climatological probability (P.) and the climatological probability conditioned on the month of
the year (P¢m) and the time of the day (Pcn), which are given by the following expressions:

= 2 (Eq.6)

Bgm

Bap = (Eq.7)

]

Bag = (Eq.8),
with N the total number of samples, N, the total number of samples for a given month of the
year and Ny the total number of samples for a given time of the day (independently of the

month), and ng, ngm, and ngn the corresponding number of samples with fog conditions.

For radiative fogs, which are one of the most common fog types in this airport (Yabra
et al., 2021; 2023; 2025a), persistence is considered a good forecast model for the first few
hours. Therefore, the probability of fog conditioned on fog occurrence at the forecast initial
time is used as an additional reference model, included for comparison purposes only. This

conditional probability is computed as:

_
ey =g, (Ea-9)

_
B @y oe-8y) = C— (Eq. 10)

In turn, these probabilities were also conditioned on the month of the year and on the hour of

the day, separately.

To estimate the statistical significance of the validation metrics, we follow the approach
used by Herman and Schumacher (2018) where the bootstrapping technique is used to estimate
the confidence limits (10th and 90th percentiles of the score distribution) with 1000 random

samples.

3.3. Hyperparameters and features selection

The structure of the ML methods (e.g., the depth of the DT or the number of members
in the RF ensemble) and how training is carried out (e.g., the maximum number of iterations
before converging to the minimum of the cost function in LR) are problem-dependent

parameters and are referred to as hyperparameters, which must be set before training the
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models. To this end, the optimal combination of these hyperparameters was sought by using
all the available variables for all methods and forecasting horizons. This search was carried out
through 10-fold cross-validation of the training set (using a random 70-30 ratio to separate
between training and validation), evaluating the LSS corresponding to each combination of
hyperparameters. Each hyperparameter was first tested across 10 values spanning a broad
range. A second search was then conducted using 10 additional values within the interval that
produced the highest LSS. Table 1 shows the best combination of hyperparameters for the three
techniques used in this study. It is noteworthy that the optimal trees within the RF are
significantly larger than the individual DT, illustrating how the ensemble approach helps to
counteract overfitting. It is important to mention that, in the case of RF, not all combinations
of hyperparameters were evaluated, but rather they were assessed one at a time, considering
the previously evaluated optimal values for each parameter. This was due to time optimization
and available computational resources. In most cases, no significant changes were found that
were coherent with the forecasting horizon, and they seemed to be random fluctuations due to

sampling errors.

Another preliminary step in model configuration involves identifying the optimal
combination of predictors for each forecasting horizon and technique. This approach enables
efficient model training by excluding predictors that provide little useful information or could
negatively affect model performance. To achieve this, an iterative forward feature selection
method is applied (Wilks, 2006). The process starts with a model that includes only the single
predictor showing the highest predictive power based on the LSS metric. At each iteration, the
predictor that yields the greatest improvement in model performance when combined with the
existing predictors is added to the set. The new model’s skill is then evaluated, and if the
improvement is statistically significant at the 90% confidence level (assessed using a bootstrap
approach), the iteration continues. Otherwise, the procedure stops, and the model from the

previous iteration is retained.

4. Results

4.1. Preset of ML models

Figure 2 shows the Pearson correlation matrix between all the predictors. Some of them
exhibit a considerable correlation with fog occurrence in the next 6 hours (e.g., visibility, PW-

Fog, PW-Nothing, and 6h-Vis-variation), with correlation decreasing with lead time. The
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correlation between the target variables is particularly notable, a consequence of the typical
persistence of the fog conditions for 2 or more consecutive hours. The most substantial
correlations between predictors and fog occurrence are found in visibility and fog at the forecast
initiation time. Other important predictors at the forecast initial time include wind speed with
a negative correlation, as stronger winds inhibit fog formation, humidity with a positive or
negative correlation depending on whether relative humidity or dew point depression is used,
since moist conditions favor fog, and the absence of relevant weather phenomena showed a
negative correlation. Additionally, the visibility trend over the past 6 hours and the minimum
visibility in the last 24 hours show a strong correlation with fog occurrence. This may be related
to the persistence of weather patterns across consecutive days, as previously discussed by
Yabra et al. (2025a), and to negative visibility trends that often precede fog formation. The
correlation analysis and the definition of the variables were used to guide and simplify the
predictor selection method described in Section 3.2. However, the absence of a linear
correlation with the target variable does not imply that a variable lacks predictive value, since
this study employs nonlinear modeling approaches. For this reason, additional nonlinear
analyses are included to better characterize the relationships between the predictors and the

target variables.

To complement the predictor importance, considering the possibility of nonlinear
relationships between the predictors and the target we analyze whether the probability
distribution of a given predictor is different under fog and no-fog conditions in the following
hours. To evaluate this, Figure 3 shows the distribution of each variable, conditioned by the
occurrence of fog at each forecast lead time. To present all variables in a single figure, the data
were standardized using their sample mean and standard deviation. To quantitatively estimate
the differences between the distributions, the Kullback—Leibler divergence (KL) is shown
below each variable. The KL is a non-negative quantity, defined on the interval [0, ). A value
of 0 indicates that the two probability distributions are identical, while larger values indicate
increasing dissimilarity between them (Kullback and Leibler, 1951). The more different the
two distributions are, the higher the KL divergence. As this difference decreases with
increasing forecasting horizon, only the 1-hour and 6-hour forecasts are included. The KL
divergence is commonly used to quantify how different and biased two distributions are; here,
it is used as a proxy for the nonlinear relationship between the predictors and the target
variables. Visibility could be a highly effective predictor of fog 1 hour ahead, as both

distributions appear to be categorically separated. This suggests that low visibility values are
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directly associated with the occurrence or continuation of fog in the following hour. However,
this clear separation was not observed in later forecast hours. Another interesting variable is
the 6h-Vis variation since the values corresponding to the absence of fog at all forecast times
appear to be concentrated around 0. This is often the case when visibility remains optimal
(reported as 10 km) for an extended period, resulting in a visibility variation of 0 km. In such
cases, fog is not expected in the following hours. Conversely, a decrease in visibility over the
past 6 hours is strongly associated with the occurrence of fog in the subsequent hours,
especially in the next 1 to 2 hours. Other variables that exhibit distinct distributions are dew
point depression and relative humidity. In these cases, the variable ranges show some overlap,
but certain values are more likely to correspond to fog than to no-fog conditions in the

following hours.

Figure 4 shows the optimal combination of predictors for each forecast lead time and
ML technique, indicating the order in which they were selected by the method (Section 3.2). It
can be observed that the LR selects a greater number of predictors compared to the other
methods, which use a maximum of six predictors. By order of selection, fog occurrence
prediction at all forecast lead times is highly influenced by the presence of fog at initialization,
indicating the importance of persistence. This is evidenced by the fact that Visibility and PW-
Fog were selected among the first two predictors in most models, which also agrees with the
high correlations shown in Figure 2. In particular, visibility is the best single predictor for the
first three forecast hours in all the models considered. The PW-Fog variable adds new

information by distinguishing hours of reduced visibility due to fog from other phenomena.

Another highly relevant variable is the time of day, as fog exhibits a marked diurnal
cycle (see first panel of Fig. 8), and its selection order ranks between second and third in almost
all models. Humidity and wind speed follow as the next most important features. Information
on the occurrence of precipitation at the time of forecast initialization is particularly important
for the RF method. While the LR method selects it as a predictor, it does not rank it among the
most important, and the DT method does not select it for any forecast horizon. This information
may be related to the fog formation mechanism described by Tardif and Rasmussen (2007;
Yabra et al., 2025b), where the evaporation of fallen precipitation contributes to air
humidification. Similarly, although cloud base height and its variation are not among the main
predictors, they were selected to improve model performance in LR and DT. This result could
be linked to fog formation caused by the lowering of the cloud base, as also discussed for other

region by Tardif and Rasmussen (2007) and locally by Yabra et al. (2025b).
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On the other hand, many of the newly introduced variables (6h-Temp and -Vis
variation) were selected among the most important predictors by the LR method whereas
variables like 24h-Vis-min were selected at all forecasting horizons, although not as the
primary predictor. However, their inclusion in the remaining models did not lead to significant

improvements, and consequently, they were not selected.
4.2. Evaluation of ML models

All methods, with their respective hyperparameters (Table 1), were trained for each
forecast lead time using the predictors previously selected for each model (Fig. 4). Figure 5
presents the reliability diagrams along with the corresponding forecast probability
distributions. In a well-calibrated model, forecast probabilities (e.g., 70%) should match the
observed relative frequencies (e.g., 70%), which would appear as a diagonal line in the figure.
Beyond calibration, the distribution of forecast probabilities (gray bars) indicates the sharpness
of the forecast, which refers to the concentration of forecasts near 0 or 1 while remaining
calibrated. Ideally, this distribution exhibits an asymmetric U-shape, with a predominance of
values near zero and a mean consistent with the climatological probability of fog occurrence.
While hints of this U-shaped pattern can be observed at the 1-hour lead time, the occurrence of
forecasts near 100% probability decreases with increasing lead time. For the first 3 hours of
the forecast, the ML models provide a good reproduction of the probability of fog occurrence.
However, from the fourth forecast hour onward, the models show a subtle underestimation of
probabilities, more noticeable in the LR method compared to the other two models. However,
it is worth mentioning that the highest probability values still provide valuable information for
forecasting, given that the climatological probability of fog occurrence is only 4%. On the other
hand, the probability histogram of the DT method shows a lack of continuity, which may be
because the probabilities obtained from this method correspond to the occurrence probabilities
at each terminal node (Fig. 1). In this context, the output variable of this model can be
considered categorical ordinal rather than numerical and continuous. The diagrams
corresponding to the RF method show that assembling multiple trees partially resolves this

issue by producing a more continuous histogram.

Figure 6 shows the performance of each model and forecast horizon for a specific period
in September 2018. This period was chosen due to the presence of isolated fog hours within
the testing subset. For the first fog event (03-06 UTC), it is evident that the presence of fog at

the initialization time is a key factor for a successful forecast, as it directly triggers the forecast
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probability, with a 1-hour delay in the 1-hour forecast and up to a 6-hour delay in the 6-hour
forecast. In contrast, other variables appear to drive the high probability of occurrence for the
second fog event, beginning on the 5th at 10 UTC. The dissipation of this event is also well
captured, with all forecasts showing probabilities dropping below 0.4 by 16 UTC. Finally, the

isolated fog hour increases the forecast probability in subsequent hours, producing false alarms.

The performance variation of each model as a function of the forecast horizon is
illustrated in Figure 9. The LSS quantifies the improvement of the new models over the
climatological model. At first sight, it can be observed that both the persistence-conditional
model and the ML models lose predictability as the forecast horizon increases. However, all
ML models outperform the climatological and persistence-conditional models. The
performance of the DT and RF techniques is nearly identical, being indistinguishable in the
plot at all forecast lead times. This result seems to suggest that the fog predictability may have
reached its limit with this dataset and algorithms, as the ensemble of several models does not
demonstrate an improvement over a single model. However, in the following section, it is
proved that this is not the case. Meanwhile, the LR technique performs slightly worse than the
other models, with the greatest differences between 4-5 hour forecasts. Considering the 1-hour
forecast, all trained models showed an improvement of approximately 70% which decreases

monotonically to around 32%, for the 6-hour forecast.

Considering that fog occurrence exhibits a marked daily and annual cycle, the previous
analysis was extended to include the hourly and monthly variation of the metrics, as shown in
Figures 8 and 9, respectively. From the daily variation of LSS, it is evident that prediction skill
is closely tied to the hourly frequency of fog occurrence (Fig. 8, first panel). While the 1-hour
forecast consistently outperforms the climatological model across nearly all hours of the day,
the performance of all ML models decreases mostly during daytime hours (between 15 and 03
UTC), when the probability of fog occurrence is low. In contrast, during the period of
maximum fog probability and the following hours (mostly between 09 and 12 UTC), all models
show substantial improvement, with skill increasing slightly with forecast horizon. At 03 UTC,
there is a noticeable drop in predictability across all models, only shown in the 1 and 2-hour
forecasts due to plot limits. As discussed in Yabra et al. (2025a), this may be partly related to
the greater weight meteorological observers assign to observations at this time compared to
surrounding hours, although this effect is imperceptible in the climatology. As mentioned in

Section 4.1, all trained models rely primarily on the presence of fog at the initialization time.
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Consequently, the models tend to perform poorly when fog conditions at initialization differ
from those at the forecast validity time. This behavior helps explain why the highest LSS values
are observed during the hours of maximum fog probability. Finally, although there are no
significant differences among the ML models, all of them significantly outperform the

persistence-conditional model at every hour.

The annual variation of the LSS is shown in Figure 11. As the forecast horizon
increases, the predictability of the models decreases, showing a slight improvement during the
winter-spring months (July-November) compared to the summer months. All the ML models
exhibit a similar but weak annual cycle, while this cycle is not present in the persistence-
conditional model. While this behavior complicates the measurement of the individual
performance of each model, it demonstrates that the hourly fog forecast models at this airport
would not be sensitive to the annual climatological cycle, thus reducing the complexity of the

problem.
4.3. Strategies for improving the forecast

To increase the predictability of the models, different strategies were evaluated that can
be implemented without adding significant computational cost. The question was raised
whether it is better to train a single general model using all the data or to train multiple models
using different smaller subsets. Two strategies were evaluated to answer this: the first divides
the data between more and less probable seasons using the monthly probability of occurrence
(April to September, and October to March, respectively), and the second divides the data
between more and less probable hours using the hourly probability of occurrence (2 to 14 UTC,
and 15 to 01 UTC, respectively). The comparison was carried out using the DT technique,
chosen for its simple and nonlinear nature and for having shown one of the highest
performances among all the studied techniques, and using its combination of predictors that
had been selected. Figure 10 shows the performance of each of these strategies and compares
them with the basic DT model (Section 4.2). The comparison between the baseline DT model
and the variants stratified by season and by time of the day cycles reveals important differences
in forecast skill across lead times. For the 1-hour horizon, the baseline model outperforms both
stratified approaches, reflecting the dominant role of persistence at very short timescales:
current atmospheric conditions alone provide sufficient information, and splitting the data
reduces sample size without adding meaningful context. In contrast, at horizons beyond 2

hours, both stratified models consistently surpass the baseline, as the additional seasonal and
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diurnal context helps the classifier capture more homogeneous fog-formation regimes and
reduces variance within training subsets. The time-of-day model, in particular, shows up to a
20% improvement at the 2-hour lead time, though its performance advantage decreases with
longer horizons, while the seasonal split yields more moderate but consistent gains. These
results suggest that persistence dominates very short-range fog predictability, whereas
incorporating seasonal and diurnal structure becomes increasingly beneficial at longer lead

times.

5. Conclusion

The study carried out aimed to establish the predictive potential of a tool based purely
on surface observations for short-term fog occurrence forecasting. On the one hand, the
hypothesis was confirmed that certain transformations are necessary for the variables reported
in ordinary surface observations, although not to the same extent for all ML methods.
Techniques such as LR may not handle categorical variables well, like present weather, as it is
difficult to establish a logical order, whereas DT and RF should not encounter major problems
since space partitions do not require ordering. Also, instead of using month and hour of the day
directly, conditional probabilities as a function of month and hour could be used in future
studies. This would resolve the issues associated with discontinuities in these variables.
Nonlinear methods showed a need for fewer predictors, particularly fewer of the predictors
defined in this study. This result means that these methods can find relationships between
ordinary variables whose efficiency surpasses the use of more complex variables (such as those
defined here). In fact, the analytic and simplest method evaluated in this study largely relied
on the new variables for all forecasting horizons. The results also imply that combinations of
variables, such as the dew point depression, outperform using individual variables like air and
dew point temperatures as predictors in all models. This is because it reduces the number of
predictors to consider and simplifies the "boundary" that divides the predictor space between
fog and no-fog. From these three methods, it can be inferred that as the complexity of nonlinear
models increases, the same forecasting skill can be achieved using simpler predictors. This
result raises the future question of whether it is worth choosing an optimal set of
hyperparameters for each forecasting horizon or whether a single combination could be used

for all horizons simultaneously.

All the evaluated methods demonstrated an improvement in short-term forecasting

ability compared to a purely climatological model. This ability decreases as the forecasting
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horizon increases up to 6 hours. All the trained models outperformed a persistence-conditional
model, with LR being worse than the other two. No significant differences were found between
DT and RF. The variability of performances highlights that fog predictability at Ezeiza airport
is strongly modulated by the diurnal cycle, but only weakly by the annual cycle. The
improvement of all ML models during hours of high fog occurrence confirms the central role
of persistence at short lead times, while the marked decline during daytime hours underscores
the challenge of predicting rare fog events. The absence of a clear annual cycle in predictability,
despite seasonal variations in fog frequency, suggests that the models are more sensitive to
short-term atmospheric conditions than to broad climatological signals. However, while
differences among the ML models remain insignificant, they consistently outperform the
conditional and climatological reference models, demonstrating the robustness of data-driven

approaches for very short-range fog forecasting.

The exploration of different improvement strategies found that dividing the problem
into two, using months with high and low fog frequency, showed better predictive ability than
using a single general model. Other strategies, such as training multiple models according fog
monthly and hourly frequency of occurrence, show significant improvements compared to the
results obtained from a single model trained from a 2-hour forecast, but not in the 1-hour
forecast. Based on these results, the question of whether it is better to train a single general
model using all data or train multiple models using different sub-samples seems not to have a
single answer. However, dividing the main problem into several models seems to be a

promising idea.

From these results, it can be inferred that the prediction ability with this dataset has not
reached its maximum potential. Although in the future, this study could be enhanced by using
new non-linear methods, such as neural networks, or incorporating other types of surface data,
like hourly surface observations from closest airports, it is estimated that the inclusion of
additional measurement instruments, such as satellite imagery or output variables from NWP
models, could provide greater improvements to the forecasting system by considering the
spatial and temporal evolution of fog and the processes that govern it. The models trained in
this work could serve as a new operational forecasting tool in the aviation meteorological
offices of the SMN, complementing their results with other tools and the experience of

forecasters.
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754 Tables

755  Table 1: Description of the optimal hyperparameters found for each forecast horizon and ML
756  method.

ML Forecast horizon

method Hyperparameters
1h 2h 3h 4h 5h 6h

DT Splitting criterion Entropy
Maximum depth 7 6 7 6 7 4
Maximum leaf nodes 40 34 32 28 25 16
RF Members 100 | 400 |300 |300 |400 |300
Splitting criterion Entropy
Maximum depth 15 10 15 15 15 10
Maximum leaf nodes 1000 | 1000 | 500 | 1000 | 500 | 500

Maximum number of variables (%) |04 (04 |04 |05 |05 |04

Maximum number of samplesused [0.5 0.5 [0.7 |05 0.8 [03
to train each estimator for bootstrap

sampling (%)

Minimum number of data in 0.001

splitting node (%)

757
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Figures

a) Original data b) Logistic Regression

c) Decision Tree d) Random Forest
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Figure 1: Simplified example of the resulting probability estimation for two categories

represented by the red and blue points (e.g., fog and no fog) in panel a) and their distribution

as a function of two predictors (xI and x2, e.g., relative humidity and wind): b) logistic

regression, c) decision tree, and d) random forest. The color represents the probability of

having a fog hour.
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771 Figure 2: Pearson correlation coefficients between all predictors and target at different
772  forecast lead times between 1 (Fog-1h) and 6 (Fog-6h) hours.

773
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Figure 3: Violin plots displaying the distributions of standardized variables, grouped by fog

conditions at the forecast time: fog in violet and no-fog in green. Beneath each variable label,

the KL-divergence between the two distributions is shown for the 1-hour and 6-hour forecasts,

respectively (values in parentheses)
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783  Figure 5: Reliability diagram for all the trained models (blue line), while the black line
784  represents a forecast with perfect calibration. The frequency distribution of forecasted

785  probabilities by the models is shown in gray bars with a logarithmic scale.
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