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Abstract

Given the safety-critical nature of Vehicular Ad Hoc Networks (VANETs), ensur-
ing real-time security requires both prompt detection of attacks and accurate
identification of the malicious nodes involved. In this context, we introduce
ADVENT (Attack/Anomaly Detection in VANETs), a comprehensive system
that addresses both tasks simultaneously, bridging a critical gap in prior work,
which often treats these components in isolation. Through its use of Federated
Learning (FL), ADVENT also addresses privacy concerns for data coming from
each node, a requirement that is often overlooked in prior work. No prior work
contains all of these elements together. A key strength of ADVENT lies in its
lightweight feature engineering module, which reduces computational complexity
to O(n) using a single operation strategy, unlike the multi-step and resource-
intensive approaches commonly found in related systems. In addition, the
federated design of ADVENT minimizes communication overhead and protects
sensitive data, improving its applicability in real-world VANET environments.

Keywords: VANET, anomaly detection, malicious behaviour detection, federated
learning, AI/ML, security, privacy
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1 Introduction

Vehicular Ad Hoc Networks (VANETs) are a specialized type of mobile ad-hoc net-
work commonly used in transportation systems. The dynamic nature of VANETs,
characterized by constantly changing network topologies, varying vehicle speeds,
and heterogeneous communication densities, introduces new security challenges and
vulnerabilities [1].

In this paper, we present ADVENT (Attack/Anomaly Detection in VANETs), a
real-time malicious behavior detection system composed of three primary components:
(i) feature engineering, (ii) attack onset detection, and (iii) malicious node identifi-
cation. ADVENT also integrates Federated Learning (FL) [2] to ensure critical data
privacy while leveraging both machine learning (ML) and statistical approaches for
attack detection.

The effectiveness of ML models in ADVENT relies on high-quality training data,
feature extraction, and feature selection. We propose an innovative feature engineering
method that captures the number of packets received by each node every second within
the VANET network. To our knowledge, ADVENT is the most comprehensive detector
in the literature, combining attack onset detection, malicious node detection, FL, and
lightweight feature engineering in a unified and efficient framework. Prior work often
addresses these aspects in isolation or only partially.

Because deploying real VANETs is expensive and labor-intensive, simulation tools
are commonly used to evaluate detection strategies before real-world implementation
[3]. In this study, we utilize two datasets: the publicly available VeReMi-Extension
[4] and the VANET-FourCities Dataset, generated by the authors via simulations as
described in [5, 6] (details in Section 4.2).
In summary, this research introduces four key contributions:

1. A novel three-tier real-time detection system, ADVENT, that simultaneously
detects attack onset and identifies malicious nodes, enabling timely and precise
responses.

2. Integration of FL to preserve data privacy while reducing false negative rates by
leveraging distributed node information without sharing local data.

3. An efficient feature engineering methodology that minimizes computational over-
head and enhances interpretability, making ADVENT suitable for resource-
constrained vehicular environments.

4. Comprehensive evaluation on diverse datasets, including realistic simulation-based
datasets and publicly available benchmarks, demonstrating robustness across
different network settings and attack scenarios.

2 Related Work

Cavalcanti et al. [7] reviewed a decade of VANET research and highlighted that simula-
tion is the primary validation tool. Simulation frameworks typically combine network
and mobility simulation tools. They observed a transition from NS-2 [8] to OMNET++
[9] for network simulation, with SUMO [10] and VanetMobiSim [11] commonly used for
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vehicular mobility. In our work, we employ Veins [12], which integrates OMNET++
and SUMO.

This section summarizes prior studies focusing on three aspects: statistical/ML
techniques for attack detection, FL applications, and research gaps.

2.1 Statistical and Machine Learning Techniques

Valentini et al. [13] proposed MDASTI, a host-based attack detection system using
the Mean Absolute Deviation (MAD) statistic, validated with data from Sao Paulo,
Brazil.

Alheeti et al. [14] developed an intelligent IDS based on backpropagation neural
networks for DDoS detection. Rani et al. [15] designed an IDS using tree-based models
and ensemble learning for IoV traffic. Aloqaily et al. [16] applied deep belief networks
and decision trees for IoV IDS. Gao et al. [17] employed a Random Forest-based
classification for real-time network traffic detection. Injadat et al. [18] used multistage
optimized ML with hyperparameter tuning for attack detection.

Li et al. [19] introduced a hybrid multitier IDS (MTH-IDS) for IoV environments,
demonstrating high detection rates with low false alarms. In our previous work [5,
6], we employed MAD and tree-based ensemble ML models to detect both attack
onset and malicious nodes in VANET simulations, optimized via BO-TPE (Bayesian
Optimization with Tree-structured Parzen Estimator).

2.2 Federated Learning (FL)

Cheng et al. [20] proposed SecureBoost, a privacy-preserving FL system for vertically
partitioned data using encrypted boosting trees. Ma et al. [2] applied horizontal FL
for XGBoost, improving privacy and communication efficiency while handling tabular
data.

2.3 Research Gaps in Prior Work

Yang et al. [19, 21] focus on intrusion detection in IoV but do not address Mali-
cious Node Detection (MND). Their evaluations rely on datasets (CICIDS2017,
Car-Hacking) lacking VANET mobility, limiting real-world applicability. Valentini et
al. [13] addressed malicious nodes but not attack onset detection. None of the prior
works integrated FL for collaborative learning while preserving privacy.

In contrast, ADVENT leverages shared experiences across vehicles without com-
promising privacy and incorporates SMOTE-based augmentation to address class
imbalance, improving detection performance. Table 1 summarizes the comparison.

3 Methodology/System Overview

ADVENT aims to identify the onset of DDoS attacks, and the malicious vehicles
involved. Figure 1 shows ADVENT’s architecture. In the following, we present the
details of this architecture.
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Table 1 Feature Comparison of VANET Intrusion Detection Methods. Legend:
VD: VANET Dataset, AD: Attack Detection, DOA: Detecting Onset of Attacks,
MND: Malicious Node Detection, FE: Feature Engineering, SL: Supervised
Learning, FL: Federated Learning, DP: Data Privacy, AM: Aggregation Method,
OT: Optimization Techniques, ID: Imbalanced Data Handling.

Authors VD AD DOA MND FE SL FL DP AM OT ID

Valentini et al. [13] * * *
Yang et al. [19] * *
Yang et al. [21] * * * * *
Cheng et al. [20] * * *
Ma et al. [2] * * *
Liu et al. [22] * *
Liu et al. [23] * *
Liu et al. [24] * *
Baharlouei et al. [6] * * * * * * *
ADVENT (Ours) * * * * * * * * * * *

3.1 Components of ADVENT

ADVENT includes the following components.

3.1.1 Multi-access Edge Computing (MEC) Server

The MEC server operates as a central cloud server responsible for initializing, synchro-
nizing, and continuously refining the attack detection model in all VANET vehicles.
During the initialization phase, the MEC server acquires initial models from real-world
or simulated data and provides each vehicle with the latest model upon joining the
VANET and at predetermined intervals. This ensures a consistent starting point. As
vehicles detect potential attacks, they report suspected malicious nodes to the MEC
server, which consolidates these reports into a global list of malicious nodes. This list is
then distributed to all vehicles, maintaining VANET-wide synchronization. Addition-
ally, the MEC server aggregates model updates from vehicles, adjusts model weights,
and redistributes the refined model, enhancing real-time decision-making and reducing
latency.

3.1.2 Nodes (Vehicles)

Upon joining the VANET, each vehicle initiates data processing using ADVENT and
creates its labeled data set from observed data streams. During regular operations,
vehicles periodically train new attack-onset detection models, sharing them with the
MEC server at predetermined intervals to maintain an updated model across the
VANET. In addition, all nodes continue to engage in regular vehicular communications
to exchange information. For this study, we assume the vehicles are trustworthy, and
verifying the trustworthiness of nodes is beyond the scope of this work.[22, 23, 25]
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3.1.3 Communication Links

Communication links serve as a conduit for data transfer, with vehicles actively con-
tributing to the MEC server’s repository of the latest models. This bidirectional
communication ensures that both the MEC server and the vehicles maintain current
and synchronized information. We anticipate leveraging cellular networks for reliable
data transmission from vehicles to the MEC server. The choice of communication tech-
nology (links) depends on the specific requirements and environmental conditions. In
addition, the potential inclusion of Road Side Units (RSUs) is an additional consid-
eration to enhance communication, but ADVENT is designed to operate seamlessly
with or without them. Given that ADVENT does not involve the sharing of sensitive
data that could be reconstructed by attackers, conventional communication security
methods are sufficient to safeguard the system.

3.1.4 Attack Onset Detection (AOD) Mechanism

The AOD component is an early warning system that flags suspicious activity, enabling
ADVENT to identify potential threats in near real-time. It meticulously monitors
network activity for aberrations, such as abrupt spikes in packet transmissions or
irregular connectivity patterns, indicative of malicious intent.

3.1.5 Malicious Node Detection (MND) Mechanism

The MND component identifies potentially malicious vehicles within the VANET.
By systematically evaluating each vehicle’s behavior against predefined benchmarks,
ADVENT detects anomalous actor behaviour and classifies them as malicious nodes.

3.1.6 Federated Learning (FL) and Adaptation

ADVENT leverages FL to enhance both attack onset detection and malicious node
identification. Aggregation is performed on the MEC server, enabling dynamic
adaptation of vehicles to the evolving conditions of the VANET.

3.1.7 Time Slicing Method

ADVENT incorporates a Time Slicing method. This technique improves the identifi-
cation of malicious nodes by analyzing network behavior across discrete time intervals.
As detailed in Algorithm 1, the Time Slicing algorithm systematically monitors each
node within these intervals, aggregating detection results over time to achieve a more
reliable classification of malicious activity.
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Algorithm 1: Time-Slicing-Based Malicious Node Detection

Input: Nodes, Time Interval, Slice Duration, Threshold, Detection Function
Output: Malicious Nodes
Initialize Suspicious Counts and Malicious Nodes;
for time slice in range(0, 120, 2) do

for each node in Nodes do
Status = Detection Function(node, time slice);
if Status == ”Suspicious” then

Suspicious Counts[node] += 1;
if Suspicious Counts[node] ¿ Threshold then

Malicious Nodes.append(node);

return Malicious Nodes

3.2 ADVENT’s MEC Server: Model Building

ADVENT builds upon the methodology presented in [2] by leveraging FedXGBllr to
update hyper-parameters and enhance privacy. The models are built locally by each
vehicle, resulting in the creation of individual trees and weights. The vehicles then
establish connections with the MEC server to update the tree ensemble and weight
parameters for subsequent rounds. Once the server distributes the updated trees, each
vehicle is able to detect the onset of an attack. Once the onset of an attack is detected,
the Malicious Node Detection component is activated to identify attacking vehicles.
Under normal operation, nodes actively participate in regular model building activi-
ties, contributing to the collaborative effort of maintaining an up-to-date model across
the VANET. In this paper, four approaches for building and updating models are dis-
cussed. The first approach involves using one model for a static interval, initiating the
model building/updating phase based on the chosen interval. The second approach
involves setting a threshold based on the number of new nodes during the authenti-
cation phase. If the number of newly joined nodes exceeds this threshold, the model
building/updating phase is triggered. The third approach involves building/updating
models based on the number of detected attacks in the network. When a predetermined
threshold of attack onsets is detected, the models are built/updated, allowing nodes to
use the updated models for detecting subsequent attack onsets. The fourth approach
assigns a weight to each incident, and a threshold is defined for the cumulative weight.
If the combined weight exceeds the set threshold, ADVENT triggers the model build-
ing/updating process, ensuring the preparation of an up-to-date model. In the absence
of ongoing attacks and if no new vehicles meet the MEC server’s new arrival threshold,
nodes can continue operating with the existing model, avoiding unnecessary updates.

3.3 ADVENT’s Operation under Normal Conditions

Each vehicle, upon joining the VANET, undergoes a standardized initialization pro-
cess through receiving the latest model from the MEC server, this is referred to as
the ’Cold Start’ phase. Using a combination of simulation-derived initialization for
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the MEC server and immediate model distribution for new nodes, ADVENT guaran-
tees a seamless integration process. The communication link facilitates the exchange
of information, allowing vehicles to actively contribute to the MEC server’s model
repository. Thus, during regular operations, the components collaborate to monitor
and secure the network. Moreover, during regular operation, each vehicle processes
its data stream using ADVENT. Thus, each vehicle monitors its own observations,
which in return labels its own data based on what the vehicle observes on the VANET.
Vehicles also train new attack onset detection models, ensuring that both the MEC
server and individual vehicles maintain up-to-date models. The attack onset detec-
tion models leverage Federated Learning [6]. Each node independently constructs its
model using local data without sharing the data with the MEC server. This rein-
forces privacy measures within ADVENT. Regular updates contribute to the accuracy
and relevance of the overall system. This synchronized operation enables ADVENT
to adapt proactively to changing network dynamics. The malicious node detection
mechanism is never utilized during operation under normal conditions.

3.4 ADVENT’s Operation under Attack Conditions

When any node detects the onset of an attack during normal operations, it initiates
the Malicious Node Detection component, presented in section 5.3, and figure 3. This
component generates a suspicious node list based on the data it observes and shares
the list with the MEC server. The server first determines the number of vehicles that
report the onset of an attack. On the MEC server, multiple reports from different
vehicles are aggregated, enabling the server to validate and confirm the attack. To
build the final malicious list, the server considers all suspicious lists received from
nodes, implementing a threshold for the number of reports for each suspicious node
to prevent false positives. Subsequently, the server aggregates and distributes the
malicious node list to all nodes. This collaborative approach minimizes the impact
of false positives. In real-world VANET deployments, two commonly used approaches
exist for managing and updating the list of malicious nodes. The first approach is a
stateless approach. This includes the MEC server creating and sending the final list
to the nodes without retaining it for future use. This approach is valuable considering
the highly dynamic nature of VANETs. However, if an attacker remains silent for a
period and then resumes the attack, both the server and nodes would not remember
the previous state, thus necessitating a new detection process for each attack. The
second approach is a stateful approach. This includes keeping the last malicious list
and setting a timer for each malicious node in the list. If the timer expires and there
is no new report for the malicious node, the server removes it from the updated list.
However, if the malicious node is reported again, the server resets the timer and retains
the node in the list. This approach allows ADVENT to maintain a memory of previous
experiences, avoiding the need to repeat the entire detection process for a previously
identified attacker.
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Fig. 1 Proposed system: Attack/Anomaly Detection in Vehicular Networks (ADVENT)
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4 Datasets Employed

In this work, we use publicly available VANET datasets as well as datasets1 created
on our own testbed. This ensures the reproducibility of our research. In the following,
we detail the datasets used in our evaluations. Our dataset and the publicly available
dataset complement each other to demonstrate the robustness of our approach. The
public dataset covers many versions of DDoS attack in realistic traffic simulations on
the road network of a single city, while our dataset covers a single type of DDoS attack
in different scenarios in realistic traffic simulations on road networks of multiple cities.

4.1 VANET - VeReMi Extension Datasets

The VeReMi-Extension datasets are a widely recognized benchmark for misbehavior
detection in VANETs. They were generated using the Framework for Misbehavior
Detection (F2MD) [26], an extension of the open-source VEINS simulator [12]. The
simulation scenarios in the VeReMi-Extension dataset are based in Luxembourg City,
incorporating a subsection of the Luxembourg SUMO Traffic (LuST) VANET. They
span an area of 1.61 km², with a maximum vehicle density of 67.4 vehicles per km².
To enhance realism, sensor error models are incorporated to account for variations
in position, velocity, acceleration, and heading. Due to their extensive coverage and
realistic simulation parameters, VeReMi datasets have been widely used in several
previous works [27–29] as summarized in Section 2.

The VeReMi-Extension datasets consist of 39 publicly available subsets, each
designed to capture distinct types of misbehavior in VANETs. In addition, they include
an attacker penetration rate of 30%, offering a controlled environment to evaluate mis-
behavior detection techniques. As an open-source resource, it can be replicated and
extended using the F2MD tool, which is publicly available on GitHub. They include
multiple attack scenarios, providing a solid basis for evaluating ADVENT’s perfor-
mance. All attack types are simulated at different times of the day to capture rush
hour and low traffic scenarios. This provides two subsets for each type of misbehavior,
one subset during rush hour (7h-9h) and another during low traffic time (14h-16h).
These datasets are differentiated with a suffix of 0709 and 1416 respectively in our
evaluations. The specific attack types present in the VeReMi-Extension datasets are
as follows:

• (D)DoS: Attackers generate an excessive volume of messages, exceeding frequency
limits defined by IEEE 1609.2 or ETSI ITS-G5, thus inducing network conges-
tion and disrupting critical communications necessary for road safety and traffic
management.

• (D)DoS Disruptive: Attackers replay messages received from neighboring vehi-
cles, flooding the network with redundant data and obstructing legitimate
broadcasts, making it challenging to distinguish between genuine and malicious
transmissions.

1Will be made publicly available upon acceptance of the paper
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• (D)DoS Disruptive Sybil: A combination of disruptive DoS and Sybil attacks
in which attackers replay messages while frequently altering their identities, over-
whelming the network with false messages, and complicating detection mechanisms.

• (D)DoS Random: Attackers transmit randomly generated messages, disrupting
VANET operations. When combined with Sybil tactics, attackers also continuously
alter their identities, further hindering detection efforts.

• (D)DoS Random Sybil: A hybrid attack that merges random flooding and Sybil
tactics, where attackers send random messages while frequently changing identi-
ties, exploiting VANET security vulnerabilities and posing a severe risk to network
reliability.

By evaluating ADVENT against these diverse attack types, we ensure a comprehensive
assessment of its robustness and effectiveness in detecting malicious behaviour and
safeguarding VANETs from a broad spectrum of threats.

4.2 VANET - FourCities Datasets

Following the methodology adopted by the creators of the VeReMi dataset, we used
the Instant Veins5.1-i2 simulation environment [30] to generate a comprehensive set
of vehicular network data. Veins integrates OMNeT++ 5.6.2 [9] and SUMO 1.8.0 [10],
providing a powerful and flexible simulation framework to model realistic mobility and
communication behavior in VANETs.

Our dataset incorporates real-world traffic patterns by leveraging four diverse
urban scenarios: Sao Paulo (Brazil), Manhattan (USA), Valencia (Spain), and Teruel
(Spain). For each city, we performed six simulation runs, varying the proportion
of attacker nodes to assess the robustness of the system under different adversarial
intensities. The complete simulation configuration details are summarized in Table 2.

In these simulations, the initial ten vehicles were introduced within the first ten
seconds of all scenarios, resulting in a range of 10 to 30 vehicles being present in the
VANET during the simulations at any given time. Throughout each simulation, we
executed six attacks, each spaced 600 simulation seconds apart. Each attack had a
duration of 25 simulation seconds, equivalent to 25 real-world minutes. When attackers
were present in the simulations, they engaged in attacks against other vehicles for the
entire 25-second period or for the duration of the attacks. At all other times, malicious
nodes behaved normally within the simulation. We collected data from all vehicles
during the simulation. The simulations provide data that can be used to evaluate
ADVENT’s performance under varying attack scenarios and geographical conditions.

Based on the details discussed in [5], the four cities are selected for their distinct
topologies. This enables us to assess the impact of the VANET topology on ADVENT’s
performance. In addition, we tested six different attacker distributions, considering
the interplay between the attacker distribution, vehicle speed (which varies based
on selected road networks and maps), and VANET topology. This comprehensive
evaluation allows us to analyze ADVENT’s performance across diverse scenarios and
deployment conditions. In total, we generated 24 datasets [5].
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Table 2 Simulation Parameters

Simulation Time (Seconds) 3600
Route Scenario Realistic urban
Mobility Model SUMO

Propagation Model Two-Ray Ground
Physical and MAC Layer IEEE 802.11p

Routing Protocol AODV
Transmission Rate 6Mbps BW10MHz

Radio Coverage (Meters) 400
Transmission Power (dBm) 33.8 – 60.0

Transport Protocol UDP
Total Vehicles 360

Total Serving Vehicles 10 - 30
Total Malicious Vehicles 5% - 30%

Attack Duration Time (Seconds) 25
Number Of Attacks 6

5 Operation of ADVENT

ADVENT’s operation process starts with each node (vehicle) training an XGBoost
model using its local data. Subsequently, the node sends the resulting trees, accompa-
nied by a unique Client ID (CID), to the MEC server. The server then consolidates
these trees and updates the global model weights (W) to improve efficiency while safe-
guarding the privacy of vehicles’ data. Once an attack onset is detected, ADVENT
triggers the MND component. To identify potential threats, each vehicle calculates a
threshold based on the count of connections inbound from neighboring nodes, labeling
those nodes that exceed this threshold as Suspected. The lists of Suspected nodes are
then collectively shared with the MEC server to create an aggregated Malicious Node
list which is then distributed to all nodes. To achieve this, the following operations
are triggered by ADVENT.

5.1 Feature Engineering and Extraction Component

The proposed feature engineering approach used in ADVENT focuses on the last 10
seconds of traffic reception history. This results in 10 distinct features. These features
encapsulate the packet counts received from different senders over time, supplying
valuable information for training and evaluating tree-based models. In essence, if there
is an anomalous change in the number of packets received from each node per second,
this alteration is highly likely to be detected within the initial second of observation
(as shown in results). In contrast to traditional feature engineering methods, which
can introduce additional overhead and complexity, our approach is simplified and
expedited. Given this, each vehicle (node) creates and stores its own data as follows:

• Let line(ti) be the row created for time period ti.
• Let a be a randomly chosen integer, a represents the number of features for the

dataset. We set a = 10 in our work.
• Then Line(ti) contains Count(ti),Count(t(i−1)),
Count(t(i−2)), . . . ,Count(t(i−(a−1))) as the features.
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Fig. 2 The Attack Onset Detection system

Fig. 3 The Malicious Node Detection system

• Each line is labelled as a positive exemplar if the attack is in progress at time period
ti, negative otherwise.

5.2 AOD Component

Figure 2 presents the AOD component, in which the process begins with data acqui-
sition, as elaborated in 5.1, where the number of inbound connections received is
computed over 1-second windows during the last 10 seconds. At time t=0, all nodes
train their local XGBoost tree ensemble and send the trees to the server. The server
aggregates the tree ensemble and builds a Convolutional Neural Network (CNN). In
particular, clients only build XGBoost models in the first round, and the aggregated
tree-ensemble remains fixed after that. For federated training of the one-layer CNN,
the protocol follows a standard FL algorithm, updating weights for nine rounds, final-
izing the model each node uses. The evaluation results indicate that it takes around
6 seconds before nodes can start detecting the onset of an attack.

5.3 MND Component

Fig. 3 presents the MND component, which becomes active upon the triggering of the
onset of an attack. Once the MND component gets the number of inbound connections
from each node, it establishes the threshold to identify anomalous behavior using MAD
[5, 6, 13]. ADVENT calculates MAD using Equation (1). It should be noted here that
following Leys et al. [31], the median of each series is calculated and multiplied by ’b =
1.4826’ to ensure the estimator’s consistency with respect to the parameter of interest.

MAD = bMi(|xi −Mj(xj)|) (1)

The next critical step in MND involves establishing a rejection threshold, denoted
tr. Values exceeding this threshold are identified as outliers or anomalies. To determine
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Fig. 4 Federated Learning - Attack Onset Detection Component

’tr’ and evaluate different exclusion criteria, denoted as ce, the value of ce = 3.0 is
established following previous work [5]. Equation (2) is used to calculate tr. Once tr
is determined, it is applied to the anomaly detection process.

M − ce ∗MAD < tr < M + ce ∗MAD (2)

where tr represents the rejection threshold, either negative or positive, used to
identify outliers. MAD represents the calculated Median Absolute Deviation value. ce
represents the exclusion criterion and M represents the median value of the original
classified series.

Using this method, the results are heavily influenced by the chosen topology and
each node’s experience of encountering attackers in the VANET. Specifically, if a node
is located far from an attacker or if there are obstructions that hinder packet reception,
that node may not receive enough packets from the attacker to identify it as malicious.
Consequently, it might not include the attacker in its suspicious list. This could result
in a high false alarm and affect the overall performance of ADVENT. To address
this challenge, ADVENT utilizes FL, which leverages each node’s unique experience
and allows vehicles to share these experiences with one another while respecting their
privacy.

5.4 MEC Server: FL

In an FL approach, only the model updates are shared among the nodes, eliminating
the need to exchange raw data to preserve the privacy of data. This decentralized
approach offers multiple advantages for VANETs, including enhanced security, reduced
communication overhead, and increased adaptability [32].

FL for AOD

In this phase, nodes share their models (trees) according to FL principles. ADVENT
employs FedXGBllr [2] for two key reasons: (i) the absence of gradient sharing reduces
concerns related to communication security and message exchange; and (ii) minimizing
per-node communication frequency further strengthens privacy protection. Figure 4
illustrates how the MEC server receives the trees and CIDs from the nodes. The
process commences with the MEC server’s aggregation and broadcast of the trees and
associated parameters.
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Fig. 5 Federated Learning - Malicious Node Detection Component

5.4.1 In the Initial Round (t = 0):

Upon receiving the trained XGBoost tree ensembles and CIDs from nodes that have
trained their local XGBoost trees using available data, the MEC server aggregates
these tree ensembles as follows:

• Sorting and broadcasting the aggregated XGBoost tree ensemble along with
corresponding CIDs to all clients.

• Initializing w0 for the one-layer 1D CNN.
• Each node receives the broadcasted aggregated XGBoost tree ensemble and proceeds

to evaluate these ensembles with their local data. This evaluation yields prediction
outcomes generated by all trees for each node.

5.4.2 In Subsequent Rounds (R) (t = 1 to R):

• The server designates the nodes who will participate.
• Global model parameters, represented as wt, are broadcasted to all nodes by the

server.
• In parallel, each node updates its local model parameters to wk(t+1) by performing

a Client Update operation, utilizing the received parameters.
• The server aggregates the updated models from all nodes to calculate the new global

model parameters, wk(t+1).

This iterative process also offers the advantage of faster training with local data
for each node [21].

FL for MND

ADVENT aims to combine the collective experience of all nodes, allowing vehicles
to view the network from the perspective of other vehicles, Fig. 5. Once the MND
component has been executed by a node, a list of suspicious actors is generated and
sent to the MEC server. Then, the MEC server proceeds as follows:

• Count the frequency of each reported vehicle (node) i, denoted as Fi.
• If the frequency of a reported vehicle, Fi, is higher than the predefined threshold

”TH” set for the network, then include that vehicle in the list of malicious nodes.
• Transmit the malicious node list to all vehicles in the network.
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This leads to several achievements: (i) a notable reduction in false alarms, coupled
with an increase in detection; (ii) enabling nodes to predict attacks before the influx
of inbound connections, effectively avoiding interactions with malicious nodes; and
(iii) minimizing the impact of differing geographical patterns and varying numbers of
attackers in the VANET.

6 Results

This section presents the performance of ADVENT on all datasets employed in this
work.

6.1 Evaluation Metrics

Given the above operation of ADVENT, results are presented using standard evalua-
tion metrics, namely Detection Rate (DR), False Positive Rate (FPR), False Negative
Rate (FNR), and F1-score. DR measures the proportion of attack behaviours correctly
identified, FPR measures the proportion of benign behaviours detected as attacks,
FNR measures the missed attack instances, and the F1-score is a harmonic mean of
precision (positive predictive value) and recall (sensitivity). To calculate these metrics,
we used the following equations, where TP denotes the number of correctly identified
positive instances, TN denotes the number of correctly identified negative instances,
FN indicates the number of instances mistakenly classified as negative, and FP signi-
fies the number of instances mistakenly classified as positive. These metrics are used
to evaluate ADVENT’s performance in the context of AOD and MND.

DR = TP/(TP + FN) (3)

FPR = FP/(FP + TN) (4)

FNR = FN/(TP + FN) (5)

Recall(Rec) = TP/(TP + FN) (6)

Precision(Prec) = TP/(TP + FP ) (7)

F1-score = 2 ∗ (Prec ∗Rec)/(Prec+Rec) (8)

6.2 AOD Results

In ADVENT, once each vehicle has trained its local model and shared the trees with
the server, the server aggregates these trees and distributes them to all vehicles. Sub-
sequently, only the model weights are updated. To maintain consistency with the state
of the art [2], in our simulations, we have set the number of rounds at 10 and the
epochs at 100, with a batch size of 64. After training, the remaining data is used for
testing purposes for each vehicle (node).
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6.2.1 Results on VereMi-Extention Data

Table 3 shows the results of ADVENT on the VereMi-Extention datasets. These results
indicate that ADVENT integrating FL is able to achieve high performance without
centralized data collection. Furthermore, the findings underscore ADVENT’s reliabil-
ity in identifying the onset of all attacks under evaluation, F1-scores ranging between
96% to almost 98%. Table 3 also presents the FPR and FNR for different attacks.
These indicate that ADVENT exhibits an average FNR of approximately 6%. This is
expected because ADVENT trains models on local data rather than on all the data
utilized by all nodes.

The final metric that we examined is the attack detection speed, which highlights
ADVENT’s effectiveness in identifying threats in real-time. As shown in Figure 6, an
average of 97% of attacks are detected within the first second after the onset. This
demonstrates ADVENT’s ability to quickly detect the onset of an attack.

Table 3 VeReMi-Extension Datasets: AOD Results

Attack-Time Window FNR FPR DR F1-Score
DoS-0709 5.10 1.39 94.90 97.72
DoS-1416 6.98 0.76 92.98 96.29

DoSDistruptive-0709 5.15 1.48 94.80 97.64
DoSDistruptive-1416 6.58 0.78 93.43 96.28

DoSSybil-0709 5.46 1.63 94.51 97.44
DoSSybil-1416 6.98 0.95 92.97 95.99

DoSRandom-0709 5.36 1.46 94.65 97.65
DoSRandom-1416 6.83 0.82 93.06 96.18

DoSRandomSybil-0709 5.19 1.62 94.79 97.51
DoSRandomSybil-1416 6.96 0.88 92.99 96.06

6.2.2 Results on VANET-FourCities Data

Table 4 presents the results on four city maps. The findings demonstrate that
ADVENT achieves reliable and consistent performance on all datasets and scenar-
ios. Using SMOTE at each node [33], ADVENT effectively compensates for limited
training samples. Additionally, it detects attack onsets in real-time while preserving
privacy. In general, ADVENT delivers strong performance, achieving an average DR
of 99.6%, FNR of 0.4%, FPR of 0%, and F1-Score of 99.7%.

Again, the final metric we explore is how quickly attacks are detected to provide
insight into the effectiveness of ADVENT. Figure 7 shows the results, indicating an
average of 99.6% of all attacks detected within the first second of commencement.

6.3 MND Results

To ensure the efficiency of ADVENT across different network conditions, we define two
key parameters for the MND component: (i) Consensus Threshold, and (ii) Adaptive
Time Slicing. Consensus Threshold (CT) determines how many vehicles must report
a node as suspicious before it is classified as malicious. The CT is set on the MEC
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Fig. 6 VeReMi-Extension: First Sec. Attack Detection Ratio

Fig. 7 VANET-FourCities: First Sec. Attack Detection Ratio

server, and in this work it is set to 2 following [6]. After detecting the onset of an
attack, each node monitors the number of inbound connections from its neighbors over
a 2-minute observation window. However, processing this entire interval as a single
block can lead to FNR, as normal nodes that spend an extended time with a specific
node might be incorrectly flagged. To address this, we apply an Adaptive Time Slicing
(ATS) mechanism, dividing a time interval (such as 2-minute) into smaller time slices
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Table 4 VANET-FourCities Datasets: AOD Results

Dataset-Attacker% FNR FPR DR F1-Score

São Paulo-5 0.90 0.01 99.10 98.40

São Paulo-10 0.00 0.00 100.00 99.74

São Paulo-15 0.23 0.00 99.77 99.51

São Paulo-20 0.15 0.00 99.85 99.81

São Paulo-25 1.18 0.00 98.82 99.41

São Paulo-30 1.03 0.00 98.97 99.48

Manhattan-5 0.29 0.00 99.71 99.86

Manhattan-10 0.29 0.00 99.71 99.86

Manhattan-15 0.00 0.00 100.00 99.93

Manhattan-20 0.13 0.00 99.87 98.70

Manhattan-25 0.13 0.00 99.87 99.94

Manhattan-30 0.49 0.00 99.51 99.75

Teruel-5 0.15 0.00 99.85 99.92

Teruel-10 0.14 0.00 99.86 99.93

Teruel-15 0.51 0.00 99.49 99.74

Teruel-20 0.62 0.00 99.38 99.69

Teruel-25 0.47 0.00 99.53 99.76

Teruel-30 0.44 0.00 99.56 99.78

Valencia-5 0.00 0.00 100.00 100.00

Valencia-10 0.74 0.00 99.26 99.63

Valencia-15 0.28 0.00 99.72 99.86

Valencia-20 0.27 0.00 99.73 99.86

Valencia-25 0.91 0.00 99.09 99.54

Valencia-30 0.39 0.00 99.61 99.80

(e.g., 2-second slices). Then, the MND method is executed within each slice to identify
potentially malicious nodes. The reported lists of suspicious nodes across all slices of
each node are then aggregated, and if it surpasses a predefined Detection Threshold
(DT), it is classified as malicious and reported to the MEC server [27]. In doing so, we
aim to reduce false negatives while maintaining high accuracy in identifying malicious
nodes.

6.3.1 Results on VeReMi-Extension Data:

To evaluate ADVENT using the VeReMi-Extension datasets, we set the CT to 2, the
ATS to 2 seconds and the DT to 7 following our previous work [27], in which we high-
lighted the positive impact of selecting the appropriate CT on the overall performance
of the detection system. The results show that ADVENT maintains high detection
performance in various attack scenarios, with an average DR of 95.8%, F1-Score of
96.3%, FNR of 4.7%, and FPR of 1.3%. Among the attack types evaluated, DoS0709
and DoSRandom07 achieved the highest detection performance, with DR values of
98.7% and 98.4%, respectively. These results show that ADVENT effectively identi-
fies these DoS attacks with minimal false negatives. In contrast, DoSDisruptiveSybil14
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and DoSRandomSybil14 have lower detection rates at 91.9% and 91.5%, respectively.
This seems to indicate that Sybil-based attacks remain more difficult to detect. How-
ever, even in these cases, the system maintained an overall F1-Score more than 95%,
demonstrating its robustness.

Table 5 VeReMi-Extension Datasets: MND Results

Attack-Time Window DR F1-Score FNR FPR

DoS-0709 98.69 96.59 1.31 2.42

DoS-1416 93.10 96.03 6.90 0.34

DoSDisruptive-0709 98.44 95.70 1.56 3.13

DoSDisruptive-1416 93.88 96.45 6.11 0.34

DoSDisruptiveSybil-0709 97.38 96.20 2.62 2.18

DoSDisruptiveSybil-1416 91.92 95.30 8.09 0.42

DoSRandom-0709 98.44 97.84 1.56 1.19

DoSRandom-1416 93.49 95.85 6.51 0.68

DoSRandomSybil-0709 98.38 96.20 2.62 2.18

DoSRandomSybil-1416 91.52 95.28 8.48 0.25

6.3.2 Results on VANET-FourCities Dataset:

In this section, we present the results of MND on the FourCitites datasets, where the
CT, ATS, and DT are set to 2 for Manhattan and São Paulo, 10 for Valencia, and
20 for Teruel. As seen in these results, the best performance is observed for Teruel,
with an average F1-score of 99.7%, the highest among all cities. Manhattan follows
closely with an F1-score of 98.8%, while Valencia and São Paulo achieve almost 97.9%
and 97.6%, respectively. Furthermore, Teruel has the lowest FNR of 0.6%, compared
to 1.5% for Manhattan, 1.9% for São Paulo, and the highest 2.6% for Valencia. The
FPR remains extremely low for all cities, with Teruel and Valencia maintaining an
FPR of 0%, Manhattan at 0.05%, and São Paulo at 0.1%. These results demonstrate
that ADVENT performs robustly on different urban environments. Table 6 presents
the results for all cities and all datasets. Overall, the task of detecting the list of
attackers becomes more challenging as the number of attackers increases to 25% and
30%. Nevertheless, ADVENT remains efficient in detecting malicious nodes via the
use of FL and Time Slicing techniques.

An important factor in the MND of ADVENT is the ATS factor. The VeReMi-
Extension Dataset exhibited significant improvements with the ATS. However,
VeReMi datasets use only one topology. When four different topologies are used,
as is the case in the VANET-FourCities datasets, it becomes clear that tuning of
ADVENT is necessary. For example, we set the ATS to 2 seconds for Luxembourg
in the VeReMi-Extension dataset. However, we discovered that higher values were
needed for the VANET-FourCities datasets. Specifically, we implemented an ATS of
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Table 6 VANET-FourCities Datasets: MND Results

Dataset-Attacker% DR % F1-Score % FNR % FPR %

Manhattan-5 100.00 100.00 0.00 0.00

Manhattan-10 100.00 100.00 0.00 0.00

Manhattan-15 100.00 98.25 0.00 0.00

Manhattan-20 100.00 100.00 0.00 0.00

Manhattan-25 100.00 100.00 0.00 0.00

Manhattan-30 91.30 94.38 8.70 0.32

São Paulo-5 94.12 96.97 5.88 0.00

São Paulo-10 96.97 97.44 0.00 0.00

São Paulo-15 96.43 98.18 3.57 0.00

São Paulo-20 97.14 98.55 2.44 0.00

São Paulo-25 98.76 97.56 0.00 0.00

São Paulo-30 97.92 96.91 0.00 0.65

Teruel-5 100.00 100.00 0.00 0.00

Teruel-10 100.00 100.00 0.00 0.00

Teruel-15 100.00 100.00 0.00 0.00

Teruel-20 100.00 100.00 0.00 0.00

Teruel-25 97.92 98.95 2.08 0.00

Teruel-30 98.27 99.13 1.72 0.00

Valencia-5 100.00 100.00 0.00 0.00

Valencia-10 95.24 97.67 4.76 0.00

Valencia-15 100.00 100.00 0.00 0.00

Valencia-20 97.14 98.55 2.86 0.00

Valencia-25 97.62 96.47 2.38 0.00

Valencia-30 94.34 95.24 5.66 0.00

10 seconds for Valencia and 20 for Teruel. While these longer ATS produced satisfac-
tory results for these cities, Manhattan and Sao Paulo achieved better performances
with a 2-second ATS. Table 7 summarizes the characteristics we examined that influ-
ence the ATS settings and highlights the necessary adjustments. These differences can
be attributed to the distinct characteristics of the road topology, vehicle density, and
network connectivity characteristics observed in different cities.

1. Sparse vs. Radial Road Network
Valencia has a radial-grid hybrid topology, which means that vehicles are more con-
centrated on major roads, with fewer alternative routes. This can cause localized
congestion where attacks have a stronger impact. In contrast, Teruel has a sparse,
irregular road network, which means that there are fewer vehicles and fewer com-
munication links. This reduces the ability of ADVENT to detect anomalies in small
time slices.
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2. Low Connectivity in Small Time Slices
In small time slices (e.g., 2s), Teruel’s sparse topology results in lower message
exchange, making it difficult to observe anomalies within a short window. Valen-
cia’s radial pattern means that many vehicles send packets in bursts at specific
intersections, which may appear as normal fluctuations rather than anomalies in a
short time window.

3. Impact of Large Time Slices
When time slicing is increased (e.g., to 20s), the effects of low packet transmission
density (Teruel) and bursty traffic at intersections (Valencia) are averaged over
time, allowing ADVENT to recognize long-term patterns. The MAD method used
detects attackers by considering deviations over longer intervals rather than reacting
to momentary bursts or gaps.

Increasing the ATS parameter to 20 seconds allows ADVENT to accumulate
enough data to distinguish attackers from normal behavior using MAD. In addition,
topologies that have more balanced road structures, denser vehicle networks, or more
stable connectivity can also result in higher performance for ADVENT.

Table 7 Summary of Characteristics Across Different Cities

Characteristic MHT SP VAL TER LUX
Road Network Layout Grid-

like
Mixed Radial-

grid
hybrid

Sparse Irregular-
suburban

Intersection Density High Variable Moderate Low Variable
Vehicle Density High High

(arte-
rial)

High
(main)

Low Mixed

Packet Transmission Patterns Regular Irregular Bursty Sparse Mixed
Connectivity Stability High Medium Unstable

(small
slices)

Very
low
(small
slices)

Medium

Impact of Small Time Slices (2s) Stable Adaptive Poor Poor Stable
Impact of Large Time Slices (120s) Stable Stable Improved Improved Stable
Poor Performance Reasons (2s) None None Misclassification

of spikes
Limited
exchanges

None

Recommended Threshold Calibration Moderate Adaptive Higher
thresh-
olds

Higher
thresh-
olds

Adaptive

MHT = Manhattan, SP = São Paulo, VAL = Valencia, TER = Teruel, LUX = Luxembourg

The slight drop in F1-score and DR in higher-density scenarios such as São Paulo-
30 and Valencia-30 is expected due to increased traffic complexity and congestion, yet
ADVENT still performs robustly with minimal FPR and FNR.
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Table 8 Feature Engineering Complexity Comparison

Paper Authors FE: O(Time) FEO: #Operations
Valentini et al.[13] O(n) 1
Yang et al. [19] O(m logm) 2
Yang et al. [21] O(n3) 3
Cheng et al. [20] Missing Missing
Ma et al. [2] Missing Missing
Liu et al. [22] Missing Missing
Liu et al. [23] Missing Missing
Liu et al. [24] Missing Missing

Baharlouei et al.[6] Missing Missing
ADVENT O(n) 1

6.4 Feature Engineering Complexity

In this section, we compare the computational complexity of ADVENT’s feature engi-
neering (FE) component with that of the state-of-the-art as discussed in Section 2.
Valentini et al. [13] employ a lightweight feature extraction (FE) approach with a
time complexity of O(n), making it well-suited for real-time environments. While
ADVENT’s FE component operates with comparable complexity, the ADVENT sys-
tem as a whole provides a more comprehensive solution. In contrast, Yang et al.[19, 21]
utilize a significantly more elaborate FE pipeline involving multiple operations such
as Information Gain, Fast Correlation-Based Filter, and Kernel Principal Compo-
nent Analysis, resulting in a cumulative complexity of up to O(n3). In comparison,
ADVENT adopts a streamlined and efficient FE mechanism with a single-pass oper-
ation and linear complexity O(n). Thus, ADVENT not only supports rapid data
preprocessing but also enhances the responsiveness and feasibility of detecting both
the onset of attacks and the identification of malicious nodes in real-time VANET
environments.

7 Conclusions and Future Works

To enhance the security of VANETs, we introduced ADVENT, an innovative and
comprehensive real-time malicious behavior detection system. ADVENT unifies the
detection of attack onsets and identification of malicious nodes within a single frame-
work, leveraging Federated Learning (FL) for privacy-preserving distributed learning
and the statistical MAD technique for efficient feature extraction. Unlike traditional
systems that rely on multi-stage preprocessing with higher computational and mem-
ory demands, ADVENT employs a lightweight, single-step transformation with linear
time complexity, O(n), making it well-suited for real-time and resource-constrained
environments.

Our experimental results demonstrate that ADVENT delivers consistently high
performance. Using MAD-based features, the system achieves an average Detection
Rate of 99.6% on the VANET-FourCities dataset and 97.2% on the VeReMi-Extension
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dataset. Across all scenarios, attack onsets are detected within one second, and mali-
cious node identification is achieved with a minimal average False Negative Rate of
0.41

By combining efficiency, scalability, real-time responsiveness, and privacy-
preserving design, ADVENT addresses critical limitations in prior work. Future
research will focus on extending ADVENT’s applicability to other types of ad hoc
wireless networks, such as UAV-based systems, and further evaluating its performance
under a broader range of attack scenarios.
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