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ABSTRACT 

This paper proposes the FacialViT, a lightweight and 

efficient facial expression recognition model based on 

EfficientViT. It combines multi-scale image features 

and facial landmark information to enhance recognition 

accuracy while maintaining low computational cost. A 

Feature Pyramid Fusion Module improves robustness to 

expression scale variation, and a Cross-Attention 

Fusion Block enables interaction between global and 

local features. FacialViT achieves 74.9% accuracy on 

FER2013 with only 0.53 GFLOPs, outperforming many 

existing methods. Its efficiency and effectiveness make 

it well-suited for real-time applications on edge devices 

and mobile platforms. 

General Terms 

Pattern Recognition;Algorithms;Computer Vision 

Keywords 

facial expression recognition, deep learning, vision 

Transformer, facial landmarks, emotion classification. 

1. INTRODUCTION 
 Facial expression recognition (FER), as an important 

technology in the field of artificial intelligence, has 

received widespread attention in recent years. It aims to 

improve the intelligent level of human-computer 

interaction by analyzing the emotional information 

contained in static images or dynamic video 

sequences [1]. Facial expression is the main way for 

humans to express emotions, and its non-verbal 

characteristics make it play a vital role in interpersonal 

communication. Compared with traditional 

communication methods such as sound, gestures and 

body language, facial expressions can convey richer 

emotional information and transcend cultural and 

language barriers. Therefore, recognizing and analyzing 

facial expressions is of great significance for 

understanding human emotions, improving human-

computer interaction and promoting the development of 

artificial intelligence[2], [3]. Facial expression 

recognition (FER) technology can be widely used in the 

security governance of digital society. It can analyze the 

emotions of people at large-scale events, help 

government departments improve the level of social 

governance, maintain public safety, and provide safer 

and more convenient services to the public[4] . 

In the early stages of FER technology development, 

traditional computer vision algorithms based on 

handcrafted features were mainly used to achieve 

this[5], [6]. For example, commonly used feature 

extraction algorithms include Histogram of Oriented 

Gradients (HOG)[7], SIFT (Scale-Invariant Feature 

Transform)[8], etc. However, these traditional computer 

vision algorithms have high computational complexity 

and the algorithms themselves lack sufficient robustness 

and accuracy, so the overall effect of FER is also poor. 

In recent years, with the rapid advancement of 

technologies such as deep learning , FER 

research has also made significant progress. 

Researchers have developed various models based on 

deep learning. Convolution neural networks (CNN)[9], 

graph convolution networks (GCN)[10] and 

Transformer[11] have all been applied to FER and have 

proposed corresponding solutions to different 

challenges. In addition, new methods such as multi-

modal fusion, self-supervised learning and weakly 

supervised learning have also injected new vitality into 

the development of FER technology. These algorithms 

focus on changes in facial appearance, such as wrinkles 

and folds, and can extract features from the entire face 

or specific areas , and then classify these features . The 

performance of the algorithm mainly depends on the 

process of extracting features. The training and 
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inference processes of these models require a lot of 

computing resources, and the deployment cost is 

expensive. The algorithm itself is sensitive to the scale 

of the face and is difficult to be truly applied to actual 

scenarios with low latency requirements. Recently, 

some work has also tried to solve the problems of 

lightweight and low latency of FER models[12],[13] , 

which has certain reference significance for the research 

of this paper. 

This paper introduces a lightweight Transformer-based 

FER network, FacialViT. The model adopts the 

lightweight EfficientViT[14] architecture, integrates 

facial landmarks, and uses cross-fusion of multi-scale 

features, taking into account both recognition accuracy 

and model computational efficiency, making the 

model more suitable for deployment in embedded 

devices and other high-performance application 

scenarios, and promoting the application of 

FER technology on a large number of mobile devices. 

The main work can be summarized as follows: 

(1)The paper proposed a lightweight 

model FacialViT based on Transformer , which 

uses multi-scale face pyramid feature fusion to solve the 

scale sensitivity problem of faces in the recognition 

process. 

(2)The EfficientViT  architecture is used as the 

backbone network to extract image features, 

achieving high-quality feature extraction while 

ensuring the lightweight of the model . The extracted 

features of different scales are fused through the 

Pyramid Feature Fusion Module . 

(3)The face landmark detection was introduced, and the 

Cross-Attention Fusion Block was proposed to cross-

fuse face image features and landmark features. This 

can better capture the detailed changes in facial 

expressions and improve the accuracy and robustness of 

facial expression recognition. 

(4)The results verified the efficiency and accuracy 

of the proposed FacialViT. The FacialViT-Mx series 

model  achieved an accuracy 

of 74.9% on FER, surpassing most 

SOTA methods, while the computational workload was 

only 0.53GFLOPs, far less than these SOTA algorithms, 

achieving a good balance between computational 

efficiency and recognition accuracy. 

2. RELATED RESEARCH 
In this section, we briefly review some recent studies on 

facial emotion classification . With the rapid 

development of deep learning in the field of computer 

vision, these techniques have been found to be 

increasingly useful for the challenging facial expression 

recognition (FER) task[16], [17]. Wang et al.[18] 

proposed a regional attention network (RAN) to capture 

facial regions with occlusion and pose variations for 

FER task. 

Georgescu et al.[19] proposed a method in which 

automatic features learned by multiple CNN 

architectures are combined with handcrafted features 

computed using a bag-of-visual-words (BOVW) 

model . After the fusion of these two types of 

features , the category label of each test image can be 

predicted using a local learning framework. Pecoraro et 

al.[20] introduced a new channel self-attention module 

called Local Multi-Head Channel (LHC) that can be 

seamlessly integrated into any existing CNN 

architecture. This module overcomes the limitations of 

the global attention mechanism by focusing on key 

facial features that have a significant impact on facial 

expressions. In another study [21], Fard et al. proposed 

an adaptive correlation (Ad-Corre) loss consisting of 

three components: feature discriminator (FD), mean 

discriminator (MD), and embedding discriminator 

(ED). The proposed Ad-Corre loss is combined with the 

traditional cross-entropy loss to train two backbone 

models: Xception[22] and Resnet50[23]. As the 

Transformer network has made great breakthroughs in 

the field of natural language processing (NLP) , it has 

also had a great impact on the field of computer vision . 

In NLP, the Transformer is designed to model long 

sequence inputs. When applied to computer vision 

tasks, ViT[24] divides the image into image patches, 

and then the self-attention mechanism in the 

Transformer can capture the long-range dependencies 

between these image patches. EfficientViT  is an 

efficient vision model based on Vision Transformer 

(ViT), which aims to solve the bottleneck problems of 

traditional ViT models in terms of computational 

complexity and memory usage. In the FER task, 

Aouayeb et al.[25] directly applied the ViT structure 

and added a SE module before the MLP layer to 

perform the FER task. Xue et al.[26] proposed a 

Transformer-based method named TransFER , which 

designed a local CNN module to locate different local 

image patches and a Transformer encoder to explore the 

global relationship between these local image patches. 

Current research primarily focuses on improving 

recognition accuracy, often leading to large model sizes 

and high computational complexity. These models 

impose considerable computational burdens in real-time 

applications, making them unsuitable for large-scale 

deployment on embedded devices. 

Compared with previous work, FacialViT employs a 

pyramid-based feature fusion strategy to address the 

challenge of scale sensitivity in facial expression 

recognition (FER) tasks. By leveraging the EfficientViT 

architecture, the model enhances both the lightweight 

design and computational efficiency, achieving a better 

trade-off between recognition accuracy and 

computational complexity. This design facilitates 

deployment in real-time scenarios, especially those with 

constrained computational resources. 

 



 

3 

3. PROPOSED METHODS 

3.1 Overview of FacialViT Architecture 
The FacialViT architecture comprises three key 

components:e 

(1) an EfficientViT module for extracting local 

attention features;p 

(2) a Feature Pyramid Fusion Module (FPFM) for 

multi-scale feature fusion, which enhances recognition 

accuracy across varying facial expression scales;a 

(3) a Cross-Attention Fusion Block (CAFB) that 

integrates global image features with local facial 

landmark features, and strengthens their interaction via 

a self-attention mechanism.p 

These components collectively improve the accuracy 

and robustness of facial expression recognition. The 

overall architecture is illustrated in Figure 1. 

 

Fig1: Overview of the FacialViT Architecture 

3.2 Preprocessing 
In the preprocessing stage, MTCNN[27] was employed 

for face detection and alignment. Subsequently, data 

augmentation was applied to improve model 

generalization. The augmentation techniques included 

random horizontal flipping, random rotation, random 

affine transformation, and Gaussian blur. These 

methods were primarily used to mitigate overfitting 

caused by the limited size of the dataset. Finally, all 

face images were normalized. 

3.3 Backbone 
In this study, EfficientViT is adopted as the backbone 

network for feature extraction in facial expression 

recognition. EfficientViT is a lightweight model that 

integrates the Vision Transformer (ViT) architecture 

with efficient computational strategies. It significantly 

reduces computational and storage overhead while 

maintaining high accuracy. Compared with traditional 

convolutional neural networks (CNNs), EfficientViT 

offers a better trade-off between computational 

efficiency and representational capacity, making it 

particularly suitable for deployment in resource-

constrained environments. 

The core advantage of EfficientViT lies in its use of 

sparsification and attention mechanisms, which 

effectively capture key information from images while 

reducing redundant computations. In facial expression 

recognition tasks, the backbone network must 

accurately and efficiently extract subtle differences in 

facial expressions—an area where EfficientViT excels. 

Its efficient feature extraction capability enables the 

model to quickly adapt to expression variations, 

enhancing both recognition accuracy and real-time 

performance. 

Moreover, the lightweight nature of EfficientViT allows 

deployment on hardware-constrained devices such as 

embedded systems and mobile terminals, further 

extending its applicability and practical value. 

3.4  Feature Pyramid Fusion Module 

In facial expression recognition tasks, facial features at 

different scales contain rich and complementary 

information. Low-level features from shallower layers 

capture fine-grained textures, such as wrinkles and 

subtle changes around the eyes, while high-level 

features from deeper layers encode more abstract 

semantic information, such as overall facial 

deformation. Relying on single-scale features may 

result in information loss. 

The Feature Pyramid Network (FPN), originally 

proposed by Lin et al.[6], addresses this issue by 

extracting and fusing features at multiple scales to 

enhance the recognition of small targets. Inspired by 

this approach, we design a Feature Pyramid Fusion 

Module (FPFM) tailored for facial expression 

recognition. The FPFM effectively integrates multi-

scale facial features to improve the robustness and 

accuracy of expression recognition. The architecture of 

the proposed FPFM is illustrated in Figure 2. 

 

Fig2: Feature Pyramid Fusion Module (FPFM) 

In the FPFM structure, we assume that the backbone 

network outputs L feature maps at different scales, 

denoted as: 

1 2{ , , , }, i i iC H W

L iF F F F F  =                                 （1） 

Where iC  is the number of channels in the i-th layer, 
,i iH W is the spatial size of the feature map. To align 

multi-scale features, bilinear interpolation is applied to 

resize all feature maps to a uniform spatial resolution, 

denoted as: 

Upsample( , , ), {1,2, , }i i T TF F H W i L=                                （2） 

,T TH W  is the size of the intermediate layer feature, thes 

features are concatenated in the channel dimension 

(Channel-wise): 
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1 2( ... )

FPF 1 2 FPFConcat( , , , ), L T TC C C H W

LF F F F F + + +  =                    （3） 

The final fused features FPFF  were fed into the FER 

classifier. Compared with single-scale expression 

recognition methods, the proposed Feature Pyramid 

Fusion Module (FPFM) fully leverages multi-scale 

information, enhancing the model’s robustness to 
variations in face scale, viewing angles, and lighting 

conditions. 

3.5  Cross-Attention Fusion Block 
In the facial expression recognition (FER) task, it is 

usually difficult to effectively capture the subtle 

changes of facial expressions by simply extracting the 

features of the face image , especially in the face of 

diverse facial movements and complex lighting 

conditions. To overcome this limitation, we use 

MobileFaceNet[28] to detect facial landmarks and fuse 

the landmark information with the face image 

information to improve the reliability of 

recognition. Inspired by POSTER[29], this study 

proposes a new feature cross-

attention fusion module that combines the global 

features of the image with the local key point features, 

and strengthens the interactive fusion between the two 

through the self-attention mechanism, thereby 

improving the accuracy and robustness of facial 

expression recognition. 

Cross-Attention Fusion Block aims to utilize the mutual 

guidance and information fusion between the 

image feature stream and the key point feature stream , 

and cross-fuse the features of the two in multiple 

dimensions through the self-attention mechanism. The 

main idea of this module is that the global information 

of the image provides contextual information for the 

key points, while the local features of the key points 

help the image features focus on the key areas of 

expression recognition, such as eyes and mouth. In this 

way, the model can dynamically adjust the attention to 

different areas through cross-attention and improve the 

sensitivity to expression changes. As shown in Figure 

3, Flm  is the key point information feature and PyramidF  is 

the fused image pyramid feature . 

 

Fig3: Our proposed Cross-Attention Fusion Block 

By performing linear transformations on image features 

and key point features, query , key , and value matrices 

are generated. The image feature matrix Pyramid RN DF 

, RN D

lmF
 , where N represents the number of patches of 

the feature, and D represents the dimension of the 

feature. Image features and key point features are 

transformed through the weight matrix QW , KW , VW  to 

generate query, key, and value, respectively: 

Pyramid Pyramid Pyramid Pyramid Pyramid Pyramid, ,Q K VQ F W K F W V F W= = =
          （4） 

, ,lm lm Q lm lm K lm lm VQ F W K F W V F W= = =
                                     （5） 

After concatenate operation, Q, K, V were generated as 

follows:  

Pyramid

Pyramid

Pyramid

( , )

( , )

( , )

lm

lm

lm

Q Concate Q Q

K Concate K K

V Concate V V

 =


=
 =                                              （6） 

Calculated through the cross-attention mechanism, the 

output information is as follows: 

( )
TQK

out SoftMax V
d

=
                                                       （7） 

The final output features are passed through an MLP 

classifier to complete the facial expression recognition 

process. The Cross-Attention Fusion Block integrates 

multi-scale global image information with local key 

point features, enabling the model to better capture 

expression changes, especially subtle facial movements. 

The attention mechanism guides the model to 

dynamically adjust its focus on different areas of 

expression changes, thereby improving sensitivity to 

key expression regions. This module effectively handles 

challenges such as lighting variations, occlusions, and 

posture changes, enhancing the model’s stability in 
dynamic environments. 

4. EXPERIMENTS 

4.1 FER Dataset 
This study conducts experiments on the FER2013 

dataset, which was introduced in the 2013 ICML 

Representation Learning Challenge[30]. The dataset 

contains 35,887 grayscale face images, each with a 

resolution of 48×48 pixels (see Figure 4). It is divided 

into three subsets: 28,709 images for training, 3,589 

images for validation, and 3,589 images for testing. The 

images are labeled into seven basic emotion categories: 

Angry, Disgust, Fear, Happy, Neutral, Sad, and 

Surprise. With its large-scale sample size, FER2013 is 

widely used in facial expression recognition (FER) 

tasks. However, the dataset exhibits a significant class 

imbalance problem, which presents a challenge for 

training deep learning models. To mitigate this issue, 

the research introduces a data augmentation strategy 

during the preprocessing stage. Example images from 

the FER2013 dataset are shown in Figure 4. 
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Fig 4:  Sample images from the FER2013 dataset 

4.2 Training 
This paper implemented FacialViT in an end-to-end 

manner using PyTorch[31] on an NVIDIA GTX1070 

GPU. we adopted EfficientViT14 as the image 

backbone network, which was pre-trained on the 

ImageNet-1K dataset[32]. The backbone weights were 

updated during the training process of FacialViT. For 

the facial landmark detection, we chose 

MobileFaceNet28, and its parameters remained frozen 

during training. In the Pyramid Feature Fusion Module, 

we extracted multi-scale features from the backbone, 

with feature maps at resolutions (H/16, W/16), (H/32, 

W/32), and (H/64, W/64) corresponding to the large, 

medium, and small scales, respectively, which were 

then fused accordingly. For the Cross-Attention Fusion 

Block, the Q (Query), K (Key), and V (Value) matrices 

of the facial landmark features and global image 

features were fused via element-wise concatenation. we 

set the batch size to 48 and the learning rate to 1e-4, 

with a cosine decay schedule to enhance convergence. 

Additionally, this research incorporated data 

augmentation techniques, such as random cropping and 

random rotation, to augment the training data and 

improve the model’s ability to generalize. 

4.3 Results 
The results presented in Table 1 demonstrate that our 

proposed model, FacialViT, outperforms many existing 

FER network architectures on the FER2013 dataset. 

Among the listed models, FacialViT-M5 achieves the 

best performance, with an accuracy of 74.9%. 

This achievement is primarily attributed to the unique 

design and architecture of FacialViT, which effectively 

integrates facial image features with key point features 

to better capture subtle facial expression changes. 

Additionally, the multi-scale feature fusion design 

enhances the model’s robustness across different facial 
scales. In terms of accuracy, FacialViT-M5 achieves a 

state-of-the-art level, outperforming well-known 

models such as ResNet50 (73.20%) and VGG 

(73.28%), and reaching performance comparable to 

cutting-edge models like EmoNeXt35 and Mini-

ResEmoteNet44. Notably, FacialViT-M5 maintains a 

low computational complexity of only 0.53 GFLOPs, 

making it significantly lighter than other models with 

similar performance. 

We also propose a more lightweight variant, FacialViT-

M0, which incurs a computational cost of only 0.09 

GFLOPs and achieves real-time performance on many 

devices while maintaining a competitive accuracy of 

69.3%. These results demonstrate that the proposed 

FacialViT model effectively captures and classifies 

facial emotions with excellent accuracy–efficiency 

trade-offs, making it well-suited for deployment in 

resource-constrained environments. 

Table 1.  Accuracy and FLOPs comparison of the FER-

2013 test set 

Model Accuracy GFLOPs 

Segmentation VGG-19[33] 75.97 19.63 

Local Learning Deep+BOW[34] 75.42 × 

EmoNeXt[35] 76.12 4.55 

VGG[36] 73.28 15.47 

CNN Hyperparameter 

Optimisation[37] 

72.16 2.8 

Ad-Corre[38] 72.03 × 

Mini-ResEmoteNet(B)[39] 70.20 × 

DeepEmotion[40] 70.02 ~ 0.16 

Local Learning BOW[41] 67.48 × 

ResEmoteNet[42] 79.79 4.33 

ResidualMaskingNetwork[43] 74.14 21.93 

Mini-ResEmoteNet(A)[44] 76.33 × 

GoogleNet[45] 65.20 1.50 

Inception-V3[46] 71.60 5.73 

ResNet50[47] 73.20 4.11 

FacialViT-M0 69.3 0.09 

FacialViT-M5 74.9 0.53 

 

This paper proposed the FacialViT-M series of models, 

which achieve an improved trade-off between model 

accuracy and computational complexity (measured in 

GFLOPs). Figure 5 presents a comparative analysis 

between the FacialViT series and mainstream FER 

models, including the VGG and Inception series, in 

terms of GFLOPs and Top-1 Accuracy. As illustrated in 

the figure, FacialViT-M0 to FacialViT-M5 demonstrate 

a progressive improvement in accuracy while 

maintaining extremely low computational overhead, 

highlighting their strong scalability and efficiency. 

In particular, FacialViT-M5 achieves 74.9% accuracy 

with only 0.53 GFLOPs, significantly outperforming 

traditional models such as InceptionV3 and VGG-16 at 

similar or even higher computational costs. Despite its 

lightweight design, the FacialViT series delivers 

performance comparable to, or even exceeding, that of 

high-FLOPs models, confirming its potential for 

deployment in resource-constrained environments, 
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especially in edge computing and mobile applications 

where lightweight models are essential. 

 

Fig5:  Model Accuracy VS Computation Load 

 

5. CONCLUSIONS 
This paper proposes FacialViT, a lightweight deep 

learning framework for facial expression recognition 

(FER) based on the EfficientViT architecture. The 

proposed framework incorporates a Cross-Attention 

Fusion Block, which enables deep integration of facial 

landmark information with visual features, thereby 

enriching facial representations and enhancing the 

accuracy of emotion classification. In addition, a 

Feature Pyramid Fusion Module (FPFM) is designed to 

effectively integrate multi-scale features extracted by 

EfficientViT, further improving the model’s ability to 
recognize expressions across varying spatial resolutions. 

Experimental results on the FER2013 dataset 

demonstrate that FacialViT outperforms many current 

mainstream deep learning models in terms of 

classification accuracy. By seamlessly integrating the 

Feature Pyramid Fusion Module (FPFM), Cross-

Attention Fusion Block, and the EfficientViT backbone, 

FacialViT achieves a highly lightweight design while 

maintaining high recognition accuracy. The model 

exhibits strong and efficient performance in facial 

expression recognition tasks, highlighting its broad 

potential for real-world applications, particularly in 

resource-constrained environments. 

Furthermore, the research is going to extend the 

application of FacialViT to practical scenarios such as 

digital social governance, further exploring its real-

world value and expanding its potential research 

directions. 
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