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Predictive Reliability and Calibration of Workload 

Autoscaling Models for Large Language Model 

Inference Clusters Under Sparse Telemetry and 

Runtime Anomalies

Abstract—Autoscalers for large language model (LLM) 

inference clusters that add capacity when a predicted overload 

probability crosses a threshold depend on the probability scale, 

not only on the ranking. This simulation study evaluates five such 

predictors under sparse telemetry and runtime anomalies on two 

latent-state generators and a request-level serving simulator with 

queueing, service-level objectives (SLOs), startup delay, and 

modeled power. With 3-period instead of 50-period histories, 

models trained on long histories became overconfident (expected 

calibration error up to 0.099) or conservative, whereas a Markov 

filter stayed calibrated and retraining on short histories removed 

most of the error. Temperature scaling fitted on long histories did 

not transfer; refitted for short histories, it cut this error by up to 

68.7%, removed all 290 wrong high-confidence predictions of one 

model by lowering their confidence, and cut the overconfident 

models' idealized unmitigated overload by 59.8–82.8% at the cost 

of more idle capacity. With a 20-s startup delay in the request-level 

simulator, learned predictors used 24.0–25.3% less modeled 

energy than always-on scale-out, with a 1.0–1.2 percentage-point 

increase in the SLO-violation rate, and 95.3% of scale-out-induced 

violations occurred on slow new replicas. Calibration should 

therefore be validated per telemetry regime and checked against 

request-level outcomes. 

Keywords—large language model serving, autoscaling, 

probability calibration, predictive reliability, distribution shift, cloud 

resource management 

I. INTRODUCTION 

Serving large language models (LLMs) requires 
provisioning graphics processing unit (GPU) replicas ahead of 
demand. Iteration-level scheduling [1], paged key–value (KV) 
cache management [2], chunked prefills [3], and prefill–decode 
splitting [4] have raised serving throughput, but KV-cache 
occupancy still grows with every decoded token, so a burst of 
long prompts can stall a batch, and tail latency turns such stalls 
into service-level objective (SLO) violations [5]. Late 
provisioning violates SLOs, whereas idle warm replicas 
consume energy in data centers whose electricity use is rising 
quickly [6]. 

Predictive autoscalers act on forecasts rather than on current 
utilization [7]–[9]. When a scale-out is triggered by a predicted 
overload probability crossing a threshold, the probability scale 
matters as much as the ranking: among periods predicted at 0.8, 
about 80% should overload. The telemetry behind such 
predictions is often degraded. Newly provisioned instances have 
short histories, monitoring records can be wrong, and stragglers 
and gray failures distort the relation between load and latency 
[10]; long-context requests, traffic spikes, and model hangs also 
undermine utilization-based autoscalers [11], while the NIST AI 

Risk Management Framework counts robustness across varied 
circumstances among the properties of trustworthy AI [12]. This 
paper addresses three research questions (RQs) in simulation. 

RQ1: How does limited telemetry history length affect 
overload discrimination, probability calibration, and 
downstream SLO compliance across workload prediction 
models? 

RQ2: How do runtime straggler anomalies, prompt-length 
surges, and corrupted telemetry records affect high-confidence 
prediction errors and resource provisioning waste? 

RQ3: Can simple post-hoc temperature scaling improve 
predictive reliability in cluster scheduling, and when do its 
benefits fail to transfer across workload regimes? 

The study is an evaluation of predictive reliability; it does 
not propose a new autoscaling policy. Its contributions are as 
follows. 

1) A controlled evaluation of five overload predictors on 
two latent-state generators and a request-level simulator, 
with control predictors that test training–deployment 
mismatch, input channels, and initialization as 
explanations of short-history miscalibration. 

2) A comparison of directly transferred and target-regime 
post-hoc calibration (temperature and Platt scaling), 
including how recalibration removes high-confidence 
errors and how it shifts idealized provisioning costs. 

3) A request-level counterfactual analysis that separates 
idealized decision costs from realized SLO violations 
and modeled energy and shows how startup delay, 
backlog, and slow nodes limit the benefit of better 
probabilities. 

II. RELATED WORK 

LLM serving and autoscaling. Autopilot sets resource limits 
and replica counts from historical usage [7], and SageServe 
combines traffic forecasts with routing and scaling of LLM 
deployments, noting that loading large models can block GPUs 
for seconds to minutes [8]. Uncertainty-aware hierarchical graph 
transformers have been applied to resource optimization in 
service meshes [9], anomaly-aware scheduling has targeted 
failure modes of LLM serving [11], and MAPS schedules 
requests with calibrated output-length bounds [13]. These 
studies evaluate forecast accuracy or end-to-end policy 
performance; they do not isolate how the calibration of an 
overload probability changes when telemetry is sparse or 
corrupted. 



Calibration and dataset shift. Modern neural networks are 
often miscalibrated, and temperature scaling is a simple post-hoc 
remedy [14]; Platt scaling fits a slope and an intercept [15]; 
classical learners differ widely in probability quality [16]. 
Calibration fitted in distribution can degrade under dataset shift 
[17], and binned calibration estimates are biased and depend on 
the binning scheme [18], [19]. This paper applies these tools to 
autoscaling predictors, treats history truncation and marker 
corruption as controlled shifts, and links calibration changes to 
idealized and request-level decision outcomes. 

III. METHODOLOGY 

A. Prediction Task and Data Splits 

Each generator simulates 2,000 serving instances in 200 
pools (10 model-size and quantization groups) over 60 
scheduling periods. Each period t of instance i emits six 
telemetry channels xit: arrival rate, mean input and output token 
lengths, KV-cache occupancy, 95th-percentile latency, and a 
binary overload marker. The target yit ∈ {0, 1} indicates an 
overload or SLO violation in period t. A predictor receives the 
visible window Wit(L) = (xi,t−L, …, xi,t−1) and the instance's pool 
and group, and returns pit, the predicted probability that yit = 1. 
The targets are periods t = 50, …, 59, so windows of every length 
L ∈ {3, 5, 10, 20, 50} end at the same periods and window length 
is not confounded with operating phase. Instances are split into 
1,200 training, 300 validation, 200 calibration, and 300 test 
instances, giving 3,000 test and 2,000 calibration events per 
replicate. Each generator has five evaluation replicates (seeds 1–
5) and one development replicate used only for hyperparameter 
selection. 

B. Workload Generators 

Synthetic-LLM-A and Synthetic-LLM-B (hereafter A and 
B) are abstract: labels are Bernoulli draws from a latent capacity 
state and telemetry is a noisy function of that state, so the 
information available to predictors is controlled, but requests are 
not simulated. In A, a latent state zit ∈ {0, 1} separates regular 
traffic from congestion and follows a Markov chain whose onset 
and recovery rates vary by group, pool, and instance. Overload 
follows 

 P(yit = 1 | zit = 1) = 1 − sj, 
 P(yit = 1 | zit = 0) = gj, (1) 

where the floor gj of group j is the probability that a prompt-
length spike overflows the cache during regular traffic and sj the 
probability that batching drains the queue in time during 
congestion (defaults g = 0.20 and s = 0.15, around which group 
values vary). In B, a continuous load index θit combines an 
instance baseline, capacity drift, a first-order autoregressive 
(AR(1)) disturbance, and the offset of the hosting node; 
instances migrate with probability 1/30 per period, and each new 
node is a straggler with probability pstr (default 0.15) and a 
heavy-tailed offset. Overload follows 

 P(yit = 1) = gj + (1 − gj − sj) σ(aj(θit − bj)), (2) 

where σ is the logistic function and aj and bj are the group slope 
and location. 

Synthetic-LLM-C (hereafter C) is a request-level simulator 
in which labels arise from simulated requests. Each instance is 
one model replica with a paged KV cache of 24.8k–64k tokens 
(by group) and at most 64 running sequences, simulated in 1-s 
ticks within 60-s periods. Poisson arrivals follow a load level 
with AR(1) variation, bursts, and drift; during surges, 35% of 
prompts are about 6,000 tokens long. Requests are admitted 
first-come-first-served while KV blocks are free; the first token 
is emitted when prefill completes. A decode iteration takes a 
fixed time plus terms linear in the number of running sequences 
and in the resident KV tokens, scaled by the node's slowdown 
(stragglers occur with probability 0.15 and slow a node by 1.3–
4×). KV overflow preempts the latest request, and requests still 
queued after 60 s are abandoned. A period violates its SLO when 
the nearest-rank 99th-percentile time to first token (TTFT) or 
time per output token (TPOT) exceeds group thresholds set at 2 
and 1.5 times the 99th percentile of an anomaly-free pilot at 50% 
load. As in online monitoring, TTFT observations include 
requests still waiting at the period end (at their elapsed wait, a 
lower bound) and count abandoned and rejected requests as 
exceeding; TPOT covers the period's completions. Offered load 
is 0.42 of nominal throughput, giving a test base rate of 0.39 
(0.47 in A and 0.41 in B). Engine and power parameters are 
illustrative and were not fitted to hardware measurements or 
production traces. 

C. Predictors, Matched Training, and Controls 

Five predictors are compared. (i) Baseline returns the 
smoothed pool rate pj = (cj + α p0)/(nj + α), where cj counts 
training overload periods in pool j, nj is the number of its training 
instance-periods, p0 is the overall training rate, and α is a pseudo-
count; it ignores telemetry. (ii) Markov-Queue is a two-state 
hidden Markov model per group with a Bernoulli emission for 
the overload marker and a Gaussian emission for KV 
occupancy, fitted by Baum–Welch; its forward filter starts each 
window from the stationary distribution, and it reads two of the 
six channels. (iii) Static-Logit is a logistic regression on the 
window mean and last value of each channel plus group 
indicators, fitted by maximum a posteriori estimation with a 
Gaussian prior. (iv) GRU-Scaler passes embedded telemetry 
through a single-layer gated recurrent unit [20] from a zero state 
to a logistic output. (v) Attn-Scaler uses one attention head [21] 
that queries with the latest embedding and applies a learnable 
recency penalty to the attention logits before the softmax, 
followed by a two-layer head. The neural models were trained 
with Adam [22] and early stopping on validation negative log-
likelihood (NLL); all hyperparameters were selected on the 
development replicate with clean 50-period windows. 

Under test-only shift, all models were trained on clean full 
windows (L = 50, marker error rate η = 0) and evaluated on 
shorter or corrupted windows; marker errors invert each visible 
overload marker with probability η ∈ {0.05, 0.10, 0.20} and 
leave the continuous channels and the labels clean. Under 
matched training, Static-Logit, GRU-Scaler, and Attn-Scaler 
were retrained on windows with the evaluated L or η. Three 
controls separate competing explanations: Static-Logit 
restricted to Markov-Queue's two channels (2-ch), Markov-
Queue with all six channels as diagonal Gaussians (6-ch), and 
GRU-Scaler started from the mean training hidden state at the 
window start (warm start). Finally, the floors (g ∈ {0.10, 0.30}, 



s ∈ {0.05, 0.25}) and the straggler probability of B (pstr ∈ {0, 
0.30}) were varied with data regenerated and all models refitted. 

D. Post-Hoc Calibration 

Temperature scaling [14] and Platt scaling [15] map a 
prediction p to 

 p′ = σ(logit(p)/T),   p′ = σ(κ logit(p) + β), (3) 

with temperature T > 0, slope κ, and intercept β fitted by 
calibration-set NLL. Direct transfer fits the map once on clean 
50-period calibration windows and applies it unchanged, as a 
map frozen at deployment would be; target-regime 
recalibration fits it on calibration windows with the test L and 
η. A positive temperature preserves the sign of every logit, so it 
never changes the predicted class ŷ = I[p ≥ 0.5], where I[·] is the 
indicator function. 

E. Reliability Metrics and Statistics 

Discrimination is measured by the area under the receiver 
operating characteristic curve (AUC; Mann–Whitney 
estimator). Probability quality is measured by the Brier score, 
NLL, calibration-in-the-large (CITL, mean prediction minus 
observed rate), and the expected calibration error 

 ECE = Σk (nk/n) |ȳk − qk|, (4) 

with K = 15 equal-width bins, where nk, ȳk, and qk are the count, 
observed overload frequency, and mean prediction in bin k and 
n is the number of events; four alternative binnings served as 
checks [18]. A prediction is high-confidence when max(p, 1 − 
p) ≥ 0.90; pooled over the 15,000 test events of the five 
replicates, the number of such predictions, the number that 
predicted the wrong class, and their coverage (number/15,000) 
are reported. Point estimates are means over replicates, and 
differences are computed before rounding. The 95% confidence 
intervals (CIs) in brackets come from 2,000 instance-level 
bootstrap draws [23] that resample test instances within each 
replicate and keep each instance's 10 target events together; they 
are bias-adjusted because binned ECE is biased upward under 
resampling [19]. 

F. Decision Evaluation 

A scale-out is triggered when p ≥ τ. If a missed overload 
costs three times an idle replica-period (cFN = 3cFP), the Bayes 
threshold for calibrated probabilities is 

 τ = cFP/(cFP + cFN) = 0.25. (5) 

This threshold follows from the assumed cost ratio and is 
optimal only for calibrated probabilities under it; other cost 
ratios imply other thresholds. The idealized proxy assumes that 
a scale-out acts at once and absorbs the period's overload. It 
yields the unmitigated overload rate (UOR, the share of events 
with y = 1 and p < τ), the over-provisioning rate (OPR, the share 
with y = 0 and p ≥ τ), and the decision cost OPR + 3UOR in units 
of cFP; these are decision-model quantities, not simulated 
outcomes. 

In C, each test target period is also re-simulated with the 
same arrivals after a scale-out at the period start launches one 
replica on a new node (a straggler with probability 0.15). The 
replica becomes ready after a startup delay d ∈ {0, 20, 40} s, 
takes half of the waiting queue and a queue-length-weighted 
share of later arrivals, and is released at the period end. This 
single-period counterfactual yields the realized SLO-violation 
rate (RVR) and modeled energy; capacity does not persist across 
periods. Each replica draws 0.25 + 0.45u kW in a tick with busy 
share u (prefill work plus the union of decode intervals) and 0.35 
kW while starting. Energy is reported in Wh per target period 
and instance; it is a model estimate, not a measurement. Because 
existing replicas had a mean busy share of 0.99 in the target 
periods, energy differences between policies come almost 
entirely from the added replica. All data are synthetic and are 
regenerated from fixed random seeds; the simulation and 
analysis code will be made publicly available upon publication. 

IV. EXPERIMENTAL RESULTS 

A. Long Versus Short Histories (RQ1) 

With L = 50 (Table I), the learned models had similar AUC 
in A (0.717–0.721) and B (0.721–0.725), against 0.841 and 
0.756 for the true generating probabilities; neither sequence 
model outperformed Static-Logit (paired differences −0.004 to 
−0.001, all CIs within [−0.007, 0.002]). Violations in C were 
persistent (only 17.3% followed a period that met its SLO) and 
easier to rank. Telemetry-based models were calibrated on clean 
windows (ECE 0.018–0.033). Across the four alternative 
binnings, ECE orderings held in 97.9% (A) and 100.0% (B) of 
comparisons with 15-bin gaps of at least 0.02, against 78.1% and 
77.4% for gaps below 0.01. 

From L = 50 to L = 3, the learned models lost 0.038–0.042 
AUC in A and 0.020–0.031 in B, and Markov-Queue 0.003 and 
0.012, whereas no model lost more than 0.005 in C, where recent 
periods carry most of the signal. Calibration diverged by 
architecture (Fig. 1). Static-Logit and Attn-Scaler became 
overconfident: in A, their ECE rose to 0.099 and 0.092 (Static-
Logit: +0.072 [0.063, 0.080]), periods they scored below 0.15 
overloaded 29% of the time, and those scored above 0.85 only 
72%. GRU-Scaler became conservative: its logit spread shrank 
by 38%, and its mean prediction exceeded the observed rate 
(CITL 0.017 [0.008, 0.027] in A and 0.029 [0.020, 0.038] in B). 
Markov-Queue stayed calibrated, and the shifts in C were 
smaller. 

Two controls locate the overconfidence. Retraining on 3-
period windows restored calibration (Static-Logit 0.031, 0.036, 
and 0.031 in A, B, and C; matched GRU-Scaler and Attn-Scaler 
0.018–0.034), so the error came from applying a long-window 
mapping to short-window summaries. Static-Logit restricted to 
Markov-Queue's two channels was as overconfident as the full 
model (0.103 in A, 0.074 in B), whereas Markov-Queue with all 
six channels stayed calibrated (0.027, 0.034); the smaller input 
set therefore does not explain the filter's robustness, which is 
consistent with its structure, Bayesian updating from a stationary 
prior. A warm start reduced GRU-Scaler's mean bias (CITL 
0.007 [−0.002, 0.017] in A) but left its ECE unchanged (0.041 
in A, 0.068 in B), so the zero initial state contributes to the level 
shift but not to the compressed spread.



TABLE I.  DISCRIMINATION (AUC) AND CALIBRATION (ECE) WITH LONG (L = 50) AND SHORT (L = 3) HISTORIES 

Model 

Synthetic-LLM-A Synthetic-LLM-B Synthetic-LLM-C 

AUC ECE AUC ECE AUC ECE 

L = 50 L = 3 L = 50 L = 3 L = 50 L = 3 L = 50 L = 3 L = 50 L = 3 L = 50 L = 3 

Baseline 0.559 0.559 0.024 0.024 0.574 0.574 0.028 0.028 0.690 0.690 0.050 0.050 

Markov-Queue 0.680 0.677 0.025 0.025 0.706 0.695 0.031 0.035 0.894 0.894 0.033 0.033 

Markov-Queue (6-ch) 0.666 0.666 0.027 0.027 0.703 0.698 0.033 0.034 0.887 0.887 0.031 0.031 

Static-Logit 0.721 0.679 0.027 0.099 0.725 0.693 0.024 0.073 0.926 0.922 0.032 0.045 

Static-Logit (2-ch) 0.721 0.678 0.025 0.103 0.724 0.693 0.027 0.074 0.923 0.915 0.028 0.048 

Static-Logit (matched) — 0.684 — 0.031 — 0.712 — 0.036 — 0.925 — 0.031 

GRU-Scaler 0.717 0.678 0.031 0.042 0.723 0.704 0.025 0.067 0.934 0.929 0.019 0.025 

GRU-Scaler (warm start) — 0.676 — 0.041 — 0.701 — 0.068 — 0.929 — 0.023 

GRU-Scaler (matched) — 0.686 — 0.026 — 0.709 — 0.026 — 0.933 — 0.018 

Attn-Scaler 0.719 0.681 0.026 0.092 0.721 0.700 0.024 0.051 0.932 0.929 0.018 0.022 

Attn-Scaler (matched) — 0.682 — 0.034 — 0.706 — 0.028 — 0.931 — 0.021 

Means over five replicates (3,000 test events each); between-seed standard deviations were at most 0.040 (AUC) and 0.020 (ECE). Models without a suffix were 

trained on clean L = 50 windows (test-only shift); matched models were retrained on L = 3 windows; 2-ch, 6-ch, and warm start are the control predictors of Section 

III-C; —: identical to the test-only model by construction. ECE uses 15 equal-width bins. Oracle AUC: 0.841 (A), 0.756 (B).

 
Fig. 1. Reliability diagrams of the test-only models before recalibration: (a) 

Synthetic-LLM-A at L = 50, (b) A at L = 3, (c) Synthetic-LLM-B at L = 3, and 

(d) Synthetic-LLM-C at L = 3. Each curve pools the five replicates (15,000 test 

events) in 15 equal-width bins with at least 30 events; the dashed diagonal 

marks perfect calibration. 

Under the idealized proxy, the overconfident models skipped 
needed scale-outs: in A, UOR rose from 4.1% to 8.9% (Static-
Logit) and from 3.6% to 8.1% (Attn-Scaler), raising decision 
costs to 0.591 and 0.584, above the always-on policy (0.532), 
whereas the conservative GRU-Scaler scaled out in 99.7% of 
periods (OPR 52.9%). In C, truncation to L = 3 moved realized 
violation rates by at most 0.3 percentage points at any startup 
delay. 

B. Anomalies, Marker Errors, and Confident Errors (RQ2) 

At η = 0.20, Markov-Queue lost 0.022 AUC in A and its six-
channel version 0.021, against at most 0.012 for the learned 
models and 0.014 for two-channel Static-Logit, consistent with 

the filter's treatment of the marker as a direct emission of the 
latent state. The learned models' ECE rose by at most 0.007 in 
A, but Static-Logit's rose from 0.024 to 0.052 in B (CITL 0.026 
[0.018, 0.035]), as expected when errors pull a window's marker 
frequency toward one half. Raising the floor g from 0.10 to 0.30 
lowered the oracle AUC from 0.896 to 0.801 in A and from 
0.805 to 0.715 in B; clean-window ECE stayed at or below 
0.037, and the short-window ECE of Static-Logit and Attn-
Scaler stayed inflated (0.083–0.102 in A, 0.042–0.092 in B). 
Raising the straggler probability of B from 0 to 0.30 raised the 
base rate from 0.383 to 0.441 and left the short-window inflation 
in place (0.051–0.089). 

High-confidence predictions were nearly absent on clean 
long windows in A and B (at most 36 of 15,000). At L = 3, Static-
Logit issued 1,041 in A (6.9% coverage), of which 290 (27.9% 
[25.0, 30.8]) were wrong, and Attn-Scaler 702 (208 wrong); in 
B, they issued 451 and 235 (86 and 39 wrong). Marker errors 
produced at most 12. In C, 4.9% of Static-Logit's high-
confidence predictions were wrong on clean windows and 6.4% 
at L = 3. 

C. Calibration Transfer and Recalibration (RQ3) 

Temperatures fitted on clean long windows were close to 
one (0.94–1.06); under the evaluated short-history and marker-
corruption shifts (L = 3 and η = 0.20), direct transfer changed 
ECE by at most 0.005 in A and B, and transferred Platt maps by 
at most 0.007 (Table II). Target-regime temperatures at L = 3 
ranged from 0.66 to 1.86, above one for the overconfident 
models and below one for the conservative one, and changed 
ECE by −0.068 [−0.076, −0.058] (Static-Logit, A), −0.058 
[−0.067, −0.048] (Attn-Scaler, A), and −0.036 [−0.043, −0.029] 
(GRU-Scaler, B). None of Static-Logit's 290 wrong high-
confidence predictions in A or 86 in B kept a confidence of at 
least 0.90: recalibration removed these errors by lowering 
confidence and corrected none of them. Direct transfer left 274 
of them in A and raised the count in B to 138. 

A temperature has no intercept. In B at L = 3, temperature-
scaled Static-Logit and Attn-Scaler kept ECE at 0.049 and 0.041 
because softening pulled predictions toward 0.5 while the base 
rate was 0.41 (Static-Logit CITL 0.026 before and 0.045 after); 
Platt scaling reached 0.027 and 0.026 (CITL −0.003 and 



−0.001), against 0.036 and 0.028 for the same models retrained 
on 3-period windows. 

Recalibration changed decisions, but better calibration did 
not guarantee lower costs. Target temperatures cut the UOR of 
the two overconfident models by 59.8–82.8% across A and B; 
in A, from 8.9% to 1.8% (Static-Logit) and from 8.1% to 1.4% 
(Attn-Scaler), while OPR rose from 32.6% to 48.8% and from 
34.1% to 50.2%, lowering decision costs from 0.591 to 0.543 
and from 0.584 to 0.544, still above always-on (0.532); in B, the 
recalibrated costs (0.567–0.576) fell below always-on (0.588). 
Sharpening the conservative GRU-Scaler raised its cost in A 
from 0.531 to 0.541. 

TABLE II.  POST-HOC RECALIBRATION AT L = 3 IN SYNTHETIC-LLM-A 

AND -B 

Model Ttgt 

ECE Cost 

Raw 
TS 

dir. 

TS 

tgt. 

Platt 

tgt. 
Raw 

TS 

tgt. 

Synthetic-LLM-A 

Markov-Queue 1.04 0.025 0.025 0.024 0.027 0.533 0.533 

Static-Logit 1.86 0.099 0.098 0.031 0.032 0.591 0.543 

GRU-Scaler 0.80 0.042 0.043 0.036 0.028 0.531 0.541 

Attn-Scaler 1.76 0.092 0.086 0.034 0.029 0.584 0.544 

Synthetic-LLM-B 

Markov-Queue 0.90 0.035 0.034 0.031 0.030 0.574 0.572 

Static-Logit 1.56 0.073 0.078 0.049 0.027 0.586 0.570 

GRU-Scaler 0.66 0.067 0.070 0.031 0.033 0.582 0.567 

Attn-Scaler 1.37 0.051 0.051 0.041 0.026 0.576 0.576 

Test-only models at L = 3; means over five replicates. TS: temperature scaling; 

dir.: fitted on clean L = 50 calibration windows and transferred; tgt.: fitted on L 
= 3 calibration windows; Platt tgt.: target-regime Platt scaling. Cost: idealized 

decision cost OPR + 3UOR at τ = 0.25, in units of cFP; always-on cost 0.532 

(A) and 0.588 (B). 

D. From Probability Quality to Scale-Out Benefit 

Table III compares idealized and request-level outcomes in 
C. For the learned models at L = 50, the proxy counted 4.9–5.5% 
of periods as unmitigated, but the realized violation rate at d = 
20 s was 37.8–37.9%, against 39.2% without scaling and 35.9% 
when scaling out exactly in violating periods. 

Scaling out before every period averted 17.4%, 8.5%, and 
3.4% of the 5,887 violations at d = 0, 20, and 40 s but induced 
163, 129, and 96 violations in periods that had met their SLOs, 
so violations fell by a net 14.6%, 6.3%, and 1.7%. At d = 20 s, 
95.3% of the induced violations occurred when the new node 
was a straggler (15.1% of scale-out nodes), and averted 
violations were concentrated in onset periods (32.3% averted) 
rather than in continuing ones (3.5%). At d = 20 s, modeled 
energy rose from 11.6 Wh per period without scaling to 20.8 Wh 
under always-on scale-out; with either history length, the 
learned models used 24.0–25.3% less than always-on scale-out, 
and 54.0–57.0% less for added replicas, at realized violation 
rates 1.0–1.2 percentage points higher. Because short histories 
changed calibration little in C (ECE at most 0.045 at L = 3; Table 
I), recalibration moved scale-out shares at L = 3 by at most 1.5 
percentage points (non-baseline predictors) and realized 
violation rates by at most 0.7 percentage points in any condition 
or startup delay. 

TABLE III.  IDEALIZED AND REQUEST-LEVEL SCALE-OUT OUTCOMES IN 

SYNTHETIC-LLM-C 

Policy 

Scale-

out 

(%) 

UOR 

(%) 

RVR (%) 
Energy 

(Wh) d = 0 s 20 s 40 s 

Reference policies 

Never scale out 0.0 39.2 39.2 39.2 39.2 11.6 

Always scale out 100.0 0.0 33.5 36.8 38.6 20.8 

Oracle (iff y = 1) 39.2 0.0 32.4 35.9 37.9 15.4 

Predictors, L = 50 

Baseline 86.5 2.9 34.3 37.2 38.6 19.6 

Markov-Queue 37.8 7.4 37.1 38.4 39.0 15.2 

Static-Logit 44.5 4.9 35.7 37.8 38.7 15.8 

GRU-Scaler 41.6 5.4 35.8 37.8 38.7 15.6 

Attn-Scaler 41.6 5.5 35.9 37.9 38.8 15.6 

Predictors, L = 3 

Static-Logit, raw 42.7 5.7 36.1 37.9 38.8 15.7 

Static-Logit, TS tgt. 44.2 5.3 35.8 37.8 38.8 15.8 

Attn-Scaler, raw 42.7 5.3 35.8 37.8 38.8 15.7 

Attn-Scaler, TS tgt. 43.9 5.1 35.7 37.8 38.8 15.8 

15,000 target periods (five replicates); raw predictions at τ = 0.25 unless marked 
TS tgt. (target-regime temperature). Scale-out: share of periods with a scale-

out; UOR: idealized unmitigated overload rate; RVR: realized SLO-violation 

rate from single-period request-level re-simulation with one extra replica ready 

after startup delay d; Energy: modeled Wh per target period and instance at d = 

20 s. Oracle: scale out exactly in violating periods. 

V. DISCUSSION AND LIMITATIONS 

Interpretation. Because the idealized proxy assumes that 
every scale-out absorbs the period's overload, it overstated both 
the value of prediction and the cost of miscalibration. Window 
summaries are noisier over three periods, attention is normalized 
over fewer positions, and a recurrent state stays near its 
initialization; these untested mechanisms may explain why 
mappings fitted on long windows mis-scale short ones. In C, 
gains shrank as the startup delay grew and came mostly from 
violations that had not yet begun, consistent with replicas 
arriving after backlog or a slow node had already fixed the 
period's tail latency; screening added replicas for slow nodes, in 
line with anomaly-aware scheduling [11], could reduce induced 
violations but was not tested. Operationally, reliability should be 
reported per telemetry regime, automation that acts on high 
confidence should be gated on regime-matched recalibration or 
retraining, and calibration should be evaluated with request-
level outcomes. Temperature and Platt scaling need only labeled 
calibration windows from the target regime and leave the 
predictor and serving engine unchanged. The 0.25 threshold 
holds only for the assumed cost ratio. 

Limitations. All data are synthetic and all outcomes are 
simulated. A and B are abstract, and C uses illustrative engine 
and power parameters that were not fitted to hardware or 
production traces, so its violation rates and energy values are 
model outputs; energy is a modeled estimate, not a power 
measurement. Scale-outs were evaluated one period at a time, 
without persistent capacity, scale-in, cooldown, or a closed 
control loop, so long-term deployment benefits are not 
established. Startup delays of at most 40 s are short relative to 
reported model-loading times [8], truncation does not model 
cold-start dynamics, corruption was limited to binary marker 
errors, hyperparameters were tuned only on clean long windows, 
and five replicates limit the precision of between-seed variation. 
The findings apply within the generators, parameters, and 
evaluation conditions studied. 



VI. CONCLUSION 

In this simulation study, short histories were the main threat 
to calibration (RQ1): models trained on long histories became 
overconfident or conservative, whereas a Markov filter stayed 
calibrated and matched retraining removed most of the error. 
Marker errors hurt the marker-dependent filter most, and neither 
noise floors nor stragglers removed the short-history 
miscalibration (RQ2). Target-regime recalibration cut ECE by 
up to 68.7% and the idealized UOR of the overconfident models 
by 59.8–82.8%, although idealized costs in A stayed above 
always-on provisioning, whereas transferred maps did little 
(RQ3). With a 20-s startup delay in the request-level simulator, 
the learned predictors used 24.0–25.3% less modeled energy 
than always-on scale-out, with a 1.0–1.2 percentage-point 
increase in the SLO-violation rate. Overload predictors should 
therefore be recalibrated per telemetry regime and checked at the 
request level before their probabilities gate provisioning. 
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