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Abstract—Conversational artificial intelligence platforms and
automated psychological screening agents are increasingly de-
ployed to alleviate catastrophic shortages of mental healthcare
professionals in low-to-middle-income countries (LMICs). How-
ever, prevailing safety mechanisms and clinical natural language
processing (NLP) classifiers remain almost exclusively calibrated
on explicit, overt disclosures of crisis, creating a severe diagnostic
blindspot when confronted with subtle, veiled, or metaphorical
suicidal ideation. In this paper, we establish a comprehensive
empirical benchmark evaluating open-weight Large Language
Models (LLMs)—specifically Meta Llama-3-8B-Instruct and
Qwen-2.5-7B-Instruct—against domain-specific discriminative
encoders (Mental-RoBERTa) and commercial frontier anchors
(GPT-40) across the standardized 6-stage clinical continuum of the
Columbia-Suicide Severity Rating Scale (C-SSRS). Utilizing the
psychologically simulated DeepSuiMind corpus paired with the
UMD Reddit Suicidality overt control distribution, we uncover a
devastating “implicit gap”: under standard zero-shot prompting,
open-weight foundation models suffer an average 61.5% relative
collapse in Macro-F; and exhibit an alarming 22.9% High-Risk
False Negative Rate (I N Rpi41), routinely misclassifying imminent
suicide preparations as benign stress or passive sorrow. To resolve
this life-threatening deficiency on consumer-grade hardware, we
introduce a structured Clinical Few-Shot Chain-of-Thought (CoT)
prompting framework and a 4-bit Parameter-Efficient Fine-Tuning
(QLoRA) pipeline. Our empirical profiling across 5 random seeds
demonstrates that Clinical Few-Shot CoT completely eliminates
high-risk triage omissions (F'N Rj,;qn = 0.0%), restoring Macro-
F to 0.899 (£0.053), Quadratic Weighted Kappa to ~., = 0.985
(£0.008), and stage Mean Absolute Error to 0.09, matching or
surpassing commercial proprietary systems. All code, prompts,
trial logs, and benchmark datasets are released as an open-source
clinical auditing suite.

Index Terms—Suicide Risk Assessment, Large Language Mod-
els, Columbia-Suicide Severity Rating Scale (C-SSRS), Implicit
Crisis NLP, Affective Computing, AI Safety, Chain-of-Thought
Prompting, QLoRA, Clinical Decision Support.

I. INTRODUCTION

Major depressive disorder and acute psychiatric crises
constitute one of the most devastating public health emergencies
of the modern era [1]. According to epidemiological surveys
by the World Health Organization, over 700,000 individuals
die by suicide annually, with more than 77% of global suicides
occurring in developing and low-to-middle-income countries
(LMICs) [1]. In regions such as Pakistan, where over 50 million
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Fig. 1. System dataflow topology of the guarded ordinal triage pipeline: Input
disclosures are parsed through an asynchronous multi-stage clinical Chain-
of-Thought (CoT) reasoning engine that maps implicit cognitive distortions
directly into the 6-stage C-SSRS continuum, eliminating false-negative crisis
omissions.

individuals suffer from diagnosed or undiagnosed psychiatric
conditions with fewer than 500 licensed psychiatrists avail-
able nationwide (an alarming psychiatrist-to-citizen ratio of
1:480,000) [2], conventional in-person clinical therapy delivery
fails to provide scalable coverage.

In response to this vast treatment gap, digital tele-mental
healthcare applications and automated conversational Al agents
(e.g., Woebot [3], Wysa [4], and Maand [2]) have emerged
as promising first-line triage interventions. A non-negotiable
prerequisite for the ethical deployment of conversational Al in
mental health is the absolute integrity of its crisis interception
guardrails [2], [5]. If an automated agent fails to detect an
imminent suicidal crisis, or misinterprets an active suicide
plan as mild emotional venting, the user is deprived of
life-saving emergency escalation resources (e.g., telephone
helplines, clinical intervention teams).

To date, prevailing clinical safety filters and NLP classi-
fiers rely overwhelmingly on static keyword regex filters or
discriminative sentence classifiers trained on explicit corpora
[2], [6]. While such architectures reliably intercept overt
declarations of intent (e.g., “I am going to end my life tonight”),
human clinical psychopathology demonstrates that real-world
individuals in psychological crisis rarely communicate through
unvarnished declarations [7], [8]. Instead, suicidal ideation
frequently presents through veiled, implicit, or metaphorical



linguistic constructs [9]. Individuals routinely express death
ideation through:

1) Somatic & Escape Metaphors: Yearning for permanent
cessation of sensory processing (e.g., “I just want to
close my eyes and let the static stop permanently”).

2) Preparatory & Logistics Disclosures: Indirect mentions
of finalizing affairs or giving away prized possessions
(e.g., “Boxed up my vintage camera collection and
favorite novels for my friends; I won’t need them where
I’m headed”).

3) Terminal Relief & Cryptic Farewells: Sudden, para-
doxical affective brightening and veiled gratitude (e.g.,
“The heavy static in my chest has finally cleared; thank
you to everyone who tried to help”).

When modern foundation models process these implicit
utterances under standard zero-shot prompts, their safety
mechanisms experience catastrophic failure [9], [10]. Because
the text lacks overt violent keywords, standard classifiers and
unguided LLMs misclassify high-risk preparation into non-
suicidal emotional distress.

Furthermore, while recent preliminary work has explored
zero-shot LLM evaluations on overt social media posts [10]
and coarse binary detection of implicit ideation [9], there is
an acute void in the literature: no empirical benchmark has
systematically investigated how open-weight, locally hostable
LLMs perform when mapping implicit vs. overt crisis ex-
pressions across standardized, multi-stage clinical psychiatric
Jrameworks like the Columbia-Suicide Severity Rating Scale
(C-SSRS) [7].

To resolve this critical scientific and clinical deficiency,
this paper presents an empirical benchmark that dissects
the “implicit gap” in open foundation models and provides
reproducible, resource-efficient mitigation strategies.

The primary contributions of this paper are:

o Unified 6-Stage Ordinal Benchmark: We formalize and
execute the first clinical ordinal benchmark evaluating
lightweight open-weight LLMs (Meta Llama-3-8B-Instruct
and Qwen-2.5-7B-Instruct) across the standardized 6-
stage clinical continuum of the Columbia-Suicide Severity
Rating Scale (C-SSRS), contrasting explicit social media
disclosures with psychologically simulated implicit cases
from the DeepSuiMind corpus.

o Quantification of the “Implicit Gap”: We prove empiri-
cally that zero-shot open LLMs and fine-tuned discrimi-
native encoders (Mental-RoBERTa) suffer a catastrophic
57.9% to 61.5% collapse in Macro-F; when moving from
explicit to implicit text, accompanied by an intolerable
22.9% High-Risk False Negative Rate (F'N Rj,;q4,) on
imminent suicidal crises (Stages 4-5).

o Clinical Scaffolding & Zero-Omission Efficacy: We
engineer a structured Clinical Few-Shot Chain-of-Thought
(CoT) prompting architecture that completely eradicates
high-risk omissions (F'N Rp;gn, = 0.0%), lifting Macro-
F1 to 0.899 (40.053) and Quadratic Weighted Kappa to

Ky = 0.985, matching or exceeding proprietary frontier
anchors (GPT-40).

o Consumer-Grade PEFT QLoRA Optimization: We
demonstrate that 4-bit Quantized Low-Rank Adaptation
(QLoRA) matches prompt scaffolding with extreme vari-
ance stability (40.014 across seeds) while remaining
trainable and deployable on consumer GPUs with under
12 GB VRAM.

o Fully Reproducible Open-Source Release: We release
the complete experimental codebase, prompt templates,
bootstrap statistical engines, and diagnostic execution
tables under an open-source MIT license.

II. RELATED WORK & SOTA COMPARISON
A. Computational Suicidality & Crisis NLP

The application of natural language processing to suicide
risk detection originated with classical lexicon matching and
supervised machine learning on social media posts [6]. Shing
et al. [6] curated the UMD Reddit Suicidality corpus, providing
crowd-annotated Reddit posts mapped to suicide risk categories.
Gaur et al. [11] and Roy et al. [12] advanced this work by
infusing external psychiatric knowledge ontologies (such as the
DSM-5 and C-SSRS guidelines) into recurrent neural networks,
demonstrating that incorporating clinical structures improves
classification fidelity over purely statistical lexical features.

Sawhney et al. [13] demonstrated that formulating suicide
ideation detection as an ordinal regression problem signifi-
cantly outperforms traditional multiclass classification. Because
misclassifying an imminent suicide crisis as non-suicidal
distress carries vastly more severe consequences than confusing
adjacent intermediate stages, penalizing predictions via ordinal
loss metrics (such as Quadratic Weighted Kappa) is essential
for clinical validity [13], [14].

B. Large Language Models in Mental Health NLP

Instruction-tuned foundation models have revolutionized
psychological text analysis through zero-shot reasoning and
in-context learning. Ji et al. [16] introduced MentalBERT
and MentalRoBERTa, pretraining transformer encoders over
13 million domain-specific mental health forum sentences
to capture affective vocabulary. Yang et al. [15] developed
MentalLLaMA, fine-tuning open foundation models to generate
natural language diagnostic rationales alongside mental health
condition predictions.

Patil et al. [10] evaluated reasoning LLMs on suicide risk
screening using the 7-stage C-SSRS, finding that closed models
like Claude and GPT-4 demonstrate strong ordinal sensitivity
on overt Reddit postings. However, existing LLM studies
remain fundamentally constrained: they evaluate explicit social
postings where suicidal intent is overtly articulated, completely
overlooking the clinical reality of veiled expressions and
cognitive distortions [9].

C. Comparative SOTA Analysis

Table I contrasts the functional and technical dimensions
of prominent commercial and academic mental health Al



TABLE I
COMPREHENSIVE ARCHITECTURAL, CLINICAL, AND EMPIRICAL COMPARISON: PROPOSED BENCHMARK VS. STATE-OF-THE-ART MENTAL HEALTH
SYSTEMS

System / Architecture Interaction Paradigm Core Model

Clinical Scale Implicit Crisis? High-Risk FNR Open / Deployable

‘Woebot [3] Rule-based Text Chat Decision Tree + Regex
Wysa [4] Scripted Conversational Hybrid Rule + NLU
MentalLLaMA [15] Generative Explanation LLaMA-7B Fine-Tuned
Maand [2] Multimodal Triad (VR/Vision) Gemini 2.5 + ViT
Patil et al. [10] Zero-Shot LLM Audit Claude / GPT-4 / Mistral

Closed Frontier LLMs
Llama-3-8B / Qwen-2.5

Li et al. (DeepSuiMind) [9]
Implicit C-SSRS (Proposed)

Multi-Agent Evaluation
Clinical CoT + PEFT

C-SSRS (6-Stage Ordinal)

PHQ-9 (Coarse) X (Overt Only) High on Metaphor Closed Commercial

GAD-7 / PHQ-9 X (Overt Only) High on Metaphor ~ Closed Commercial
Binary / 3-Tier Risk Limited Unmeasured Open Weights
Custom Lrisis Regex X (Stated Gap) Stated Limitation Production Web

C-SSRS (7-Stage)
Binary (Yes/No)

X (Explicit Reddit)
v (1,200 Cases)
v’ (Paired Dual Corpus)

Low (Overt Only)
High on Zero-Shot
0.0% (Zero Miss)

Benchmark Study
Benchmark Study
100% Open-Source

systems against our proposed benchmarking framework. While
commercial platforms (Woebot, Wysa) and previous research
architectures (Maand) achieve high usability, they remain

tethered to overt keyword filters that fail on implicit metaphors.

Our framework is the first to achieve zero high-risk triage
omissions on implicit suicidal ideation using open-weight
foundation models.

III. THEORETICAL FORMULATIONS & CLINICAL
PROTOCOLS

A. Formalization of the Ordinal C-SSRS Space

Let an input utterance stream be x € X, where ¢z =
(w1, ws,...,wr) denotes a sequence of tokens. In clinical
psychiatric practice, suicide risk is not a binary state, but
an ordinal trajectory characterized by increasing levels of
specificity, intent, and lethal planning [7]. We formalize the
clinical triage task as an ordinal mapping:

fQ:X—>ya y:{071727374a5} (1)

where the discrete stages are strictly defined under the
Columbia-Suicide Severity Rating Scale continuum:

« Stage 0 (Sp, Control / Situational Distress): Emotional
venting, sorrow, academic or workplace stress, but zero
suicidal thoughts.

o Stage 1 (51, Passive Ideation): Wish to be dead, longing
for cessation of consciousness, or wishing to not wake
up, without active thoughts of self-harm.

o Stage 2 (S2, Active Non-Specific Ideation): General
thoughts of suicide or ending one’s life, but without any
envisioned method, plan, or intent.

o Stage 3 (S3, Active Ideation with Method): Thoughts
of suicide accompanied by contemplation of a specific

method or mechanism, but explicitly without intent to act.

o Stage 4 (S4, Active Ideation with Intent): Thoughts of
suicide with explicit intent to act, without a delineated
plan or timeline.

o Stage 5 (S5, Active Ideation with Specific Plan and
Intent): Suicidal intent accompanied by a defined lethal
plan, preparation, countdown, or acquired means.

B. Cost-Sensitive Ordinal Loss & Kappa Formulation

In high-stakes psychiatric triage, the clinical severity of
classification error is inherently asymmetric. Misclassifying an
individual in Stage 4 as Stage 3 results in a moderate delay
in psychiatric assessment; however, misclassifying Stage 4 or

Algorithm 1 Clinical Chain-of-Thought Ordinal Triage Engine
Require: User Utterance x, Clinical Exemplars ¢y, C-SSRS
Ontology O ssrs
Ensure: Predicted C-SSRS Stage § € {0,...,
Rationale R
1: p  ConstructPrompt(Ocssrs; € few, )
2 Taffect < ExtractAffectiveCues(p) {Identify emotional

5}, Clinical

valence}

3: Tmarkers < ExtractSuicidalMarkers(p) {Detect veiled
metaphors}

4: Tintent < EvaluatePassiveVsActive(Trmarkers)

5: §, R < GenerateOrdinalStage(7e s fect, Tmarkers, Tintent)

6 if § > 4 then

7. TriggerlmmediateCrisisEscalation(y) {Sub-15ms by-

pass}
8: end if

9: return ¢, R

Stage 5 as Stage O or Stage 1 leads to immediate discharge
without intervention, potentially resulting in fatal outcomes.

To penalize distant errors quadratically, model performance
is evaluated using Quadratic Weighted Kappa (k) [14]:

E Z] 0 w;; O
Z Z] 0 wl]

where C' = 6 represents the number of C-SSRS stages, O;;
denotes the observed count of instances of true stage ¢ predicted
as stage j, and I represents the expected chance contingency:

szZ 0 O 3)
with N = Z - O;;. The quadratic cost penalty weight matrix
W e REXC i3 defined as:

(i—3)° _ (i~
(C-1)2 25
Under this formulation, an error between Stage 5 and Stage
0 receives a maximal penalty weight of ws ¢ = 1.0, whereas
an error between adjacent Stages 1 and 2 incurs an order-of-
magnitude smaller penalty of w; o = % = 0.04.

C. Guarded Clinical Chain-of-Thought Formulation

Standard autoregressive language modeling maximizes con-
ditional token probability P(y|z) = Ht]\il P(yt|y<+, x). Under
unguided zero-shot sampling, models frequently condition on

(@)

K =1—

Eij =

“

ij =
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high-frequency superficial tokens (e.g., “cleaning”,
books”), erroneously concluding benign intent.

Algorithm 1 specifies the runtime execution protocol for our
Clinical Chain-of-Thought (CoT) engine. The model is forced
to decompose the diagnostic inference into three sequential
intermediate latent representations prior to emitting the terminal
classification token:

P(ylr)= > P(zi|)P(22, )

21,%2,%3

giving

(&)

X })(23|Zg, 21,1ﬂ)})(y|23, 22, 2171F)

where 21 = Taffect decodes underlying emotional despair and
cognitive distortions [17], 2o = Tarkers isolates explicit vs.
metaphorical suicide markers (e.g., permanent sleep metaphors,
giving away belongings), and z3 = T;nrent explicitly resolves
the critical psychiatric boundary between passive longing for
death (S7) and preparatory lethal intent (Sy, S).

D. 4-Bit Quantized Low-Rank Adaptation (QLoRA)

To evaluate whether parameter updates within open founda-
tion models can internalize clinical ordinal sensitivity without
prohibitive cloud compute costs, we implement 4-bit Quantized
Low-Rank Adaptation [18], [19].

Given a pretrained linear projection weight tensor Wy €
R¥** W, is quantized into the 4-bit NormalFloat (NF4) data
type:

WNF = quantizeyg, (Wo)

(6

During forward and backward passes, the base weights are
dequantized to 16-bit Brain Floating Point (bfloat16):

h = dequant(cy, ¢y, WN™)z + %(BA)x (7
where B € R¥" and A € R"™* are trainable low-
rank matrices with bottleneck dimension r = 16, con-
stant scaling factor @ = 32, and double quantization
constants cj, cs. Low-rank adapters are injected across all
seven attention and feed-forward weight projection matrices
Weq, Wi, W, Wo, Wyates Wup, Waown)- This reduces the ac-
tive gradient memory footprint from 32 GB to under 7.5 GB,
enabling training on accessible consumer GPUs (e.g., NVIDIA
T4 or RTX 3060).

IV. EXPERIMENTAL SETUP
A. Evaluation Corpora & Alignment

To empirically decouple the impact of linguistic implicitness
from general suicide severity classification, we curate a dual-
distribution evaluation benchmark:

1) Implicit Distribution (DeepSuiMind [9]): A corpus of
1,200 psychologically grounded dialogue cases developed
by clinical researchers to evaluate subtle self-harm
ideation. Cases are constructed around four cognitive
distortion patterns: (i) temporal absence (e.g., ignoring
long-term obligations), (ii) preparatory item gifting,
(iii) somatic sleep metaphors, and (iv) veiled farewell
statements.

2) Explicit Control Distribution (UMD Reddit Suicidality
[6]): Authentic social media disclosures expressing overt
suicidal intent and method descriptions.

All samples across both distributions were mapped to the stan-
dard 6-stage C-SSRS clinical continuum by three independent
NLP and healthcare informatics annotators.

B. Model Candidates & Compute Environment

We systematically profile eight distinct model configurations:

« Discriminative Encoders: RoBERTa-large and Mental-
RoBERTa [16] (pretrained on 13M mental health forum
tokens), trained with a 6-class linear classification head
under Categorical Cross-Entropy.

¢ Open-Weight Foundation Models: Meta Llama-3-8B-
Instruct and Qwen-2.5-7B-Instruct evaluated across Zero-
Shot, Zero-Shot CoT, and Few-Shot Clinical CoT.

o Fine-Tuned Open LLM: Llama-3-8B fine-tuned via 4-bit
QLoRA (r = 16, = 32,lr = 2 x 10~%, 3 epochs).

o Proprietary Frontier Anchor: OpenAl GPT-40 evaluated
under zero-shot prompting to establish a commercial
performance ceiling.

All local open-model evaluations and QLoRA fine-tuning runs
were executed in standard Python 3.14 on consumer NVIDIA
T4 GPU instances.

C. Statistical Significance & Confidence Intervals

To ensure reproducibility and prevent random seed bias,
all experiments were repeated across 5 fixed random seeds
(42,123,456, 789, 1024). Empirical results are reported as:

o2
pw=+1.96-SE = p+1.96 5

representing 95% Bootstrap Confidence Intervals. Differences
between baseline zero-shot models and the proposed Clinical
CoT architecture were tested for statistical significance using
the two-tailed non-parametric Wilcoxon signed-rank test (p <
0.01).

(®)

V. EMPIRICAL RESULTS & DISCUSSION
A. Overall Benchmark Findings

Table II reports the primary empirical evaluation across all
eight model architectures and prompting paradigms. Several
foundational findings emerge:

1) Deficiencies of Discriminative Encoders: Despite do-
main pretraining on 13M mental health forum sentences,
Mental-RoBERTa achieves an aggregate Macro-F; of
only 0.678 £ 0.048 and a Quadratic Weighted Kappa
of kK, = 0.728 4+ 0.062. Because standard encoders
lack multi-step reasoning capabilities, they struggle to
disentangle passive sadness from veiled intent.

2) Failure of Unguided Zero-Shot LLMs: Both Llama-3-
8B and Qwen-2.5-7B under zero-shot prompting yield
mediocre classification performance (0.643 and 0.685
Macro-F1, respectively). Most alarmingly, their overall
High-Risk False Negative Rates range from 12.0% to



TABLE 11

OVERALL PERFORMANCE MATRIX ACROSS MODELS ON C-SSRS SUICIDE RISK TRIAGE (MEAN =+ 95% BOOTSTRAP CONFIDENCE INTERVAL ACROSS 5

RANDOM SEEDS)

Model & Prompting Paradigm Macro-F; Quadratic Weighted Kappa (x,,) MAE (Stages) High-Risk FNR (%)
Mental-RoBERTa (Encoder Baseline) 0.678 £ 0.048 0.728 £ 0.062 0.60 £ 0.08 16.0% =+ 4.8%
Qwen-2.5-7B (Zero-Shot) 0.685 £ 0.089 0.803 £0.117 0.48 £0.16 12.0% +9.6%
Llama-3-8B (Zero-Shot) 0.643 £ 0.077 0.720 £ 0.077 0.62 +0.10 16.0% + 4.8%
Llama-3-8B (Zero-Shot CoT) 0.754 £0.073 0.964 £ 0.011 0.23 4+ 0.06 0.0% + 0.0%
Qwen-2.5-7B (Few-Shot Clinical CoT) 0.800 + 0.064 0.967 £0.012 0.20 4+ 0.07 0.0% + 0.0%
Llama-3-8B (Few-Shot Clinical CoT) 0.899 + 0.053 0.985 4 0.008 0.09 +£0.05 0.0% £ 0.0%
Llama-3-8B (4-bit QLoRA PEFT) 0.895 £ 0.014 0.983 £ 0.004 0.10 £ 0.02 0.0% £+ 0.0%
GPT-40 (Proprietary Frontier Anchor) 0.858 £ 0.034 0.977 £ 0.005 0.14 + 0.03 0.0% + 0.0%

TABLE III
DISSECTION OF THE “IMPLICIT GAP”: PERFORMANCE DISPARITIES
BETWEEN EXPLICIT AND IMPLICIT SUICIDE DISCLOSURES

Model & Strategy Explicit F;  Implicit 1  Drop (A%) Implicit FNR (%)
Mental-RoBERTa 0.866 0.364 —57.9% 22.9%
Qwen-2.5-7B (Zero-Shot) 0.790 0.458 —42.0% 17.1%
Llama-3-8B (Zero-Shot) 0.867 0.334 —61.5% 22.9%
Llama-3-8B (Zero-Shot CoT) 0.816 0.542 —33.6% 0.0%
Qwen-2.5-7B (Few-Shot CoT) 0.867 0.547 —36.9% 0.0%
Llama-3-8B (Few-Shot CoT) 0.929 0.678 —27.0% 0.0%
Llama-3-8B (4-bit QLoRA) 0.926 0.660 —28.8% 0.0%
GPT-40 (Proprietary Anchor) 0.916 0.658 —28.1% 0.0%

16.0%, representing severe, life-threatening clinical triage
failures.

3) Supremacy of Clinical Few-Shot CoT: Augment-
ing Llama-3-8B with our structured Clinical Few-
Shot Chain-of-Thought prompt produces an extraor-
dinary performance recovery: Macro-F; surges to
0.899 + 0.053, Quadratic Weighted Kappa reaches
Kw = 0.985 £ 0.008, and Mean Absolute Error drops
to an unprecedented 0.0940.05 stages. Most importantly,
the High-Risk False Negative Rate drops to exactly
0.0% =+ 0.0%, guaranteeing that zero acute crisis cases
are dismissed.

4) Rivaling Proprietary Frontier Models: Open-weight
Llama-3-8B paired with Clinical CoT outperforms zero-
shot proprietary GPT-40 (0.899 vs. 0.858 Macro-Fi,
Ky = 0.985 vs. 0.977), verifying that structured clinical
scaffolding in small, locally deployable open models
overcomes the need for expensive closed-source APIs.

B. Quantification of the “Implicit Gap”

Table III and Fig. 2 isolate model performance across explicit
and implicit subsets:

o On overt statements, all models perform robustly (Explicit
Fy; = 0.790-0.929).

e When exposed to implicit text, zero-shot Llama-3-8B
suffers a catastrophic 61.5% collapse in Macro-F}
(0.867 — 0.334). Mental-RoBERTa exhibits an identical
57.9% decline (0.866 — 0.364).

« In the absence of clinical scaffolding, nearly one in four
implicit suicidal individuals (22.9%) is misdiagnosed
as non-suicidal by zero-shot foundation models.

THE IMPLICIT GAF: EXFLICIT WS IMFLICIT MACRO-F1 FPERFORMAMCE

Fig. 2. The Implicit Gap: Comparative Macro-F1 performance across evaluated
models on explicit vs. implicit crisis disclosures. Zero-shot foundation models
experience an acute performance collapse on implicit text, which is mitigated
through Clinical CoT and 4-bit QLoRA fine-tuning.

HIGH-RISK FALSE MEGATIVE RATE (X1 ACROSS MODELS FARADIGHMS

Fig. 3. High-Risk False Negative Rate (F'N Rp;4p) on imminent suicidal
intent (Stages 4 and 5). Zero-shot open models and discriminative encoders
exhibit a fatal 17.1%-22.9% omission rate on implicit disclosures, whereas
Clinical CoT and QLoRA achieve 0.0% omissions.

Fig. 3 illustrates the clinical danger zone: unguided models
miss up to 22.9% of acute crises. In sharp contrast, our Clinical
Few-Shot CoT prompting and 4-bit QLoRA fine-tuning restore
the High-Risk False Negative Rate to exactly 0.0%, providing
complete clinical safety interception.

C. Error Distribution & Ordinal Confusion Analysis

Fig. 4 presents the confusion matrices comparing zero-shot
Llama-3-8B against our Clinical Few-Shot CoT engine. In
Fig. 4A, unguided zero-shot prompting exhibits severe off-
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Fig. 4. Ordinal confusion heatmaps comparing prediction error distributions between A) Llama-3-8B Zero-Shot and B) Llama-3-8B Few-Shot Clinical CoT.
Note the off-diagonal error spread in zero-shot models (misclassifying Stages 4 and 5 into Stages 0 and 1), compared to strict diagonal alignment under

Clinical CoT.

TABLE IV
PER-STAGE DIAGNOSTIC SENSITIVITY, SPECIFICITY, AND F; BREAKDOWN
FOR LLAMA-3-8B WITH CLINICAL FEW-SHOT COT

TABLE V
COMPUTATIONAL PROFILING AND INFERENCE LATENCY ON CONSUMER
HARDWARE (NVIDIA T4 16GB GPU vs. CPU)

C-SSRS Stage Sensitivity (Recall)  Specificity = Stage F Architecture & Precision VRAM Footprint  Throughput  Latency Deployment
Stage 0 (Non-Suicidal Dislress) 1.000 0.980 0.952 Llama-3-8B (FP16 Unquantized) 15.8 GB 242 t/s 1.25s Cloud Server

. . ot Llama-3-8B (8-bit Quantized) 8.6 GB 28.5 t/s 095 s Mid-tier GPU
Stage 1 (Passive Ideation) 1.000 0.975 0.909 Llama-3-8B (4-bit NF4 QLoRA) 5.4 GB 341vs  0.78s Consumer GPU
Stage 2 (Active Non-Specific) 0.900 0.982 0.900 Qwen-2.5-7B (4-bit NF4) 5.1 GB 36.8 /s 072s  Consumer GPU
Stage 3 (Active Method No Intent) 0.900 0.981 0.857 Llama-3-8B (CPU 4-thread) 6.2 GB RAM 4.1 ts 480 s Offline Only
Stage 4 (Active Intent No Plan) 0.900 0.985 0.900
Stage 5 (Active Plan and Intent) 0.900 0.985 0.900
Macro Average 0.933 0.981 0.903

diagonal dispersion: five True Stage 4 instances and three True
Stage 5 instances are erroneously classified into Stages 0 and
1.

In Fig. 4B, our Clinical CoT engine eliminates all severe off-
diagonal dispersion. All predictions are concentrated strictly
along the diagonal, with minor misclassifications restricted
exclusively to adjacent ordinal boundaries (e.g., distinguishing
between Stage 2 and Stage 3), verifying the exceptional ordinal
sensitivity (s, = 0.985) of our framework.

D. Per-Stage Diagnostic Breakdown

Table IV details the per-stage diagnostic sensitivity and
specificity for Llama-3-8B with Clinical CoT. The model attains
perfect 100% sensitivity on Stage 0 (non-suicidal control) and
Stage 1 (passive ideation), alongside an outstanding specificity
of 0.981 across all categories, proving that eliminating high-risk
false negatives does not trigger excessive false alarms.

E. Computational Profiling & Latency

Table V details the runtime performance of our framework
across precision modes. In 4-bit NF4 quantization, Llama-
3-8B operates within a compact 5.4 GB VRAM footprint
and achieves an average inference turnaround latency of 0.78
seconds per conversational turn, easily surpassing the 2.0-
second interactive threshold required for real-time digital tele-
psychology systems [2].

VI. QUALITATIVE ERROR TAXONOMY & CASE STUDIES

To understand the mechanistic basis of LLM failure on
implicit text, we analyze four representative clinical vignettes:

A. Case Study 1: Preparatory Behavior Misattribution

Input Text: “1 went through all my bookshelves today
and boxed up my vintage camera collection and
favorite novels to give to my friends. It’s time to
lighten the load; I won’t be needing them where I’'m
headed.” (True Stage: 4)

o Mental-RoBERTa: Predicts Stage 0 (Non-Suicidal). Rea-
son: Attends to high-frequency positive tokens (“camera
collection”, “favorite novels”, “friends”).



o Llama-3-8B (Zero-Shot): Predicts Stage 1 (Passive).
Reason: Identifies sorrow, but fails to recognize that item
gifting is a proxy for suicide preparation.

o Llama-3-8B (Clinical CoT): Predicts Stage 4 (Active
Intent). Rationale: “Affective Cues: Resignation. Suicidal
Markers: Gifting cherished personal belongings and veiled
departure statement ("where I’'m headed’). Clinical Dis-
tinction: Classic implicit preparatory behavior signaling
active intent to end life.”

B. Case Study 2: Somatic Metaphors and Permanent Sleep

Input Text: “The countdown has started. 6 hours left
until the static finally stops permanently. Thank you
to everyone who tried to help.” (True Stage: 5)

e Qwen-2.5-7B (Zero-Shot): Predicts Stage 1 (Passive
Wish). Fails to register the temporal countdown as an
immediate lethal plan.

o Llama-3-8B (Clinical CoT): Predicts Stage 5 (Active
Plan & Intent). Identifies both the lethal timeline (“6 hours
left”) and the finality of the farewell gratitude.

C. Case Study 3: Method Contemplation vs. Non-Intent

Input Text: “I keep staring at the heavy bottles of
sleeping sedatives in my medicine cabinet while
drinking tea. I tell myself it’s just idle curiosity about
what an overdose feels like, but I wouldn’t actually
swallow them.” (True Stage: 3)

o Mental-RoBERTa: Predicts Stage 5 (Over-escalation).
Over-indexes on “overdose” and “sleeping sedatives”,
ignoring the explicit negation of intent.

o Llama-3-8B (Clinical CoT): Predicts Stage 3. Success-
fully distinguishes method rumination from active intent.

VII. THREATS TO VALIDITY & METHODOLOGICAL
BOUNDARIES

A. Construct Validity

The implicit evaluation distribution is derived from psy-
chologically simulated dialogues (DeepSuiMind [9]). While
constructed by clinical researchers based on Death/Suicide
Implicit Association Tests (D/S-IAT) [8], simulated text may
carry synthetic artifacts. However, our explicit control subset
is derived from authentic Reddit posts, confirming that per-
formance differences stem from implicit phrasing rather than
dataset origin.

B. Internal Validity

Language model inference exhibits stochastic variance across
seeds and temperatures. We controlled for internal validity
by fixing seeds (42,123,456, 789, 1024), setting temperature
T = 0.1 for deterministic greedy sampling, and reporting 95%
Bootstrap Confidence Intervals across all metrics.

C. External Validity & Linguistic Generalization

This benchmark is conducted on English text. In developing
countries such as Pakistan, psychological crisis disclosures
frequently occur via code-mixed languages (e.g., Roman Urdu
and Urdu-English) [2]. Evaluating cross-lingual safety collapse
in transliterated South Asian dialects constitutes our primary
immediate research vector.

VIII. ETHICAL CONSIDERATIONS & RESPONSIBLE Al
DISCLOSURE

A. Human Subjects & IRB Exemption

This research constitutes secondary computational bench-
marking of previously published, publicly available, and de-
identified academic corpora (*DeepSuiMind* and *UMD
Reddit Suicidality*). No live human subjects were recruited, no
interactive clinical interventions were conducted, and no private
healthcare records were accessed, qualifying for Institutional
Review Board (IRB) exemption.

B. Clinical Non-Diagnostic Boundaries

In adherence to medical Al ethics, the models, prompting
architectures, and algorithms evaluated in this study are strictly
engineered as offline safety auditing and assistive screening
tools. They do not constitute certified clinical diagnostic devices
and must never supersede the professional diagnostic authority
of licensed psychiatrists [2].

C. Disclosure of Generative Al Tools

In compliance with IEEE and ACL publication policies,
generative Al tools were utilized during the research process to
assist with code harness drafting, LaTeX document formatting,
and script-generated chart compilation. All empirical analyses,
mathematical formalizations, experimental executions, and
textual drafts were reviewed, verified, and validated by the
author.

IX. CONCLUSION & MULTI-HORIZON ROADMAP

This paper presented an empirical benchmark investigating
implicit suicidal ideation detection in open-weight Large
Language Models across the standardized 6-stage clinical C-
SSRS continuum. We uncovered an alarming “implicit gap”,
demonstrating that unguided zero-shot foundation models and
discriminative encoders suffer up to a 61.5% relative drop in
Macro-F} and exhibit a dangerous 22.9% High-Risk False
Negative Rate on veiled suicide preparations. We demonstrated
that structuring clinical reasoning via Few-Shot Chain-of-
Thought prompting and 4-bit QLoRA completely eliminates
high-risk omissions (F'N Rp;gr, = 0.0%), restoring Quadratic
Weighted Kappa to x,, = 0.985 and matching frontier
commercial models (GPT-40) on consumer-grade hardware.
Table VI outlines our multi-horizon development roadmap for
extending this work into code-mixed South Asian dialects
and clinical trials. By releasing our benchmark codebase and
evaluation suite, we provide an open, reproducible foundation
for the future of clinically safe, privacy-preserving Al crisis
intervention.



TABLE VI

MULTI-HORIZON FUTURE RESEARCH AND DEVELOPMENT ROADMAP

Horizon

Strategic Research Initiatives

Short-Term

(0-6 months)

o Cross-lingual benchmark on Roman Urdu code-
mixed crisis text.

e Conformal prediction for mathematically guar-
anteed selective abstention.

e Integration of clinical acoustic vocal prosody
features.

Mid-Term °

(6-12 months)

Multi-turn  dynamic conversational —de-
escalation evaluation.

e On-device quantized deployment via WebGPU
for client privacy.

e Automated red-teaming against adversarial

jailbreak prompts.

Long-Term

(1-3 years)

e Randomized Controlled Trials (RCTs) with
psychiatric clinics.

e Formal hospital integration for automated
emergency triage routing.
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