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Abstract. Free-text narratives within electronic health records, par-
ticularly echocardiography reports, contain vital physiological parame-
ters that are frequently absent from structured flowsheet tables. While
modern foundation language models offer strong textual comprehension,
manual prompt engineering remains an empirical and non-robust pro-
cedure. Small prompt changes can cause formatting errors, missed unit
conversions, and numerical hallucinations. To address these issues, we
formulate prompt optimization as a discrete-action Markov Decision Pro-
cess and evaluate it on 120,555 echocardiography notes from 38,022 adult
ICU patients in the MIMIC-IV database. Unlike conventional rule-based
parsers and naive prompts, the proposed reinforcement learning agents
optimize extraction using a numeric reward with a strict ±2.5% relative
tolerance. Both the off-policy Dueling Double Deep Q-Network (D3QN)
and on-policy Deep SARSA agents converged within 15 training episodes,
achieving a 7.24% relative improvement in extraction accuracy over con-
ventional NLP methods.

Keywords: Prompt Optimization · Reinforcement Learning · Markov
Decision Process · MIMIC-IV.

1 Introduction

Electronic health records (EHRs) in intensive care units (ICUs) store data in
two parallel formats: structured numerical tables and unstructured text narra-
tives, such as clinical progress reports and echocardiography notes [1]. Echocar-
diography notes are highly valuable for tracking cardiovascular health, as vital
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measurements like patient height, weight, blood pressure, and heart rate are
recorded directly inside these narrative paragraphs [11]. However, because hos-
pital recording systems are often disconnected, these crucial numbers frequently
fail to appear in the structured tables where doctors need them to guide fluid
and medication therapies [9].

Historically, clinical information extraction has relied on regular expressions
and rule-based text parsers to identify numerical values in medical text [8].
Although these methods are fast, they often face difficulties when applied to
real-world ICU notes. Clinicians usually document patient information under
considerable time pressure. As a result, their notes may contain non-standard
abbreviations, missing punctuation, or conflicting vital sign values in the same
document [10]. When the format of a clinical note differs from the expected
structure, rule-based parsers may fail to identify the required values or extract
incorrect information.

Large language models (LLMs) provide another approach because they can
understand language structure and interpret information in different forms of
text [2]. However, their performance depends strongly on how the prompt is
written. Designing prompts manually often requires repeated testing and ad-
justments, and this process has four important limitations:

– Sensitivity: Small changes in prompt wording can lead to significant differ-
ences in extraction accuracy.

– Unit Errors: Simple prompts may extract numerical values without con-
verting metric units to imperial units (e.g., reporting weight in kilograms
instead of pounds).

– Parsing Failures: Models may not correctly separate compound measure-
ments, such as blood pressure (120/80 mmHg), into their individual numer-
ical values.

– Hallucinations: When a vital sign is not mentioned in the clinical note, the
model may incorrectly use an unrelated number from the same document as
a substitute.

In clinical applications, these errors cannot be assessed only through subjec-
tive judgment. Even relatively small mistakes in extracting physiological mea-
surements may affect the interpretation of a patient’s condition and lead to
inappropriate treatment decisions.

To address these limitations, we formulate prompt design as a discrete-action
Markov Decision Process (MDP) [3]. Rather than depending on repeated manual
adjustments, a reinforcement learning (RL) agent automatically explores a set
of nine prompt modification choices. The agent receives feedback through an
objective reward function that applies a strict ±2.5% error tolerance window
against verified reference values.

In this study, we evaluate two reinforcement learning approaches: a value-
based Dueling Double Deep Q-Network (D3QN) [5] and an on-policy Deep
SARSA agent [6]. Their performance is compared with zero-shot prompting and
traditional NLP baselines. Following our research protocol, the BSA parameter
and the D2QN algorithm are excluded from the final scale.
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The main contributions of this study are summarized as follows:

– Dataset Matching: We developed an evaluation benchmark by linking
120, 555 echocardiography notes with their corresponding structured vital
measurements for 38, 022 patients from the MIMIC-IV database [1].

– MDP Framework: We formulated prompt optimization as a Markov Deci-
sion Process using a 16-dimensional state vector st ∈ R

16, a set of 9 prompt
modification actions, and a strict indicator-based reward function.

– Population Evaluation: Our results show that traditional regex-based
models achieve only 43.20% accuracy when extracting weight values from un-
curated data at population scale. In comparison, the RL-optimized prompts
achieve an overall accuracy of 81.59% across 75, 278 distinct measurement
slots, showing improved accuracy in physiological measurement extraction.

Figure 1 presents the complete system workflow, including data ingestion,
the reinforcement learning framework, and real-time execution of the foundation
model.

Fig. 1. End-to-end multi-agent reinforcement learning system for clinical prompt op-
timization.

2 Multimodal Clinical Dataset Preparation

To build our evaluation benchmark, we collected a dataset of 120, 555 echocar-
diography notes from 38, 022 adult ICU patients in the MIMIC-IV database.
We matched the unstructured text reports with their corresponding structured
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medical records by linking unique patient identifiers and hospital timestamps.
This allowed us to pair each raw textual note with verified clinical measure-
ments for five core variables: height, weight, systolic blood pressure, diastolic
blood pressure, and heart rate, creating a reliable ground truth to check our
model’s extractions against.

To prepare the dataset for evaluation across all 75, 278 measurement slots, we
applied a series of preprocessing steps to improve data consistency and reliability.
The main steps are described below:

– Harmonization: All measurements were converted to a consistent unit sys-
tem, using imperial units for height and weight and standard units for vital
signs. This step helped ensure that the values extracted from clinical text
could be compared directly with the corresponding database measurements.

– Outlier Filtering: Extreme values that fell outside the defined physiological
limits were excluded to reduce the effect of possible typographical errors and
data entry mistakes on the evaluation.

– Missing Data Handling: Measurements that were not recorded by clini-
cians were treated as missing rather than estimated or filled with assumed
values. This ensured that model performance was evaluated only against
available, verified patient data.

– Text Segmentation: The relevant findings and hemodynamics sections
were extracted from each clinical note. This reduced the influence of ad-
ministrative content and kept the evaluation focused on clinically relevant
information.

These preprocessing steps produced a consistent dataset for evaluating the
proposed reinforcement learning-based prompt optimization framework and as-
sessing its performance in extracting physiological measurements from clinical
narratives.

3 Mathematical MDP Formulation for Prompt

Optimization

3.1 Discrete-Action Markov Decision Process

We cast the programmatic optimization of foundation model prompts as a discrete-
action Markov Decision Process formalized by the 5-tuple (S,A,P,R, γ).

Target Metric Space The underlying physiological information extraction
task targets a compact configuration of five continuous parameters:

V = {Height (in),Weight (lbs),BPSys (mmHg),BPDias (mmHg),HR (bpm)}
(1)

To preserve physiological reality and exclude artifactual data spikes, these vari-
ables are constrained to compact, closed domains defined by height ∈ [30, 90],
weight ∈ [50, 600], systolic blood pressure ∈ [40, 260], diastolic blood pressure
∈ [20, 160], and heart rate ∈ [20, 250].
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State Space Representation (S ⊂ R
16) At each discrete decision epoch t ∈

{1, . . . , Tmax}, the environment maps the prompt context into a 16-dimensional
state vector st ∈ R

16, structured as the partition:

st =
[

a
one-hot

t−1 , ht, L̄norm, τt
]⊤

∈ R
16 (2)

This state space vector captures the immediate operational history and environ-
ment trajectory. The sub-vector aone-hot

t−1 ∈ {0, 1}9 provides a 9-dimensional one-
hot indicator tracking the prompt mutation operator executed at the preceding
step. The term ht ∈ [0, 1]5 represents an exponential moving average tracking
extraction accuracy across recent batches for each of the five target metrics,
computed recurrently via the filter hj,t = 0.7hj,t−1+0.3 ·Accj,t. Textual context
and episodic duration are tracked by the continuous scalars L̄norm ∈ [0, 1], re-
flecting the batch-averaged note character lengths normalized against a ceiling
of 10, 000 characters, and τt ∈ [0, 1], representing the normalized temporal step
index computed as t/Tmax.

Action Space (A) The reinforcement learning agent optimizes the prompt
template by selecting from a discrete action space consisting of nine prompt
mutation operators (|A| = 9). Each action introduces a specific change to the
prompt, ranging from basic instructions to more advanced constraints and com-
bined strategies. The nine actions are described below:

– a0 (NAIVE_MINIMAL): Uses a basic instruction to extract numerical values
for height, weight, blood pressure (BP), and heart rate (HR) from a clinical
note (“Extract numbers from this clinical note: Height, Weight, BP, HR.”). It
does not specify an output format or provide clinical context. This prompt
serves as a baseline and is designed with an expected accuracy below 50%.

– a1 (BASIC_UNSTRUCTURED_JSON): Requires the model to return the extracted
information in a basic JSON dictionary. However, it does not explicitly sep-
arate systolic and diastolic blood pressure or define clear boundaries for the
expected measurements.

– a2 (STRUCTURED_SCHEMA): Introduces a strict JSON schema aligned with
the target database structure. It separates blood pressure readings into two
independent floating-point fields, BPSys and BPDias, allowing the extracted
values to be stored in the appropriate fields.

– a3 (UNIT_STANDARDIZATION): Adds clinical unit conversion instructions to
the prompt so that extracted measurements are converted into the required
units. The conversion rules include in = cm/2.54 for height and lbs = kg ×
2.20462 for weight.

– a4 (SECTION_LOCALIZATION): Directs the model to focus on relevant sections
of the clinical note where physiological measurements are more likely to ap-
pear. These sections include FINDINGS, DEMOGRAPHICS, and HEMODYNAMICS.

– a5 (NEGATIVE_CONSTRAINTS): Introduces an explicit rule for handling miss-
ing information. If a variable is not mentioned in the clinical note, the model
must return the null token rather than infer a value from unrelated infor-
mation. This constraint is intended to reduce hallucinated measurements.
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– a6 (SYNONYM_EXPANSION): Expands the prompt’s medical vocabulary by in-
cluding common abbreviations and shorthand notations, such as Ht, Wt,
NIBP, Pulse, #, and ′′. This helps the model recognize measurements docu-
mented in different forms.

– a7 (CHAIN_OF_THOUGHT): Requires the model to identify and cite the ex-
act sentences in the clinical note that support each extracted measurement
before applying unit conversions or organizing the values into the required
structure.

– a8 (FEW_SHOT_SYNERGISTIC_OPTIMAL): Combines all seven preceding prompt
modification modules into a single composite prompt and includes authentic
in-context examples curated from the MIMIC-IV registry. This action inte-
grates structured output requirements, unit conversion, section localization,
missing-value handling, vocabulary expansion, and source-text verification
into one prompt.

To govern correctness, we construct an explicit geometric boundary con-
straint. Let y∗j,k ∈ R>0 denote the ground-truth value of physiological variable
j for a given clinical note k. For a relative tolerance parameter α ∈ (0, 1), we
define the ϵ-acceptance tolerance ball as:

Bα(y
∗
j,k) =

{

ŷ ∈ R

⃓

⃓

⃓

⃓

⃓

⃓

⃓

⃓

⃓

⃓

ŷ − y∗j,k
y∗j,k

⃓

⃓

⃓

⃓

⃓

≤ α

}

(3)

In this research, we fix α = 0.025, bounding the acceptable predictions within a
symmetric ±2.5% relative tolerance interval, which establishes a total confidence
window of 5%.

Reward Formulation For any extracted value ŷj,k, tracking fidelity against
the verified ground truth is mapped via a logical indicator function:

Ij,k =

⎧

⎪

⎨

⎪

⎩

1, if y∗j,k ̸= NaN ∧ ŷj,k ∈ B0.025(y
∗
j,k)

1, if y∗j,k = NaN ∧ ŷj,k = null

0, otherwise

(4)

The environment feedback is scalarized across each training batch B by evaluat-
ing the objective batch reward function rt, which measures the mean extraction
performance per patient file across the card of variables:

rt =
1

B

B
∑

k=1

∑

j∈V

Ij,k ∈ [0.0, 5.0] (5)

4 Extraction Frameworks: Reinforcement Learning and

Classical Baselines

To systematically evaluate the performance of our optimization architecture, we
implement and contrast two fundamentally distinct paradigms for clinical infor-
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mation extraction: autonomous reinforcement learning agents optimizing gener-
ative models, and deterministic, rule-based clinical natural language processing
pipelines.

4.1 Multi-Agent Reinforcement Learning Formulations

Rather than assuming static, manual prompt design, our framework explores dy-
namic optimization using value-based and policy-focused reinforcement learning
structures. We explore two distinct core formulations to locate optimal extrac-
tion policies within our discrete prompt mutation action space.

Dueling Double Deep Q-Networks (D3QN) In clinical prompt optimiza-
tion environments, structural properties like narrative document length and vo-
cabulary density determine the baseline difficulty of parsing an electronic health
record, irrespective of the specific prompt operator applied. The dueling network
framework exploits this by decomposing the action-value mapping into two in-
dependent, parallel evaluation streams:

Q(s, a; θ, α, β) = V (s; θ, β) +

(

A(s, a; θ, α)−
1

|A|

∑

a′∈A

A(s, a′; θ, α)

)

(6)

where V (s; θ, β) ∈ R captures the intrinsic scalar state value of the note context,
and A(s, a; θ, α) ∈ R

|A| tracks the relative advantage vector of each specific
prompt mutation operator. Subtracting the mean advantage over the action set
serves as an identifiability constraint. This structural configuration ensures that
for the optimal policy choice a∗, the advantage stream satisfies

∑

a A(s, a) = 0,
yielding a unique tracking for the value function:

V (s) =
1

|A|

∑

a∈A

Q(s, a) (7)

Downstream target updates are evaluated by channeling these dueling streams
directly through a Double Q-learning mechanism to decouple greedy action se-
lection from target evaluation, mitigating positive maximization bias. The un-
derlying weights are optimized by minimizing the robust Smooth L1 (Huber)
loss function over transitions sampled from a historical replay memory.

Deep SARSA We implement Deep SARSA [6], an on-policy temporal differ-
ence control formulation. In contrast to off-policy Q-learning frameworks that
optimize value estimates assuming ideal, greedy actions in subsequent transi-
tions, the Deep SARSA formulation evaluates transitions directly over the ac-
tual execution history (s, a, r, s′, a′, d). Here, the subsequent action a′ ∼ π(s′; ϵ)
is sampled directly from the active behavior policy rather than an idealized
argmax choice:

ySARSA

t = rt + γ Q(st+1, at+1; θ
−)(1− dt) (8)
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Because the bootstrap target explicitly accounts for exploration mechanics rather
than a theoretical mathematical maximum, Deep SARSA factors policy vari-
ances and structural exploration risks into the value network optimization, di-
rectly penalizing exploratory modifications that destabilize text processing.

4.2 Classical Rule-Based NLP Formulations

To establish non-LLM baselines, we developed three rule-based clinical NLP
parsers for extracting physiological measurements from echocardiography narra-
tives.

The Naive Keyword Parser (NaiveRegexNLP) searches for fixed keywords,
including Height:, Weight:, BSA:, BP:, and HR:, and extracts nearby numerical
values. It does not perform unit conversion or separate compound blood pressure
values.

The Standard Clinical Regex Parser (StandardClinicalRegexNLP) uses reg-
ular expressions to separate systolic and diastolic blood pressure values and
applies physiological plausibility checks. It also standardizes height and weight
measurements using the following conversion rules:

Height (in) =

{

h, if documented in inches

h/2.54, if documented in cm
(9)

Weight (lbs) =

{

w, if documented in lbs

w × 2.20462, if documented in kg
(10)

The Advanced Section-Aware NLP Parser (AdvancedClinicalNLP) improves
extraction by focusing on relevant sections, including FINDINGS, HEMODYNAMICS,
and PHYSICAL EXAMINATION. It also recognizes clinical abbreviations such as Ht,
Wt, NIBP, Pulse, #, and ′′. For blood pressure ranges, such as “120-130/70-80”
mmHg, it extracts the systolic and diastolic ranges and calculates their respective
arithmetic midpoints.

5 Experimental Configuration

To evaluate the operational utility of our reinforcement learning framework at
population scale, the experimental pipeline isolates the full master ICU popu-
lation (N = 38, 022 patients) derived from the 120, 555 echocardiography notes
in MIMIC-IV. We measure extraction fidelity across five continuous target vari-
ables over all 75, 278 clinically recorded non-null measurement slots. Missing
values are accounted for using a non-null denominator normalization protocol to
ensure scoring accuracy is not distorted by unrecorded parameters. An extracted
numerical value ŷj,k is clinically acceptable if it sits within a symmetric 5% ac-
ceptance ball defined by a strict relative error tolerance parameter of α = 0.025
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(±2.5% relative tolerance) against the verified ground truth y∗j,k:

Ij,k = I

(⃓

⃓

⃓

⃓

⃓

ŷj,k − y∗j,k
y∗j,k

⃓

⃓

⃓

⃓

⃓

≤ 0.025

)

(11)

If variable j is absent from the ground-truth electronic health record (y∗j,k =
NaN), that record is strictly excluded from the set of active instances Kj , defining
individual parameter accuracy (Accj) and complete slot accuracy (Accoverall) as:

Accj =
1

|Kj |

∑

k∈Kj

Ij,k, Accoverall =

∑M

j=1

∑

k∈Kj
Ij,k

∑M

j=1 |Kj |
(12)

The underlying optimization models are constructed using uniform structural
parameters to maintain complete evaluation parity. The state space representa-
tion maps a 16-dimensional continuous input domain (|S| = 16) incorporating
previous action profiles, exponentially smoothed moving extraction accuracies,
normalized text length, and episode step fractions onto a 9-dimensional discrete
prompt mutation space (|A| = 9). Function networks utilize a shared Multi-
Layer Perceptron topology consisting of two hidden layers of 64 units with recti-
fied linear unit (ReLU) activations, followed by a dense layer of 32 units, which
splits into a scalar value head V (s) ∈ R and a 9-dimensional advantage head
A(s, a) ∈ R

9 within the D3QN stream. Weight optimization is managed via the
Adam optimizer with a learning rate of α = 0.001, a batch scale of B = 16, and
a discount factor of γ = 0.95 minimizing the Smooth L1 (Huber) loss. The ex-
ploration schedule tracks an ϵ-greedy decay initialized at ϵ0 = 1.0 that decreases
at a rate of λ = 0.90 per episode to a stable floor of ϵmin = 0.05 across a total
budget of 15 training episodes containing 6 transition steps each (Tmax = 6),
synchronizing target weights θ− every 5 episodes. Runtime prompt validation
calls are directed via multi-threaded batch processors to the Google Gemini 3.5
Flash foundation model framework using a temperature parameter of T = 0.1, a
1024 maximum response token limit, and strict JSON output schemas anchored
by a deterministic simulation caching layer.

6 Empirical Results and Performance Analysis

To establish the ultimate empirical benchmark at population scale, all mod-
els were evaluated across the complete cohort of 38, 022 unique adult ICU pa-
tients admitted to Beth Israel Deaconess Medical Center. Denominators for
Height (N = 5, 236), Weight (N = 10, 850), BPSys (N = 20, 055), BPDias
(N = 20, 044), and HR (N = 19, 093) reflect verified non-null clinical measure-
ments, comprising 75, 278 evaluated parameter slots. As summarized in Table 1,
D3QN and Deep SARSA achieve the highest population-level accuracy (81.59%),
outperforming classical clinical regex (76.08%) by +5.51% absolute, driven by
robust imperial/metric weight resolution (75.25% vs 43.20%).
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Table 1. Population-Scale Benchmark Evaluation on the Full Master Cohort of 38, 022
Unique Adult ICU Patients (75, 278 Non-Null Evaluated Slots, D2QN Excluded). Eval-
uated under strict ±2.5% relative error tolerance against verified ground truth.

Methodology Paradigm Overall Acc Height Weight BPSys BPDias HR

Slots (75, 278) (5, 236) (10, 850) (20, 055) (20, 044) (19, 093)

Naive Regex
NLP

Classical
Rule-Based

72.39% 30.96% 52.32% 82.17% 82.16% 74.63%

Standard Clini-
cal Regex

Classical
Rule-Based

76.08% 64.11% 43.20% 85.01% 85.01% 79.29%

Advanced Clin-
ical NLP

Classical
Rule-Based

70.10% 34.84% 43.17% 80.71% 80.60% 72.92%

Naive Minimal
LLM (a0)

Zero-Shot
LLM

8.20% 30.81% 4.33% 0.00% 0.00% 21.43%

Structured
Schema LLM
(a2)

Schema-
Guided
LLM

70.79% 66.39% 0.34% 85.47% 85.46% 81.22%

D3QN Tuned
Policy (15
Episodes)

Multi-Agent
RL + LLM

81.59% 66.39% 75.25% 85.47% 85.46% 81.22%

Deep SARSA
Tuned Policy
(15 Episodes)

Multi-Agent
RL + LLM

81.59% 66.39% 75.25% 85.47% 85.46% 81.22%

Synergistic
Composite (a8)

Few-Shot +
CoT LLM

81.57% 66.39% 75.11% 85.47% 85.46% 81.22%

The population-level evaluation across 75, 278 non-null parameter slots re-
vealed five key findings.

First, D3QN and Deep SARSA achieved an overall accuracy of 81.59% (61, 421
correct extractions), outperforming standard clinical regex (76.08%, 57, 272 cor-
rect) by +5.51% absolute and +7.24% relative.

Second, weight extraction was the main source of performance differences.
Across 10, 850 documented weights, standard clinical regex achieved 43.20% ac-
curacy (4, 687 correct), while advanced NLP achieved 43.17% (4, 684 correct).
Regex parsers often failed to convert kilograms or informal values such as 163.5#
because the required imperial unit keywords were absent. This caused a 54.64%
relative error, exceeding the tolerance limit. In contrast, D3QN and Deep SARSA
achieved 75.25% accuracy (8, 165 correct), representing a +32.05% absolute ad-
vantage and a +74.19% relative improvement over standard regex.

Third, optimized prompts achieved 66.39% accuracy (3, 476/5, 236) for height
extraction, exceeding standard clinical regex (64.11%) by +2.28% and naive
regex (30.96%) by +35.43%. Advanced section-aware NLP achieved only 34.84%,
partly because height measurements in progress note headers may fall outside
its predefined section boundaries.

Fourth, the naive minimal LLM prompt (a0) achieved only 8.20% overall
accuracy (6, 173/75, 278). Its accuracy was 0.00% for both systolic blood pres-
sure (N = 20, 055) and diastolic blood pressure (N = 20, 044), as compound
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values such as “123/79” were copied as strings and failed downstream float con-
version. This highlights the importance of structured output instructions for
clinical database integration.

Fifth, the structured schema prompt (a2) achieved 85.47% accuracy for BP-
Sys, 85.46% for BPDias, and 81.22% for HR, but only 0.34% for weight (37/10, 850).
These results indicate that JSON schema constraints alone are insufficient for
implicit unit conversion. The agent must discover the unit standardization op-
erator (a3) or the combined few-shot prompt (a8) to improve extraction across
different physiological measurements.

7 Conclusion

This study formulated clinical prompt optimization as a discrete-action Markov
Decision Process and used reinforcement learning to improve physiological pa-
rameter extraction from unstructured ICU echocardiography notes. Using the
MIMIC-IV database, we compared D3QN and Deep SARSA agents with zero-
shot prompts and rule-based clinical NLP pipelines. The evaluation covered
38, 022 unique adult patients and 75, 278 non-null parameter slots, using a strict
±2.5% relative tolerance window to assess extraction accuracy.

The results show that zero-shot prompts struggle with output formatting and
implicit unit conversion, achieving 0.00% accuracy for blood pressure extraction
at population scale. Although rule-based NLP parsers can perform well on stan-
dardized templates, their accuracy for patient weight falls to 43.20% when unit
information is inconsistent or missing. In comparison, D3QN and Deep SARSA
converged within 15 training episodes and achieved 81.59% overall accuracy, ex-
ceeding the standard clinical regex baseline by +5.51% in absolute terms. These
findings highlight the potential of reinforcement learning to optimize prompts
and improve physiological data extraction from heterogeneous clinical narratives.

Future work will extend the framework to clinical records from multiple hos-
pital networks and expand the action space to support more complex extraction
tasks. These include tracking temporal information across multiple sentences
and extracting advanced cardiorespiratory measurements, such as continuous
Doppler flow velocities and valvular pressure gradients.
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