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Abstract

Artificial intelligence (Al) is now present in every stage of the academic research life cycle, yet the rules
governing its use remain fragmented. Following PRISMA 2020, this systematic review used 34 structured
search strings and citation chasing to search literature published between 2015 and 2025. Of 359
records identified, 124 studies and documents met the inclusion criteria: 40 empirical studies, 43
conceptual analyses or commentaries, 20 policy and guidance documents, 17 reviews and 4
methodological frameworks; 83% were published from 2023 onwards. Guidance converges on a narrow
set of standards: Al cannot be an author, material use must be disclosed, and humans remain
accountable. Disclosure thresholds, Al in peer review, Al-generated images, Al-text detectors and the
regulatory treatment of research remain contested. Challenges fall into three clusters: algorithmic bias;
data governance, privacy and consent; and transparency, reproducibility and integrity, where empirical
studies document fabricated references, unreliable and biased detectors, and rapidly rising, mostly
undisclosed Al use. Emerging responses include lifecycle-based guidance, structured documentation,
tailored ethics review and interdisciplinary oversight. We propose an integrated framework linking five
principles to five research stages and an agenda emphasizing context-sensitive ethics, public
participation and international coordination.

1. Introduction

Artificial intelligence (Al) has moved from a specialized research object to a general-purpose research
instrument. Machine learning models now predict protein structures with near-experimental accuracy
(Jumper et al. 2021), accelerate hypothesis generation and experimental design across the natural
sciences (Wang et al. 2023), and, since the public release of large language models (LLMs) such as
ChatGPT in late 2022, assist researchers with literature searching, coding, drafting, translation, and
editing. A survey of more than 1,600 researchers conducted by Nature found that a substantial share
already used Al tools in their work and expected those tools to become central to research practice
within a decade, while simultaneously voicing concern about misinformation, fraud, and bias (Van
Noorden and Perkel 2023). Large-scale linguistic analyses indicate that LLM-modified text rose rapidly in
scientific abstracts after 2022, most steeply in computer science (Liang et al. 2024a).

This diffusion has outpaced the evolution of common ethical standards. Traditional research-ethics
frameworks, such as the principles of beneficence, justice, and respect for persons in the Belmont
Report (National Commission for the Protection of Human Subjects of Biomedical and Behavioral
Research 1979), were developed for investigator-participant relationships in which the researcher had
control over the instruments of inquiry and could provide an explanation. Al violates these assumptions:
models can be black boxes to their designers, trained on data collected without the knowledge of the
people it describes, and capable of producing fluent but false content. At the same time, the
multiplication of Al ethics guidelines, which had surpassed eighty by 2019 (Jobin et al. 2019), has
resulted in a gap between abstract principles and operational practice, as noted by several authors
(Mittelstadt 2019; Morley et al. 2020).
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They have been mapped in existing reviews on general Al ethics principles (Jobin et al. 2019; Hagendorff
2020), on the use of generative Al in education (Kasneci et al. 2023) or on the particular question of Al
authorship (Lund et al. 2023). Few studies collate the ethical consequences of using Al for academic
research as a practice including responses of researchers, institutions, publishers, and regulators, areas
of agreement and disagreement, and remaining unresolved challenges in one framework. Resnik and
Hosseini (2025b) contend that current guidance on research ethics needs to be revised considerably to
include Al as a research tool. But systematic evidence on current practices is dispersed across
disciplines and document types.

This review addresses that gap. Drawing on both primary sources (empirical studies, audits, and
surveys) and secondary sources (conceptual analyses, reviews, and policy and guidance documents), it
asks four research questions (RQs):

* RQ1. What fundamental principles of ethical research are invoked for the use of Al in academic
research, and how are they interpreted in this context?

¢ RQ2. What are the current practices of researchers, institutions, publishers, and regulators, and
where do they converge or diverge?

e RQ3. What are the principal ethical challenges associated with Al-enabled research?

* RQ4. What strategies are emerging to address these challenges, and what future research is
needed?

The review makes three contributions. First, it provides a detailed synthesis of ethical guidance and
evidence from the social sciences, biomedicine, computer science, and research-integrity scholarship.
Secondly it gives a structured comparison of the convergence and divergence of the most important
sources of guidance. Third, it implies a prioritized research agenda and an integrated lifecycle
framework. The remainder of the paper is organized as follows. Section 2 presents the conceptual
underpinnings. The methodology for the review is presented in Section 3. Section 4 presents the results
for RQ2—RQ4. Implications, future directions and constraints are discussed in Section 5 and Section 6
concludes.

2. Conceptual foundations: principles of ethical research in the age
of Al

Historically, research ethics has been founded on principlism, which involves the application of a limited
number of mid-level principles to organize moral reasoning (Beauchamp and Childress 2019). A
comparable framework has been implemented in the field of Al ethics. Floridi and Cowls (2019)
proposed a unified framework that would enhance the explicability of the four bioethical principles, while
Jobin et al. (2019) identified transparency, justice and fairness, non-maleficence, responsibility, and
privacy as the most frequently cited principles across 84 guidelines. The OECD Recommendation on Al
(OECD 2019) and the UNESCO Recommendation on the Ethics of Artificial Intelligence, which was

adopted by its 193 member states (UNESCO 2021), are intergovernmental instruments that codify
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comparable commitments. Five principles were identified as the most pertinent to academic research
(RQ1) for the purposes of this review.

2.1. Transparency and explicability

Research transparency has historically required methods to be described in a way that is sufficiently
detailed to permit examination and replication. Three levels of transparency are obtained through the use
of Al: explicability (the capacity to understand the logic behind model outputs), disclosure (the degree to
which Al was used), and documentation (the data, model, parameters, and prompts). Technical tools for
the third layer are provided by explainable Al research (Barredo Arrieta et al. 2020). For high-stakes
decisions, Rudin (2019) argues that researchers should give priority to models that are naturally
interpretable rather than post-hoc explanations of black-box systems. Additionally, reproducibility
depends on openness: According to Haibe-Kains et al. (2020), high-profile Al studies may become
effectively unverifiable due to the lack of shared code and model details.

2.2. Justice and fairness

The principle of justice relates to the fair allocation of the benefits and burdens of research. In Al-
enabled research, this includes algorithmic fairness, which is the degree to which models trained on
biased data systematically disadvantage groups based on race, gender, language, geography, or
socioeconomic status (Mehrabi et al. 2021). The structural dimension of justice includes data extraction,
training corpora knowledge system representation, and access to computational resources (Birhane
2021; Crawford 2021).

2.3. Respect for persons, autonomy, and privacy

Respect for individuals underpins informed consent and the protection of individual rights. These
mechanisms are often contested in big-data and Al research, as data is often repurposed, scraped from
public platforms or combined in ways that participants could not have foreseen (Metcalf and Crawford
2016). Rocher et al. (2019) estimated that 99.98% of Americans can be re-identified correctly in any
dataset using 15 demographic attributes, suggesting that de-identification offers weaker protection than
is commonly assumed.

2.4. Accountability and responsibility

Responsibility implies that identifiable individuals should be accountable for the conduct and outcomes
of research. Publishers and ethics bodies have clarified that artificial intelligence systems are not able to
meet authorship criteria because they lack the ability to assume moral or legal obligations (COPE 2023;
ICMJE 2024). Accountability requires that decisions based on Al are contestable and responsibility is not
spread over developers, vendors and users (Raji et al. 2020).

2.5. Research integrity and beneficence
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When generative models produce plausible but fictitious content, the fabrication, falsification, and
plagiarism, honesty, and rigor that constitute research integrity are directly engaged. Al-enabled research
should also be beneficent and non-maleficent, that is, it should offer a net benefit and avoid foreseeable
harm, including environmental costs associated with training large models (Strubell et al. 2019; Bender
et al. 2021).

Table 1 summarizes how these principles are operationalized into specific duties across the research
life-cycle. It is also the analytical lens used during data extraction (Section 3.5).

Table 1
Operationalization of core ethical principles for Al-enabled academic research.
Principle Core question for Al- lllustrative operational obligations
enabled research
Transparency / Can others understand Disclose Al tools, versions, and purposes; share
explicability what Al did, and verify code, data, and prompts where lawful; prefer
it? interpretable models in high-stakes settings
Justice / fairness Who benefits, who is Audit training data and outputs for subgroup
burdened, and is the performance; report demographic composition;
model biased? ensure equitable access and benefit sharing
Respect for Were data subjects’ Obtain appropriate consent or ethics waiver,
persons / privacy, rights and expectations minimise and secure data; assess re-identification
respected? risk; avoid uploading confidential data to third-
party tools
Accountability Who answers for Al- Only humans as authors; named responsibility, for
assisted outputs and verification; documented human oversight;
decisions? mechanisms for contestation and correction
Integrity / Are outputs genuine and  Verify every Al-generated claim and citation;
beneficence is the research net prohibit Al-fabricated data and images; weigh
beneficial? environmental and social costs

Source: Authors' synthesis based on Beauchamp and Childress (2019), Floridi and Cowls (2019), Jobin
et al. (2019), and UNESCO (2021).

3. Methodology
3.1. Review design and protocol

The review followed the Preferred Reporting Items for Systematic Reviews and Meta-Analyses (PRISMA
2020) statement (Page et al. 2021). Because the evidence base is heterogeneous, combining empirical,
conceptual, and normative documents, a qualitative evidence synthesis rather than a meta-analysis was
performed. The protocol, specifying research questions, search strings, eligibility criteria, and synthesis

approach, was defined.

3.2. Information sources and search strategy
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Searches were conducted on 14 October 2026, and eligibility was restricted to documents published
between 1 January 2015 and 31 December 2025. Because direct exports from subscription databases
(Scopus, Web of Science) were not available to the author, 34 structured search strings were executed
through a general scholarly web search that indexes publisher platforms (including ScienceDirect,
SpringerLink, Wiley Online Library, SAGE, and Taylor & Francis), PubMed/PMC, the ACM Digital Library,
and the arXiv and medRxiv preprint servers. Each string combined a technology concept (e.g., artificial
intelligence, machine learning, large language models, ChatGPT, generative Al) with an ethics or integrity
concept (e.g., ethics, integrity, bias, privacy, transparency, disclosure, authorship) and a research-practice
context (e.g., scientific research, scholarly publishing, peer review, ethics committees), and the set of
strings was designed to cover every theme in the review protocol. Every record returned was logged
(Supplementary Table S1, sheets Search_Log and Screening_Log). Additional records were identified
through backward citation chasing from included studies and through known-item checks of guidance
issued by COPE, ICMJE, WAME, major journals and publishers, the European Union, and UNESCO. The
generic Boolean structure underlying the strings, suitable for re-execution in bibliographic databases,
was:

("artificial intelligence" OR "machine learning” OR "deep learning" OR "large language model*" OR
"generative Al" OR ChatGPT) AND (ethic* OR integrity OR "responsible research” OR bias OR fairness OR
transparen* OR privacy OR accountab*) AND ("academic research" OR "scientific research" OR "scholarly
publishing" OR "research practice*" OR "peer review" OR authorship OR "research ethics")

3.3. Eligibility criteria

Eligibility criteria were defined using an adapted Population—Concept—Context framework suited to
scoping and qualitative reviews (Table 2).
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Table 2
Eligibility criteria.

Dimension Inclusion Exclusion Code
Publication 1 January 2015-31 December 2025 Published before 2015 or E1
date after 2025
Population/  Researchers, research institutions, ethics Consumers, industry E2
actors committees/IRBs, funders, publishers, editors,  product teams, clinicians
reviewers, regulators in routine care, students
in classroom assessment
Concept Ethical, integrity, or governance aspects of Purely technical or how-to  E3
using Al to conduct, report, review, or govern work without ethical or
research integrity analysis
Context Academic and scientific research in any General Al ethics without E2
discipline, including scholarly publishing and a research-practice
peer review component; clinical
deployment; industry
practice; teaching and
learning
Document Peer-reviewed empirical, review, and News, blogs, vendor E4
type conceptual articles; peer-reviewed pages, social media,
commentaries; preprints from recognised library how-to guides,
servers reporting original data or analysis; slides, Al-generated
official guidance from publishers, editorial summaries
bodies, governments, and intergovernmental
organisations
Verifiability Venue and authorship verifiable Unrefereed uploads ES
without venue; case
notes; unindexed outlets
Language English Other languages E2
Insufficient - Title, date, or venue could AWC
information not be verified (reported
as awaiting classification)

3.4. Selection process and quality appraisal

All records were recorded in a screening log (Supplementary Table S1) and duplicates removed,
including alternative copies, versions and aggregator listings of the same work. Titles and abstracts
were screened against the inclusion criteria and potentially eligible reports were retrieved in full text.
Each exclusion was assigned a reason code (E1-ES5; Table 2) and records for which bibliographic details
could not be verified were listed as awaiting classification, as recommended by PRISMA 2020. One
reviewer, aided by Al, conducted the screening and data extraction. Entries extracted from titles and
abstracts rather than full texts are indicated in the workbook. The methodological quality of empirical
studies was assessed with the Mixed Methods Appraisal Tool (MMAT) and policy and guidance
documents with the AACODS checklist (authority, accuracy, coverage, objectivity, date, and significance).
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Quality ratings were used to inform the weight of evidence in the synthesis, but were not used for studies
exclusion. The selection process is described in the PRISMA flow diagram (Fig. 1).

3.5. Data extraction and synthesis

Data were extracted by the author using a standardized extraction form for bibliographic details,
document type, discipline, stage of the research lifecycle addressed, ethical principles invoked (Table 1),
challenges identified, key findings, and mitigation measures proposed. The extraction table of all
included studies is completed and available in Supplementary Table S1 (sheet Included_Studies). Data
were synthesized using thematic synthesis (Thomas and Harden 2008) involving line-by-line coding of
findings, organization of codes into descriptive themes, and development of analytical themes mapped
to RQ2-RQ4. For RQ2, guidance documents were further compared against a common set of provisions
to identify convergence and divergence.

4. Results
4.1. Characteristics of the included evidence

The searches identified 314 records, and a further 45 were identified through other methods (Fig. 1).
After removal of 63 duplicates, 296 records were screened by title and abstract, of which 139 were
excluded: 37 fell outside the 2015-2025 window (predominantly items published in 2026), 55 were non-
scholarly sources, and 47 addressed Al ethics outside academic research practice. Of the 157 reports
assessed in full, 5 lacked an ethical or integrity focus, 9 were neither peer-reviewed nor authoritative
guidance, and 19 could not be verified and are reported as awaiting classification. In total, 124 studies
and documents were included in the synthesis.

The included evidence is recent and mostly normative (Fig. 2). Only 21 items (17%) were published
between 2015 and 2022, whereas the remaining 103 (83%) appeared in 2023-2025, after the public
release of ChatGPT. The most common are conceptual analyses and commentaries (n = 43) and
empirical studies (n = 40), followed by policy and guidance documents (n = 20), reviews (n=17), and
methodological frameworks (n = 4). Empirical work has concentrated on four designs: corpus and
linguistic analyses to estimate the prevalence of Al-generated text (Gray 2024; Liang et al. 2024a; Kobak
et al. 2025); experimental tests of generative-Al outputs and detectors (Walters and Wilder 2023; Weber-
Wulff et al. 2023; Hartung et al. 2024); analyses of journal and institutional policies (Ganjavi et al. 2024;
Lund and Naheem 2024); and researcher surveys (Van Noorden and Perkel 2023). Publication policy (n =
28 studies), research integrity (n = 26), and authorship and disclosure (n = 19) were the most frequently
addressed themes, whereas global equity (n = 4), environmental sustainability (n = 2), and public
participation (n = 1) were the least studied. Medicine and the biomedical sciences, computer science,
and research-ethics scholarship contributed most of the evidence.

4.2. Current practices: convergence and divergence (RQ2)
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4.2.1. Areas of convergence

Guidance issued by editorial bodies and publishers following the emergence of ChatGPT converged
rapidly on three norms. First, Al tools cannot be authors. After ChatGPT was listed as a co-author on
several papers and preprints (Stokel-Walker 2023), Nature (2023) and Science (Thorp 2023) declared that
LLMs do not satisfy authorship criteria, a position subsequently adopted by COPE (2023), WAME
(Zielinski et al. 2023), ICMJE (2024), the JAMA Network (Flanagin et al. 2023), a group of bioethics
journal editors (Kaebnick et al. 2023), and Elsevier (2023). Analyses of author instructions confirm the
pattern: by 2023, 87% of the top 100 journals but only 24% of the top 100 publishers provided guidance
on generative Al, and nearly all that did prohibited Al authorship (Ganjavi et al. 2024; see also Lund and
Naheem 2024). This is because authorship entails responsibility and a non-agent cannot be responsible.
Second, any substantive use of Al should be disclosed, generally either in the methods or
acknowledgments section or as a dedicated statement. Third, the accuracy, originality, and integrity of all
content, including any produced with Al assistance, are the sole responsibility of human researchers
(Hosseini et al. 2023).

There is also convergence at the level of general Al governance. The commitment to transparency,
fairness, oversight by humans, privacy and accountability, as reflected in the OECD (2019) principles, the
UNESCO (2021) Recommendation, and the NIST Al Risk Management Framework (NIST 2023), echoes
the principle-level consensus documented by Jobin et al. (2019).

4.2.2. Areas of divergence

There is consensus, under which practice varies in at least five respects (Table 3). (i) Disclosure
thresholds vary: some policies exclude basic language editing and grammar correction, while while
others require disclosure of any generative Al use. The normative literature is split. Resnik and Hosseini
(2025a) argue for mandatory disclosure when Al plays a substantive role in shaping content, data, or
analysis, but optional disclosure for routine language editing. Disclosure of writing assistance is at the
discretion of the author, according to Hosseini et al. (2025). Science prohibited Al-generated text outright
at first, before adopting a disclosed use policy. That shows how quickly the mood has changed. (ii) Peer
review is viewed in an inconsistent way. Some organizations prohibit reviewers from uploading
manuscripts to generative-Al tools due to confidentiality concerns (Elsevier 2023; ICMJE 2024), and
researchers have suggested carefully limited uses to combat reviewer burnout (Hosseini and Horbach
2023). At the same time, this usage is already prevalent, with estimates that LLMs significantly altered
6.5-16.9% of peer-review text at major Al conferences in 2023-2024 (Liang et al. 2024b), Al-assisted
reviews were associated with higher scores and acceptance rates (Latona et al. 2025), and existing
policies have been criticized as inadequate to safeguard review integrity (Mollaki 2024). (iii) Publishers
generally do not permit use of Al-generated images and data unless they are part of the research design,
but institutional rules vary. (iv) Some institutions employ detection tools despite evidence of their
unreliability (Weber-Wulff et al. 2023; Elkhatat et al. 2023) and bias against non-native English writers,
misclassifying more than half of TOEFL essays as Al-generated (Liang et al. 2023). (v) Regulatory scope
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varies The EU Artificial Intelligence Act (European Union 2024) significantly excludes artificial
intelligence systems developed and used exclusively for scientific research and development from its
scope, deferring research governance to institutional and professional self-regulation.
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Table 3

Convergence and divergence in selected guidance on Al use in research and scholarly publishing.

Source

COPE (2023)

ICMJE (2024)

WAME
(Zielinski et al.
2023)

Nature (2023)

Science (Thorp
2023)

Elsevier (2023)

JAMA Network
(Flanagin et al.
2023)

European
Commission
(2024)

EU Al Act
(European
Union 2024)

UNESCO

2021); OECD
2019); NIST
2023

Al as
author

Not
permitted

Not
permitted

Not
permitted

Not
permitted

Not
permitted

Not
permitted

Not
permitted

n/a

n/a

n/a

Disclosure required

Yes

Yes (cover letter and
manuscript)

Yes

Yes (methods or
acknowledgements)

Initially banned text;
later disclosed use
permitted

Yes (dedicated
declaration)

Yes
(acknowledgements
or methods)

Yes (substantial use)

Transparency duties
for certain systems

Transparency as
general principle

Al in peer review

Not specified in
position statement

Reviewers must
not upload
manuscripts where
confidentiality
cannot be assured

Disclosure required
if used

Restricted

Restricted

Reviewers and
editors must not
upload
manuscripts

Must not enter
manuscripts into
tools that breach
confidentiality

Avoid substantial
use in peer review
and evaluation

n/a

n/a

Distinctive
provisions

Authors fully
responsible for
content, including
Al-produced parts

Authors should be
able to assert no
plagiarism in Al-
produced text and
images

Editors need
appropriate tools
to detect Al-
generated content

Generally does not
permit Al-
generated images

Policy revised
within the same
year

Al-generated
images not
permitted unless
part of research
design

Authors
responsible for
accuracy of Al-
generated content

Living guidelines
for researchers,
research
organisations, and
funders

Exclusion for Al
used solely for
scientific R&D

Principle-based
and voluntary; not
research-specific

Note: Policies evolve rapidly; entries reflect the cited versions and should be checked against current
publisher and regulator guidance.
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4.2.3. Researcher and institutional practice

From an empirical point of view, practice has led policy. Surveys indicate widespread acceptance of
generative Al for writing and coding and literature work, with uncertainty about disclosure and concern
about accuracy (Van Noorden and Perkel 2023; Elsevier 2024). Linguistic analyses suggest that use is
massively under-disclosed: about 1% of papers published in 2023 contained marker vocabulary of LLM
assistance (Gray 2024); LLM-modified content made up as much as 17.5% of computer-science
abstracts by early 2024 (Liang et al. 2024a); and at least 13.5% of 2024 PubMed abstracts were
processed with LLMs (Kobak et al. 2025), well beyond rates of formal disclosure. Often, institutional
policies are delegated to the faculty or departmental level, resulting in inconsistency across and within
universities. Research ethics committees and IRBs do not typically have the mandate or expertise to
review Al-specific risks including dataset provenance, model bias, and downstream societal harms,
especially for research that uses existing or publicly available data and is thus outside of traditional
human-subjects review (Metcalf and Crawford 2016; Friesen et al. 2021; Ferretti et al. 2021; Bouhouita-
Guermech et al. 2023); in response, the U.S. Secretary’s Advisory Committee on Human Research
Protections released specific considerations for IRB review of Al research (SACHRP 2022). The NeurlPS
broader-impact requirement provided a natural experiment in self-governance in computer science, but
analyses found statements of uneven depth that rarely engaged with concrete harms (Nanayakkara et al.
2021; Ashurst et al. 2022; Liu et al. 2022).

4.3. Principal ethical challenges (RQ3)

Thematic synthesis identified three dominant challenge clusters and two cross-cutting concerns. Table 4
summarises representative evidence and associated mitigation strategies.

4.3.1. Algorithmic bias and representational harm

Bias can enter Al-enabled research at every stage: through unrepresentative sampling, historically biased
labels, proxy variables, model design, and deployment context (Mehrabi et al. 2021). Landmark audits
illustrate the stakes. Buolamwini and Gebru (2018) found error rates of up to 34.7% for darker-skinned
women in commercial gender classifiers, compared with 0.8% for lighter-skinned men. Obermeyer et al.
(2019) showed that a widely used health-risk algorithm, which used healthcare costs as a proxy for need,
substantially under-identified Black patients for additional care. When such tools are used as research
instruments, bias becomes a validity problem as well as an ethical one, because findings may
systematically misrepresent under-served populations. Generative models introduce further
representational harms by reproducing stereotypes embedded in web-scale training data (Bender et al.
2021; Weidinger et al. 2022), and machine-learning research itself encodes values, such as performance
and generalisation, that can crowd out considerations of justice (Birhane et al. 2022). Purely technical
fairness fixes might fail if they abstract away from social context,” warn Selbst et al. (2019). A more
recent concern arises when LLMs are used as substitutes for human participants or as research
assistants in the social and behavioral sciences: model outputs reflect the skewed populations and
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viewpoints represented in training data, so findings may not generalize to underrepresented groups
(Dillion et al. 2023; Grossmann et al. 2023; Bail 2024).

4.3.2. Data governance, privacy, and consent

The provenance, consent status and licensing of the large datasets underpinning Al research is often
unclear. Web scraping data provokes questions as to whether data being publicly available is equivalent
to consent to be used in research (Metcalf and Crawford 2016; Zook et al. 2017). The re-identification
risks presented by Rocher et al. (2019) call into question the adequacy of anonymization as a safeguard.
A new challenge unique to generative Al is the transmission of confidential content, such as unpublished
manuscripts, participant data and grant proposals, to third-party services whose data-retention and
training practices may be opaque. This is the basis for the confidentiality provisions in peer-review
policies (ICMJE 2024). Robust data governance that follows the FAIR principles of findability,
accessibility, interoperability and reusability (Wilkinson et al. 2016) must therefore be reconciled with
privacy and data-protection obligations.

4.3.3. Transparency, reproducibility, and research integrity

Insufficient reporting and ambiguity threaten reproducibility. Gundersen and Kjensmo (2018) found that
only a small portion of Al papers include enough information for replication. Kapoor and Narayanan
(2023) discovered data leakage in 294 papers across 17 scientific fields using machine learning which
inflated the reported performance. Generative Al brings new integrity risks. LLMs “hallucinate” plausible
but false statements and references. Walters and Wilder (2023) found that 55% of citations generated by
GPT-3.5 and 18% by GPT-4 were fabricated (see also Alkaissi and McFarlane 2023). Comparable results
were reported in medicine, where nearly half of the references in ChatGPT-generated medical content
were fabricated and most of the remainder inaccurate (Bhattacharyya et al. 2023), and hallucination
rates for references proposed for systematic reviews reached 39.6% for GPT-3.5, 28.6% for GPT-4, and
91.4% for Bard (Chelli et al. 2024). Gao et al. (2023) showed that blinded human reviewers identified only
68% of ChatGPT-generated scientific abstracts, while misclassifying 14% of genuine abstracts as
generated, which highlights the potential for undetectable paper-mill content (Kendall and Teixeira da
Silva 2024). Image integrity is similarly threatened: generative models can produce realistic, fabricated
research images (Gu et al. 2022), and expert pathologists could not reliably distinguish Al-generated
from genuine histological images (Hartung et al. 2024). Messeri and Crockett (2024) further warn of
“illusions of understanding," in which reliance on Al leads scientists to believe they understand more than
they do and narrows the range of questions pursued, a concern echoed in expert assessments of how
LLMs should and should not change scientific practice (Binz et al. 2025).

4.3.4. Cross-cutting concerns: accountability and
sustainability

Two other concerns keep coming up. First, diffuse accountability: when Al is used to assist with data
analysis or writing, it may not be obvious who is responsible for errors among researchers, tool
designers, and institutions (Raji et al. 2020). Second, sustainability of the environment and of knowledge.
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Training and running large models consume large amounts of energy and carbon (Strubell et al. 2019).
Moreover, recursively training on Al-generated material can degrade model quality (Shumailov et al.
2024). These raise concerns about the long-term integrity of the scholarly record if synthetic text
proliferates in the literature.

Table 4

Principal ethical challenges, representative evidence, and mitigation strategies.

Challenge

Algorithmic bias

Privacy and
consent

Reproducibility

Integrity of
outputs

Detection and
fairness

Accountability

Sustainability
and epistemics

Mechanism

Unrepresentative data,
biased labels, proxy
variables

Data repurposing,
scraping, re-
identification, third-
party upload

Incomplete reporting;
leakage; proprietary
models

Hallucination,
fabricated citations,
synthetic text and
images

Unreliable, biased Al-
text detectors

Diffused responsibility
across actors

Energy use; model
collapse; narrowing of
inquiry

Representative
evidence

Buolamwini and Gebru
2018); Obermeyer et al.
2019); Mehrabi et al.
2021

Metcalf and Crawford
2016); Rocher et al.
2019

Gundersen and Kjensmo

(2018); Haibe-Kains et
al. (2020); Kapoor and
Narayanan (2023)

Walters and Wilder
2023); Chelli et al.
2024); Gao et al.
2023); Hartung et al.
2024

Weber-Wulff et al.
2023); Elkhatat et al.
2023); Liang et al.
2023

Raji et al. (2020); COPE
(2023)

Strubell et al. (2019);
Shumailov et al. (2024);
Messeri and Crockett
(2024)

Mitigation strategies

Subgroup performance
reporting; datasheets;
bias audits; participatory
design

Data minimisation;
privacy-preserving
methods; updated
consent and REC review;
secure local tools

Code and data sharing;
model cards; Al reporting
guidelines; version pinning

Mandatory human
verification; disclosure
statements; editorial
checks

Do not rely on detectors
as sole evidence; due-
process safeguards

Human authorship;
documented oversight;
contribution statements
(e.g., CRediT)

Report compute;
proportionality
assessment;
methodological pluralism

4.4. Emerging strategies (RQ4)

4.4.1. Ethical standards and guidelines

The first response has been the rapid production of standards. Beyond the publication-ethics guidance in
Table 3, research-specific frameworks are emerging that map ethical obligations to research stages
rather than stating abstract principles (Resnik and Hosseini 2025b). Bockting et al. (2023) proposed
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“living guidelines” overseen by an independent scientific body, an approach subsequently reflected in the
European Commission's living guidelines on the responsible use of generative Al in research (European
Commission 2024). Critics note that principles alone lack enforcement mechanisms and may function
as ethics-washing (Mittelstadt 2019; Munn 2023). The literature therefore increasingly emphasises
translating principles into tools, processes, and accountability structures (Morley et al. 2020;
Whittlestone et al. 2019).

4.4.2. Promoting openness through documentation and
reporting

Structured documentation is the most mature practical strategy. Datasheets for datasets record
motivation, composition, collection processes, and recommended uses (Gebru et al. 2021), while model
cards report intended use and disaggregated performance (Mitchell et al. 2019), and Data Cards extend
this approach to dataset lifecycles (Pushkarna et al. 2022). Uptake remains partial, however: an analysis
of 32,000 model cards found that sections on limitations, bias, and environmental impact were
frequently missing or minimal (Liang et al. 2024c). In biomedicine, Al-specific reporting guidelines,
namely CONSORT-AI and SPIRIT-Al for trials (Liu et al. 2020; Cruz Rivera et al. 2020) and TRIPOD + Al for
prediction models (Collins et al. 2024), operationalise transparency for journals and reviewers. Broader
open-science infrastructures, including code and data sharing mandates and the Transparency and
Openness Promotion (TOP) guidelines (Nosek et al. 2015), provide complementary mechanisms.

4.4.3. Adapting ethics review and governance

Several authors propose extending the remit of RECs and IRBs to include Al-specific risk assessment,
covering dataset provenance, bias, and downstream harm, even where research does not involve direct
human participants (Friesen et al. 2021; Ferretti et al. 2021; Bouhouita-Guermech et al. 2023; SACHRP
2022). Risk-management frameworks such as the NIST Al RMF, organised around the functions govern,
map, measure, and manage (NIST 2023), and accountability auditing frameworks (Raji et al. 2020) offer
templates that institutions can adapt.

4.4.4. Interdisciplinary approaches and capacity building

A recurring recommendation is to embed ethical reflection within research teams through
interdisciplinary collaboration between computer scientists, domain experts, ethicists, legal scholars,
and social scientists, consistent with frameworks of responsible research and innovation that
emphasise anticipation, reflexivity, inclusion, and responsiveness (Stilgoe et al. 2013). Al-literacy training
for researchers, reviewers, and ethics-committee members is widely advocated so that they can
recognise model limitations, verify outputs, and apply disclosure norms consistently (Dwivedi et al. 2023;
van Dis et al. 2023; Binz et al. 2025).

5. Discussion

5.1. Synthesis: from principles to practice
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At the heart of this review is a persistent principle-practice gap. While there are agreements on high-level
values and a limited set of publication rules (e.g., no Al authorship, disclosure, and human
accountability), these rules apply to the visible end of the research lifecycle (writing and publishing)
rather than the upstream stages where many ethical risks exist (data collection and modelling). What
distinguishes these differing disclosure thresholds, peer review, and detection rates is not merely
institutional variation but real normative uncertainty about where assistance ends and authorship
begins.

The five principles in Table 1 are considered cross-cutting obligations that are applicable at any stage of
the research lifecycle. These principles are supported by the governance enablers identified in Section
4.4. The framework's value lies in shifting ethical attention upstream: bias audits and consent review at
the data stage and documentation and verification at the modelling stage, rather than disclosure alone at
the publication stage.

5.2. Future research directions

Building on the gaps identified, we propose a research agenda organised around three priorities
(Table 5).

New ethical frameworks appropriate to Al's complexity. Principist frameworks are troubled by
distributed agency, emergent model behavior and the scale of data reuse. Future work should develop
and empirically test context-sensitive frameworks, such as relational approaches to algorithmic justice
(Birhane 2021) and graded disclosure taxonomies that distinguish editing, analytic, and generative uses
of Al. Notably, there are few empirical studies examining how researchers actually use Al and how
disclosure affects reader trust and reviewer judgment.

Enhanced public participation. Research which uses population-scale data and which produces
knowledge with societal implications deserves public input into its governance. Al research contexts
under-study mechanisms such as citizens’ juries, community advisory boards and participatory dataset
design. An important future direction is to evaluate their impacts on research legitimacy, data quality and
equity, especially for communities that have been historically excluded from or harmed by research.

International collaboration towards global guidelines. There are still major gaps left by the research
exemption under the EU Al Act, by the voluntary nature of the UNESCO and OECD instruments, and by the
Global North focus of the guidance. To counter regulatory arbitrage and ensure guidance reflects diverse
research contexts, comparable policy research, harmonization of publisher and funder mandates, and
the inclusion of Global South institutions in standard-setting are required.
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Table 5
Proposed agenda for future research.

Direction Priority research questions Suggested methods
Context-sensitive  How should disclosure be graded by type of Al Normative analysis; Delphi
ethical use? When does Al assistance undermine studies; vignette experiments;
frameworks authorship or originality? How can relational framework validation studies
justice be operationalised in research design?
Empirical How do researchers actually use and disclose Large-scale surveys;
research on Al? What is the prevalence of undisclosed use bibliometric and linguistic
practice and Al-fabricated content? analysis; audit studies
Public Which participatory mechanisms improve the Participatory action research;
participation legitimacy and equity of Al research? How can  deliberative forums;
affected communities shape dataset comparative case studies
governance?
International How do national and publisher policies Comparative policy analysis;
coordination diverge, and with what consequences? How multi-stakeholder consensus
can Global South perspectives be embedded processes
in standards?
Ethics review How effective are adapted REC/IRB processes, Pre—post evaluations;
and tooling datasheets, and reporting guidelines at randomised trials of reporting
reducing harm? interventions; implementation
science

5.3. Implications for practice

For researchers, the findings suggest that it is their responsibility to fact-check every claim and reference
made by Al; to document Al use throughout the lifecycle, not only in writing; and not to upload
confidential or personal data to external tools without permission. For institutions, they call for clear,
harmonized policies on Al use, Al-competent ethics review and training. For journals and publishers, they
recommend moving toward graded disclosure templates, adopting Al-specific reporting guidelines, and
not relying only on unreliable detectors. They cite the need to fill the governance gap left by research
exemptions and support for international coordination for funders and regulators.

5.4. Limitations

There are several limitations to this review. First, the searches were conducted using a general scholarly
web search and not directly exported from Scopus or Web of Science, and each search string only
yielded the highest-ranked results; the corpus is therefore a structured and reproducible, but non-
exhaustive sample, and relevant studies may have been missed. All search strings are reported to enable
the search to be replicated in bibliographic databases and are included in the screening log. Second,
screening and data extraction were performed by a single reviewer assisted by Al, and some entries of
extraction are based on titles and abstracts, which are flagged in Supplementary Table S1 for
verification. Thirdly, 19 records are yet to be classified as they could not be verified. Fourth, the field is
moving fast, policies may have changed since the search date, and the restriction to English-language
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sources limits generalizability to non-Anglophone and Global South contexts. Finally, the heterogeneity
of included documents precluded quantitative synthesis.

6. Conclusion

Al is transforming the way academic research is conceived, conducted, reported and evaluated. This
systematic review indicates that research community has come to swift agreement on a minimal set of
norms: no Al authorship, disclosure of use, and human accountability, but remains divided on disclosure
thresholds, peer review, detection, and regulatory scope. The central ethical issues are algorithmic bias,
data governance and risks to transparency and integrity. Responses are evolving through standards,
documentation, adapted ethics review and interdisciplinary collaboration. The integrated framework we
propose shifts the locus of ethical attention upstream across the research lifecycle. Future work should
focus on context-sensitive ethical frameworks, significant public participation, and international
collaboration toward globally coherent guidance. Ethics are not an external constraint on Al-enabled
research; they are a condition of its credibility.
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Figure 1

PRISMA 2020 flow diagram of study identification, screening, and inclusion (searches run 14 October
2026; publication window 2015-2025).
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design & curation analysis dissemination evaluation
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Public participation - international coordination of guidance

Figure 2

Integrated framework for ethical Al-enabled academic research, linking cross-cutting principles to
research lifecycle stages and governance enablers (authors' synthesis).
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Figure 3

Included studies (n = 124) by (a) publication year and (b) document type. The dashed line marks the
public release of ChatGPT (November 2022).
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