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Abstract

Sparse workloads in scientific computing, graph analytics, and machine learning
rely on indirect memory accesses (A[B][i]]). These accesses have little spatial
locality, so caches use few words of each line they fetch. We present SecBCache,
a word-granularity sector cache whose interleaved banks can serve different ele-
ments of a vector gather/scatter. It fetches and evicts 8 B subsectors that share
one tag per sector. We evaluate SecBCache in gem5 with breadth-first search
(BFS) and sparse general matrix—matrix multiplication (SpGEMM) on 16 SuiteS-
parse datasets. Compared with an 8-way baseline cache, SecBCache reduces
SRAM data-array writes by a median of 63% for BFS and 80% for SpGEMM.
It also lowers L1 dynamic energy for every dataset. Its area is at most 2.46% of
the cache hierarchy. An analytical bank-conflict model conservatively estimates
median memory-access delay reductions of 26% for BFS and 50% for Sp GEMM.
These are modeled delays, not application speedups.

Keywords: Sector Cache, Sparse Memory, Gather/Scatter, Banked Memory, Vector
Architecture



1 Introduction

Across high-performance computing clusters and consumer edge devices alike, com-
putation has become fundamentally data bound. While hardware designs vary widely
across these domains, both face the same core imperative: maximizing throughput
while minimizing power consumption. This shift has intensified the memory-wall
problem [1], as system performance and energy efficiency now depend far more on
data movement than on raw arithmetic throughput across machine learning, graph
analytics, and scientific simulations [2-5].

In addition, a key issue is the growing prevalence of sparse data structures utilized
in scientific and engineering simulations [6-8], graph analytics [9-12], and machine
learning [13-15] applications, where the accessed memory does not exhibit a pre-
dictable pattern. These datasets are often accessed indirectly, with one load depending
on the result of another (A[B[i]]). In such accesses, BJi] is the independent load that
stores the column index or pointer (contiguous in memory), while A[B[i]] is the depen-
dent load that retrieves the actual non-zero data value without a predictable access
pattern [16].

These workloads contain mostly zero values that do not contribute to the compu-
tation. Compression algorithms such as Compressed Sparse Row (CSR) [17, 18] and
Compressed Sparse Column (CSC) [19, 20] transform these sparse structures into a
dense format comprising non-zero elements, which can be processed by CPUs with
indirect memory access (e.g., A[B[]]).

Similar concepts apply to graph traversal [11]. We note that indirect memory
accesses are common in many HPC applications where the underlying data structure
is not sparse, but the access patterns are often complex and irregular [2]. In fact, prior
studies have shown that indirect memory access instructions dominate the execution
time and the total number of instructions in numerous HPC simulations [2, 8, 21,
22]. Because these addresses are data-dependent, they show little spatial locality, so
a conventional multi-word cache line often delivers only a fraction of useful words,
wasting bandwidth and energy in a memory system that is already the bottleneck [1,
2, 23].

Traditionally, major CPU vendors, such as Intel, AMD, and ARM, have utilized
multi-word cache lines to exploit the spatial and temporal locality inherent in the
memory access patterns of common applications [24]. This cache design optimization,
combined with various algorithms and compiler-level optimizations, has helped reduce
memory access latency while maintaining low cost and energy consumption. Addi-
tionally, Out-of-Order CPUs have enough issue width and load/store units to sustain
multiple in-flight memory requests to extract memory-level parallelism (MLP). How-
ever, this design principle is being challenged by an increasing number of modern
workloads that exhibit unpredictable access patterns. Indirect memory accesses often
suffer from poor temporal and spatial locality, and this incurs large cache misses that
result in poor performance.

Vectorization is the process by which compute units exploit parallelism by exe-
cuting a single instruction on multiple data (SIMD). Most modern CPUs have vector
ISA extensions, and popular open-source compilers [25] can emit vector assembly
instructions. Although SIMD is particularly useful for streaming memory with a



known stride, it can also boost performance for indirect memory access via vectorized
gather(load)/scatter(store) instructions. However, traditional memory, specifically
cache, still suffers from underutilized bandwidth and unnecessary energy consump-
tion from redundant data movement due to its multi-word cache line design, where
very few words that are fetched are actually utilized in arithmetic computations [2].
For example, even though Intel’s Skylake processors can load an entire cache line into
their vector registers [26] in a single cycle, there are computational kernels with sparse
data and irregular memory access, where vector gather/scatter instructions use less
than 50% of the words in a cache line on average [23].

To reduce data movement and memory-system power while maintaining high band-
width utilization, especially at the first level of the memory hierarchy, the simplest
solution is to load and store only the words needed for computation. However, a fine-
grained (word-granularity) design either adds to the area of a cache (more tags and
metadata) or places a burden on the programmer (e.g., explicit memory allocation).

A scratchpad, which is a memory unit used as temporary storage for frequently
used data, often operates at word granularity in special-purpose and embedded sys-
tems [27, 28]. In recent years, scratchpads for general-purpose computing have been
proposed [29], along with their potential benefits for sparse data processing [24]. Nev-
ertheless, they need carefully written special-purpose code for data placement and
hardware circuitry for lookup, eviction, etc. In addition, they cannot sustain the full
bandwidth of a wide vector load.

A sector cache is an architecture in which each sector (a large cache line) is divided
into smaller subsectors that share the same tag [30]. This allows flexibility in the
granularity of traffic data to and from lower levels of memory without increasing the
tag array size, as only the necessary subsectors are placed in the cache (and evicted
when needed). Unlike a regular cache line with distinct tag bits along with dirty and
valid bits, in a sector cache, subsectors have their own dirty and valid bits but common
tag bits.

A sector cache does not need to fetch (or replace) large cache lines from lower-level
memory. Instead, it can fetch (or evict) only the necessary subsectors, reducing the
data transferred and written. Unlike a scratchpad, it does not require individual tag
bits for individual words (if subsectors are word-sized), so the tag array size remains
smaller (similar to a normal cache if designed properly). This also alleviates the burden
on programmers as they do not need to manage the allocation and deallocation of
words in a scratchpad.

Furthermore, wide vector registers can support multi-word loads in a single cycle, so
the memory-level parallelism will not be leveraged solely by accessing single words. In
order to achieve maximum bandwidth while keeping traffic and power consumption low
for vector processing, interleaved banked memory is a well-established solution [31-33].
Although banked memory may require additional hardware for conflict-free address
generation and multi-ported design, interleaved banked memory remains an effective
way to exploit SIMD parallelism and sustain high bandwidth for sparse workloads at
modest energy cost.

In this paper, we propose SecBCache: a word-granularity sector cache design
that is organized as word-interleaved banks for indirect memory access, notably for



the gather/scatter operation. SecBCache combines banked, word-interleaved memory
for high bandwidth with a shared-tag sector cache for fine-grained access. Rather
than introducing ISA extensions or relying on dedicated off-chip accelerators, SecB-
Cache works with existing vector gather/scatter instructions (e.g., ARM SVE2 [34],
Intel AVX-512 [35]). Because gather/scatter instructions generate a clustered burst
of addresses over multiple cycles, SecBCache leverages this temporal clustering to
demonstrate the potential advantage of concurrent bank access.

We implement SecBCache in gem5 [36, 37], a cycle-level computer architecture
simulator, and measure line utilization, SRAM write volume, and evictions directly in
simulation. Because gem5 does not let multiple memory requests from the core reach
the L1 in the same cycle, it cannot model concurrent accesses to different banks. We
therefore estimate the memory-access delay of the banked design with an analytical
bank-conflict model. The model groups the simulated request stream into windows of
eight requests and computes a Conservative and an Ideal bound on the delay of each
window. These delays are model estimates, not measured execution time.

The key contributions of this work are the following:

1. Design a word-granularity sector cache that fetches, fills, and evicts only the
requested words.

2. Develop programmer-transparent cache-residency management: unlike a scratch-
pad, SecBCache needs no explicit word-level allocation or eviction, uses the same
number of tags as a conventional cache of the same size, and keeps a valid and a
dirty bit per subsector instead of per line.

3. Use word-interleaved banking so that the elements of a gather or scatter can be
served by different banks.

4. Develop an analytical bank-conflict model that estimates the memory-access delay
of SecBCache from the simulated request stream under a Conservative and an Ideal
bound, and apply it to 16 real-world SuiteSparse datasets.

5. Estimate the area, leakage power, and dynamic energy of the design with
CACTT [38]: the area of SecBCache is at most 2.46% of the evaluated cache
hierarchy, and its L1 dynamic energy is lower on every dataset.

The rest of this paper is organized as follows: Section 2 reviews prior work on accel-
erating indirect memory access, vector architectures and banked memory, and sector
caches. Section 3 presents the SecBCache design and the analytical bank-conflict model
used to bound its memory-access delay. Section 4 describes the gem5 setup, the base-
line and SecBCache configurations, and the BFS and SpGEMM benchmarks. Section 5
reports results on cache line utilization, SRAM write volume and evictions, bank con-
flicts and modeled delay, MSHR demand, and area and energy. Section 6 discusses
how SecBCache could be integrated into a real system, and Section 7 concludes.

2 Related Work

Prior work on accelerating indirect and sparse memory access by enhancing existing
hardware can be categorized into two groups based on where the proposed modification
is placed in the memory hierarchy: on-chip, in or beside the cache (Section 2.1), and



near or inside memory (Section 2.2). Section 2.3 then turns to vector architectures
and the banked, interleaved memories that sustain their bandwidth, and Section 2.4
reviews sector caches: the two ideas SecBCache builds on directly.

2.1 On-Chip Architectures

Several proposals modify the on-chip cache to accelerate indirect or sparse access.
Compute Caches [39] proposed SRAM bitline circuitry to perform bulk bitwise oper-
ations inside the cache array. HTA [40] restructures the layout of hash table data to
improve locality within an otherwise conventional cache. Terminus [41] adds dataflow
hardware beside the core to support read and update operations on sparse data struc-
tures. Neural Cache [42] reconstructs existing cache arrays for inference computation.
SortCache [23] builds a sorted key-value structure into the cache to accelerate sparse
reductions.

Beyond cache-array restructuring, hardware indirect prefetchers—such as the Indi-
rect Memory Prefetcher (IMP) [43], the Instruction Pointer Classifying Prefetcher
(IPCP) [44], and local-delta prefetchers like Berti [45]—track index tables, instruction
signatures, or page-level delta patterns to speculatively prefetch non-contiguous tar-
gets into lower cache tiers. Although effective at hiding memory latency for predictable
index streams, these prefetchers are speculative mechanisms built on conventional 64 B
line hierarchies, so every indirect miss still fetches and fills a full line, much of which
may go unused. SecBCache instead allocates and fills single words directly at the L1,
without speculation.

2.2 Near/In Memory Architectures

The second group places the computation off the critical path of the core, closer to
or inside the memory system. DIVA [46] pairs a conventional host processor with
processing-in-memory logic distributed across DRAM chips. SPiDRE [47], DMX [48],
SpZip [49], GS-DRAM [50], and the Data Rearrangement Engine [51] are off-chip
accelerators that support gather and scatter memory operations through dedicated
hardware layouts. DX100 [5] extends this direction with an accelerator adjacent to the
shared DRAM controller that reorders, coalesces, and interleaves indirect requests to
improve bandwidth utilization.

While near-memory architectures and standalone accelerators deliver impres-
sive simulated speedups, they invariably introduce dedicated custom logic for index
reordering and temporary storage. Crucially, they require bespoke programming
models, non-standard ISA extensions, or specialized hardware offloading. This high
software adoption barrier—combined with the architectural friction of deploying non-
standard hardware—has largely prevented these designs from reaching mainstream
CPU adoption.

2.3 Vector Architectures and Banked Memory

Vector architectures largely avoid this trade-off, since gather and scatter access has
been part of the instruction set since the 1980s in both industrial and academic vec-
tor machines [52, 53]. Exploiting the vector ISA extensions does not require a new



programming model. The Tarantula project [33] showed that a banked cache tightly
coupled to a vector unit can sustain the bandwidth demanded by the gather and
scatter instructions using an address reordering scheme detailed separately by Seznec
and Espasa [31]. That evaluation assumed the cost and power budget of a 65nm pro-
cess [33], and current transistor densities extend well beyond it [2], leaving more area
and power available for the memory-side logic required by a banked sectored cache.

Modern ISAs and domain-specific accelerators continue this trajectory by incor-
porating hardware support for irregular and sparse operations. ARM’s Scalable
Vector Extension (SVE/SVE2) provides native gather (LD1D) and scatter (ST1D)
primitives [34, 54], though execution remains limited by L1 line serialization and
bank conflicts under indirect addressing. In parallel, modern GPU architectures,
such as NVIDIA’s Ampere generation, introduce 2:4 structured sparsity in Tensor
Cores [55, 56] to double compute throughput. However, structured sparsity requires
strict offline data reformatting and does not support arbitrary indirect lookups. SecB-
Cache complements these compute-level advances by restructuring the L1 cache to
reduce the cost of non-contiguous accesses.

Sustaining vector bandwidth through banked, interleaved memory is itself a long-
studied problem. Rau [57] proposed pseudo-random address-to-bank mapping to
avoid the conflicts that plain modulo interleaving produces for power-of-two strides.
Similarly, Seznec and Lenfant [58] applied a related permutation scheme to vec-
tor supercomputer memory. The same problem motivates the conflict-free reordering
scheme Seznec and Espasa later applied to a banked cache [31], and continues to moti-
vate recent work on conflict management inside vector register files [32]. Commercial
vector processors such as the NEC SX-3 [53] relied on wide interleaved memory for the
same reason. These designs also share a known limit case: strides that map onto only
a handful of banks rather than spreading evenly across all of them. This phenomenon
erodes most of the benefit banking offers, and Tarantula’s own conflict-resolution logic
was built to handle exactly this pattern for gather and scatter addresses [33].

Multi-banked vector caches and register files rely on address interleaving and
dynamic conflict resolution to sustain wide vector throughput. However, early vector
cache designs like Tarantula retained multi-word cache lines, causing severe bandwidth
pollution when vector lanes accessed sparse, non-contiguous elements. SecBCache pairs
word-interleaved banking with per-subsector valid bits, spreading the elements of a
gather or scatter across banks while filling only the requested words.

2.4 Sector Caches

Once bandwidth is available for banked memory, the second issue is fetching only the
words actually needed rather than an entire cache line. The sector cache [30] addresses
this by sharing one address tag across several subblocks, each with its own valid and
dirty bits, an idea first described for the cache of the IBM System/360 Model 85 [59].
Later refinements, including Seznec’s interleaved and decoupled sectored caches [60,
61], and more recently the Micro Sector cache for DRAM [62], mostly focused on
recovering space wasted by partially valid subblocks rather than on shrinking the
subblocks, since a tag array sized for word-sized subblocks was impractical at the
transistor densities available at the time. Under current VLSI scaling [63], that same



metadata occupies a small fraction of the cache array, which is what lets SecBCache
return to word-sized subsectors instead of pursuing a more elaborate allocation policy.

3 Methodology

This section describes the SecBCache design and how its performance is estimated.
Section 3.1 presents the architecture: how a physical address is divided into differ-
ent fields and how consecutive words are interleaved across eight banks. Section 3.2
then introduces the analytical bank-conflict model and derives Conservative and Ideal
bounds on the memory-access delay of a banked SecBCache.

3.1 SecBCache Design

This section details the microarchitectural modifications made to the gemb5 sector
cache baseline, including the subsector address breakdown and banked organization.

Tag Set Index Subsector Index Bank Index Byte Offset
MSBs Bits 14:9 Bits 8:6 Bits 5:3 Bits 2:0
Bank 0 Bank 1 Bank 2 Bank 3 s Bank 7
subsector 0 subsector 0 subsector 0 subsector 0 subsector 0
subsector 1 subsector 1 subsector 1 subsector 1 subsector 1
subsector 2 subsector 2 subsector 2 subsector 2 subsector 2
subsector 3 subsector 3 subsector 3 subsector 3 subsector 3
Set 0 subsector 4 subsector 4 subsector 4 subsector 4 subsector 4
subsector 5 subsector 5 subsector 5 subsector 5 subsector 5
subsector 6 subsector 6 subsector 6 subsector 6 subsector 6
subsector 7 subsector 7 subsector 7 subsector 7 subsector 7
Sector 0 Sector 1 Sector 2 Sector 3 Sector 7

subsector ( subsector ( subsector subsector subsector (

subsector 1 subsector 1 subsector 1 subsector 1 subsector 1
subsector 2 subsector 2 subsector 2 subsector 2 subsector 2
subsector 3 subsector 3 subsector 3 subsector 3 subsector 3
Set 1 subsector 4 subsector 4 subsector 4 subsector 4 subsector 4
subsector 5 subsector 5 subsector 5 subsector 5 subsector 5
subsector 6 subsector 6 subsector 6 subsector 6 subsector 6
subsector 7 subsector 7 subsector 7 subsector 7 subsector 7
Sector 8 Sector 9 Sector 10 Sector 11 Sector 15

Fig. 1 SecBCache address organization and word-interleaved layout. The address is divided into tag,
set index, subsector index, bank index, and byte offset fields. Each sector holds eight 8 B subsectors,
which are 64 B apart in the address space, and consecutive words are interleaved across the eight
banks.

Figure 1 shows the architectural overview of the SecBCache design with eight
banks. The address bits are separated into five fields:

1. Byte Offset: SecBCache stores data in 8 B subsectors, and an 8 B subsector is con-
sidered a word in this design and in the simulation. Therefore, the least significant
three bits are the byte offset within a word.



2. Bank Index: The number of banks should match the number of words in a vector
register so that every element of a vector can be served by a different bank. Popular
commodity CPUs for HPC, such as those implementing Intel AVX-512 and ARM
SVE2, support 64 B vector registers. gemb supports several SVE vector register
widths (one per simulation). We use 64 B (512 bits) which holds eight 8 B words.
Thus, SecBCache has eight banks, selected by three address bits (bits 3 to 5).

3. Subsector Index: The purpose of this work is to show the benefits of fine-grained
access without increasing the number of tag comparisons. A conventional cache
with 64 B lines holds eight 8 B words per tag. Therefore, a SecBCache sector has
eight subsectors, so there is one tag per eight words as in a conventional cache and
no extra tag comparisons are required. The subsector index (bits 6 to 8) selects
one of the eight subsectors of a sector. Although a sector cache needs additional
metadata (a valid and a dirty bit per subsector), the tag array stays close in size
to that of a commodity L1 cache.

4. Set Index and Tag: The rest of the bits in the address field are reserved for Set
Index and Tag.

Note that bits 6 to 8, rather than bits 3 to 5, are used as the subsector index, so
that consecutive words are assigned to consecutive banks. A sector is identified by its
tag, set index, and bank index. For example, address 0x00 maps to subsector 0 of the
sector in Set 0 of Bank 0, address 0x08 to subsector 0 in Set 0 of Bank 1, and address
0x40 to subsector 1 in Set 0 of Bank 0.

Although SecBCache is particularly suitable for sparse data, this word-interleaved
design ensures that contiguous data accesses (e.g., stream array accesses) benefit from
SecBCache. Note that a conventional sector cache would hold consecutive words as the
subsectors of a sector, whereas in this design the subsectors of a sector are 64 B apart
(the number of banks times the word size). Thus, addresses 0x00 and 0x40 which differ
only in bit 6, have the same tag, set index, and bank index and belong to the same
sector while the eight words of one 64 B line are held in the same set and subsector
position of the eight banks. Other features of a sector cache remain the same, except
that access and replacement select a bank in addition to the set and subsector. The
multiplexer and comparator circuits are not shown for brevity.

Each SRAM bank of SecBCache is direct-mapped: it holds one sector per set, so a
set holds eight sectors, one in each bank. The baseline cache and SecBCache therefore
have the same capacity (32 KB) and the same number of tags (512). They differ in
where data can go: a baseline line can be placed in any of the eight ways of its set,
while a SecBCache word can only go to the bank given by its bank index (bits 3 to
5), and replacing a sector removes all of its subsectors.

3.2 Analytical Bank-Conflict Model

Before presenting the model used to estimate bank conflicts and the delay of SecB-
Cache, we distinguish two terms used in this work: design and model. In the previous
section, the design of SecBCache and the data layout were discussed, which is the pro-
cess being simulated in gemb: a read or write request issued by the CPU for a word



is searched inside SecBCache according to the design. The hit and miss functionality
of the SecBCache is similar to that of a current sector cache implementation in gem5.

Algorithm 1 Bank-Conflict Model
1: ReqList < request
2. if ReqList.size() == WindowSize then
3: ReqList.UniqueSort() // Sort ReqList and remove duplicates

4: for all request x in ReqList do

5: bank - GetBankNumber(x)

6: BankPlacement[bank]++

7 end for

8: MazBank < max(BankPlacement) // Identify bottleneck bank

9: /] > latency(MaxBank) = 3 hit_latency + > miss_latency

10: // 1. Conservative bound (no overlap)

11: Bank Latency_conservative < Y latency(Max Bank)

12: // 2. Ideal Bound (full overlap of misses)

13: BankLatency_ideal +— max(miss_latency(MaxBank))  +
> hit_latency(MaxBank)

14: // max(miss_latency) = 0 if MaxBank has no misses

15: ReqList.Clear()

16: end if

However, gem5 does not allow multiple memory requests from the CPU to reach
the memory system within a single cycle. A vector unit with banked memory should be
able to concurrently access the banks with non-conflicting memory addresses mapped
to them. To resolve this, a model was developed that demonstrates the possible benefit
of a banked cache operating at word granularity. In subsequent sections, we will discuss
how the parameters chosen for the simulation and the data gathered as output address
this hybrid method of architectural design and analytical processing, to ensure no
unfair benefit of the proposed SecBCache is presented.

Algorithm 1 shows a simplified pseudo-code of the model. This analytical approach
is required because cycle-level simulators such as gem5 do not support concurrent
word-granularity accesses to the L1 within a single cycle. Each memory request arriv-
ing at SecBCache is stored until the number of requests reaches the window size
(WindowSize in Algorithm 1), which is the theoretical maximum number of requests
that the cache can process simultaneously if there were no bank conflict. Windows are
formed from consecutive requests in arrival order and do not overlap.

Vector extensions in modern ISAs (e.g., Intel AVX-512 vgather, ARM SVE2 LD1D)
are capable of generating up to 8 unique addresses per instruction for indirect memory
addressing. This address generation capability, coupled with large load/store queues
(LSQs) and reorder buffers (ROBs), enables superscalar, out-of-order processors to
issue multiple concurrent memory requests within a narrow execution window. This
does not require the crossbar to expose eight simultaneous CPU-facing ports; a con-
ventional 2-3 port L1 interface (e.g., two loads, one store per cycle) suffices, since the



eight addresses generated by a single gather/scatter instruction arrive at SecBCache
clustered within a narrow temporal window rather than in the same cycle, and the
crossbar routes each to its bank as it arrives.

Prior studies of multi-banked data caches have shown that a relatively small num-
ber of processor-to-cache ports can exploit most of the performance potential of a
multi-banked organization [64, 65]. Accordingly, we evaluate SecBCache using eight-
request windows corresponding to the eight 8 B elements of the 64 B vector width,
rather than assuming 8 requests are issued in the same cycle.

Afterwards, only unique addresses are chosen for the next step because a typical
CPU will be able to forward (for loads) or handle consistency (for stores). Once we
have the unique addresses for that window, the bank index of each address is calculated
to build the histogram of bank occupancy for that window. In a banked memory,
the limiting factor for performance is the bank with the maximum address conflicts,
max(BankPlacement). The latency is computed separately for hits and misses. Each
hit, read or write, costs the hit latency of the cache: five cycles for SecBCache and
three for the baseline cache. Each miss costs its latency in gem5, from the time it
reaches the cache until its data returns.

Within each window, the SRAM bank with the maximum number of con-
flicts is responsible for the performance bottleneck. The Conservative bound
(BankLatency_-conservative) assumes a worst-case blocking scenario where strict
serialization of all requests in that bank is enforced, meaning that no coalescing or
memory-level parallelism is available to hide stalls. Therefore, it is calculated as the
sum of the latencies for all hits and misses within that bank with maximum conflicts.
The Ideal bound (BankLatency_-ideal) represents a system in which a CPU can sus-
tain multiple in-flight memory requests (e.g., using non-blocking miss status holding
registers (MSHRs) and a multi-ported LSQ) and the longest-stalling miss completely
overlaps and hides the latencies of other misses within the most conflicted bank. If the
most conflicted bank has no misses then the maximum miss latency is zero, and the
Ideal bound equals the Conservative bound.

Both bounds evaluate static windows in isolation, so they do not dynamically
model the cycle-by-cycle queuing and structural backpressure that occurs between
the CPU execution pipeline and the cache input port (such as reorder buffer stalls).
These effects interact with bank conflicts: sustained conflicts at one bank lengthen load
latency, which can fill the LSQ and block the ROB. The Conservative bound charges
this serialization in full, whereas the Ideal bound assumes the longest miss hides all
others; the two bounds are meant to bracket the effect of out-of-order overlap without
modeling it explicitly.

Therefore, our delay evaluation isolates the memory subsystem, relying only on
hit and miss latencies: CPU-to-L1 crossbar traversal is not included. To ensure a fair
comparison, the baseline is evaluated with the same memory-centric metric, the total
hit and miss latency observed at the cache, but without bank-level overlap, since a
conventional cache has no banked access path.
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4 Experimental Setup

This section describes how SecBCache is evaluated. Section 4.1 explains how
gather/scatter instructions are generated in gemb and how the indirectly accessed
array is routed to reach SecBCache. Section 4.2 shows where SecBCache sits in
the simulated cache hierarchy. Section 4.3 lists the system, baseline, and SecBCache
parameters and explains the choices that favor the baseline. Section 4.4 introduces the
BFS and SpGEMM kernels and the 16 SuiteSparse datasets used in the evaluation.

4.1 Gather/Scatter in gem5

The Scalable Vector Extension (SVE) of the ARM ISA is supported by gem5. The
gather/scatter assembly instructions are decoded to generate individual micro-ops,
which are processed by the CPU as individual load/store instructions.

double (xrestrict A) = (doublex) 0x800000000;
for (int i = 0; i < N; i++){

Cli] = A[B[i]];
}

Fig. 2 C code with pointer to fixed memory

Figure 2 shows the core of the gather operation. To isolate indirect accesses from
instruction fetches and regular data traffic, the array A[] is placed at a fixed address
(0x800000000) in the source code. The simulated system has two non-overlapping
physical memory ranges: one reserved for data accessed indirectly and one for every-
thing else. Before the program starts running, the gem5 configuration script maps a
virtual region beginning at 0x800000000 one-to-one onto the indirect-access range,
calling gemb5’s map() once per 4 KB page. Because the mapping is one-to-one, the
address in the C code is also the physical address presented to the L1 caches.

The crossbar between the CPU and the L1 caches decodes the physical address
of each request and routes it to the cache that owns that range: the indirect-access
range goes to SecBCache, and all other addresses, including the index array B[], go to
the L1 D-cache. The baseline configuration uses the same memory map. Apart from
this address-based routing, SecBCache operates as a standard, hardware-managed L1
cache in gemb5. The restrict qualifier rules out compiler aliasing. This memory map
is a simulation device for isolating indirect accesses, so the results characterize the
memory subsystem on these access streams and not the performance of a complete
system. Section 6 discusses how such a mapping could be realized in a real system.

Although prior studies using gemb5 [5, 23, 29] introduced custom instructions
(assembly and intrinsics) and specialized compile-time and decode-stage processing to
present a programmer’s view of their designs, our methodology uses direct memory
mapping to isolate and evaluate the underlying hardware behavior of indirect accesses.
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4.2 CPU Configuration

Figure 3 shows the top-level view of the CPU configuration. SecBCache, a word-
granularity banked sector cache, sits at the same level as the L1 I-cache and L1 D-
cache. SecBCache and the L1 D-cache have separate address ranges. Only memory
that is accessed indirectly is mapped to SecBCache; all other traffic including the data
needed to compute the indirect addresses goes through the L1 D-cache. This lets the
CPU access SecBCache in parallel with the two other L1 caches.

The crossbar connecting the CPU to the L1 D-cache and SecBCache routes each
request to the right cache. This crossbar is required in gem5 because the CPU object
exposes only two memory ports (instruction and data), so connecting more than one
data-side cache requires a crossbar. It also reflects a realistic configuration, since a
core-to-L1 interconnect with many ports would greatly increase area and power. The
L2 cache is shared by all three L1 caches. All ports shown are bidirectional.

4.3 Baseline and SecBCache Configurations

Table 1 describes the system parameters to evaluate SecBCache performance. The
Vector Length denotes the vector register width in quadwords. A single core was used
in the experiments. In Figure 3, the crossbar (XBAR) connecting the dcache_port of
the CPU to the L1 D-cache and SecBCache is 512 bits wide. The L1 D-cache, baseline

12



Table 1 System Configuration

Component Parameter

Processor Core ARM ISA (AArch64), vector length = 4 quadwords, out-of-
order, frequency = 2 GHz

L1 D-cache Size = 64 KB, associativity = 8, access latency = 3 cycles

L2 Cache Size = 2 MB, associativity = 16, access latency = 10 cycles

Window Size 8 requests (matching SVE2 gather/scatter vector width)

cache, and L2 latencies were set from CACTI [38] access times, rounded up to whole
cycles with margin. The window size was set to 8, matching the number of addresses
generated per SVE2 gather/scatter instruction.

Recall from Section 4.1, only the source array of a gather/scatter computation is
mapped to the SecBCache; all other data, including the index array, communicate
with memory via the L1 D-cache.

Table 2 Baseline and SecBCache Configuration

Component Parameter

Baseline Cache Size = 32 KB, associativity = 8, latency = 2 cycles, line size
=64 B

SecBCache Size = 32 KB, 8 banks, associativity = 1 per bank (direct-
mapped), access latency = 4 cycles, subsector size = 8 B

In both configurations the core has three L1 caches: an instruction cache, the 64 KB
L1 D-cache of Table 1 for all regular data, and a 32 KB cache for the indirect-access
range of Section 4.1. In the SecBCache configuration, this third cache is SecBCache
whereas in the baseline configuration, it is a conventional cache of the same size, which
we call the baseline cache. All other components, including the L1 D-cache and the
L2, are identical in the two configurations.

Table 2 lists the two caches. They differ in associativity, latency, line or subsector
size. The associativity of SecBCache applies to each bank.

Since CACTT cannot model the demultiplexing and routing overhead of a banked
sector cache, a 4-cycle latency (double the baseline) was explicitly chosen for SecB-
Cache, which accounts for (conservatively) both the bank demultiplexing and subsector
decoding. In addition, the baseline configuration is modeled with an aggressive 8-way
associativity, ensuring fewer conflict misses. These choices, although unfavorable to
SecBCache, ensure that the delay reductions reported in Section 5 are not inflated by
a weak baseline.

4.4 Benchmark Applications

SecBCache and the bank-conflict model were evaluated using two application kernels
on 16 sparse datasets from various domains in the SuiteSparse Matrix Collection.
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1. BFS': Breadth-first search is a common algorithm for graph analytics applications.
Graph topologies are inherently sparse, and compression algorithms such as Com-
pressed Sparse Row (CSR) are often utilized to store them. While compression
reduces static memory footprint by eliminating the zero elements, it introduces
indirect memory addressing (e.g., A[B[¢]]). This transforms the frontier expansion
of BFS into a gather-update-scatter operation. We used ARM SVE2 intrinsics in
the source code to ensure vectorization.

Although there are no strict rules regarding the starting point (the root) of
the traversal, our approach explicitly takes the vertex with the largest number of
outgoing edges as the root. This stresses the memory hierarchy and ensures that
the design and timing model of SecBCache are tested under high contention.

Table 3 BFS Datasets

# of # of Density
Name Domain rows/columns | non-zeros (%)
ca-CondMat Condensed Matter Physics 23,133 93,497 0.0175
email-Enron Email Network 36,692 183,831 0.0137
wiki-Vote Wiki Vote Network 8,297 103,689 0.1506
TSOPF_RS_b39_c7 | Power Network 14,098 252,446 0.1270
ca-GrQc Collaboration Network 5,242 14,496 0.0528
cit-HepTh Citation Network 27,770 352,807 0.0457
soc-sign-bitcoin-otc | Trade Network 5,881 35,592 0.1029
p2p-Gnutella2b P2P Network 22,687 54,705 0.0106

2. SpGEMM: Sparse general matrix—matrix multiplication is a fundamental kernel
utilized in scientific simulations, high-performance computing (HPC), and machine
learning applications. Similar to BFS, SpGEMM can stress the memory hierarchy
through an unpredictable access pattern. To implement an outer-product formula-
tion of SpGEMM (C=AxB), matrix A was converted to Compressed Sparse Column
(CSC) format and matrix B to Compressed Sparse Row (CSR) format, which con-
tain only the non-zero elements. For each dataset, B is taken equal to A (i.e., we
evaluate C = A?%). The compression transforms the multiplication process into a
sequence of vectorized gather (loading sparse elements), fused multiply-add, and
scatter (storing accumulated partial products) operations.

Unlike BFS, SpGEMM does not require conditional updates. However, both
rely on indirect addressing for compressed data, making them ideal candidates to
evaluate the SecBCache architecture.

Table 3 and Table 4 list the datasets used for the BFS and SpGEMM kernels: name,
domain, number of rows (all matrices are square), number of non-zeros, and density
(non-zeros divided by rows x columns in percent).
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Table 4 SpGEMM Datasets

# of # of Density
Name Domain rows/columns | non-zeros (%)
LeGresley_4908 | Power Network 4,908 30,482 0.1265
rotor2 Structural Problem 791 10,685 1.7077
Trefethen_700 | Combinatorial Problem 700 6,677 1.3627
filter2D Model Reduction Problem 1,668 6,209 0.2232
t2dal_e Duplicate Model Reduction 4,257 4,257 0.0235
S80PI_nl Eigenvalue/Model Reduction 4,028 9,927 0.0612
Pd Counter Example Problem 8,081 13,036 0.0200
EX1 Combinatorial Problem 560 4,368 1.3929

5 Experimental Results

This section evaluates SecBCache against the 32 KB, 8-way, 64 B line baseline of
Table 2 on the 16 datasets of Section 4.4. Section 5.1 measures how much of each
fetched 64 B line the baseline cache actually uses and how much SRAM write volume
and evicted data SecBCache saves. Section 5.2 examines how requests are distributed
across the eight banks and reports the resulting Conservative and Ideal memory-access
delay bounds. Section 5.3 estimates how many 64 B MSHRs each eight-request window
needs, and Section 5.4 reports the area, leakage power, and dynamic energy. Line
utilization, SRAM write volume, and evictions are gem) statistics. Bank placement
and delay come from the bank-conflict model of Section 3.2, applied to the request
stream simulated in gemb5; the delays describe the memory subsystem, not end-to-end
execution time. Area and energy are CACTI-based estimates. The percentages in the
text are computed from unrounded measurements, and bar labels are rounded to two
decimals.

These terms are common, but in a conventional cache they all refer to the same
64 B line, whereas SecBCache fetches and fills 8 B subsectors and evicts whole sectors,
so we define each term as it is used in this section:

® A request is one load or store of an 8 B word that the core sends to the L1; each
element of a gather or scatter is one request.

® On a miss, the cache fetches the missing data from the L2: a 64 B line for the
baseline cache and an 8 B subsector for SecBCache. The data returned is a transfer
over the L1-1.2 interconnect.

® Writing the fetched data into the L1 data array is a fill (8 B for SecBCache, 64 B
for baseline).

® The baseline cache evicts one 64 B line, and SecBCache evicts one sector with all
of its valid subsectors.

e Line utilization (Figures 4 and 5) is, for each period a 64 B line spends in the
baseline cache, the number of distinct words the program accesses divided by eight,
averaged over all such periods.
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o SRAM write volume (Figures 6 and 7) is the number of bytes written into the data
array by fills. Store hits are not included, and a word filled again after an eviction
is counted again.

5.1 Line Utilization, SRAM Write Volume, and Evictions

This subsection measures how much of each fetched 64 B line the baseline cache uses,
and how much SRAM write volume and evicted data a word-granularity sector cache
saves as a result. All metrics in this subsection are gem5 statistics and not derived
from the bank-conflict model.
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Fig. 4 Cache line utilization (BFS)

Figure 4 shows, for each BFS dataset, the fraction of the eight words in a fetched
64 B line that the baseline accesses before the line is evicted. Utilization ranges from
18.2% (cit-HepTh) to 99.9% (TSOPF_RS_b39_c7), with a median of 34.8%, and five of
the eight datasets use fewer than half of the words they fetch. Only TSOPF_RS_b39_c7
(99.9%), ca-GrQc (66%), and soc-sign-bitcoin-otc (53%) use half or more of each line,
as connected vertices in these graphs often reside within the same 64 B boundary.

Figure 5 shows the same metric for the Sp GEMM kernel. Utilization for SpGEMM
ranges from 12.5% (t2dal_e) to 57.7% (rotor2), with a median of 18.5%, approximately
half the BFS median of 34.8%. t2dal_e uses exactly one word from every 64 B line
it fetches. The gap comes from the datasets: in the BFS graphs, neighboring vertices
often have nearby IDs, and BFS also scans the visited array in order, so more of each
64 B line is used, while the SpGEMM output entries accessed together usually do not
share a line. In both kernels, most of each fetched line is never used, which is the
redundant data movement SecBCache targets to alleviate.

Figure 6 compares the SRAM write volume of SecBCache with that of the base-
line cache for the BFS kernel. Since SecBCache fills only the requested 8 B subsector
instead of a whole 64 B line, it writes 52.0% (email-Enron) to 80.6% (cit-HepTh)
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Fig. 6 Normalized SRAM write volume (BFS)

less data on seven of the eight datasets, with a median reduction of 63%. The high-
est reductions occur among the least-utilized datasets shown in Figure 4 (cit-HepTh,
ca-CondMat, and p2p-Gnutella25, which use at most 28% of each line), whereas
TSOPF_RS_b39_c7, whose baseline uses 99.9% of each line, writes 13.6% more data
than the baseline.

This metric counts data written into the data array, not data transferred from the
L2. In our gemb setup, SecBCache uses 8 B MSHRs, so each fetch returns an 8 B
transfer, and the miss latencies in the delay results reflect 8 B transfers. With 64 B
MSHRs (Section 5.3), each fetch would return a 64 B transfer, of which SecBCache
would still fill only the requested words.
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Line utilization and SRAM write volume count different events, so they are not
interchangeable. Utilization counts the distinct words used while a line is in the base-
line cache. Write volume counts every fill, so a word that is evicted and later filled
again is counted again.

In the baseline cache, one 64 B fetch brings in all neighboring words at once.
SecBCache fills each word separately when it is requested, and replacing a sector
removes all of its subsectors, so a word used again after a replacement must be filled
again. This is why TSOPF_RS_b39_c7, whose baseline cache uses nearly every word
of each line, writes 13.6% more data with SecBCache than with the baseline.
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Fig. 7 Normalized SRAM write volume (SpGEMM)

Figure 7 shows the same comparison for SpPGEMM. SecBCache writes 27.0%
(rotor2) to 87.5% (t2dal_e) less data, with a median reduction of 80%. The ordering
follows utilization (Figure 5): t2dal_e writes exactly one-eighth of the baseline volume,
while rotor2, the only dataset that uses more than half of each line, saves the least.

Figure 8 classifies every L1 replacement in the BFS datasets, that is, every miss
that allocates space, by the amount of valid data it evicts. The baseline always evicts
a full 64 B line. SecBCache evicts nothing in a Zero Eviction, where the missing word
goes into an empty subsector of a sector that is already resident. SecBCache evicts
1 to 7 valid subsectors in a Partial Eviction, and all eight in a Full Eviction. Full
Evictions are rare, from 1.3% (cit-HepTh) to 11.2% (ca-GrQc) of replacements. The
Zero Eviction share rises with utilization, from 28.9% for cit-HepTh, the least-utilized
dataset, to 80.7% for TSOPF _RS_b39_¢7, where successive misses fill empty subsectors
of a resident sector.

Figure 9 shows the same breakdown for Sp GEMM. Zero Evictions are rare due
to lower spatial locality, at most 3.3% for LeGresley_4908, t2dal_e, S80PI_.nl, and
Pd. Maximum Zero Eviction is demonstrated by rotor2 (41.5%), which is the dataset
with the highest utilization. In six of the eight datasets, most replacements (from

18



X . . . .
< Cache Replacement Destructiveness Distribution
1]
‘E’ 100
O
§
% 8
4 60.6% B
o 60
~
i
= 40
Gy
S)
o)
% 20 36.6%) 42.0%)
-
g
g ¢ N
1) 2
& Sl
& < S
€ X
& & O
&
<
Il Baseline (Full 64B Eviction) [ SecBCache: Partial Evict (::1 to ::7)
[ SecBCache: Zero-Eviction (::0) I SecBCache: Full Evict (::8)
Fig. 8 Data evicted per replacement (BFS)
X . . . .
— Cache Replacement Destructiveness Distribution
1]
“E 100
[5)
GEJ 80
)
] 57.2%) 60.1%]
Q,
o 60 82.0%
nd 96.5% 94.1%
i
= 40
Gy
)
o)
% 20 41.5% 38.9%]
*qa; 16.2%]
2 0 > Q N
o S & N &
[a¥ » O o
\é/ &
2" Q
2 &
& <
S
Il Baseline (Full 64B Eviction) [ SecBCache: Partial Evict (::1 to ::7)

[ SecBCache: Zero-Eviction (::0) B SecBCache: Full Evict (::8)
Fig. 9 Data evicted per replacement (SpGEMM)
66.1% to 97.4%) evict exactly one subsector (the Partial Eviction segment in Figure 9
also counts replacements of 2 to 7 subsectors), and Full Evictions never exceed 6.0%
(t2dal_e).
5.2 Bank Conflicts and Memory-Access Delay

This subsection first shows how the requests of each eight-request window are dis-
tributed across the eight banks and then how this distribution determines the
Conservative and Ideal delay bounds.
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Fig. 10 Bank Placement Distribution (BFS)

Figure 10 shows, for the BFS datasets, how requests are distributed by placement
degree: a request has degree k when k requests of its window map to the same bank
and are serialized there, so degree 1 means no bank conflict. TSOPF_RS_b39_c7 serves
69.6% of its requests without conflict and 23.0% at degree 2, consistent with its high
spatial locality (Figure 4). ca-CondMat and email-Enron have the lowest conflict-free
shares (34.6% and 35.1%). Across all BFS datasets, degrees 1 and 2 cover 74.5% to
92.5% of requests, and degree 5 or higher at most 1.1%, demonstrating the potential

for word-interleaved banking for sparse data structures.
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Figure 11 shows the distribution for Sp GEMM. Seven of the eight datasets again
concentrate on degrees 1 and 2 (68.4% for filter2D to 95.2% for rotor2), although the
median conflict-free share is lower than for BFS (26.7% versus 40.2%). t2dal_e has
only 5.4% conflict-free requests, but 78.5% are at degree 2, and none exceed degree
3. Trefethen_700 is the outlier: only 33.9% of its requests are at degree 1 or 2, and
55.0% are at degree 5 or higher. This is a consequence of the power-of-two stride for
Trefethen_700 [66], which results in high bank conflict, a known weakness of interleaved
memory discussed in Section 2.3.
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Fig. 12 Modeled memory-access delay under the Conservative and Ideal bounds, normalized to the
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Figure 12 shows the memory-access delay of SecBCache under the Conservative
and Ideal bounds, normalized to the baseline (values below 1.0 favor SecBCache).
Under the Ideal bound, the delay drops for every dataset by 16.6% (email-Enron) to
69.2% (ca-CondMat), with a median of 42%. Under the Conservative bound, which
charges the full bank serialization penalty, delay drops for seven of the eight datasets
by 4.4% (wiki-Vote) to 37.4% (TSOPF_RS_b39_c7) with a median of 26%, and only
email-Enron is slower (7.1%).

The results reflect a trade-off of word-granularity fills. SecBCache serves the
requests of a window in parallel across its banks, but because it fills only the requested
word, it gives up the reuse the baseline gets when later requests hit other words of a
64 B line.

Bank conflicts alone do not explain the differences in delay: ca-CondMat and email-
Enron have nearly identical bank placement (Figure 10), yet their delays differ by
35 percentage points under the Conservative bound and 52 under the Ideal bound.
email-Enron uses twice as many words per fetched line as ca-CondMat (Figure 4), so
the baseline reuses more of each line and SecBCache gains little (17% under the Ideal
bound, and a 7% regression under the Conservative bound). ca-CondMat uses only
20.6% of each line, so SecBCache is able to outperform the baseline configuration.
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TSOPF_RS_b39_c7 is the opposite case: it uses 99.9% of each line, yet it gains the
most under the Conservative bound because 69.6% of its requests are conflict-free.
Another major factor affecting the memory-access delay reduction is the working-
set size. The three smallest graphs, ca-GrQc, soc-sign-bitcoin-otc, and wiki-Vote
(Table 3) have working sets closest to the cache size (both the baseline and the SecB-
Cache), so the baseline reuses more of its resident lines and they show the smallest
gains under the Conservative bound among the datasets that improve (23.3%, 7.5%,
and 4.4%). Finally, the Conservative bound essentially represents a blocking archi-
tecture: aggregated delay due to serialization at the bank with maximum structural
hazard. This is why the Conservative bound gives the smaller delay reduction: realistic
out-of-order memory-level parallelism would overlap many of these bank stalls.

Normalized Delay of SecBCache against 64B Baseline
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Fig. 13 Modeled memory-access delay under the Conservative and Ideal bounds, normalized to the
baseline (SpGEMM)

Figure 13 shows the same bounds for Sp GEMM. Delay drops for every dataset
under both models: by 15.6% (Trefethen_700) to 68.4% (t2dal_e) under the Conserva-
tive bound with a median of 50%, and by 50.0% (rotor2) to 74.3% (LeGresley_4908)
under the Ideal bound with a median of 63%.

The median reduction under the Conservative bound is 24 percentage points larger
than for BFS, consistent with the lower line utilization of SpPGEMM (median 18.5%
versus 34.8%): the baseline gets little reuse from its 64 B lines. t2dal_e uses exactly
one word from every fetched line and gains the most under the Conservative bound.
Trefethen_700 gains the least under the Conservative bound because of its severe bank
conflicts (Figure 11), but its delay under the Ideal bound is 60% lower, which shows
that most of its penalty comes from serialization at one bank. rotor2 gains less than
t2dal_e despite fewer bank conflicts because it has the highest baseline utilization
(57.7%), so SecBCache gives up the most reuse.
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5.3 Miss Status Holding Registers (MSHRs)

64 B MSHRs Needed per Eight-Request Window (BFS)
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Fig. 14 Estimated number of 64 B MSHRs needed per eight-request window (BFS)
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Fig. 15 Estimated number of 64 B MSHRs needed per eight-request window (SpGEMM)

Since gemb enforces a uniform width for cache lines and Miss Status Holding Reg-
isters (MSHRs), simulating SecBCache required allocating artificially high 128 ‘8 B’
MSHRs compared to the baseline’s 32 64 B MSHRs. This is a simulator workaround
rather than a design parameter.
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With 64 B MSHRs, the misses of an eight-request window need one MSHR per
distinct 64 B line they touch, and Figures 14 and 15 show this count for every win-
dow. By construction, a window never needs more than eight. On average, a window
needs between 0.32 (TSOPF_RS_b39_c7, where most windows need none) and 4.96
(ca-CondMat) MSHRs for BFS, and between 1.15 (rotor2) and 4.00 (t2dal-e) for
SpGEMM. Datasets with low line utilization need the most, because their misses rarely
share a line: ca-CondMat, cit-HepTh, and p2p-Gnutella25 need five to eight MSHRs
in 63.1%, 51.1%, and 34.2% of their windows. In contrast, TSOPF_RS_b39_c7 needs
none in 76.2% of its windows. Even if two windows overlap, we estimate that sixteen
64 B MSHRs (half of the baseline’s 32) would suffice.

5.4 Area and Power

In this subsection, we evaluate the area, the overhead of leakage power, and the
dynamic energy consumption of the SecBCache. All hardware parameters were mod-
eled using CACTI. As established in the Methodology section, our evaluation was
conducted by isolating the memory subsystem, and this power analysis strictly
evaluates the cache hierarchy without incorporating CPU stall-induced leakage.

5.4.1 Area and Leakage Power

As described in Section 3.1, SecBCache requires no additional computational hardware
in the CPU. Its additions are a bank-routing network and per-subsector state: one tag
per sector, with a valid and a dirty bit for each of its eight 8 B subsectors. Including
this metadata and the H-tree wiring between the eight banks, SecBCache occupies
0.14 mm?, at most 2.46% of the combined area of the L1 I-cache, L1 D-cache, and L2,
and adds 2.12% to their leakage power. These estimates do not include the CPU-to-L1
crossbar or the MSHRs. The metadata grows linearly with the number of subsectors,
and the routing wires grow with the number of banks, which stays small in an L1
cache (eight in this work).

5.4.2 Dynamic Energy

Figures 16 and 17 compare the L1 dynamic energy of SecBCache with that of the
baseline cache of Table 2, normalized to the baseline based on CACTI and gemb5 data.
The estimate covers only the two L1 caches being compared, not the L2, DRAM, or
the CPU-to-L1 crossbar. SecBCache reduces L1 dynamic energy for every dataset. For
BFS, the median reduction is 63%, and for SpGEMM it is 75%.

The largest reductions occur where the baseline uses the fewest words of each
fetched line: cit-HepTh (18% utilization) and ca-CondMat (21%) save 83% and 82%,
and t2dal_e, which uses exactly one word of every line (Figure 5), saves the most in
SpGEMM. The smallest reductions occur where the baseline already uses much of each
line: TSOPF_RS_b39_c7 (99.9% utilization, Figure 4) and rotor2 (57.7%, Figure 5).
These two datasets also have the smallest write-volume reductions (TSOPF_RS_b39_c7
writes 14% more data and rotor2 27% less, Figures 6 and 7). Overall, the energy
reductions track the SRAM write-volume reductions (medians of 63% and 80%): the
datasets that write the fewest bytes into the data array also spend the least L1 energy.
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L1 Dynamic Energy, Normalized to Baseline (BFS)

—
[N]

—
=]

o
©

N
IS
°
&
&

Normalized L1 Dynamic Energy
o (=]
) =)

o
(=}

e o N A Q@ < X a0
PR o _\-pﬂo ‘0’3’%/ UQ\‘ pe® o\i\c &
0 3 o S o o S e
o & o« o G
R N o
<o 0%
[ Baseline (8-way, 64 B lines) 3 SecBCache (direct-mapped banks, 8 B subsectors)
Fig. 16 L1 dynamic energy, normalized to the baseline (BFS)
19 L1 Dynamic Energy, Normalized to Baseline (Sp GEMM)

&

g 1.0k L0 100 100 100 100 _____100 10 0
g

2

£ 0.8

18]

<]

>

Q0.6 050

i

—

g 0.4 0.38

= 22 0.26 022 0.24
g 0.2 0.19 0.15

—

> =

Z 0.0

DSQ%

A3~
\Po‘e’? <<

gQ‘O{L PN 9 ?)*\/

o

a® ° o
o o A
& S

[ Baseline (8-way, 64 B lines) 3 SecBCache (direct-mapped banks, 8 B subsectors)

Fig. 17 L1 dynamic energy, normalized to the baseline (Sp GEMM)

6 System Integration

In a practical implementation, software integration could use a lightweight library
call (e.g., secmalloc()). Developers would mark the data structures used for indirect
lookups (A[BJi]]) as SecBCache-eligible, while subsector allocation, replacement, and
eviction remain managed by hardware. The OS allocator tags these pages using page-
level memory-type attributes—similar to x86 PAT or MTRR mechanisms—allowing
the load/store unit to steer accesses automatically via TLB lookups.

This is consistent with recent systems research on user-level allocators that require
no OS or ISA changes [67, 68] and on allocators for specialized memory technologies
such as processing-in-memory [69], as well as compiler techniques that automatically
identify irregular memory-access regions in a program [70].
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In a multicore system, SecBCache would need to take part in the same coherence
protocol as the L1 D-cache. Because valid and dirty state are already tracked per sub-
sector, coherence state could also be kept per 8 B word, although coherence messages
(e.g., invalidations) would then need to address individual subsectors.

Per-word state could reduce false sharing between different words of the same 64 B
line, but only if the shared L2 or directory also tracked sharers per word, at the cost of
more directory state and coherence messages. We leave such a protocol to future work.

7 Conclusion

This paper presented SecBCache, a word-granularity sector cache organized as word-
interleaved banks that targets the data-movement and energy costs of indirect memory
access in sparse workloads. Conventional L1 caches fetch and evict data at 64 B
granularity, an assumption well suited to dense contiguous access but a poor fit for
the gather/scatter patterns common in sparse machine-learning, graph, and scientific-
computing kernels, where our results show only a fraction of each fetched cache line
is ever used. By sharing a single tag across eight word-sized subsectors, SecBCache
retains hardware-managed residency and avoids the metadata overhead of a fully word-
addressable cache or scratchpad, while its banked, interleaved layout lets the elements
of a gather or scatter be served by different banks.

Because SecBCache works with standard vector gather/scatter instructions, it
needs no new ISA extensions, standalone accelerators, or major code changes; only
the data accessed indirectly has to be marked as SecBCache-eligible (Section 6). This
lowers the software adoption barrier that has limited prior sparse acceleration pro-
posals. By combining word-interleaved subsectors with hardware-managed residency,
SecBCache reduces the L1 data-array writes and SRAM energy spent on words that
a fixed 64 B line fetches but the program never uses.

Across 16 SuiteSparse datasets with BFS and SpGEMM kernels, gem5 measure-
ments show that SecBCache reduces the SRAM data-array write volume by a median
of 63% and 80%, and CACTI-based estimates show lower L1 dynamic energy on every
dataset, with an area of at most 2.46% of the evaluated cache hierarchy. The ana-
lytical bank-conflict model estimates median memory-access delay reductions of 26%
for BFS and 50% for SpGEMM under the Conservative bound; these are modeled
memory-subsystem delays, not end-to-end speedups.

SecBCache reduces unnecessary L1 data-array writes for irregular accesses and
shows potential for reducing memory-access delay under the evaluated analytical
model. The next steps are to validate these delay estimates with a cycle-level model
of concurrent bank access and to evaluate SecBCache in a full multicore system.
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