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Abstract

Weighted goal programming and the feedforward neural network both rank alternatives

by a weighted aggregate of criteria plus an offset. We show that the resemblance is an

identity: a linear achievement function is an affine neuron whose bias is minus the weighted

aspiration level, weighted goal programming with one-sided deviations is a one-hidden-layer

network of rectified linear units with nonnegative readout weights, and Chebyshev goal

programming is the same layer followed by max-pooling. We then let the priorities depend

on the alternative being evaluated through a power rule with a single exponent, which in

network terms is softmax attention. Every fixed point of the induced weighted-sum iteration

is a supported Pareto optimum and, on convex problems, a stationary point of the well-

known alpha-fair aggregate, so the exponent spans extreme-point seeking, the equal-weight

sum, Nash bargaining and max–min compromise; below one, the fixed point is unique on

convex problems and is computed by a Frank–Wolfe scheme. Maximizing the self-weighted

score directly instead maximizes a Lehmer mean, which by a classical property respects

Pareto dominance exactly when the exponent lies between zero and one, and selects a

different compromise. Fixed points never reach unsupported Pareto points. Experiments on

test problems and on the 2010 project portfolio of a U.S. Department of Defense conservation

programme show that endogenous priorities recover the goal-programming portfolio without

any weights being chosen, while the max–min portfolio is unsupported and, as the theory

predicts, out of their reach.

Keywords: Goal programming; Multiple objective programming; Neural networks; Scalar-

ization; Fairness; Conservation planning

1 Introduction

Two traditions in quantitative decision making rank alternatives in the same way. Goal pro-

gramming (Charnes et al., 1955; Charnes and Cooper, 1961; Tamiz et al., 1998; Jones and

Tamiz, 2010) scores an alternative by weighted deviations of its criteria from aspiration levels.

The artificial neuron scores an input by a weighted sum plus a bias, passed through a nonlin-

earity such as the rectified linear unit (Nair and Hinton, 2010). Practitioners moving between

operations research and machine learning routinely notice the resemblance. The purpose of

this paper is to make it exact, and to use the exact form to analyse a family of scalarizations
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in which the priority weights are not supplied by the decision maker but generated from the

alternative itself.

The question arose from an application. Messer et al. (2016) used goal programming, along-

side binary linear programming, to select conservation projects around U.S. military instal-

lations for the Department of Defense’s Readiness and Environmental Protection Integration

(REPI) programme, and showed that optimization yields substantially more readiness and en-

vironmental protection for the same budget than ranking projects by benefit scores. If a goal

programme scores projects by weighted deviations from aspirations, and a neural network scores

inputs by weighted sums and biases, how far does the resemblance go, and what follows when

the priorities themselves respond to the portfolio being scored? Section 7.4 returns to the REPI

data.

The paper has two parts. The first is a correspondence. We prove that the linear achievement

function is an affine neuron with bias equal to minus the weighted aspiration level; that the

weighted goal programme with one-sided deviation variables is a one-hidden-layer ReLU network

with nonnegative readout; and that Chebyshev (min–max) goal programming (Flavell, 1976;

Romero, 1991) is a ReLU layer followed by max-pooling (Section 3). The deviation variable

d− = max(0, g− x) of goal programming is a ReLU unit, and the correspondence holds in both

directions on the cone of nonnegative readout weights.

The coincidence has a history. The function max(0, ·) entered mathematical models of neural

activity with Householder (1941) and multilayer networks with Fukushima (1969); Hahnloser

et al. (2000) made its biological and computational case, Nair and Hinton (2010) named it

the rectified linear unit, and it became the default activation of deep learning after Glorot

et al. (2011) and Krizhevsky et al. (2012). The deviation variables of Charnes et al. (1955),

from which goal programming developed, already took the form max(0, g − x). Operations

research thus used the rectifier as a deviation variable more than a decade before it appeared

in multilayer networks and half a century before it was named, although Householder’s 1941

model is earlier still. Neural networks have also been used to solve goal programmes: Van Hulle

(1991) designed a Hopfield-type network whose dynamics converge to the solution of a goal

programme. That work uses a network as a solver; the correspondence established here instead

identifies the goal-programming achievement function itself with a feedforward ReLU network.

The second part studies endogenous priorities. Given criteria values x ∈ R
p
++ we set

λα(x)i =
xα−1
i

∑p
j=1 x

α−1
j

= softmax
(

(α− 1) log x
)

i
,

so that each criterion’s priority depends on its own attained level. In the aggregation literature,

weighted averages whose weights are generated by the inputs in this way are called mixture

functions (Špirková et al., 2019). In network language this is a single attention head (Bahdanau

et al., 2015; Vaswani et al., 2017) with keys log x and inverse temperature α − 1, which is

negative when lagging criteria are favoured. Because λα depends on x, maximizing ⟨λα(x), x⟩
is not a weighted-sum problem, and two natural readings exist: treat λα as fixed during each

maximization and iterate to a fixed point, or differentiate through it. We analyse both.
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Contributions.

1. An exact dictionary between goal programming and feedforward ReLU networks (Propo-

sitions 1–3, Table 1).

2. For the fixed-point reading, a characterization of fixed points by a variational inequality,

which on convex problems is stationarity of the aggregate Fα (Theorem 8); Pareto opti-

mality and supportedness of every fixed point (Theorem 7); monotone ascent for α > 1

with extreme-point iterates (Theorem 9); uniqueness and an O(1/k) algorithm for α < 1

(Theorem 11); and the limits α = 1, 0,−∞ (Proposition 12).

3. For the direct reading, the observation that the self-weighted score is a Lehmer mean,

so that the classical monotonicity range of Lehmer means (Farnsworth and Orr, 1986) is

exactly the range α ∈ [0, 1] in which it respects Pareto dominance (Proposition 14), and

that the two readings select different compromises.

4. A negative result: in the fixed-point reading no choice of α reaches unsupported Pareto

points (Theorem 13), and a self-normalized rule λ = w/1⊤w adds no expressive power to

the neuron (Proposition 5).

5. Numerical confirmation on bi-objective fronts and a three-objective production problem,

including a comparison of network, self-normalized, goal-programming and endogenous-

priority scores, and an application to the 44-project REPI conservation dataset of Messer

et al. (2015) (Section 7).

Scope of the contribution. The paper is a bridge between two literatures rather than a

new solution method, and it should be read as such. Its ingredients—the α-fair family, input-

dependent weights, the monotonicity of Lehmer means and the Frank–Wolfe method—are estab-

lished, and the prior work is credited below. What the paper adds is the exact correspondence

itself, the reading of goal priorities as attention that it makes possible, precise statements of

what each reading of endogenous priorities guarantees and does not guarantee, and a real-data

illustration. The correspondence also works in the interpretive direction: the readout weights of

a ReLU layer with nonnegative readout can be read as goal priorities and its biases as aspiration

levels.

Relation to prior work. The α scale on which our results are stated is not new, and we do not

claim it. For α ≤ 1 the aggregate Fα is the α-fair utility of Mo and Walrand (2000), introduced

for congestion control; their fairness parameter equals 1 − α in our notation, so proportional

fairness (Kelly et al., 1998) is our α = 0 and max–min fairness our α → −∞. That a single

parameter interpolates between the utilitarian sum, Nash bargaining (Nash, 1950) and max–min

fairness is standard in fair optimization (Ogryczak et al., 2014; Chen and Hooker, 2023), and

fairness–efficiency trade-offs along this family are studied by Bertsimas et al. (2011) and Lan

et al. (2010). The same interpolation has recently been applied across objectives rather than

agents in multi-objective reinforcement learning, through generalized p-means of the objective

values (Fan et al., 2023; Kim et al., 2025). The range α > 1, with convex aggregates, lies outside
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the α-fair family. Nash bargaining has been used to weight task gradients in multi-task learning

(Navon et al., 2022), and Ban and Ji (2024) apply α-fair utilities to the per-task rates of loss

decrease; multi-task learning as multiobjective optimization goes back to Désidéri (2012) and

Sener and Koltun (2018).

Weights generated by the values being aggregated are likewise known. In aggregation the-

ory the score ⟨λ(x), x⟩ with λi(x) ∝ φ(xi) is a mixture function, and its monotonicity has been

studied in detail (Špirková et al., 2019; Wilkin and Beliakov, 2015); with φ(t) = tα−1 it is the

Lehmer mean, whose monotone range is classical (Farnsworth and Orr, 1986). In multiobjective

optimization, priority schemes that depend on the alternative include ordered weighted aver-

aging (Yager, 1988; Ogryczak and Śliwiński, 2003), whose weights depend on the rank order of

criteria, the adaptive weighted-sum method of Kim and de Weck (2005), which adapts weights

to the geometry of the front, and sequential reference-point methods that update the search

direction from the objective values already attained (Jiménez et al., 2021). Finally, the fixed-

point iteration we analyse for α < 1 is a Frank–Wolfe method (Frank and Wolfe, 1956; Jaggi,

2013) on Fα, the standard algorithmic view of α-fair network utility maximization.

Our contribution relative to these works is therefore not the aggregate, the mixture form of

the weights or the algorithm, but (i) the exact goal-programming–network identity in which they

sit, including max-pooling for Chebyshev goal programming; (ii) the reading of endogenous goal

priorities as softmax attention and the analysis of the resulting fixed points as a scalarization

method in the sense of Miettinen (1999) and Ehrgott (2005), including the supported-point

limitation; (iii) the distinction between the fixed-point and direct readings, with the classical

Lehmer monotonicity range recast as an exact Pareto-compliance condition for the self-weighted

score; and (iv) the application to a real conservation portfolio. Mixed-integer encodings of

trained ReLU networks (Fischetti and Jo, 2018; Anderson et al., 2020) use the same max(0, ·)
structure in the opposite direction, embedding a network in an optimization model rather than

reading an optimization model as a network.

The remainder of the paper is organized as follows. Section 2 fixes notation. Section 3

establishes the goal-programming–network correspondence. Section 4 introduces endogenous

priorities. Section 5 develops the fixed-point theory and Section 6 the direct reading. Section 7

reports computations and Section 8 discusses limitations and extensions.

2 Preliminaries

We consider p ≥ 2 criteria, all to be maximized, and work in criterion space. For a feasible

decision set Y and criterion map f : Y → R
p, let X = f(Y ) denote the attainable set.

Assumption 1. X ⊂ R
p
++ is nonempty and compact. Criteria have been normalized to a

common scale and shifted to be strictly positive, for example xi = (fi − znadi )/(zidi − znadi ) + ε

with ideal point zid, nadir point znad and ε > 0.

For x, y ∈ R
p we write y ≻ x (y dominates x) if y ≥ x and y ̸= x. A point x∗ ∈ X

is Pareto optimal if no y ∈ X dominates it, and weakly Pareto optimal if no y ∈ X satisfies

y > x∗ componentwise. A Pareto optimal point is supported if it maximizes ⟨λ, x⟩ over X for

some λ ∈ R
p
++ (Geoffrion, 1968; Ehrgott, 2005). Weighted sums reach only supported points
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(Das and Dennis, 1997), whereas every Pareto point is obtainable by some weighted Chebyshev

scalarization (Bowman, 1976), which may also return weakly Pareto optimal points (Steuer and

Choo, 1983).

We write ∆p−1 = {λ ∈ R
p
+ : 1⊤λ = 1}, ReLU(t) = max(0, t) componentwise, ⊙ and ⊘ for

componentwise product and division, and NX (x) for the normal cone of a convex set X at x.

Goal programming. Given aspiration levels g ∈ R
p, priorities λ ∈ ∆p−1, overachievement

weights µ ≥ 0 and normalization constants ki > 0, written as scales wi = 1/ki, the weighted

goal programming achievement function is

AW(x) = min
d−,d+≥0

{

p
∑

i=1

wi(λid
−
i + µid

+
i ) : xi + d−i − d+i = gi, i = 1, . . . , p

}

, (1)

to be minimized over X , and the Chebyshev achievement function is

AC(x) = min
d−,d+≥0

{

max
i

λiwid
−
i : xi + d−i − d+i = gi, i = 1, . . . , p

}

. (2)

These are the standard normalized weighted and min–max variants (Romero, 1991; Tamiz et al.,

1998; Jones and Tamiz, 2010).

3 Goal programming as a network layer

Three objects are kept separate throughout: priorities λ, scales w and aspirations g. Keeping

them separate is what makes the following identities exact.

We first record the linear case. The linear achievement function −
∑

i λiwi(gi − xi) =

−
∑

i λiwi(d
−
i −d+i ) penalizes underachievement and rewards overachievement at the same rate;

it corresponds to (1) with µ = −λ, which lies outside the goal-programming model since µ ≥ 0

there, but it is the natural linear relative of that model.

Proposition 1 (Linear achievement function = affine neuron). Let θ = λ⊙w and b = −⟨θ, g⟩.
Then

−
p
∑

i=1

λiwi(gi − xi) = ⟨θ, x⟩+ b.

Conversely, for given scales w ∈ R
p
++, every affine neuron (θ, b) with θ ≥ 0, θ ̸= 0 equals c

times such an achievement function, where λ = (θ ⊘ w)/∥θ ⊘ w∥1, c = ∥θ ⊘ w∥1 > 0 and g is

any solution of ⟨θ, g⟩ = −b.

Proof. The first statement is algebra. For the converse, θ = c(λ ⊙ w) by construction, and

{g : ⟨θ, g⟩ = −b} is a nonempty hyperplane because θ ̸= 0. The factor c does not change any

maximizer.

A neuron identifies only the scalar ⟨θ, g⟩, not the individual aspirations. The one-sided

penalties that distinguish goal programming from a weighted sum require a hidden layer.
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Table 1: Dictionary between goal programming and feedforward networks.

Goal programming Feedforward network

Linear achievement function Affine neuron with b = −⟨λ⊙ w, g⟩
Scaled underachievement wid

−
i ReLU unit ReLU(wigi − wixi)

Weighted goal programme ReLU layer with nonnegative linear readout
Chebyshev goal programme ReLU layer with max-pooling
Normalization constants ki Input scales wi = 1/ki
Endogenous priorities λα(x) Softmax attention on log x, inverse tempera-

ture α− 1
Fixed-point priorities (Section 5) Attention with stop-gradient
Directly optimized priorities (Section 6) Attention without stop-gradient

Proposition 2 (Weighted goal programme = one-hidden-layer ReLU network). Let w ∈ R
p
++,

λ ≥ 0 and µ ≥ 0. Then

AW(x) =

[

λ

µ

]⊤

ReLU

([

− diag(w)

diag(w)

]

x +

[

w ⊙ g

−w ⊙ g

])

,

a network with 2p hidden ReLU units, a diagonal first layer and nonnegative readout. If µ = 0,

the overachievement units carry zero readout weight and may be dropped. Conversely, every

network N(x) = ⟨ν,ReLU(Ax + c)⟩ with ν ≥ 0, ν ̸= 0 and no output bias equals ∥ν∥1 times the

weighted achievement function of the goals yj ≥ cj on the derived linear criteria yj = −a⊤j x,
with unit scales, priorities ν/∥ν∥1 and µ = 0.

Proof. Problem (1) separates over i. The feasible pairs satisfy d−i − d+i = gi − xi with d±i ≥ 0,

so d−i ≥ ReLU(gi−xi) and d+i = d−i − (gi−xi). Along this ray the objective wi(λid
−
i +µid

+
i ) is

nondecreasing in d−i , so its minimum value is attained at d−i = ReLU(gi−xi), d+i = ReLU(xi−gi)
(uniquely if λi+µi > 0; otherwise the value is zero for every feasible pair, which the formula also

gives). Since wi > 0, wi ReLU(gi − xi) = ReLU(wigi − wixi) and likewise for overachievement,

which gives the stated network. For the converse, ReLU(a⊤j x + cj) = ReLU(cj − yj) is the

underachievement of the goal yj ≥ cj , and N = ∥ν∥1
∑

j(νj/∥ν∥1) ReLU(cj − yj).

Remark 1. Negative readout weights reward a deviation rather than penalizing it, which has

no goal-programming meaning; the correspondence therefore holds exactly on the cone ν ≥ 0.

Dense first layers correspond to goals on linear combinations of criteria, which is common in

practice, for example ratio or balance goals.

Proposition 3 (Chebyshev goal programme = max-pooling). If w ∈ R
p
++ and λ ≥ 0, then

AC(x) = maxi ReLU
(

λiwi(gi − xi)
)

: a ReLU layer followed by max-pooling.

Proof. The objective of (2) is nondecreasing in each d−i , so minimal underachievements d−i =

ReLU(gi − xi) are optimal as in Proposition 2; positive scaling commutes with ReLU.

Table 1 collects the correspondence, including the endogenous-priority entries developed

next.
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4 Endogenous priorities

4.1 Definition

Definition 1 (Endogenous priority map). For α ∈ R, let λα : Rp
++ → ∆p−1,

λα(x)i =
xα−1
i

∑p
j=1 x

α−1
j

, i = 1, . . . , p.

For α > 1 the priority of a criterion grows with its attained level; for α < 1 it shrinks, so

lagging criteria receive more weight; α = 1 gives equal priorities. The case α = 2, λ2(x) =

x/1⊤x, which we call the proportional rule, is the alternative-dependent analogue of the self-

normalized rule λ = w/1⊤w of Section 4.3 that motivated this study. Define the potential

Fα(x) =

⎧

⎪

⎨

⎪

⎩

1

α

∑p
i=1 x

α
i , α ̸= 0,

∑p
i=1 log xi, α = 0,

∇Fα(x) =
(

xα−1
1 , . . . , xα−1

p

)

.

The identity λα(x) = ∇Fα(x)/∥∇Fα(x)∥1 drives all results below. As a function of α, Fα is

discontinuous at α = 0; the shifted form
∑

i(x
α
i − 1)/α, which converges to

∑

i log xi, has the

same gradient and maximizers and may be used where continuity in α matters. For α ≤ 1 and

up to the reparametrization α ↦→ 1 − α, Fα is the α-fair utility of Mo and Walrand (2000);

for α > 1 it is convex and lies outside that family. Its role as a one-parameter bridge between

utilitarian and max–min objectives is standard (Ogryczak et al., 2014; Chen and Hooker, 2023);

what is specific to this paper is that Fα arises as the potential of goal priorities generated by

the alternative.

Proposition 4 (Endogenous priorities = attention). λα(x) = softmax
(

(α − 1) log x
)

. Hence

⟨λα(x), x⟩ is a single attention head with keys log x, values x and inverse temperature α − 1,

which may be negative. As α → +∞ the weights concentrate on the indices attaining maxi xi,

and as α→ −∞ on those attaining mini xi, split equally among ties.

Proof. exp((α−1) log xi) = xα−1
i ; normalize. For the limits, divide numerator and denominator

by (maxj xj)
α−1, respectively (minj xj)

α−1: the terms of non-extremal indices vanish and each

extremal index keeps weight one.

4.2 Two readings

Because the priorities depend on x, “maximize the endogenously weighted sum” admits two

readings.

Definition 2 (Fixed-point and direct readings). The fixed-point reading holds priorities fixed

while maximizing and iterates:

xk+1 ∈ arg max
x∈X

⟨λα(xk), x⟩. (3)

A point x∗ is an endogenous-priority fixed point if x∗ ∈ arg maxx∈X ⟨λα(x∗), x⟩. The direct

reading maximizes sα(x) = ⟨λα(x), x⟩ over X , differentiating through the priorities.
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Algorithm 1 Endogenous-priority scalarization (fixed-point reading)

Require: X (convex if α ≤ 1), exponent α, start x0 ∈ X , tolerance τ
1: for k = 0, 1, 2, . . . do

2: λk ← λα(xk)
3: sk ∈ arg maxx∈X ⟨λk, x⟩ ▷ weighted-sum oracle
4: if ⟨λk, sk − xk⟩ ≤ τ then ▷ stationarity gap
5: return xk

6: end if

7: if α > 1 then

8: xk+1 ← sk ▷ full step, Theorem 9
9: else

10: xk+1 ← xk + 2
k+2

(sk − xk) ▷ damped step, Theorem 11
11: end if

12: end for

Algorithm 1 states the fixed-point reading with an optional damped step. Its linear subprob-

lem is a weighted-sum problem over the original decision set, solvable by any single-objective

method; in the production example of Section 7 it is a linear programme. The damped step

forms convex combinations of points of X and is therefore used only when X is convex; on

nonconvex sets only the full step (3) is meaningful.

4.3 The self-normalized priority rule

A natural way to attach priorities to a neuron is to set λ = w/1⊤w for its own weights w ∈ R
p
++,

giving the score ⟨λ⊙w, x⟩+ b. The following shows that this is a reparametrization rather than

a new model.

Proposition 5 (Self-normalized priorities). Let θ(w) = w ⊙ w/1⊤w for w ∈ R
p
++. Then:

1. θ is a bijection of R
p
++ onto itself, with inverse wi =

√
θi
∑

j

√

θj. The scores {⟨λ ⊙
w, x⟩+ b} therefore form exactly the class of affine neurons with positive weights.

2. Relative priorities are squared: θi/θj = (wi/wj)
2.

3. Over a polytope X , the neuron with weights w and the self-normalized score have a common

maximizing vertex if and only if w and w⊙w lie in the normal cone of a common vertex.

Proof. (1) Given θ ∈ R
p
++ and S = 1⊤w, the equations w2

i = θiS give wi =
√
θiS, and summing

gives
√
S =

∑

j

√

θj ; the map and its inverse are continuous and positive. (2) is immediate.

(3) A positive linear functional is maximized at a vertex v of a polytope exactly when it lies in

NX (v); positive scaling does not change normal-cone membership.

Self-normalization therefore neither removes the need to choose or learn weights nor adds

expressive power. It does move decisions: by part (3), the two scores choose different vertices

whenever squaring carries the weight vector across a normal-cone boundary. Section 7 gives a

concrete instance. This motivates replacing the self-referential rule by priorities that depend on

the alternative, which is the subject of the rest of the paper.
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5 Fixed-point theory

Lemma 6 (Normalization invariance). For any c > 0, arg maxx∈X ⟨cλ, x⟩ = arg maxx∈X ⟨λ, x⟩.
Hence (3) and its fixed points are unchanged if λα(xk) is replaced by ∇Fα(xk); the normalization

affects only reported score values.

Theorem 7 (Pareto optimality). Under Assumption 1, every endogenous-priority fixed point

is a supported Pareto optimum, for every α ∈ R.

Proof. Since x∗ ∈ R
p
++, λ∗ = λα(x∗) ∈ R

p
++. If some y ∈ X dominated x∗, then ⟨λ∗, y−x∗⟩ > 0,

contradicting the maximality of x∗. Supportedness holds with λ = λ∗.

Remark 2. If Assumption 1 is weakened to X ⊂ R
p
+, a fixed point with x∗i = 0 and α > 1 has

λ∗
i = 0, and only weak Pareto optimality follows (compare (1, 0) with (1, 0.1)); for α < 1 the

priority map is not even defined at such a point. The positivity shift ε is therefore part of the

method, not a technicality.

Theorem 8 (Variational characterization). x∗ ∈ X is an endogenous-priority fixed point if and

only if

⟨∇Fα(x∗), x− x∗⟩ ≤ 0 for all x ∈ X . (4)

If X is convex, (4) states ∇Fα(x∗) ∈ NX (x∗), the first-order condition for maxx∈X Fα(x). In

particular, for convex X every maximizer of Fα is a fixed point, so fixed points exist for every

α.

Proof. x∗ ∈ arg maxX ⟨λα(x∗), x⟩ if and only if ⟨λα(x∗), x − x∗⟩ ≤ 0 on X ; multiply by

∥∇Fα(x∗)∥1 > 0. For convex X the condition is the normal-cone inclusion; if x∗ maximizes

the differentiable Fα over convex X , then for every x ∈ X the function t ↦→ Fα(x∗ + t(x− x∗))

on [0, 1] is maximized at t = 0, so its right derivative there, ⟨∇Fα(x∗), x − x∗⟩, is nonpositive.

Compactness gives a maximizer.

Theorem 8 is the central structural fact: on convex problems, endogenous priorities equal

to the normalized gradient of a potential make the weighted-sum fixed point coincide with a

stationary point of that potential. Choosing α is choosing the aggregate. Two cautions apply.

For α > 1, Fα is convex and its stationary points on convex X include its minimizers as well as

its maximizers. For nonconvex X , condition (4) is a global variational inequality rather than

stationarity in the usual sense.

Theorem 9 (Case α > 1: monotone ascent). Let α > 1. Then Fα is strictly convex on R
p
++,

the full-step iteration (3) satisfies

Fα(xk+1)− Fα(xk) ≥ ∥∇Fα(xk)∥1 γk ≥ 0, γk = max
x∈X
⟨λα(xk), x− xk⟩, (5)

{Fα(xk)} converges, and the stationarity gap γk → 0, so Algorithm 1 terminates for every τ > 0.

If X is finite, or a polytope and the oracle returns vertices, the iteration reaches a fixed point

in finitely many steps. Moreover the maximum of Fα over a compact convex X is attained at

an extreme point.
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Proof. Each t ↦→ tα/α is strictly convex for α > 1. Convexity gives Fα(xk+1) ≥ Fα(xk) +

⟨∇Fα(xk), xk+1−xk⟩, and the inner product equals ∥∇Fα(xk)∥1γk ≥ 0 because xk+1 maximizes

⟨λα(xk), ·⟩ over a set containing xk. A bounded monotone sequence converges. Since X ⊂ R
p
++

is compact, ∥∇Fα∥1 is bounded below by a positive constant on X , so summability of the

increments forces γk → 0. If the candidate set is finite (all of X , or the vertices of a polytope

for k ≥ 1), strict convexity implies that any step with xk+1 ̸= xk strictly increases Fα, so no

candidate repeats and the iteration stops at a fixed point. A convex function on a compact

convex set attains its maximum at an extreme point (Rockafellar, 1970, Section 32).

Corollary 10. Let α > 1 and let the oracle return extreme points. Then every iterate xk,

k ≥ 1, is an extreme point of X , and Fα increases along the iterates toward points far from the

origin of the normalized space (in ℓ2 when α = 2). Fixed points, however, need not be extreme:

on the closed segment joining (0.1, 1.1) and (1.1, 0.1) with α = 2, the midpoint (0.6, 0.6) has

equal priorities, zero gap and is a fixed point, although it minimizes F2 on the segment. The

point reached therefore depends on x0.

Theorem 11 (Case α < 1: unique compromise). Let α < 1 and X be convex. Then Fα is

strictly concave on R
p
++, the endogenous-priority fixed point is unique and equals arg maxX Fα,

and the damped iteration of Algorithm 1 satisfies Fα(x∗)−Fα(xk) ≤ 2LD2/(k+2) for all k ≥ 1,

where D is the diameter of X and L a Lipschitz constant of ∇Fα on X .

Proof. For α < 1, α ̸= 0, the second derivative of tα/α is (α − 1)tα−2 < 0; for α = 0, log

is strictly concave. A separable sum of strictly concave functions is strictly concave, so the

maximizer over compact convex X is unique, and by Theorem 8 stationary points of a concave

programme are its maximizers. By Lemma 6 the damped iteration is the Frank–Wolfe method

(Frank and Wolfe, 1956) applied to minimizing the convex function −Fα over X . Because

X ⊂ R
p
++ is compact, ∇Fα is Lipschitz on X , the curvature constant is at most LD2, and the

standard rate for step size 2/(k + 2) applies for k ≥ 1 (Jaggi, 2013).

Remark 3. Damping is required for α < 1, even on convex sets. On the segment joining (0.1, 1.1)

and (1.1, 0.1) with α = 0, the full step from either endpoint moves to the other endpoint, because

the priorities favour the lagging coordinate, and the iteration alternates indefinitely; the damped

iteration converges to the unique fixed point (0.6, 0.6).

Proposition 12 (Limits in α). 1. α = 1: λ1 ≡ 1/p, the equal-weight sum.

2. α = 0: F0 =
∑

i log xi; for convex X the fixed point is the Nash bargaining solution with

disagreement point 0 (Nash, 1950), i.e. proportional fairness (Kelly et al., 1998). For

nonconvex X the Nash point may be unsupported and then is not a fixed point (Theo-

rem 13).

3. α → −∞: let Mα(x) =
(

1
p

∑

i x
α
i

)1/α
. For α < 0, arg maxX Fα = arg maxX Mα, and

every cluster point of maximizers x∗α of Fα as α → −∞ maximizes mini xi over X , the
equal-weight Chebyshev solution, which may be only weakly Pareto optimal. For convex X
these maximizers are the fixed points (Theorem 11).
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Figure 1: Endogenous-priority fixed points on the convex front x = (0.1 + cos t, 0.1 + 0.5 sin t),
t ∈ [0, π/2]. As α decreases from 2 to −10 the selected point moves from an extreme point
toward the max–min point (square), as predicted by Theorem 9 and Proposition 12. Because
the front is not symmetric, the α = −10 point is close to, but distinct from, the max–min point.

Proof. (1) and (2) are immediate. (3) For α < 0, Fα is maximized iff
∑

i x
α
i is minimized, iff Mα

is maximized, since u ↦→ (u/p)1/α is decreasing. Because xαi is decreasing in xi, (mini xi)
α ≤

∑

i x
α
i ≤ p(mini xi)

α, whence mini xi ≤ Mα(x) ≤ p−1/α mini xi. Thus Mα → mini xi uniformly

on compact X , and cluster points of maximizers of uniformly convergent continuous functions

maximize the limit.

Theorem 13 (Unsupported points are not fixed points). For every α ∈ R, the endogenous-

priority fixed points are supported Pareto points. If the Pareto front of a nonconvex X contains

unsupported points, none of them is a fixed point, even when it maximizes Fα over X ; and fixed

points need not exist.

Proof. The first two claims follow from Theorem 7. For non-existence, take the two-point set

X = {(1.1, 0.1), (0.1, 1.1)} and α = 0: at each point the priority vector favours the other point’s

large coordinate, so the iteration alternates and neither point is fixed.

In the fixed-point reading, endogenous priorities therefore change which supported point

is selected, not which points are reachable. The direct reading of Section 6 is not subject to

this limitation: on the nonconvex front of Section 7, the maximizers of L0 and L1/2 are the

unsupported Pareto points (0.455, 0.517) and (0.415, 0.569); the latter is the Nash point, as

Remark 6 explains. Figure 1 shows the selection on a convex front: as α decreases the fixed

point moves from an extreme point toward the max–min point.

Remark 4 (Reference-point dependence). Fixed points are not invariant to affine shifts of cri-

terion space, since ∇Fα(x + c1) ̸= ∇Fα(x) in general. On a quarter circle centred at the origin

every front point has the same norm and is a fixed point for α = 2; after a shift by 0.11 the

iteration selects the midpoint (Table 2). The normalization of Assumption 1, including the ref-
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erence point, must therefore be stated as part of the method, as with reference-point methods

generally (Wierzbicki, 1980).

6 The direct reading

A decision maker who accepts endogenous priorities may also ask directly for the alternative

with the largest self-weighted score, rather than for a fixed point. This is the direct reading of

Definition 2, and it is also what a network computes when the attention weights are not held

fixed. Its score is

sα(x) = ⟨λα(x), x⟩ =

∑

i x
α
i

∑

i x
α−1
i

= Lα(x),

the Lehmer mean of order α (Lehmer, 1971; Bullen, 2003), which is the mixture function

(Špirková et al., 2019) with weighting function tα−1. In particular L0 is the harmonic mean, L1

the arithmetic mean and L2 the contraharmonic mean.

The monotonicity of Lehmer means is classical. In the parametrization
∑

i x
q+1

i /
∑

i x
q
i of

the Gini-mean literature, which is our α = q + 1, the Lehmer mean is monotone for q ∈ [−1, 0]

(Farnsworth and Orr, 1986), and outside this range it is at best weakly monotone (Wilkin and

Beliakov, 2015). The proposition below restates this fact in our notation, with a short proof for

completeness; its content for this paper is the consequence for Pareto optimality.

Proposition 14 (Pareto compliance of the direct score; cf. Farnsworth and Orr, 1986). On R
p
++

with p ≥ 2, Lα is strictly increasing in every coordinate if and only if α ∈ [0, 1]. Consequently,

for α ∈ [0, 1] every maximizer of sα over any X ⊂ R
p
++ is Pareto optimal, while for α /∈ [0, 1]

there exist pairs y ≻ x in R
p
++ with sα(y) < sα(x), so that on X = {x, y} the maximizer of sα

is dominated.

Proof. Write N =
∑

j x
α
j and D =

∑

j x
α−1
j . Then

∂Lα

∂xi
=

xα−2
i

D2

(

αxiD − (α− 1)N
)

.

For α ∈ (0, 1) both αxiD and −(α− 1)N are positive; for α = 0 the bracket is N > 0; for α = 1

it is xiD > 0. A strictly increasing function cannot be maximized at a dominated point. For

α > 1, fix xj , j ̸= i, and let xi → 0+: then xiD → 0 while (α − 1)N stays bounded away from

zero, so the derivative is eventually negative. For α < 0, let xi → ∞: D tends to a positive

constant, so αxiD → −∞ while (α− 1)N stays bounded, and again the derivative is eventually

negative. Increasing xi on such an interval produces a dominating point with a strictly lower

score.

Remark 5 (Bounded criterion ranges). The “only if” part of Proposition 14 uses unbounded

ratios between criteria. When criteria are confined to a box, as after the normalization of

Assumption 1, the compliant range is wider: numerically, Lα is monotone on [0.1, 1.1]p for

α ∈ [−0.167, 1.167] when p = 2 and α ∈ [−0.136, 1.136] when p = 3. The interval [0, 1] is the

range that is safe for every box.
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Remark 6 (The two readings select different compromises). The direct reading maximizes Lα,

the fixed-point reading maximizes Fα (on convex X ), and these generally differ. For example,

L1/2(x) =
√
x1x2 when p = 2, so the Nash point is the direct-reading solution at α = 1

2
, whereas

the direct reading at α = 0 maximizes the harmonic mean L0, which is neither the Nash point

nor invariant to rescaling individual criteria.

Proposition 14 concerns rankings. A non-monotone score can still have Pareto-optimal

maximizers on a given X ; Section 7 shows that this happens in the production example, while

rankings of non-optimal alternatives are frequently reversed. The risk is therefore greatest where

scores are used to rank or select among many alternatives, as in population-based search or in

screening many candidate portfolios, and smaller where only the optimum is reported.

7 Numerical experiments

Computational setup. All computations use Python 3 with NumPy and SciPy, whose in-

terface to the HiGHS solver is used for linear and mixed-integer programmes. The scripts that

produce every number, table and figure accompany the submission.

Use of a large language model. In accordance with the journal’s policy, the use of a

large language model in this research is documented here. The author used Claude (Opus 5.5,

Anthropic) as a research assistant. The author conceived the research question and proposed

the self-normalized priority rule that motivated the study. The model was used to analyse

that rule and develop its generalization through the exponent α; to draft the statements and

proofs of the propositions and theorems; to write and run the Python code for all experiments,

verification checks and figures; to draft and revise the text; and to search for and check the

literature. A separate instance of the model, without access to the drafting process, re-derived

the proofs and reproduced the reported numbers as an independent check, and the manuscript

was revised in response to its reports. The author has reviewed all derivations, code and text

and takes full responsibility for the content of the paper.

Pareto certificates. Pareto optimality of a computed point x̂ is certified by the linear pro-

gramme max{1⊤s : x ∈ X , x ≥ x̂ + s, s ≥ 0}, whose optimal value is zero exactly when x̂ is

Pareto optimal.

7.1 Verification of the correspondence

Propositions 2 and 3 were checked on 500 random instances with p ∈ {2, . . . , 6}, random

criteria, aspirations, priorities and scales. Each goal programme was solved as a linear pro-

gramme and compared with the network output; the largest absolute difference was 1.3× 10−15

for the weighted and 0 for the Chebyshev case. Proposition 4 holds to machine precision.

A finite-difference search over 2 × 104 random points per exponent found no negative par-

tial derivative of Lα for α ∈ {0, 0.25, 0.5, 0.75, 1} and found negative derivatives for α ∈
{−10,−2,−1,−0.5, 1.5, 2, 5}, as Proposition 14 predicts.
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Table 2: Points reached on shifted bi-objective fronts (five starting points each). Convex fronts:
Algorithm 1 (full step for α = 2, damped step for α ≤ 0). Nonconvex front: full-step itera-
tion (3), since the damped step leaves a nonconvex X .

Front α Point reached arg maxX Fα

Linear 2 (0.1, 1.1) or (1.1, 0.1), start-dependent extreme points
0 (0.600, 0.600) (0.6, 0.6)

−10 (0.600, 0.600) (0.6, 0.6)
Circular 2 ≈ (0.807, 0.807) (0.807, 0.807)

0 (0.807, 0.807) (0.807, 0.807)
−10 (0.807, 0.807) (0.807, 0.807)

Nonconvex 2 (0.1, 1.1) or (1.1, 0.1) extreme points
0 alternates between extremes (0.415, 0.569), unsupported

−10 alternates between extremes (0.478, 0.487), unsupported

7.2 Bi-objective test fronts

Three discretized fronts with 4001 points each, shifted by ε = 0.1, were used: linear (x1+x2 = 1),

circular (x21 + x22 = 1) and nonconvex (x2 = (1 − x1)
2). Five starting points were taken along

each front. Table 2 reports the points reached.

On the convex fronts the damped iteration reached arg maxFα from every start (Theo-

rem 11); because these two fronts are symmetric, for α ≤ 0 this point also coincides with the

max–min point, which is not true in general (Figure 1). For α = 2 the outcome depends on

the start on the linear front, while on the shifted circle it is the midpoint (Remark 4). On the

nonconvex front the maximizers of F0 and F−10 are unsupported and the full-step iteration al-

ternates between the two extremes (Theorem 13); the max–min point (0.482, 0.482) is reachable

only by a nonlinear scalarization. (Applied there, the damped step would converge to the chord

midpoint (0.6, 0.6), which is not in X .) All fixed points reached were certified Pareto optimal.

7.3 A three-objective production problem

A firm chooses quantities (a, b, c) ≥ 0 of three products subject to machine time a+2b+ c ≤ 40,

material 3a + b + 2c ≤ 60 and demand c ≤ 15. It maximizes profit P = 5a + 4b + 3c and

employment (labour hours) H = 2a + 3b + 4c, and minimizes emissions E = 4a + 2b + c.

The payoff table gives ideal (128, 101, 0) and nadir (0, 0,−88) for (P,H,−E); with ε = 0.1 the

normalized criteria are x1 = P/128 + 0.1, x2 = H/101 + 0.1 and x3 = 1.1 − E/88. Since the

criteria are already normalized, scales are unit (w = 1); priorities are λ = (0.5, 0.3, 0.2) and

every aspiration is gi = 0.9. The neuron therefore has weights θ = λ, and the self-normalized

score of Proposition 5 has weights λ⊙ λ/1⊤λ. The scores compared are

SNN = 0.5x1 + 0.3x2 + 0.2x3 − 0.9 (neuron, Prop. 1),

SSN = 0.25x1 + 0.09x2 + 0.04x3 − 0.342 (self-normalized, Prop. 5),

SGP = −
∑

i λi ReLU(0.9− xi) (weighted goal programme, Prop. 2),
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Table 3: Production plans selected by each scalarization. Emissions are to be minimized. All
plans were certified Pareto optimal.

Method Plan (a, b, c) Profit Labour Emissions

Neuron, SNN (7, 9, 15) 116.0 101.0 61.0
Self-normalized, SSN (7, 9, 15) 116.0 101.0 61.0
Weighted goal programme (2.47, 11.27, 15) 102.4 98.7 47.4
Chebyshev goal programme (0, 11.41, 15) 90.6 94.2 37.8
Endogenous, α = 2 (7, 9, 15) or (0, 0, 0) 116.0 or 0 101.0 or 0 61.0 or 0
Endogenous, α = 0 (0, 12.5, 15) 95.0 97.5 40.0
Endogenous, α = −10 (0, 9.31, 15) 82.2 87.9 33.6
Max–min (Chebyshev, equal weights) (0, 8.86, 15) 80.4 86.6 32.7

together with the Chebyshev goal programme with the same priorities, the endogenous-priority

fixed points for α ∈ {2, 0,−10} and the max–min solution. Table 3 reports the plans.

Four observations follow.

Neuron and self-normalized score. Both are linear with positive coefficients and select the

same vertex here: in plan coordinates SNN = 0.0164a + 0.0200b + 0.0213c − 0.6 and SSN =

0.0097a + 0.0096b + 0.0090c − 0.264. Their rankings are not equivalent, however. Over 2000

plans drawn uniformly from the feasible set (by rejection sampling from the box [0, 20]2 ×
[0, 15]), Kendall’s rank correlation between them is 0.86, and they disagree on 7.0% of plan

pairs. Shifting priority toward emissions, with λ = (0.6(1 − e), 0.4(1 − e), e) the two scores

select different plans on two intervals, whose end points (computed exactly from the vertex

comparisons) are given to three decimals. For e ∈ (0.320, 0.342) the neuron already selects

(0, 12.5, 15) while the self-normalized score keeps (7, 9, 15). For e ∈ (0.456, 0.725) the self-

normalized score cuts production first to (0, 0, 15) and, from e = 0.533, to nothing at all, while

the neuron selects (0, 12.5, 15) until e = 0.574 and (0, 0, 15) thereafter. This is part (3) of

Proposition 5.

Goal programming. The one-sided penalty stops rewarding profit once its aspiration is met,

so the weighted goal programme trades 12% of profit for 22% lower emissions relative to the

neuron.

Endogenous priorities. With α = 2 the outcome depends on the start: three of four starts

led to (7, 9, 15) and one to producing nothing, the emissions-only extreme point (Theorem 9).

With α = 0 every start reached (0, 12.5, 15), matching direct maximization of
∑

i log xi to

2× 10−7; this plan cuts emissions by 34% relative to the neuron at a cost of 18% of profit, and

requires neither priorities nor aspirations. With α = −10 the plan approaches the max–min

solution; the normalized criteria are (0.742, 0.970, 0.718) against (0.728, 0.957, 0.728), consistent

with convergence only in the limit (Proposition 12).

Direct reading. Maximizing Lα by sequential quadratic programming from 40 random starts

gave only Pareto-optimal local maxima for α ∈ {2, 0.5,−10}. Rankings were another matter.

Among 3000 plans drawn uniformly as above, 1284 (43%) were scored above some plan that

dominates them when α = −10, 49 (2%) when α = 2, and none when α = 0.5, in line with

Proposition 14. For example, under α = 2 the plan with normalized criteria (0.260, 0.255, 0.964)

scores L2 = 0.718, above the dominating plan (0.301, 0.363, 0.964) with L2 = 0.707: L2 decreases

in xi wherever xi lies below half the score, which is the case for profit and employment here.
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7.4 Real data: conservation projects for the REPI programme

The U.S. Department of Defense’s Readiness and Environmental Protection Integration (REPI)

programme funds land conservation around military installations. Messer et al. (2015) report

the 44 projects considered in 2010, each with a military readiness score ri, an environmental

protection score ei, a viability-of-agreement score vi and a REPI funding request ci, against a

budget W = $54 million (their Table 3). A portfolio is a set S of projects with
∑

i∈S ci ≤ W ,

and R(S) =
∑

i∈S ri, E(S) =
∑

i∈S ei, V (S) =
∑

i∈S vi. Because decisions are binary, the

attainable set is finite and nonconvex: Theorems 7, 8 and 13 apply, whereas Theorem 11 and

the damped step of Algorithm 1 do not, so the full step (3) is used.

Formulations. The single-objective maxima are R∗ = 1004.5, E∗ = 368.25 and V ∗ = 645, in

agreement with the percentages in Table 6 of Messer et al. (2015). Criteria are normalized as

achievement ratios x(S) =
(

R(S)/R∗, E(S)/E∗
)

∈ (0, 1]2, which satisfy Assumption 1 without

a shift. Five rules are compared, each solved exactly by mixed-integer programming:

(i) benefit targeting (BT), REPI’s ranking rule, as reported by Messer et al. (2015);

(ii) binary linear programming (BLP): max R(S) + E(S) + V (S);

(iii) weighted goal programming, equation (9) of Messer et al. (2015) with λ = 1
2
,

min
S

1
2

ReLU
(

1−R(S)/R∗
)

+ 1
2

ReLU
(

1− E(S)/E∗
)

,

which is the network of Proposition 2;

(iv) Chebyshev goal programming with the same weights,

min
S

max
{

1
2

ReLU(1−R(S)/R∗), 1
2

ReLU(1− E(S)/E∗)
}

,

the max-pooling network of Proposition 3;

(v) endogenous priorities: Sk+1 ∈ arg maxS⟨λα(x(Sk)), x(S)⟩, where each step is a 0–1 knap-

sack problem.

The data and the published selections reproduce the totals of Messer et al. (2015): 1612.5 for

BT and 1951.5 for BLP. For goal programming, the selection in their Table 3 and their Table 5

at λ = 0.5 give R = 985.5 and E = 366.5 (their Table 4 lists 992 and 369).

The exact Pareto front. Solving maxR(S) subject to E(S) ≥ ε for every attainable ε (scores

are multiples of 0.25) yields 14 nondominated (R,E) portfolios. A linear-programming test of

whether some strictly positive weight vector selects each point shows that 10 are supported (one

of them only weakly, on an edge of the upper hull) and 4 are unsupported (Figure 2).

Table 4 and Figure 2 support four observations.

No weights are needed. Started from the readiness-maximizing, the environment-maximizing

and the BLP portfolios, the endogenous-priority iteration reached a fixed point within two steps

for each of α = 2, 0 and −10, and every run ended at the same portfolio. That portfolio is the

one weighted goal programming selects with λ = 1
2
, and it also maximizes the Nash product x1x2

and F−10 over all 14 Pareto portfolios. Messer et al. (2015) had to choose λ and then examine

21 values of it in a sensitivity analysis; here the priorities are generated by the portfolio itself.
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Table 4: REPI 2010 portfolios (W = $54 M). R/R∗ and E/E∗ are achievement ratios; “weaker”
is min(R/R∗, E/E∗); Nash is (R/R∗)(E/E∗). Bold marks the best value in each column.

Rule |S| R E V R+E+V R/R∗ E/E∗ weaker Nash

(i) BT 19 784.5 299.0 529 1612.5 0.781 0.812 0.781 0.634
(ii) BLP, maxR+E+V 25 970.5 356.0 625 1951.5 0.966 0.967 0.966 0.934
(iii) Weighted GP, λ = 1

2
25 985.5 366.5 569 1921.0 0.981 0.995 0.981 0.976

(iv) Chebyshev GP, λ = 1

2
25 990.5 363.5 558 1912.0 0.986 0.987 0.986 0.973

(v) Endogenous, α ∈ {2, 0,−10} 25 985.5 366.5 569 1921.0 0.981 0.995 0.981 0.976
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Figure 2: Exact readiness–environment Pareto front of the REPI 2010 projects under the
$54 million budget. Endogenous priorities and weighted goal programming select the same
supported portfolio; the max–min portfolio chosen by Chebyshev goal programming is unsup-
ported and cannot be a fixed point for any α (Theorem 13).

The unsupported max–min portfolio is out of reach. Chebyshev goal programming selects

(R,E) = (990.5, 363.5), which raises the weaker achievement ratio from 0.981 to 0.986. This

portfolio is unsupported, so by Theorem 13 no endogenous-priority fixed point can equal it,

and indeed the α = −10 iteration stops at the supported portfolio instead. The real data thus

exhibit the limitation that motivates the Chebyshev inner step proposed in Section 8.

The total score hides the trade-off. BLP maximizes R +E + V but achieves lower readiness

and lower environmental protection than both goal programmes, gaining instead on viability of

agreement, a criterion that is not one of REPI’s two statutory objectives.

Three criteria. Adding viability, with x = (R/R∗, E/E∗, V/V ∗), the fixed point for α =

0 and α = −10 is (R,E, V ) = (958, 363.25, 625), which coincides with equal-weight three-

criterion goal programming and attains an average achievement of 96.97%, the best overall

percentage reported in Table 6 of Messer et al. (2015). BLP and Chebyshev goal programming

select (970.5, 356, 625), with total 1951.5 and the higher minimum achievement (96.62% against

95.37%).

The readiness–environment front is flat: every Pareto portfolio attains at least 94% of each

target. This is why all values of α select the same portfolio here; a dataset with a sharper
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trade-off would separate the members of the α family more clearly.

8 Discussion

What the unification delivers. The correspondence of Section 3 lets results move in both di-

rections. Goal-programming structure gives interpretable network parameters: readout weights

are priorities, biases are aspirations, and input scales are normalization constants. Network

structure gives goal programming a vocabulary for endogenous priorities, namely attention,

and a question with a precise answer: whether the self-weighted score may be optimized di-

rectly without violating Pareto dominance (Proposition 14). The ingredients themselves—the

α-fair family, mixture-type weights, the monotonicity of Lehmer means and the Frank–Wolfe

method—are established; the unification lies in showing that goal programming, attention-

weighted networks and this fairness scale are one structure, and in stating exactly what each

reading of that structure guarantees.

Choosing α and the reading. If the purpose is a compromise solution, the fixed-point

reading with α ≤ 0 is the relevant choice: on convex problems α = 0 gives the Nash bargaining

solution, which is invariant to positive rescaling of individual criteria, and large negative α

approximates max–min. If the self-weighted score is to be optimized directly, the direct reading

with α ∈ [0, 1] is Pareto-compliant, but it maximizes the Lehmer mean Lα rather than Fα,

so its compromise differs (Remark 6); for p = 2 the Nash point is recovered at α = 1
2
, not at

α = 0. Values α > 1, including the proportional rule λ2(x) = x/1⊤x, ascend a convex aggregate,

produce extreme-point iterates and depend on the starting point, and should be used only when

an extreme solution is the intent.

Limitations. Three limitations are structural. First, in the fixed-point reading unsupported

Pareto points are never selected, for any α (Theorem 13); this is the weighted-sum limitation

inherited by the linear inner problem. The direct reading can reach such points, and does

so with Pareto compliance for α ∈ [0, 1]. Second, fixed points depend on the normalization

and reference point (Remark 4). Third, the guarantees of Theorem 11 assume convexity; on

nonconvex problems only the variational inequality (4) characterizes fixed points, and fixed

points may fail to exist.

Extensions. The first limitation suggests replacing the inner weighted sum by a weighted

Chebyshev problem, xk+1 ∈ arg maxx∈X mini xi/λα(xk)i, whose solutions include unsupported

points; its fixed-point theory is open. A second extension is to learn α, or a separate exponent

per criterion, from observed choices, which by Proposition 2 is an inverse goal-programming

problem posed as network training. A third is machine learning, where task weights computed

from the tasks’ own losses raise the analogous question of whether such weights should be held

fixed or optimized through; the task-weighting schemes of Navon et al. (2022) and Ban and Ji

(2024) apply bargaining and α-fair utilities to gradient inner products rather than to criterion

values, and are not covered by the present analysis.
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9 Conclusion

Weighted and Chebyshev goal programming are ReLU networks with nonnegative readout and

max-pooling respectively, and the neuron is a linear achievement function whose bias is minus

the weighted aspiration. Making the goal priorities endogenous, λα(x) ∝ xα−1, turns the

weighted sum into softmax attention whose fixed points are supported Pareto optima and, on

convex problems, stationary points of the α-fair aggregate Fα, so that one exponent places

goal programming on the established fairness scale from the equal-weight sum through Nash

bargaining to max–min compromise, extended beyond it to extreme-point ascent. Maximizing

the self-weighted score directly is Pareto-compliant on the positive orthant exactly when 0 ≤
α ≤ 1, and selects a different compromise from the fixed point. A self-normalized priority rule

adds no expressive power but squares relative priorities. The framework is therefore best read

as a single scale on which weighted sums, goal programming, fairness criteria and attention can

be compared, with exact statements of what each guarantees.
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