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Abstract

Typhoon-induced extreme waves pose severe threats to coastal communities, infrastructure, and maritime
operations worldwide. Accurate and rapid forecasting of significant wave height is therefore critical for
disaster response. Physics-based numerical wave models provide physically grounded predictions but can
be computationally demanding for high-resolution forecasting, while purely data-driven models often
struggle with rare, highly non-stationary extreme events. Recent time-series approaches based on large
language models (LLMs) offer new opportunities for long-range forecasting but remain limited in
explicitly representing coupled environmental variables and enforcing physically plausible predictions.
Here, we develop the Typhoon Wave Large Language Model (TW-LLM), a physics-informed, domain-
adapted framework for forecasting typhoon-induced coastal wave height. Building on Time-LLM, TW-
LLM introduces cross-variable covariate interaction to explicitly represent dependencies between wave
states and environmental forcing, structured domain-informed prompting for semantic conditioning, and a
physics-informed training objective that combines magnitude-weighted Huber loss with wind-forcing
consistency and temporal-rate constraints. Trained and evaluated using nine years (2017-2025) of hourly
observations from eleven coastal buoys in China, TW-LLM achieves root-mean-square errors (RMSEs) of
~0.15 m for short-term (6-h) forecasts, 0.3 m for long-term (96-h) forecasts, and 0.23 m under extreme
typhoon conditions. With an inference time as low as 5 s per forecast, TW-LLM provides a
computationally efficient framework for near-real-time coastal wave forecasting and early warning, with
potential to enhance coastal resilience to increasingly severe climate-related hazards.

1 Introduction

Tropical cyclones generate some of the most destructive coastal hazards worldwide, with storm surges and
extreme waves causing substantial economic losses, infrastructure damage, and disruptions to maritime
activities [1]. Observations and large-scale hindcasts reveal pronounced spatial and temporal variability in
extreme significant wave height (H,;,) during tropical cyclones, particularly in nearshore and estuarine
environments [2, 3]. As climate change, sea-level rise, and growing coastal exposure amplify tropical-

cyclone-related risks [4, 5], accurate and timely forecasting of H,;, is increasingly critical for disaster

ig
preparedness and emergency response. Yet extreme-wave forecasting remains challenging because
typhoon-induced waves are highly non-stationary and governed by complex interactions among

atmospheric forcing, ocean conditions, and local coastal environments.

Traditional numerical wave models face a persistent trade-off between physical accuracy and
computational efficiency. Spectral wave models such as Simulating Waves Nearshore (SWAN) [6]
explicitly resolve key wave-generation, propagation, and dissipation processes, but high-resolution coastal
applications remain computationally demanding. High-resolution SWAN simulations, for example, can
require substantial wall-clock time for historical tropical-cyclone events [7], while operational nested

1



44
45
46
47
48
49
50

51
52
53
54
95
56
57
58
59
60
61
62
63
64
65
66

67
68
69
70
71
72
73
74
75
76
7
78
79

80

81
82
83
84
85
86
87
88
89

forecasting systems may require several hours for individual high-resolution estuarine simulations [8].
Large-scale coastal circulation and wave-model configurations can achieve substantial computational
acceleration through high-performance computing [9], yet coupled wave forecasts with local refinement
and ensemble uncertainty assessment still consume considerable computational resources [10, 11, 12].
Moreover, forecast accuracy during tropical cyclones depends strongly on uncertain atmospheric forcing,
boundary conditions, and parameterization of highly non-stationary wave processes [13]. These
limitations constrain rapid forecasting and repeated scenario evaluation during evolving extreme events.

Data-driven approaches provide a computationally efficient alternative, but their ability to predict rare and
rapidly evolving extremes remains limited. Early machine-learning methods, including support vector
regression (SVR) and random forests (RF), can approximate nonlinear relationships between
environmental forcing and wave conditions [14, 15], but often lose accuracy outside the range well

ig €xceeds 4 m [16].
Deep learning architectures have substantially advanced time-series forecasting by learning complex
temporal and spatial patterns directly from observations [17]. Long short-term memory (LSTM),
convolutional neural network (CNN), and hybrid CNN-LSTM models have demonstrated improved wave
predictions across buoy and regional datasets [18, 19, 20, 21, 22]. Physics-informed neural operators

represented in their training data, particularly during extreme-wave events when H,

(PINOs) and related hybrid approaches further seek to improve both robustness and physical consistency
by incorporating governing relationships or physical constraints into data-driven learning [23, 24, 25, 26].
Nevertheless, extreme typhoon waves pose a particular challenge: they are sparsely represented in
historical observations, strongly non-stationary, and driven by coupled interactions among atmospheric
forcing, antecedent wave conditions, and local environments. Consequently, conventional deep-learning
models can remain sensitive to domain-specific tuning and exhibit limited generalization under data-
sparse extreme conditions [27, 28].

Recent advances in large language models (LLMs) and foundation models for time-series forecasting
provide a new opportunity to address these limitations. Frameworks such as Time-LLM reprogram
pretrained language models for numerical time series through patch-based representations and cross-
modal alignment, exploiting their ability to capture long-range dependencies and transferable temporal
patterns [29]. Subsequent developments in patching, representation learning, trend decomposition, and
LLM adaptation have further improved forecasting performance across diverse time-series tasks [30, 31,
32, 33]. However, directly adapting general-purpose LLM architectures to extreme ocean forecasting
presents two fundamental limitations. First, multivariate ocean processes are physically coupled, whereas
generic time-series architectures may learn cross-variable dependencies only implicitly or process
channels largely independently. Second, statistical sequence learning alone does not guarantee physically
consistent predictions, particularly when extrapolating to rare, rapidly evolving extremes. These
limitations are especially consequential for typhoon-induced waves, for which significant wave

height (Hj;,) responds strongly to evolving wind forcing while remaining constrained by physically

plausible rates of growth and decay.

To address these challenges, we develop the Typhoon Wave Large Language Model (TW-LLM), a
physics-informed, domain-adapted framework for rapid forecasting of extreme typhoon-induced

significant wave height (H;,). Building on Time-LLM, TW-LLM introduces three complementary

ig
mechanisms tailored to extreme wave dynamics: (1) structural cross-variable attention to explicitly
represent interactions between wave states and environmental forcing; (2) domain-informed semantic
prompting to provide contextual knowledge of wind—wave processes; and (3) a physics-informed training
objective combining magnitude-aware learning with wind-forcing consistency and kinematic constraints.
Together, these mechanisms target three major challenges in extreme-wave forecasting—multivariate

physical coupling, sparse extreme-event observations, and highly non-stationary wave evolution.
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TW-LLM is evaluated using nine years (2017-2025) of hourly observations from eleven coastal buoys
exposed to typhoon events. Its performance is assessed across short- and extended-lead forecasts and
specifically under extreme typhoon conditions, with comparisons against numerical and data-driven
baselines. Model interpretability is further examined using Shapley additive explanations (SHAP) to
quantify the contributions of environmental covariates and physically relevant predictors. By combining
the long-range representation capability of LLMs with explicit multivariate interactions and physics-
informed learning, this study seeks to establish a computationally efficient and physically consistent
framework for near-real-time forecasting of extreme typhoon waves.

2 Methodology

2.1 Framework Overview and Input Representation

To bridge the representation gap between continuous multivariate ocean observations and pretrained
language models, we develop the Typhoon Wave Large Language Model (TW-LLM), a parameter-
efficient forecasting framework built upon Time-LLM [29]. TW-LLM combines temporal patching,
explicit cross-variable interaction, cross-modal reprogramming, domain-informed prompting, and physics-
informed optimization within a unified architecture. In particular, the framework is designed to address
three challenges in extreme typhoon-wave forecasting: coupled dependencies among met-ocean variables,
the limited representation of extreme wave conditions in historical observations, and the highly non-
stationary evolution of significant wave height.

The framework processes multivariate met-ocean time series consisting of significant wave height H;,

and associated environmental covariates, including wind speed, wave direction, and wind direction. At
each time step ¢, the multivariate input is represented as:

— (1)

where d denotes the number of variables, including the target variable and environmental covariates. The
complete historical input sequence is:

X={x,}_ €r™, )
where T is the sequence length.
To mitigate scale heterogeneity across variables, normalization is first applied:
X=Norm(X), 3)
where the mean and standard deviation used for normalization are estimated from the training set for each

variable. The normalized sequence is segmented into overlapping temporal patches of length P (with a
predefined stride S):

X— (XN xODer™, (4)

where L=/(T-P)/S/+1 denotes the total number of temporal patches, determined by the patch length and
stride.

Under the channel-independence (CI) design, each variable is embedded independently into a latent space
of dimension D (the model dimension, a hyperparameter of the framework) via patch embedding layers:

ZERBXNXLXD, (5)

where B is the batch size, N=d is the number of variables (including H,;, and covariates), and L is the

ig
number of temporal patches. This patch-based channel-independent formulation follows the patching
design of PatchTST [34] and its implementation in Time-LLM [29].
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As illustrated in Figure 1, TW-LLM comprises four functional stages connected by two complementary
information pathways: a Data Flow pathway and a Physical-Constraint pathway. First, multivariate met-
ocean observations are normalized, segmented into temporal patches, and projected into latent
representations. A cross-variable covariate interaction module then explicitly captures dependencies
among wave and atmospheric variables. Second, the resulting numerical representations are
reprogrammed into the embedding space of a frozen pretrained language model and combined with
structured domain-informed prompts. Third, the pretrained Transformer backbone extracts higher-level
representations from the combined numerical and semantic information. Finally, a forecasting head maps
these representations to the future wave-height sequence. During training, an extreme-aware prediction
loss emphasizes high-wave conditions, while physics-informed regularization promotes physically
plausible temporal evolution. Thus, the domain-informed prompt and numerical physical regularization
serve complementary but distinct functions. The former provides semantic context concerning wind—wave
processes during representation learning, whereas the latter directly constrains model optimization through
the predicted wave-height sequence.

(figure 1)

2.2 Cross-Variable Covariate Interaction

The original channel-independent formulation is effective for preserving variable-specific temporal
characteristics but does not explicitly represent interactions among different physical variables. This
limitation is particularly relevant to typhoon-wave forecasting because wave evolution reflects coupled
influences from atmospheric forcing and antecedent sea states. We therefore introduce a cross-variable
covariate interaction module before the numerical reprogramming stage. For each temporal patch
le{1,...,L}, the latent representations of all variables are collected as:

7,ERNVP. (6)

Following the scaled dot-product attention formulation [35], a multi-head self-attention layer is applied
across the variable dimension:

Z ~MultiHeadAttention(Z;,Z;,Z,), @)

where each variable attends to all others within the same temporal patch. For the i-th variable, its updated
representation is:

~ [
7= a7, (8)

where ag) denotes the attention weight from variable ; to variable i at patch /, and z;; is the latent

representation of variable j. This formulation enables the model to dynamically integrate information from
physically related covariates, such as wind speed contributing to wave growth. Here, the learnable query,
key, and value projection matrices map each variable representation into the corresponding query, key,
and value spaces, respectively, and the softmax operation normalizes the attention weights across all
variables within each temporal patch. The updated representations have the following form:

ZeRBNLXD, )
Before reprogramming, the batch and variable dimensions are combined to obtain:
Z,uen=Reshape(Z)eR?V P, (10)
where BN represents the total number of variable-specific sequences processed independently by the
subsequent reprogramming layer. This operation preserves the variable-specific sequence structure

required by the subsequent Time-LLM reprogramming procedure [29] while allowing information
exchange among variables beforehand. TW-LLM therefore retains the computational advantages of
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channel-independent temporal patching but relaxes the assumption that environmental variables evolve
independently.

2.3 Cross-Modal Reprogramming and Domain-Informed Prompt Conditioning

Prompts are constructed to provide high-level contextual guidance and domain knowledge. Rather than
encoding explicit differential equations or rigid numerical constraints, Ty represents the textual
encoding of qualitative physical knowledge, including wind-driven wave energy input, coastal shoaling,
and wave dissipation. These physical descriptions serve as semantic priors that provide contextual
guidance to the frozen language model, while numerical physical consistency is further encouraged during
training through the physics-informed regularization described in Section 2.5.

Following Time-LLM [29], the structurally refined numerical representations are reprogrammed into the
embedding space of the pretrained language model. The input embedding matrix of the frozen language
model is defined as:

EvocabERVXD“ma (1 1)

where V' is the vocabulary size and Dy, is the dimension of the language-model embedding space. A
learnable mapping layer is used to obtain a compact set of K source embeddings:

Esrc:MEvocabERKXD“ma (12)

where MERX™Y is the learnable mapping matrix and K denotes the number of source embeddings used for
reprogramming. The pretrained vocabulary embedding matrix remains frozen, while the mapping layer
provides a compact trainable interface between the numerical time-series representation and the language-
model embedding space.

hERBNXLXD

The reshaped temporal patch representations Zpq are then aligned with the source embeddings

through a cross-attention-based reprogramming layer:
Zrepro =Reprogramming (Zpatch e ,Esrc) gRBN*L*Diim , (13)

where the temporal patch representations serve as queries, while the source embeddings serve as both keys
and values. This operation transforms the continuous numerical features into representations compatible
with the embedding space of the pretrained language model without discretizing the numerical
observations into vocabulary tokens.

In parallel, the contextual and physical prompt components are concatenated into a textual prefix:
Tprompt: [Tcont ;Tphys] > ( 1 4)

where T, contains dataset, environmental, statistical, and event-related information, while Tppys
provides qualitative descriptions of relevant wave-generation, propagation, shoaling, and dissipation
processes. The resulting text sequence is tokenized and processed by the frozen language-model
embedding layer to obtain:

Epmmpt=Embed(Tpmmpt)ERBNXLpromPtXD“m, (15)

where Lomp denotes the number of prompt tokens. Importantly, the prompt embeddings are not used as
queries, keys, or values in the numerical reprogramming operation. Instead, they are introduced separately
as semantic prefix information after the numerical features have been transformed into the language-
model embedding space. This separation allows domain knowledge to provide high-level contextual
guidance while leaving numerical physical consistency to the physics-informed regularization during
model optimization.
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A systematic prompt design is employed as a prefix layer alongside the reprogrammed time-series
patches. We use a structured prompt with six complementary components:

Setting: Role: Expert Al model for coastal typhoon wave time-series forecasting.

Context: Marine Environment: coastal met-ocean observations; Typhoon Scenario: Non-stationary wave
evolution under typhoon forcing

Statistical Descriptors: The input sequence has a minimum of <min_val>, a maximum of <max_val>,
and a median of <median_val>. The overall trend is <upward/downward>. The dominant temporal lags
are <lag val>.

Domain Guidance: Wind forcing contributes to wave growth; energy dissipation contributes to wave
decay; local coastal conditions can modify the wave response.

Directive: Task: Predict the next <Horizon> hours of the H_sig sequence.

Requirement: Maintain temporal continuity and physically plausible wave evolution.

2.4 LLM Input Formation and Forecast Generation

Because the reprogrammed numerical features already reside in the embedding space of the pretrained
language model, no additional tokenization or vocabulary-level discretization is required. The numerical
representations retain the variable-specific sequence form:

E (= RV Pim, (16)

The structured prompt embeddings are prepended to the reprogrammed temporal representations along the
sequence dimension:

Einpu=[Eprompt; Eis JERZY Corompr LD, (17)

The resulting sequence is supplied directly to the frozen pretrained Transformer through its input-
embedding interface. The pretrained LLM therefore receives two complementary forms of information:
numerical temporal representations obtained through cross-modal reprogramming and domain-specific
contextual information provided through structured prompts. The resulting hidden representations are
passed to a trainable forecasting head to generate the predicted significant wave-height sequence.

2.5 Physics-Informed Training and Optimization

TW-LLM is trained using a composite objective designed to address both statistical accuracy and
physically plausible extreme-wave evolution. The structural covariate interaction and reprogramming
modules transform the multivariate met-ocean observations into representations suitable for the frozen
language model, while the training objective directly constrains the predicted significant wave height
sequence. Specifically, the optimization objective consists of a magnitude-weighted Huber loss and a
physics-informed regularization term. The former improves robustness and emphasizes high-wave-height
events, whereas the latter constrains the temporal evolution of the predicted wave height according to
wind forcing and limits excessively rapid variations. Thus, the physical information introduced through
prompting acts as a semantic prior, while the physics-informed loss provides an independent numerical
constraint during parameter optimization.

YeRrZ denotes the predicted significant wave-height sequences and YERZ the corresponding
observations, where B is the batch size and H is the forecasting horizon. The training objective is defined
as

L:Lpreddl—iphysl‘physa ( 1 8)
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where Ljq is the magnitude-weighted Huber prediction loss, Ly is the physics-informed regularization

phys

term, and 4, controls the relative contribution of the physical regularization. In the implementation, the

phys
predicted and observed wave heights are transformed back to their physical units before the physics-
informed loss is evaluated, ensuring that the thresholds and wind-forcing coefficients are interpreted in
physically meaningful units. This inverse-standardization procedure is explicitly implemented before the

loss calculation in the training loop.

2.5.1 Extreme-Aware Magnitude-Weighted Huber Prediction Loss

Extreme typhoon-wave observations are substantially less frequent than observations of normal sea states
but are disproportionately important for coastal hazard forecasting. A conventional mean loss can
therefore be dominated by the much more numerous moderate-wave observations. To obtain robust
predictions across both normal and extreme sea states, we employ the Huber loss as the basic prediction
objective. For an individual prediction element, the Huber loss is defined as [36]

1 PV ~
E(yi_yi) > |yi_yi|§5

LHuber(y,':j},'): Sly 5 _152 A >5’
|yl» yl| 59> |yi yl|

(19)

where y and y denote the observed and predicted significant wave heights, respectively, and 0 is the
transition threshold between the quadratic and linear regimes. In this study, 6=1.0 m is used, following
common practice in robust regression [36]. The implementation follows this piecewise formulation
directly.

Because high-wave-height observations are less frequent but are particularly important for typhoon-related
wave forecasting, a magnitude-dependent weighting mechanism is further introduced. The prediction loss
is given by

1 A~
Lpred: BH Zgzl 2{11 Wb,i HUber(yb,,-ayb,,-)a (20)

where W), ; is a sample-dependent weight determined by the observed wave height:

Wy =1+10,000, ), 1)
with
¢(y,,)=min [max(yb,i—n,O),c]. (22)
Here, 5 denotes the wave-height threshold above which additional weighting is activated, ¢ limits the

maximum value of the additional weighting component ¢(+), and «,, controls the strength of the emphasis
on high-wave-height observations. The current implementation uses #=1.5 m, ¢=2.0 m, and x,,=1.0 as the
default values. The bounded form of ¢(:) prevents a small number of extreme observations from receiving
excessively large weights. These parameters are explicitly defined in the training configuration and passed
to the loss function.

This formulation retains the robustness of the Huber objective while increasing the contribution of
relatively high wave-height observations to parameter optimization. Therefore, the model does not simply
minimize the average error across all sea states but gives additional attention to the upper range of wave-
height observations that are more consequential for extreme-event forecasting.

2.5.2 Physics-Informed Regularization

To further constrain the temporal behavior of the predicted significant wave height, we introduce a soft
physics-informed regularization term based on two physically motivated terms: wind-forcing consistency
and a kinematic rate constraint. Rather than imposing the complete wave-action balance equation, the
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proposed regularization uses simplified physical proxies that can be evaluated directly from the available
wind and wave observations.

The physics-informed regularization is defined as
Lphys:Lwind+Lgradv (23)

where L4 constrains the predicted wave-growth tendency according to wind speed and directional
alignment, while Lg,q penalizes excessively large temporal changes in the predicted wave height.

Because the observations contain significant wave height, wave direction, wind speed, and wind direction,
the wind-forcing term incorporates both wind magnitude and the directional relationship between wind
and wave propagation. The temporal change in the predicted wave height is approximated using a first-
order finite difference:

AFp 7y i1 Py =1 HL 24)

For hourly observations, A,y has units of m/h and represents the predicted wave-height growth or decay
rate between two consecutive forecasting steps.

The directional alignment factor is defined as
2
Ab,i:(max[oacos(e};ﬁiﬂ_QZ?}:?)D s (25)

where 6" and """ denote wind direction and wave direction, respectively. The angular difference is
converted from degrees to radians before evaluating the cosine function. This implementation is directly
reflected in the loss function, where the directional alignment is calculated from the wind and wave
directions at step i+1.

A simplified wind-supported growth-rate upper-bound proxy is then formulated as
G, Kenergy Ulo s, 14, (26)

where U} denotes the wind speed at a height of 10 m at step i+1 and xgpergy 18  scaling coefficient. The
coefficient Kepergy 18 introduced here as an empirical scaling coefficient that converts the wind-speed-based
energy-input proxy into a wave-height growth-rate scale. Its functional form is motivated by established
wind-wave input formulations, including the wind-energy input parameterization of Cavaleri and
Malanotte-Rizzoli [37], which relates wave generation to wind forcing and wind-wave directional
alignment [37]. Because the present term is used as a simplified regularization proxy rather than as a direct
implementation of the original wave-energy source term, kenergy is treated as a tunable coefficient. In the

current implementation, K,gpe,=2.0% 107 is adopted.

nergy

The wind-forcing consistency loss is calculated as the mean squared violation when the predicted wave-
height growth rate exceeds this wind-energy upper bound:

Luina= gy S0 225 [ReLU (48,6, )| @)

This term should be interpreted as a first-order physical proxy rather than an exact wave-energy balance
equation. It encourages the predicted wave-height evolution to remain broadly compatible with stronger
wind forcing and favorable wind-wave directional alignment by penalizing wave growth rates that exceed
the wind-supported capacity, without claiming that wave growth is completely determined by wind speed
alone. The corresponding implementation calculates the squared ReLU violation between the finite-
difference wave-height change and the wind-energy upper-bound proxy.

In addition to wind-forcing consistency, the model is discouraged from producing unrealistically abrupt
temporal variations. The kinematic regularization is defined as:
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L= 5 ZE 21 [ReLU (183, -0, 8)

where J;, represents the maximum tolerated wave-height change per hour. In accordance with ocean wave
dynamics under storm and typhoon conditions [38], the kinematic threshold J, typically ranges from 0.06
to 0.10 m/h; the current implementation adopts §;,=0.08 m/h as the default setting. Therefore, temporal
changes below this threshold are not penalized by this term, whereas changes exceeding the threshold
incur an increasing quadratic penalty, thereby suppressing non-physical numerical spikes. This
formulation is implemented through a ReL U operation applied to the absolute first difference of the
predicted wave-height sequence.

2.5.3 Composite Objective, Parameter Updating, and Inference
Combining the magnitude-weighted prediction loss and physics-informed regularization yields the final
optimization objective:

L:Lpred+)“phys (l‘wind+L grad )a (29)

where 4., controls the overall strength of the physics-informed regularization. With the default setting

Aphys
objective.

phys
=0.01, the physical terms act as a soft auxiliary objective rather than replacing the primary forecasting

During training, the predicted and observed wave heights, together with the wind speed, wind direction,
and wave direction, are converted from their standardized values back to physical units before the
composite loss is evaluated. The resulting loss is then backpropagated through the trainable components of
TW-LLM. The pretrained language-model parameters remain frozen, whereas the trainable numerical
representation, cross-variable interaction, reprogramming, and forecasting components are updated
according to the combined prediction and physical objectives. The implementation explicitly constructs
the Physics-Informed-Wave-Loss, computes the prediction and physical loss components, and performs
parameter updates using the resulting total loss.

During inference, the physics-informed loss is not applied because ground-truth future wave heights are
unavailable. The trained model directly generates the future significant wave-height sequence, which is
subsequently transformed back to physical units for output.

3 Data and Experimental Setup

3.1 Observational Dataset

TW-LLM is evaluated using a multi-year observational dataset collected from eleven coastal wave buoys
along the Zhejiang coast, China. Although the model is developed as a general framework for extreme
typhoon-wave forecasting, the Zhejiang buoy network provides a challenging regional testbed because the
area is frequently affected by western North Pacific tropical cyclones and encompasses diverse nearshore
and offshore environments.

The dataset spans from January 2017 to December 2025 and contains approximately 260,000 hourly
records. The observations cover both routine sea states and episodic typhoon-induced extremes, thereby
providing a strongly non-stationary dataset for evaluating forecasting performance across a broad range of
wave conditions [39]. The primary prediction target is significant wave height, with observed values
ranging approximately from 0.1 m to 7.2 m. Available environmental covariates include wind speed (0-25
m/s), wind direction, barometric pressure, and wave period. The exact subset of covariates used by each
model is kept consistent when comparisons require identical input information.

The eleven stations span different coastal and bathymetric settings, ranging from relatively shallow
nearshore waters (depth <20 m) to more exposed offshore locations (depth > 50 m). Such spatial

9
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heterogeneity provides an opportunity to evaluate model performance under different local wave climates
rather than at a single station. Table 1 summarizes the location, sample size, and basic wave height
statistics for each buoy.

Missing observations account for less than 5% of the dataset. Short isolated gaps are reconstructed by
linear interpolation, whereas longer gaps are excluded from sequence construction to avoid introducing
artificial temporal evolution across extended periods without observations. Importantly, interpolation is
performed independently within each temporal subset after data splitting, thereby preventing information
from the validation or test periods from propagating into the training data.

Normalization parameters are estimated exclusively from the training subset. Reversible Instance
Normalization (ReVIN) is additionally employed to reduce distributional shifts among temporal windows
while retaining the ability to recover predictions in physical units. All reported physical error metrics are
calculated after inverse transformation.

For the three stations with long continuous records, i.e., Zhujiajian, Wenzhou (Dongtou), and Dachen, the
observations are divided chronologically into training, validation, and test periods using a 70:20:10 ratio.
Chronological splitting is adopted rather than random sampling to ensure that future observations do not
leak into model training. For the eight stations with short records (8,976 hourly samples each), temporally
blocked cross-validation is used. Each fold preserves temporal ordering between the training and
evaluation periods, thereby providing a more realistic assessment of out-of-sample forecasting
performance than random K-fold partitioning.

Two principal forecasting horizons are considered: a short-range 6-h forecast and an extended 96-h
forecast, corresponding to four days for the hourly observations. Performance is evaluated both over the
complete test datasets and over high-wave subsets representing extreme conditions. Because extreme Hy;q
values occur much less frequently than ordinary sea states, the latter evaluation is used to assess whether
improvements in overall accuracy persist under the conditions most relevant to coastal hazards.

The 2017-2025 dataset contains 12 historical typhoon-affected periods, including events producing
observed significant wave-height values exceeding 4-6 m, such as Typhoon Gaemi, at exposed stations.
These observations are highly imbalanced: high-wave conditions constitute only a small fraction of the
complete dataset. The resulting combination of strong temporal non-stationarity, event rarity, spatial
heterogeneity, and rapid wave growth and decay provides a stringent test for data-driven forecasting
models.

Figure 2 shows the trajectories of tropical cyclones affecting the study region during 2017-2025 based on
the China Meteorological Administration (CMA) Best-Track dataset, together with the eleven buoy
locations. Figure 3 presents representative hourly wave height time series from eight selected buoys with
relatively continuous observations, illustrating the contrast between routine sea states and episodic
typhoon-induced peaks.

An additional 2026 dataset is used exclusively for independent temporal evaluation. These observations
are completely withheld from model development and are not used for training, validation,
hyperparameter selection, or estimation of normalization statistics. This independent period therefore
provides an additional test of model transfer to previously unseen events beyond the 2017-2025
development dataset.

(figure 2)
(table 1)
(figure 3)
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3.2 Baselines, Ablation Design, and Evaluation Metrics

The Time-LLM framework [29], from which TW-LLM is derived, serves as the representative data-driven
baseline. Where temporally and spatially matched simulations are available, predictions are additionally
compared with physics-based numerical simulations from the SWAN model [6]. Numerical outputs are
interpolated to the corresponding buoy locations and hourly timestamps. Because numerical and data-
driven forecasting systems differ substantially in their forcing requirements and computational
configuration, these comparisons are interpreted as operational reference benchmarks rather than strictly
equivalent model-to-model experiments. For fair comparison among all data-driven models, identical
training, validation, and test periods and, where supported by the architecture, identical input information
are used. Hyperparameters are selected using only the training and validation data. No test observations
are used for model selection. Each neural forecasting experiment is repeated using five independent
random seeds, and performance is reported as the mean together with the corresponding variability across
runs.

Ablation experiments are designed to isolate the contributions of the major TW-LLM components.
Starting from the complete model, we separately remove (i) cross-variable covariate interaction, (ii)
domain-informed prompting, and (iii) physics-informed regularization. Additional ablations separate the
wind-consistency and temporal-rate components of the physical objective where appropriate. These
experiments allow the contribution of representation coupling, semantic domain information, and
numerical physical regularization to be evaluated independently.

Forecasting accuracy is primarily assessed in physical units using root-mean-square error (RMSE) and
mean absolute error (MAE). Normalized mean squared error (MSE) and MAE are additionally reported
where needed for comparison with previous time-series forecasting studies. Model robustness under
extreme conditions is assessed using MAE computed on high-wave samples (above a predefined
threshold). Pattern consistency is evaluated using Taylor diagrams [40].

4 Results

4.1 Overall Forecasting Performance

TW-LLM consistently improves significant-wave-height forecasts across both short- and long-term
horizons. The improvement is modest under relatively regular sea states but becomes more pronounced for
long-horizon and high-wave conditions, for which conventional data-driven models show greater error
accumulation and peak attenuation.

For the 6-h forecasting task, TW-LLM achieves normalized MSE and MAE values of 0.023 and 0.104,
respectively, corresponding to a physical RMSE of ~0.15 m. For the 96-h forecasting task, the
corresponding normalized MSE and MAE are 0.09 and 0.133, respectively, with a physical RMSE of ~0.3
m. These results indicate that the model retains useful predictive skill as the forecasting horizon increases
from several hours to four days.

Relative to the Time-LLM baseline, TW-LLM shows the largest improvements for extended-lead
forecasts. In the comparison yielding the largest performance difference, RMSE is reduced by
approximately 60%. Performance under extreme conditions is further evaluated on a subsample of the test
set where the observed Hj;, exceeds the 93rd percentile. In this regime, TW-LLM achieves a 40%

reduction in RMSE to 0.23 m, suggesting enhanced robustness in capturing high-impact wave dynamics.
Figure 4 summarizes model performance using a Taylor diagram, where angular position denotes the
Pearson correlation coefficient and radial distance represents normalized standard deviation, while the

distance to the reference point corresponds to centered RMSE. TW-LLM consistently lies closest to the
observed reference, with correlation coefficients exceeding 0.94, compared to approximately 0.77 for the
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vanilla Time-LLM. In addition, the standard deviation ratio of TW-LLM remains close to 1.0, indicating
that the model better reproduces the observed variability of wave heights. In contrast, SWAN tends to
underestimate variability during peak events, while Time-LLM exhibits larger centered RMSE. These
results suggest that the proposed framework provides a more balanced representation of both amplitude
variability and temporal coherence under complex typhoon forcing.

(figure 4)

4.2 Event-Based Performance and Ablation Analysis

Figure 5 examines time series predictions during selected typhoon-affected periods at the Dachen and
Nanji stations: Figure 5(a) and (c¢) show predictions during Typhoons FRANCISCO and CO-MAY in July
2025 from the held-out evaluation data, while Figure 5(b) and (d) show predictions for the independent
2026 period from August 26 to September 4, which includes the influence of Typhoon SAUDEL from
August 26 to 28.

Across these events, TW-LLM reproduces the major phases of wave evolution, including pre-storm
growth, peak development, and subsequent decay, and follows the magnitude and timing of the observed
response more closely than the vanilla Time-LLM, which tends to produce smoother trajectories and
attenuate extreme peaks.

The independent 2026 evaluation provides a more stringent test, as neither the observations from this year
nor the corresponding events are included in model development. TW-LLM retains useful forecasting skill
during this period, suggesting out-of-sample temporal generalization within the related regional wave
climate rather than universal transferability across ocean basins.

(figure 5)

Figure 6 further evaluates prediction behavior through predicted-versus-observed scatter plots and residual
distributions. Under non-typhoon conditions (Figure 6(b) and (d)), the fitted relationship is close to the 1:1
line with R? =0.99, indicating minimal systematic bias over the dominant range of ordinary wave
conditions. For the high-wave subset (Figure 6(a) and (c)), the model retains a high coefficient of
determination (with R? = 0.98), but it also reveals a remaining amplitude-dependent bias. In particular, the
slope below unity indicates that the largest observed wave heights tend to be underestimated, despite the
substantial improvement over the baseline models. This residual peak attenuation reflects the difficulty of
extrapolating to sparsely sampled extremes. The corresponding residual distributions (Figure 6(c) and (d))
remain approximately centered on zero, with non-typhoon residuals confined within roughly 0.4 m and a
longer negative tail under typhoon extremes, consistent with the amplitude-dependent underestimation of
the largest wave heights.

Ablation experiments further isolate the contribution of each component by comparing the complete
model with variants that remove cross-variable covariate interaction (w/o Structural Cross-variable
Attention, SCA+Lyys), domain-informed prompting (w/o Prompt), and physics-informed regularization
(W/0 Lypys), together with the original Time-LLM architecture. Experiments are performed under both

short-term (6-h) and long-term (96-h) forecasting settings, and the reported results are averaged over five
random seeds. For visualization, the error metrics are transformed using —log,,, with higher values

indicating better performance.
As shown in Figure 6(e) and 6(f), the complete TW-LLM consistently achieves the highest transformed
scores across both forecasting horizons. Removing Ly, produces a pronounced degradation for short-

term prediction but only a limited decline in long-term forecasting, indicating that the physical constraint
is most effective at suppressing prediction errors at short lead times.
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Removing the prompt mechanism or the cross-variable interaction module also leads to noticeable
performance degradation, confirming the value of semantic physical priors and explicit cross-variable
coupling. All TW-LLM variants improve substantially over the vanilla Time-LLM, indicating that
adapting a general-purpose LLM without domain-specific design is insufficient for complex marine time-
series forecasting.

(figure 6)

4.3 Model Interpretation and Generalization

KernelSHAP analysis [41] is applied to the complete forecasting pipeline to provide an input-output
interpretation of TW-LLM predictions. The trained model is treated as a black-box predictor, and SHAP
values quantify the change in model output associated with individual input variables relative to the
selected background distribution. This analysis does not reveal the internal reasoning process of the frozen
LLM; rather, it provides a post hoc attribution of the final forecast to the numerical model inputs.

Figure 7(a) presents the global SHAP analysis over the test dataset. The mean absolute SHAP values
summarize the overall importance of each input variable, while the beeswarm distribution illustrates the
variation and direction of feature contributions among individual samples. Historical wave height
variables exhibit the largest contributions, indicating that temporal persistence plays a dominant role in
short-term wave evolution. Meanwhile, meteorological and wave-state variables, such as wind speed and
wave period, provide additional contributions, demonstrating that TW-LLM effectively incorporates
external forcing information beyond autoregressive dependencies. The identified feature importance
hierarchy agrees with established oceanographic understanding, where wave conditions are jointly
controlled by previous sea states and wind-driven energy input. These results suggest that the proposed
framework is able to utilize physically meaningful variables while maintaining the forecasting capability
of the LLM-based architecture.

To further investigate individual prediction behavior during extreme events, a case study is conducted for
a typhoon-induced wave peak at a representative coastal buoy station during Typhoon Gaemi (2024). As
shown in Figure 7(b), the SHAP force plot shows how contributions from individual input variables shift
the prediction from the expected prediction value (Hy;,) to the final forecast. Historical wave height
provides the dominant contribution, while wind-related and wave-related variables adjust the prediction
according to the evolving environmental conditions.

Overall, KernelSHAP provides an interpretation of TW-LLM predictions at the input-output level. The
consistency between feature contributions and known wave-generation processes supports the reliability
and interpretability of the proposed framework for typhoon-induced wave forecasting.

(figure 7)

5 Discussion

The results demonstrate the potential of physics-guided large language models for typhoon-induced wave
forecasting. By extending the Time-LLM framework with structural covariate interaction, physics-
informed prompts, and physically constrained optimization, the proposed model improves the
representation of nonlinear relationships between wave evolution and atmospheric forcing. The
KernelSHAP analysis further provides an input-output interpretation of model predictions, showing that
historical wave conditions dominate the forecasting process while meteorological variables provide
additional information consistent with wave-generation mechanisms.

The improvements achieved by TW-LLM highlight the benefit of integrating physical knowledge into
data-driven forecasting frameworks. The structural covariate interaction module addresses the limitation
of conventional channel-independent modeling by enabling information exchange among related
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environmental variables before LLM-based representation learning. The weighted Huber objective
improves robustness against the highly skewed distribution of typhoon-induced wave observations, where
extreme events constitute only a small fraction of the dataset [42]. Meanwhile, the physics-informed loss
constrains unrealistic temporal variations and improves stability during long-horizon forecasting. These
findings support the growing potential of physics-informed machine learning approaches for complex
geophysical forecasting tasks [43, 44, 45].

The independent 2026 evaluation provides encouraging evidence of temporal generalization to previously
unseen typhoon conditions. However, such temporal transfer should not be conflated with geographical
generalization. All training data originate from a single regional buoy network, and the model has not yet
been evaluated across fundamentally different tropical-cyclone basins, shelf geometries, or wave climates.
Demonstrating cross-basin transfer—for example, between the western North Pacific, Atlantic, and Indian
Ocean—would provide a substantially stronger test of whether the learned representation captures general
tropical-cyclone wave dynamics rather than regional statistical structure.

From an operational perspective, TW-LLM provides an efficient alternative for coastal wave prediction by
combining forecasting accuracy with model interpretability. The ability to forecast significant wave height
several days in advance can support coastal hazard assessment and marine emergency management.
Furthermore, the explainable prediction framework allows users to identify the dominant environmental
factors associated with individual forecasts, improving the transparency of Al-assisted decision-making.

Several limitations remain. First, extreme observations are still sparse, and the largest Hy;, values remain

ig
more difficult to predict than routine conditions. Second, the present physical regularization uses
simplified wind—wave and temporal-rate proxies rather than the complete wave-action balance. More
physically grounded constraints based on wave energy, spectral characteristics, wave age, fetch, and
propagation may further improve extrapolation while reducing reliance on empirical coefficients. Third,
the availability of future atmospheric forcing must be treated explicitly for operational long-horizon
prediction. In practical 96-h forecasting, future wind information should originate from operational
atmospheric forecasts rather than future observations. Quantifying the sensitivity of TW-LLM to errors in
forecast wind forcing is therefore an important next step. Fourth, the present uncertainty analysis based on
multiple random initializations captures model-training variability but does not represent the full
predictive uncertainty associated with atmospheric forcing, observational error, and distribution shift.

Although the proposed framework effectively utilizes numerical oceanographic variables, additional
multimodal information, such as satellite observations and numerical wave model outputs, may further
improve forecasting capability and uncertainty estimation. In addition, deployment on distributed marine
observation platforms requires further optimization of computational efficiency. Future studies may
investigate multimodal fusion, hybrid numerical-Al forecasting systems, and adaptive learning strategies
across heterogeneous buoy networks.

6 Conclusions

This study develops TW-LLM, a physics-informed large language model framework for forecasting
typhoon-induced significant wave height. Building on Time-LLM, TW-LLM combines explicit cross-
variable interaction, domain-informed semantic conditioning, extreme-aware learning, and soft physical
regularization to address the coupled, imbalanced, and highly non-stationary characteristics of extreme
wave evolution. Evaluation using hourly observations from eleven coastal buoys spanning 2017-2025
demonstrates improved forecasting performance across both 6-h and 96-h horizons, with particularly
pronounced gains under high-wave conditions. Ablation experiments further show that cross-variable
interaction and physics-informed regularization provide complementary benefits across both short- and
extended-lead forecasting. An independent 2026 evaluation also demonstrates useful predictive skill for
previously unseen typhoon events within the regional wave climate. These results suggest that combining

14



593
594
595
596

597

598
599

600

601
602

603
604

605
606

607
608
609

610
611

612
613
614

615
616
617

618
619
620

621
622
623

624
625

626
627
628

629
630

631
632

633

634
635
636

pretrained time-series representations with explicit environmental interactions and physically motivated

constraints provides a promising approach to rapid extreme-wave forecasting. Further evaluation across

different ocean basins and integration with operational atmospheric and numerical wave forecasts will be
important for establishing broader geographical generalization and operational applicability.

Data availability

The code and data in this study are available at https://github.com/Xufeeg/Experimental dataset for TW-
LLM.git.
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Input & Data
Preprocessing Layer

N ‘.'ﬂ". -

(VARY,
m Raw Met-Ocean
Observations

© StandardNorm S|
lE28

Physics-Consistent
Semantic-Guided Layer

- ..

Physics-Informed Latent
Tokens »

T«

Cross-Attention
Reprojection

Reasoning Backbone
Layer

© Frozen Transformer /
Blocks

/

© Hidden States

Output &
Forecasting Layer

Flatten Head
Inverse Normalization
Final Forecast

(Hsig Sequence)

C Segment into Patches . Lol Interpretability &
i Numerical-Reprojection © Attribution Module Hybrid Multi-Objective « -
O Linear Projection Alignment Loss H
Projected Patch Structural Covariate Physical Consistency
Embeddings Interaction Feedback
Cross-Variable 2
Dependency A ‘
Modeling szrzzch .
-

¥ Data Flow

___ Control &
" Constraint Flow

Frozen LLM
Backbone

@

Textual Prototypes ‘

Mapping & Reprogramming
Layer
i

Domain Knowledge Source

-
- -

- - -
-___m =

731 Figure 1. Schematic architecture of the TW-LLM framework, illustrating the four functional stages: (I) Temporal and
732 Covariate Representation, (I) Cross-Modal Reprogramming and Domain Grounding, (III) Pre-trained LLM

733 Representation, and (IV) Forecasting and Physics-informed Optimization. The architecture combines a numerical
734 data-flow pathway and a complementary domain-guidance and physical-constraint pathway.
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736 Figure 2. Location of the eleven coastal buoy stations and tracks of tropical cyclones affecting the study region
737 during 2017-2025. Tropical-cyclone tracks are obtained from the China Meteorological Administration's Best-Track
738 Database and categorized according to storm intensity.
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Time Series of Hourly Hy, from Eight Zhejiang Buoys (2022-2025)
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740 Figure 3. Representative hourly H. sig records from eight buoy stations (2022-2025). Black dashed vertical lines
741 indicate the training and validation period endpoints where applicable.
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745 Figure 5. Observed and predicted significant wave height at the Dachen and Nanji buoy stations during selected

746 typhoon-affected periods in 2025 and 2026. Orange dots denote observed significant wave height, blue curves

747 represent the TW-LLM forecasts with a 24-h rolling prediction, gray dashed curves indicate the Time-LLM baseline,
748 shaded bands around the TW-LLM curves denote the 95% confidence intervals estimated from five independent
749 tuns, and shaded regions indicate typhoon-affected periods (blue for Francisco, purple for Co-May, and green for
750 Saudel). The 2026 period is used exclusively as an independent temporal evaluation and is not included in model
751 development.
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(a) Typhpon extremes (n=919) ‘
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753 Figure 6. Predicted versus observed significant wave height for the Dachen test dataset (n = 6,858 samples) under (a)
754 typhoon extremes and (b) non-typhoon conditions, with the corresponding residual distributions shown in (c) and (d).
755 The solid black line denotes the 1:1 reference, and the red dashed regression line quantifies systematic prediction
756 bias. (e, f) Ablation analysis of TW-LLM and its variants for short-term (6-h) and long-term (96-h) forecasting
757 horizons, evaluated using the MSE and MAE metrics.
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Figure 7. KernelSHAP analysis of TW-LLM: (a) global feature importance and SHAP value distributions over the
test dataset; (b) local waterfall and force-plot explanations for a typhoon-induced wave event at a representative
coastal buoy station during Typhoon Gaemi (2024), where blue and red bars denote contributions that decrease and

increase the prediction, respectively.
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763 Table 1. Summary of the eleven coastal buoy datasets used in this study.

Buoy ID Location (Lat/Lon) M‘z'::)Hs Szfn‘)% Sample Size (Train/Val/Testy ' YPhoon Event
Zhujiajian fgfﬁ;ﬁé 1.178 0.843 63,360 (7:2:1) 53
(\gz?m;}tlgﬁl) ilgll g;le’ 0.654 0.490 53,472 (7:2:1) 47
Dongji ok 1610 0.698 8’976\](211§;1f21°tli‘(1)5f055- 10
TaizhouSanmen fglgg f;lo\]é 0.725 0.444 8’976\lgllﬁ;1t;liilgross- 10
Toumen g 0341 0.590 8’976\](211§;1f21°tli‘(1)5f055- 10
Lnbadongii  P0IN 13 oes  B(EERE o "
Dachen 28.44°N, 121.915°E 1.469 0.843 70,632 (7:2:1) 57
YuhuanPishan ~ 28.067°N, 121.53°E  1.566 0.717 8’976\];1&2‘1153055' 10
Wenzhou TN 0.996 0.443 8’976\1211§;12(111inc)mss_ 10
Nanji A 1759 0.847 8’976\]&11&2‘1153055- 10
wow I e awe Ve

764
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