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Abstract: Lung cancer and Coronavirus Disease 2019 (COVID’19) remain among the leading causes of
respiratory-related morbidity and mortality worldwide, highlighting the critical need for rapid, accurate, and
automated diagnostic solutions. This study presents PulmoDiagAl, an intelligent computer-aided diagnosis
(CAD) system that integrates state of the art deep learning techniques for the automated detection and
classification of pulmonary diseases from chest X-ray and computed tomography (CT) images. Five pre-trained
convolutional neural network (CNN) architectures, namely VGG19, ResNet50, MobileNetV3, EfficientNet-B3,
and DenseNet121 were fine-tuned using a transfer learning strategy to identify the most effective model for each
diagnostic task. A comprehensive preprocessing pipeline, including image standardization, median filtering,
resizing, intensity normalization, and Contrast Limited Adaptive Histogram Equalization (CLAHE), was
employed to enhance image quality and improve feature extraction. The proposed framework was evaluated on
two publicly available benchmark datasets: IQ-OTH/NCCD for lung cancer detection and COVID-QU-Ex for
COVID’19 diagnosis. Experimental results demonstrate that EfficientNet-B3 achieved superior performance for
COVID’19 classifications, reaching an accuracy of 97.0% and an AUC-ROC of 99.43%. For lung cancer
detection, MobileNetV3 and ResNet50 delivered outstanding results, achieving accuracies of 99.0% and 98.0%,
respectively, with a perfect AUC-ROC of 100%. To facilitate clinical adoption, the proposed model was
deployed as an intuitive graphical user interface (GUI) that provides real time diagnostic predictions along with
confidence scores. By combining high diagnostic accuracy, computational efficiency, and practical usability,
PulmoDiagAl offers a reliable decision-support system capable of assisting radiologists and clinicians in the
early detection of pulmonary diseases, ultimately contributing to improved diagnostic workflows and patient
outcomes.

Keywords: Lung cancer, COVID’19, Deep learning, Convolutional neural networks, Transfer learning, Medical
imaging, Computer-aided diagnosis.

1. Introduction

Pulmonary diseases constitute a major global health
burden, accounting for a significant proportion of
morbidity and mortality worldwide. Among these,
lung cancer remains the leading cause of cancer-
related deaths globally, with approximately 1.8
million deaths reported in 2020 [1]. The prognosis

of lung cancer is critically dependent on early
detection, making the development of effective
screening methodologies an wurgent priority.
Similarly, the COVID-19 pandemic, caused by the
SARS-CoV-2 virus, has demonstrated the
devastating impact of respiratory infections,
necessitating rapid and accurate diagnostic tools to
manage outbreaks effectively [2].



Medical imaging plays a fundamental role in the
diagnosis of pulmonary pathologies. Chest
radiography (X-ray) and computed tomography
(CT) are the primary imaging modalities employed
for detecting lung abnormalities, including nodules,
masses, ground-glass opacities, and consolidations
[3]. However, the interpretation of these images
remains largely dependent on the expertise of
radiologists and pulmonologists, a process that is
inherently time-consuming, subject to inter-
observer variability, and vulnerable to human error.
In contexts of high caseloads, such as during the
COVID-19 pandemic, this manual analysis can lead
to diagnostic delays and increased clinician
workload.

Recent advances in artificial intelligence (Al),
particularly deep learning, have opened new
perspectives for automated medical image analysis.
Convolutional neural networks (CNNs) have
demonstrated remarkable efficacy in image
classification, detection, and segmentation tasks,
owing to their capacity to automatically learn
hierarchical feature representations from visual data
[4] [5]. The application of deep learning to chest
imaging has shown promising results for detecting
various pulmonary conditions, including lung
nodules, pneumonia, and COVID’19 [6] [7].
Transfer learning, which leverages knowledge from
models pre-trained on large datasets like ImageNet,
has proven particularly valuable for medical
imaging applications where annotated data is scarce

(81 [9].

Despite these advances, several challenges remain
in developing clinically deployable Al systems for
pulmonary diagnosis. These include the need for
robust preprocessing to handle variations in image
quality [10] [11], the selection of appropriate model
architectures  that  balance accuracy and
computational efficiency [12], and the development
of interpretable interfaces for clinical use.
Furthermore, there is ongoing debate regarding
which CNN architectures are most effective for
specific pulmonary pathologies [13] [14].

This study addresses these challenges by presenting
PulmoDiagAl, a comprehensive deep learning-
based system for automated classification of
pulmonary pathologies. Specifically, we aim to: (1)
develop and evaluate five state of the art CNN
architectures for lung cancer and COVID’19
classifications;  (2) implement a  robust
preprocessing pipeline optimized for medical
imaging; (3) deploy the system as an intuitive
graphical user interface for clinical use; and (4)
provide a comparative analysis to identify the most
effective architectures for each pathology.

2. Related works

The application of deep learning to pulmonary
disease diagnosis has attracted considerable
research attention, with numerous studies exploring
various architectures and approaches. Recent
reviews have comprehensively surveyed the state-
of-the-art in Al-based lung disease detection,
highlighting the predominant role of CNNs and
transfer learning in achieving high diagnostic
accuracy [1] [3].

For COVID-19 detection, multiple studies have
demonstrated the potential of deep learning on chest
X-ray and CT images. A comparative study on the
COVID-QU-Ex dataset found that EfficientNetV2-
small achieved superior performance with 96.46%
accuracy, outperforming other architectures
including MobileNetV3, which showed lower
performance at 91.35% accuracy [7]. ResNet-based
architectures have also demonstrated strong
performance, with one study reporting 95.31%
accuracy using ResNet152V2 for multi-disease
classification including COVID’19, pneumonia,
and lung cancer. More recently, vision transformer
architectures have emerged as promising
alternatives, with the WSDC-ViT model achieving
95.13% accuracy on chest X-ray datasets and
99.36% on CT datasets for pneumonia
classification [9].

Lung cancer classification has also benefited from
deep learning advances. Hybrid approaches
combining CNNs with tree-based classifiers have
shown promising results, with ResNet-18 feature
extraction coupled with XGBoost achieving F1-
scores between 0.977 and 0.982 for five-class lung
disease classification [2]. A study comparing
multiple architectures reported that VGG19+CNN
achieved 98.05% accuracy for distinguishing
COVID’19, pneumonia, and lung cancer,
outperforming ResNet based models. Novel
architectures such as LIC-UMNET, combining
Dual Attention U-Net with MobileNet and whale
optimization, have reported 98.86% classification
accuracy for lung diseases including lung cancer
and COVID-19 [6].

The importance of preprocessing for medical image
classification has been consistently emphasized.
Contrast Limited Adaptive Histogram Equalization
(CLAHE) has been widely adopted for enhancing
chest X-ray images, improving visibility of
pathological features [4] [6]. Studies have shown
that CLAHE is particularly effective for
distinguishing between normal and pathological
lung regions [10]. The choice of preprocessing
techniques can significantly impact model
performance, with some studies reporting that
appropriate enhancement can improve accuracy by
several percentage points [4] [11].



Transfer learning has become a standard approach
in medical image classification, enabling models to
leverage features learned from large natural image
datasets [3] [5]. Studies have demonstrated that pre-
trained architectures such as VGG19, ResNet50,
and DenseNetl21 can achieve high accuracy with
limited medical training data [7]. However, the
optimal architecture choice may vary depending on
the specific pathology and dataset characteristics,
with shallower models sometimes outperforming
deeper ones for certain tasks [7].

Quantitative chest imaging analysis using Al has
also progressed significantly, particularly for
occupational lung diseases. Recent applications
include CNN-based detection of pneumoconiosis
with 83.8% accuracy [11], transformer-based
factorized encoders achieving 97.06% accuracy on
3D CT data [11], and the novel Kolmogorov-
Arnold Networks (KAN) achieving 98.03%
accuracy for binary classification [11]. These
advances highlight the rapid evolution of Al
technologies for pulmonary diagnosis.

Despite these substantial contributions, there
remains a need for comprehensive comparative
studies evaluating multiple architectures on
consistent datasets with standardized preprocessing.
Additionally, clinically deployable systems require
not only high accuracy but also user-friendly
interfaces for practical implementation. The present
study addresses these gaps by providing a
systematic comparison of five CNN architectures
across two key pulmonary  pathologies,
implemented with a complete preprocessing
pipeline and deployed via an interactive graphical
interface.

3. Materials and methods
3.1 Datasets

The following two public datasets were utilized in
this study:

IQ-OTH/NCCD Lung Cancer Dataset: This
dataset was collected from the Iraqi Oncology
Teaching Hospital and National Center for Cancer
Diseases. It comprises 1,190 thoracic CT images
from 110 cases, categorized into three classes: 416
normal cases, 120 benign tumors, and 561
malignant tumors. The CT scans were acquired
using a Siemens SOMATOM scanner and
evaluated by oncologists and radiologists [16].

Benign Malignant

Normal

Figure 1:Sample CT images illustrating the three
classes of the IQ-OTH/NCCD lung cancer dataset
(Normal, Benign, and Malignant).

COVID-QU-Ex Dataset: This public dataset,
developed by Qatar University, contains 33,920
chest X-ray images distributed across three classes:
11,956 confirmed COVID-19 cases, 11,263 non-
COVID pneumonia cases, and 10,701 normal cases.
The dataset includes ground-truth lung masks and
careful label generation protocols based on RT-
PCR test windows [17].

.
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Figure 2:Representative chest X-ray images from
the COVID-QU-Ex dataset used in this study.

3.2 Preprocessing pipeline

A comprehensive preprocessing pipeline was
implemented to standardize image quality and
enhance pathological features:

Standardization: All RGB images were converted
to grayscale using the standard luminance formula:
Gray = 0.299xR + 0.587xG + 0.114xB. This



conversion preserves clinically relevant intensity
and texture information while reducing
computational complexity.

Median filtering: A median filter was applied to
reduce impulse noise while preserving edges.
Comparative analysis of 3x3 and 5x5 kernel sizes
indicated that the 3x3 kernel provided the optimal
trade-off between noise reduction and detail
preservation, with higher PSNR values for both
datasets.

Resizing: All images were resized to 224x224
pixels to match the input requirements of the pre-
trained CNN architectures. This standardization
ensures compatibility across models while
maintaining  sufficient spatial resolution for
pathological feature recognition.

Contrast enhancement: The Contrast Limited
Adaptive  Histogram  Equalization (CLAHE)
method was applied to improve local contrast and
enhance visibility of pulmonary structures. CLAHE
divides the image into small tiles and applies
histogram equalization locally with a clip limit to
prevent excessive noise amplification [4] [6]. This
technique was particularly effective for highlighting
ground-glass opacities and nodules.

Normalization: Pixel intensities were normalized to
the [0,1] range by dividing by 255. This scaling
facilitates stable and rapid model convergence
during training.

3.3 Model architectures

Five state-of-the-art CNN architectures were
implemented and compared:

VGG19: A deep architecture with 19 layers (16
convolutional, 3 fully connected). Known for its
uniform 3%3 convolution filters and simplicity,
though computationally intensive with 138 million
parameters.

ResNet50: A 50-layer architecture incorporating
residual blocks with skip connections. These
connections mitigate the vanishing gradient
problem, enabling effective training of deeper
networks [2].

MobileNetV3: A lightweight architecture optimized
for mobile and embedded devices. Employs
depthwise separable convolutions and automated
architecture search for efficient feature extraction.

EfficientNet-B3: Part of the EfficientNet family,
using a compound scaling method to balance
network depth, width, and resolution. Achieves
state-of-the-art ~ performance  with  optimized
computational efficiency [7].

DenseNet121: Features densely connected layers
where each layer receives inputs from all previous
layers. This design encourages feature reuse and
reduces parameter count while maintaining high
performance [4].

3.4 Transfer learning approach

All models were initialized with ImageNet pre-
trained weights through transfer learning. The base
convolutional layers were frozen initially, while
newly added fully connected layers were trained on
the medical datasets. The top layers included
Global Average Pooling, a Dense layer (128
neurons, ReLU activation), a Dropout layer (0.2),
and a Softmax output layer with class-specific
neurons. Models were compiled with the Adam
optimizer (learning rate = 0.0001) using categorical
cross-entropy loss. Training was conducted for 25
epochs with a batch size of 32.

3.5 Evaluation metrics

To comprehensively assess the performance of the
proposed deep learning models, several widely used
evaluation metrics were employed. These metrics
provide complementary information regarding the
classification capability of each model and are
computed based on the values of the confusion
matrix, namely True Positives (TP), True Negatives
(TN), False Positives (FP), and False Negatives
(FN).

Accuracy:  Accuracy measures the overall
proportion of correctly classified samples among all
tested instances. It provides a global indication of
the classifier's performance.

Accuracy (A) = (TP + TN)/(TP + TN + FP + FN

where:
TP: correctly classified positive samples.
TN: correctly classified negative samples.

FP: negative samples incorrectly classified as
positive.

FN: positive samples incorrectly classified as
negative.

Although accuracy is intuitive and widely used, it
may provide misleading results when dealing with
imbalanced datasets.

Precision: also referred to as the Positive Predictive
Value (PPV), measures the proportion of correctly
predicted positive samples among all samples
classified as positive. High precision indicates a
low false-positive rate.

Precision (P) =TP /(TP + FP) (%).......ceovvnen.n. 2)



A high precision value is particularly important in
medical diagnosis, where reducing false alarms can
prevent unnecessary clinical examinations and
treatments.

Recall (Sensitivity): also known as Sensitivity or
True Positive Rate (TPR), evaluates the model's
ability to correctly identify positive cases.

Recall (R)=TP / (TP + FN) (%)..vvervveeeernnn, 3)

A high recall is crucial in healthcare applications
because failing to detect a diseased patient (false
negative) may lead to delayed diagnosis and severe
clinical consequences.

Fl-score: is the harmonic mean of Precision and
Recall, providing a balanced measure when both
false positives and false negatives are important.

Fl-score = 2*(Precision*Recall) / (Precision +
Recall) (%) i 4)

The Fl-score ranges from 0 to 1, where a value
closer to 1 indicates superior classification
performance.

Confusion Matrix: provides a detailed summary of
the classification results by comparing predicted
labels with the corresponding ground truth labels.

For binary classification, the confusion matrix is
represented as:

Predicted
Positive | Negative
= | Positive TP FN
g
< | Negative FP TN

For multiclass classification, the confusion matrix
extends to an NxN matrix, where N denotes the
number of classes. It allows the identification of
specific misclassification patterns and provides
valuable insights into model behavior.

Receiver Operating Characteristic (ROC): curve
illustrates the trade-off between the True Positive
Rate (Sensitivity) and the False Positive Rate (FPR)
across different classification thresholds.

The False Positive Rate is defined as:
FPR=FP/(FP + TN) (%)...ccoeererrererreriereerrens %)

whereas the True Positive Rate corresponds to
Recall:

TPR=TP /(TP + FN) (%) eeveeeereeeeeens. (6)

An ideal classifier produces a ROC curve
approaching the upper-left corner of the graph,

indicating both high sensitivity and low false-
positive rate.

Area Under the ROC Curve (AUC): summarizes
the overall discrimination capability of the classifier
independently of the decision threshold.

Mathematically :

where:
AUC =1 indicates perfect classification.
AUC = 0.5 corresponds to random guessing.

AUC < 0.5 indicates performance worse than
random classification.

A higher AUC value reflects a stronger ability of
the model to distinguish between different classes.

Overall performance assessment

The combination of these evaluation metrics
provides a comprehensive assessment of the
proposed deep learning models. While Accuracy
measures the overall classification performance,
Precision quantifies the reliability of positive
predictions, Recall evaluates the ability to detect
diseased patients, and the Fl-score balances both
measures. Furthermore, the Confusion Matrix
offers a detailed analysis of classification errors,
whereas the ROC curve and AUC assess the
robustness and discriminative power of each model
across different decision thresholds. Together, these
metrics enable a rigorous comparison of the five
CNN architectures and facilitate the identification
of the most suitable model for lung cancer and
COVID-19 diagnosis.

3.6 Graphical User Interface

The system was deployed as an interactive python
graphical user interface (GUI). The GUI enables
users to select the diagnostic type (COVID’19 or
lung cancer), upload chest images, and receive
instant diagnosis with confidence scores. In this
interface, MobileNetV3 is integrated as the baseline
model to process input images, chosen for its
lightweight design and suitability for real-time
applications.

3.7 Proposed framework and flowchart

The proposed PulmoDiagAl framework consists of
a systematic pipeline encompassing data
preprocessing, model training, and clinical
deployment (Figure 1).
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Figure 3: Overall methodology flowchart
Phase 1: Data preparation

- Collection and consolidation of medical
datasets.

- Rigorous preprocessing (grayscale conversion,
median filtering, resizing, CLAHE
enhancement, and normalization).

- Data partitioning using hold-out validation
(80/20 for COVID-QU-Ex, 70/30 for 1Q-
OTH/NCCD).

Phase 2: Model development

- Implementation of five pre-trained CNN
architectures.

- Transfer learning with ImageNet weights.

- Custom top layers adapted for multi-class
classification.

- Training with Adam optimizer and categorical
cross-entropy loss.

- Learning rate optimization and dropout
regularization.

Phase 3: Evaluation and analysis

- Performance assessment using accuracy,
precision, recall, F1-score.

- Confusion matrix analysis for class-wise
performance.

- ROC curve and AUC evaluation.

- Comparative ranking of architectures for each
pathology.

Phase 4: Clinical deployment

- Selection of optimal model (MobileNet-V3) for
GUI integration.

- Development of interactive interface using
python.

- Real-time diagnosis with confidence scoring.

- Application for both COVID-19 and lung
cancer detection.

4. Experimental results and discussions
4.1 Preprocessing evaluation

The effectiveness of preprocessing techniques was
quantitatively assessed using PSNR, SNR, and
MSE metrics. For COVID-QU-Ex images, the
median filter with 3x3 kernel achieved superior
results (PSNR: 36.94 dB, MSE: 13.12) compared to
the 5x5 kernel (PSNR: 32.73 dB, MSE: 24.79).
Similarly, for 1Q-OTH/NCCD images, the 3x3
filter maintained higher PSNR (16.74 dB) and
lower MSE (1375.03) than the 5x5 filter. These
results confirm the selection of the 3x3 median
filter for optimal noise reduction with minimal
detail loss.

CLAHE enhancement visibly improved contrast
and visual clarity of pathological features, including
ground-glass opacities (COVID’19) and nodules
(lung cancer). The method enhanced tissue
differentiation while preserving diagnostically
relevant details.

4.2 COVID’19 Classification results

Figure 4 presents confusion matrices for all five
models on the COVID-QU-Ex dataset.
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Figure 4: Confusion matrices for COVID’19: (a)
VGG19, (b) ResNet-50, (c) MobileNet-V3, (d)
EfficientNet-B3, (e) DenseNet-121

EfficientNet-B3 demonstrated superior
performance, achieving the highest true positive
counts across all classes: 579 for COVID-19 (4
false negatives), 274 for non-COVID (18 false
negatives), and 279 for normal (12 false negatives).
ResNet50 followed closely with 568, 269, and 259
true positives respectively. DenseNet121 showed
moderate performance with 570 COVID-19 true
positives but higher errors on non-COVID (52 false
negatives) and normal (45 false negatives).
MobileNetV3 and VGG19 exhibited the weakest
performance, with VGGI19 having 61 false
negatives on non-COVID.

The confusion matrices obtained for the five CNN
architectures are comparatively analyzed in Table 1.
These matrices provide a comprehensive overview
of the classification performance of each model by
illustrating the distribution of correctly and
incorrectly classified samples across all classes.
They enable a detailed assessment of each
architecture's discriminative capability and facilitate
the identification of potential misclassification
patterns. Consequently, the confusion matrix serves
as an essential tool for evaluating the robustness
and reliability of the proposed deep learning
models.

Table 1. Comparative analysis of the classification
performance of the five CNN architectures based on
their confusion matrices.

TP = (True Positives): Number of correctly classified images
belonging to the corresponding class.

FN (False Negatives): Number of images belonging to the
corresponding class that were incorrectly classified as another
class)

Model COVID’19 Non- Normal

(TP/EN) COVID (TP/FN)

(TP/FN)

VGGI19 563 /20 231/61 253/38
ResNet50 568/ 15 269/23 259/32
EfficientNet B3 579 /4 274/ 18 279/12
DenseNet121 570/ 13 240/52 246 /45
MobileNetV3 561/22 239/53 241/50

Table 1 summarizes, in overall, the confusion
matrix rates. The analysis of this table clearly
demonstrates that EfficientNet-B3 provides the
most reliable multiclass classification performance,
achieving the highest true-positive rates and the
lowest false-negative rates across all diagnostic
categories, making it the most suitable architecture
for automated pulmonary disease diagnosis.

Analysis of the ROC curves, shown in Figure 5,
confirmed EfficientNet-B3's  superiority =~ with
macro-AUC of 0.9940, followed by ResNet50
(0.9910), DenseNet121 (0.9809), VGG19 (0.9779),
and MobileNetV3 (0.9755).
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Figure 5: ROC curves for COVID’19
classifications: (a) VGGI19, (b) ResNet-50, (c)
MobileNet-V3, (d) EfficientNet-B3, (e) DenseNet-
121

The Receiver Operating Characteristic (ROC)
curves obtained for the five evaluated CNN
architectures ~ demonstrate  consistently  high
classification performance, although noticeable
differences can be observed among the models in
terms of their discriminative capability across the
three diagnostic classes.

EfficientNet-B3  achieved the best overall
performance, with AUC values exceeding 0.99 for
all classes and an exceptional AUC of 0.999 for the
COVID’19 class. Its ROC curves rapidly approach
the upper-left corner of the ROC space, indicating
an almost perfect trade-off between sensitivity and
specificity. This outstanding behavior confirms the
model's excellent ability to distinguish COVID’19,
Non-COVID Pneumonia, and Normal cases with
minimal false-positive rates.

ResNet50 ranked second, exhibiting highly
consistent and well-balanced performance with a
macro-average AUC of 0.9910. The three ROC
curves remain closely grouped, reflecting robust
generalization across all diagnostic categories.
Notably, the model achieved an AUC of 0.9975 for
COVID’19 detections, representing the second-
highest value among all evaluated architectures.
These results demonstrate the effectiveness of
residual learning in extracting highly discriminative
radiological features while maintaining stable
performance across multiple classes.

DenseNet121 achieved a macro-average AUC of
0.9809, with its highest discrimination capability
observed for the COVID’19 class (AUC = 0.9893).
However, its performance slightly decreased for the
Non-COVID Pneumonia class (AUC = 0.9722),
suggesting increased difficulty in distinguishing
non-COVID pulmonary infections from other
thoracic  abnormalities due to overlapping
radiographic characteristics.

VGGI19 obtained a macro-average AUC of 0.9779.
Although the model demonstrated satisfactory
overall performance, its ROC curve for the Non-
COVID Pneumonia class (AUC = 0.9628)
exhibited a slight decline within the false-positive
rate (FPR) interval of 0.05-0.20. This behavior
indicates the presence of moderate confusion
between Non-COVID Pneumonia and the
remaining classes, leading to a slight reduction in
classification accuracy within this region.

Among the evaluated models, MobileNetV3
produced the lowest overall discrimination

performance, with a macro-average AUC of 0.9755.
Similar to VGG19 and DenseNetl21, the Non-
COVID Pneumonia class remained the most
challenging category, yielding an AUC of 0.9596.
This outcome is consistent with the lightweight
design philosophy of MobileNetV3, which
prioritizes computational efficiency and reduced
model complexity over achieving maximum
classification accuracy.

Table 2. Comparison in terms of AUC of the five
CNN architectures based on COVID-QU-Ex.

Model COVID’19 Non- Normal Macro-
COVID avg
EfficientNet B3 0.999 0.991 0.993 0.994
ResNet50 0.9975 0.9849 0.9893 0.9910
DenseNetl121 0.9893 0.9722 0.9801 0.9809
VGGI19 0.9888 0.9628 0.9806 0.9779
MobileNetV3 0.9853 0.9596 0.9800 0.9755

Table 2. presents the Area Under the Receiver
Operating  Characteristic  Curve (AUC-ROC)
obtained by the five evaluated CNN architectures
for the three diagnostic classes (COVID’19, Non-
COVID, and Normal), together with their
corresponding macro-average AUC values. The
AUC metric provides a threshold-independent
assessment of a model's discriminative capability,
where values approaching 1.0 indicate excellent
classification performance.

Among the evaluated models, EfficientNet-B3
achieved the highest overall performance, with a
macro-average AUC of 0.994. It consistently
outperformed the other architectures across all
diagnostic categories, reaching an exceptional AUC
of 0.999 for the COVID’19 class, 0.991 for Non-
COVID Pneumonia, and 0.993 for the Normal
class. These near-perfect AUC values demonstrate
the remarkable ability of EfficientNet-B3 to
accurately distinguish pulmonary pathologies while
maintaining an excellent balance between
sensitivity ~and  specificity. = The  superior
performance can be attributed to its compound
scaling strategy, which efficiently optimizes
network depth, width, and input resolution,
enabling the extraction of highly discriminative
image features.

ResNet50 ranked second with a macro-average
AUC of 0.9910, demonstrating highly stable and
balanced performance across all three classes. In
particular, it achieved an AUC of 0.9975 for




COVID’19 detections, representing the second-best
result among all evaluated architectures. The
relatively small variation between its class-specific
AUC values confirms the robustness of residual
learning in capturing complex radiographic patterns
while  maintaining  excellent  generalization
capability.

DenseNetl121 obtained a macro-average AUC of
0.9809, indicating strong overall classification
performance. The model achieved its highest
discrimination capability for the COVID’19 class
(AUC = 0.9893), whereas the Non-COVID
Pneumonia class yielded the lowest score (AUC =
0.9722). This reduction suggests that DenseNet121
encounters greater difficulty in differentiating non-
COVID pulmonary infections from other thoracic
abnormalities, likely due to the substantial overlap
in radiological manifestations among these
diseases.

Similarly, VGG19 achieved a macro-average AUC
of 0.9779, reflecting satisfactory but comparatively
lower performance. Although the model maintained
excellent discrimination for the COVID’19
(0.9888) and Normal (0.9806) classes, its
performance decreased for the Non-COVID
Pneumonia class (0.9628). This finding indicates a
higher level of class overlap and misclassification
for this category, highlighting the limitations of
conventional deep convolutional architectures in
learning highly discriminative features from
complex medical images.

Among all evaluated architectures, MobileNetV3
produced the lowest macro-average AUC (0.9755).
While its performance remained excellent for the
COVID’19 (0.9853) and Normal (0.9800) classes,
the Non-COVID Pneumonia category again
represented the most challenging classification task,
with an AUC of 0.9596. This outcome is consistent
with the lightweight architecture of MobileNetV3,
which was primarily designed to minimize
computational complexity and inference time,
resulting in a slight reduction in discriminative
performance compared with larger and deeper CNN
models.

Overall, the results clearly indicate that COVID-19
is the most easily distinguishable class for all
evaluated architectures, with AUC values
consistently exceeding 0.98. Conversely, the Non-
COVID Pneumonia class remains the most difficult
category to classify accurately due to the strong
visual similarity between various pulmonary
infections and inflammatory conditions.
Nevertheless, all models achieved macro-average
AUC values above 0.97, demonstrating excellent
overall diagnostic capability. Among them,
EfficientNet-B3 consistently delivered the highest
discrimination performance across all classes,

confirming its superiority as the most reliable deep
learning architecture for automated pulmonary
disease classification in the proposed PulmoDiagAl
framework.

Table 3. Comparison of the five CNN architecture
models in terms of Precision, Recall, F1 score, and
Accuracy.

Class
Metrics COVID’19 Non- Normal
COVID
DenseNet121
Precision 0.92 0.88 0.90
Recall 0.98 0.82 0.85
F1-score 0.95 0.85 0.87
Accuracy 0.90
EfficientNet B3
Precision 1.00 0.95 0.93
Recall 0.99 0.94 0.96
F1-score 1.00 0.95 0.95
Accuracy 0.97
MobileNetV3
Precision 0.92 0.82 0.91
Recall 0.96 0.82 0.83
F1-score 0.94 0.82 0.87
Accuracy 0.89
ResNet50
Precision 0.98 0.88 0.93
Recall 0.97 0.92 0.89
F1-score 0.97 0.90 0.91
Accuracy 0.94
VGG19

Precision 0.93 0.85 0.87
Recall 0.97 0.79 0.87
F1-score 0.95 0.82 0.87
Accuracy 0.90

Table 3 summarizes the classification performance
of the five evaluated CNN architectures in terms of
Precision, Recall, Fl-score, and Overall Accuracy
for the three diagnostic classes (COVID’19, Non-
COVID, and Normal). These metrics provide a
comprehensive assessment of the models' ability to
correctly identify pulmonary diseases while
minimizing both false-positive and false-negative
predictions.

Among all evaluated architectures, EfficientNet-B3
achieved the best overall performance, reaching an
overall accuracy of 97%, the highest obtained in
this study. It also exhibited the most balanced
classification performance across all classes, with a
precision of 1.00, recall of 0.99, and Fl-score of
1.00 for the COVID’19 class. These outstanding
results indicate that EfficientNet-B3 is capable of
detecting COVID’19 cases with almost perfect
reliability while producing virtually no false-
positive predictions. Furthermore, the model
maintained excellent performance for the Non-
COVID Pneumonia class, achieving a precision of
0.95, recall of 0.94, and F1-score of 0.95, as well as
strong performance for the Normal class (precision




= 0.93, recall = 0.96, Fl-score = 0.95). This
balanced behavior demonstrates the superior feature
extraction  capability and  robustness  of
EfficientNet-B3 in multiclass pulmonary disease
classification.

ResNet50 ranked second with an overall accuracy
of 94%, confirming the effectiveness of residual
learning for medical image analysis. The model
achieved excellent performance for COVID’19,
with a precision of 0.98, recall of 0.97, and F1-
score of 0.97. For the Non-COVID Pneumonia
class, ResNet50 obtained a recall of 0.92, which is
the  second-highest among all evaluated
architectures, indicating its strong capability to
correctly identify = pneumonia cases while
maintaining a precision of 0.88. Performance for
the Normal class also remained consistently high,
with an Fl-score of 0.91, highlighting the model's
balanced generalization across all diagnostic
categories.

DenseNet121 achieved an overall accuracy of 90%,
with particularly strong performance for the
COVID’19 class, where it reached a recall of 0.98,
demonstrating its high sensitivity in identifying
infected patients. However, its performance
decreased for the Non-COVID Pneumonia class,
yielding a precision of 0.88, recall of 0.82, and F1-
score of 0.85. This reduction suggests that
DenseNetl21 encounters greater difficulty in
distinguishing non-COVID pulmonary infections
from other thoracic abnormalities that exhibit
similar radiographic features.

Similarly, VGG19 obtained an overall accuracy of
90%. Although it achieved satisfactory performance
for the COVID’19 class (precision = 0.93, recall =
0.97, Fl-score = 0.95), its classification capability
decreased considerably for  Non-COVID
Pneumonia, where the recall dropped to 0.79,
representing the lowest value among all evaluated
models. This finding indicates that VGG19 tends to
miss a larger proportion of pneumonia cases,
thereby increasing the number of false-negative
predictions. Performance for the Normal class
remained moderate, with both recall and F1-score
equal to 0.87.

Among the evaluated architectures, MobileNetV3
achieved the lowest overall accuracy (89%).
Despite its competitive performance for the
COVID’19 class (precision = 0.92, recall = 0.96,
Fl-score = 0.94), the model showed limited
discriminative capability for the Non-COVID
Pneumonia class, with both precision and recall
equal to 0.82. Its performance also decreased for
the Normal class, where the recall reached 0.83 and
the Fl-score 0.87. These results are consistent with
the lightweight design philosophy of MobileNetV3,
which prioritizes computational efficiency and

reduced model complexity over maximum
classification accuracy.

Overall, the quantitative evaluation demonstrates
that COVID’19 is the most accurately recognized
class across all evaluated CNN architectures,
consistently achieving the highest precision, recall,
and Fl-score values. In contrast, the Non-COVID
Pneumonia class remains the most challenging
category, owing to the significant radiographic
similarities between different pulmonary infections
and inflammatory conditions. ~Among all
investigated models, EfficientNet-B3 consistently
outperformed the competing architectures across
every evaluation metric, confirming its superior
robustness, discriminative capability, and clinical
applicability for automated pulmonary disease
diagnosis. The superior classification metrics
obtained by EfficientNet-B3 are fully consistent
with the previously reported confusion matrices and
ROC-AUC analysis, further validating its
effectiveness as the core deep learning model
integrated into the proposed PulmoDiagAl
computer-aided diagnosis system.

4.2.1 Comparative study with state-of-the-art
literature on COVID-QU-Ex Dataset

In Table 04, we present a comparative performance
evaluation between the five evaluated CNN
approaches  (DenseNetl121, EfficientNet B3,
MobileNetV3, ResNet50, and VGG19) and existing
state-of-the-art methods from the literature,
including H-SGE-Seq2D [18], LitCovNet [19],
LungMaxViT [20], and U-Net [21], on the COVID-
QU-Ex dataset. Among the evaluated models,
EfficientNet B3 demonstrates superior
performance, achieving the highest classification
accuracy of 0.97. This matches the top-performing
state-of-the-art approach by Schraut et al. (U-Net)
[21] (0.97) and outperforms advanced hybrid
models such as LungMaxViT by Fu et al. [20]
(0.96), LitCovNet by Hossain et al. [19] (0.95), and
H-SGE-Seq2D by Mustapha et al. [18] (0.94).
Furthermore, ResNet50 yields a competitive
accuracy of 0.94, on par with recent attention-
guided architectures, while DenseNetl21 and
VGGI19 both achieve a solid 0.90 accuracy.
Although lightweight models like MobileNetV3
show a slight drop in accuracy (0.89), they still
offer a highly efficient trade-off for resource-
constrained environments. These results confirm
the effectiveness of compound-scaled architectures
like EfficientNet B3 in extracting fine-grained
visual representations from COVID-QU-Ex chest
X-ray images.

Table 4. Comparative study on COVID-QU-Ex
dataset



Approach Accuracy
DenseNetl121 0.90
EfficientNet B3 0.97
MobileNetV3 0.89
ResNet50 0.94
VGG19 0.90
H-SGE-Seq2D [18] 0.94
LitCovNet [19] 0.95
LungMaxViT [20] 0.96
U-Net [21] 0.97

4.3 Lung Cancer Classification Results
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Figure 6:Confusion matrices for lung cancer: (a)
VGG19, (b) ResNet-50, (c) MobileNet-V3, (d)
EfficientNet-B3, (e) DenseNet-121

Figure 6 presents the confusion matrices obtained
by the five evaluated convolutional neural network
(CNN) architectures on the IQ-OTH/NCCD lung
cancer dataset. The confusion matrices provide
detailed insights into the classification behavior of
each model by illustrating both correctly classified
samples and misclassification patterns, thereby
enabling a comprehensive assessment of their
diagnostic reliability.

Overall, the five architectures demonstrated
excellent performance in identifying the Malignant
class, which represents the most Cclinically
significant category due to its direct impact on
patient  prognosis.  Remarkably, = ResNet50,
EfficientNet-B3, MobileNetV3, DenseNetl21, and
VGG19 all achieved 100% sensitivity for malignant
tumor detection, correctly classifying all 85
malignant cases without producing any false
negatives. From a clinical perspective, this finding
is of paramount importance, as false-negative
diagnoses may delay treatment initiation and
significantly compromise patient survival.

Among the evaluated models, ResNet50 exhibited
the most balanced classification performance. In
addition to perfectly detecting all malignant cases,
it correctly classified 62 of the 63 normal images,
with only one normal case misclassified as benign.
For the Benign category, only three samples were
incorrectly assigned to the Normal class, indicating
excellent discrimination capability and strong
generalization across all categories. These results
demonstrate the effectiveness of residual learning in
extracting highly discriminative imaging features
while maintaining stable performance under
multiclass classification.

EfficientNet-B3 achieved performance comparable
to ResNet50, confirming the effectiveness of
compound model scaling for medical image
analysis. Similar to ResNet50, it detected all
malignant tumors correctly without generating false
negatives. Furthermore, it correctly identified 17
out of 18 benign cases, with only one benign lesion
misclassified as Normal, demonstrating excellent
sensitivity for early-stage lesions. The only
noticeable reduction in performance was observed
for the Normal class, where 59 of 63 images were
correctly classified, while four normal images were
incorrectly predicted as benign. Although these
false-positive predictions may lead to additional
clinical investigations, they remain preferable to
false-negative cancer diagnoses in practical
screening applications.

MobileNetV3 produced particularly noteworthy
results considering its lightweight architecture.
Despite its substantially lower computational
complexity, the model achieved perfect malignant
tumor detection (85/85) while correctly classifying



62 normal cases, matching the best-performing
architecture for this class. Only one benign sample
was misclassified as Normal, resulting in 17
correctly identified benign lesions. These findings
demonstrate  that MobileNetV3  successfully
combines high diagnostic reliability  with
computational efficiency, making it especially
suitable for deployment in portable medical
devices, edge computing platforms, and real-time
clinical decision-support systems where hardware
resources are limited.

DenseNetl21  also  demonstrated  excellent
performance for malignant tumor detection,
achieving 100% recall for this critical category.
However, compared with  ResNet50 and
EfficientNet-B3, its classification accuracy slightly
decreased for the remaining categories. The model
correctly classified 60 normal cases, while three
normal images were misclassified as benign.
Likewise, three benign lesions were incorrectly
predicted as Normal, suggesting that DenseNet121
experiences greater difficulty in distinguishing
subtle radiological characteristics between benign
lesions and healthy pulmonary tissues.

Although VGGI19 successfully identified all
malignant tumors, its overall discriminative
performance was comparatively lower than that of
the other architectures. The model correctly
classified 17 benign cases, but incorrectly assigned
one benign lesion to the Malignant class, generating
an unnecessary false-positive cancer diagnosis.
Moreover, VGG19 correctly identified only 56
normal cases, while seven normal images were
misclassified, including four predicted as benign
and three as malignant. These findings indicate that
the relatively shallow feature extraction capability
of VGGI19 limits its effectiveness in capturing
subtle inter-class variations compared with more
recent deep learning architectures.

The comparative analysis of the confusion matrices
clearly demonstrates that ResNet50, EfficientNet-
B3, and MobileNetV3 constitute the three most
reliable architectures for automated lung tumor
classification. Beyond achieving 100% recall for
malignant tumors, they maintain very low
misclassification rates for benign and normal cases,
thereby ensuring a high level of diagnostic safety.
Among  these models, the outstanding
performanceof  MobileNetV3 is  particularly
noteworthy because it achieves diagnostic accuracy
comparable to considerably larger networks while
requiring  substantially fewer computational
resources. This favorable balance between
predictive  performance and  computational
efficiency makes MobileNetV3 an attractive
candidate for embedded artificial intelligence
applications, mobile healthcare systems, and point-
of-care computer-aided diagnosis (CAD) solutions.

Overall, the confusion matrix analysis confirms the
robustness and clinical applicability of the proposed
deep learning framework. The complete elimination
of false-negative malignant diagnoses across all
evaluated architectures represents a critical
achievement from a clinical standpoint, as
maximizing cancer detection sensitivity remains the
primary objective of intelligent diagnostic systems
designed to support radiologists and improve early
lung cancer diagnosis.

Table 5. Comparative analysis of the classification
performance of the five CNN architectures based on
their confusion matrices.

Model Benign Malignant Normal Total
TP/FN TP/FN TP/FN errors
ResNet50 15/3 85/0 62/1 4
EfficientNet 17/1 85/0 59/4 5
B3
DenseNet121 15/3 85/0 60/3 6
VGGI19 17/1 85/0 56/7 8
MobileNetV3 17/1 85/0 62/1 2

TP = True Positives (Number of images correctly classified in
their true class)

FN = False Negatives (Number of images in this class that were
incorrectly classified)

Table 5 summarizes the classification performance
of the five evaluated convolutional neural network
(CNN) architectures based on the number of True
Positives (TP) and False Negatives (FN) obtained
for the three diagnostic categories, namely Benign,
Malignant, and Normal, together with the total
number of classification errors. This analysis
provides a detailed assessment of the diagnostic
reliability of each model and highlights their ability
to correctly identify clinically relevant pulmonary
lesions.

A remarkable observation from Table 4 is that all
five CNN architectures achieved perfect detection
of malignant tumors, correctly identifying all 85
malignant cases without generating any false
negatives. From a clinical perspective, this
represents an outstanding result because missing a
malignant lesion may delay diagnosis and
treatment,  potentially  leading to  severe
consequences for patient survival. Consequently, all
evaluated models achieved 100% sensitivity for the
most critical diagnostic category, demonstrating
their strong potential for computer-aided lung
cancer screening.

Despite  this common strength, noticeable
differences emerge in the classification of Benign
and Normal cases. Among all evaluated
architectures, MobileNetV3 achieved the best
overall performance, producing only two




classification errors across the entire test dataset.
The model correctly identified 17 of the 18 benign
lesions, misclassifying only one benign case as
normal, while simultaneously recognizing 62 of the
63 normal images, with a single misclassification.
These results demonstrate that MobileNetV3
successfully combines excellent  diagnostic
accuracy with a lightweight architecture, making it
particularly attractive for real-time and resource-
constrained clinical applications.

ResNet50 ranked second with four total
classification errors. Besides achieving perfect
recognition of malignant tumors, it correctly
classified 62 normal images while misclassifying
only one normal case as benign. The model also
correctly identified 15 benign lesions, with three
benign samples incorrectly assigned to the Normal
category. This balanced performance confirms the
effectiveness of residual learning in extracting
robust and discriminative image representations,
resulting in excellent generalization across different
pathological categories.

EfficientNet-B3,  although  producing  five
classification errors, demonstrated outstanding
discrimination capability for benign lesions by
correctly identifying 17 of 18 benign cases,
corresponding to only one false negative. Similar to
ResNet50 and MobileNetV3, it achieved perfect
malignant  tumor  detection. However, its
performance slightly decreased for the Normal
category, where 59 of the 63 normal images were
correctly classified, while four normal cases were
predicted as benign. From a clinical standpoint,
these false-positive findings are generally less
critical than false-negative cancer diagnoses, since
they primarily result in additional medical
examinations rather than missed malignant lesions.

DenseNetl21  achieved  similarly  excellent
performance for malignant tumors but exhibited a
moderate reduction in classification accuracy for
the remaining classes. The model correctly
classified 15 benign lesions and 60 normal images,
while producing three misclassifications in each
category. These results suggest that DenseNet121
encounters greater difficulty in separating benign
pulmonary abnormalities from normal lung tissue,
likely because of overlapping radiological
characteristics that challenge feature discrimination.

Among the evaluated models, VGG19 produced the
largest number of classification errors (eight
misclassified images). Although it successfully
detected all malignant tumors, its performance for
the Normal class was noticeably lower, correctly
recognizing only 56 of the 63 normal images, while
seven normal cases were misclassified. The model
also correctly identified 17 benign lesions, missing
only one benign case. The relatively higher error

rate observed for VGG19 can be attributed to its
conventional architecture, which lacks the advanced
feature reuse and optimization mechanisms
introduced in more recent deep learning models.

Overall, the comparative analysis clearly
demonstrates that MobileNetV3 provides the most
favorable trade-off between diagnostic accuracy
and computational efficiency, achieving the lowest
overall number of classification errors while
preserving perfect malignant tumor detection.
ResNet50 and EfficientNet-B3 also delivered
outstanding  performance, confirming their
robustness and excellent discriminative capability
for multiclass lung tumor classification. More
importantly, the absence of false-negative
malignant diagnoses across all five architectures
represents a highly significant clinical achievement,
as maximizing sensitivity for cancer detection
remains the primary objective of computer-aided
diagnostic systems. These findings strongly support
the integration of the proposed deep learning
framework into intelligent clinical decision-support
systems aimed at improving the early diagnosis of
lung cancer while minimizing the risk of missed
malignant cases.

ROC curves, given in Figure 7, showed near-
perfect AUC values across models. ResNet50 and
MobileNetV3 achieved 1.000 for malignant cases
and macro-AUC of 0.997 and 0.993 respectively.
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Figure 7: ROC curves for lung cancer
classifications: (a) VGGI19, (b) ResNet-50, (c)
MobileNet-V3, (d) EfficientNet-B3, (e) DenseNet-
121

Figure 7 illustrates the Receiver Operating
Characteristic (ROC) curves obtained for the five
evaluated convolutional neural network (CNN)
architectures. Overall, all models exhibited
excellent discriminative performance, with Area
Under the Curve (AUC) values approaching the
theoretical optimum. Nevertheless, noticeable
differences emerged regarding their ability to
separate the three diagnostic classes (Benign,
Malignant, and Normal), particularly for the benign
category, which represents the most challenging
classification task.

Among the evaluated architectures, ResNet50 and
MobileNetV3 demonstrated the best overall
discriminative performance. Both models achieved
perfect or near-perfect AUC values (AUC = 1.000)
across all diagnostic categories, producing ROC
curves that rapidly rise toward the upper-left corner
of the ROC space. This behavior indicates an
almost ideal balance between sensitivity and
specificity, with extremely low false-positive rates
while maintaining maximal true-positive rates. The
nearly vertical trajectories observed at the lowest
false-positive rate (FPR) values confirm the
outstanding capability of these two architectures to
establish highly discriminative decision boundaries.
While the superior performance of ResNet50 is
consistent with its well-established robustness in
medical image analysis, the remarkable
performance of MobileNetV3 is particularly
noteworthy considering its lightweight architecture
and significantly lower computational complexity.
These findings demonstrate that an optimized
compact network can achieve diagnostic
performance comparable to considerably deeper
and computationally demanding CNN models.

EfficientNet-B3  also  achieved  outstanding
classification performance, producing ROC curves
that closely approach the ideal classifier. The model
reached a perfect AUC of 1.000 for the Malignant
class, while achieving AUC values of 0.999 and

0.997 for the Normal and Benign classes,
respectively. A slight deviation from the ideal ROC
trajectory can be observed for the benign category
at very low false-positive rates, indicating that
distinguishing benign pulmonary lesions from
normal lung tissues remains the most challenging
aspect of the classification task. Nevertheless, the
observed reduction is minimal and confirms the
remarkable robustness of EfficientNet-B3 in
multiclass lung tumor diagnosis.

Despite being one of the earliest deep CNN
architectures, VGG19 maintained excellent
discriminative capability, particularly for the
Malignant class, where it also achieved a perfect
AUC of 1.000. The model further obtained AUC
values of 0.999 for the Normal class and 0.992 for
the Benign class. Although these values remain
exceptionally high, the ROC curve associated with
benign lesions exhibits a slight deviation from the
ideal trajectory, suggesting a modest reduction in
sensitivity when differentiating benign
abnormalities from healthy pulmonary tissues.
From a clinical perspective, however, this decrease
remains relatively minor and does not substantially
compromise the overall diagnostic performance of
the model.

Among the evaluated architectures, DenseNetl21
produced the lowest, yet still excellent,
discrimination performance. Similar to the other
CNN models, it perfectly detected malignant
tumors (AUC = 1.000), confirming its excellent
capability for identifying the clinically most
significant category. However, the model achieved
slightly lower AUC values for the Normal (0.995)
and Benign (0.990) classes. The corresponding
ROC curve exhibits a more noticeable deviation
within the FPR range of approximately 0.05-0.15,
indicating increased overlap between benign lesions
and normal pulmonary structures. This behavior
suggests that DenseNetl21 experiences greater
difficulty in learning highly discriminative features
for subtle morphological differences between these
two categories.

Overall, the ROC analysis strongly corroborates the
observations derived from the confusion matrices
and quantitative performance metrics. All evaluated
architectures demonstrated excellent discrimination
capability, particularly for the Malignant class,
where perfect AUC values were consistently
achieved. However, ResNet50 and MobileNetV3
emerged as the most reliable classifiers by
combining near-perfect ROC characteristics,
maximum AUC values, and exceptionally low
false-positive rates across all diagnostic categories.
The outstanding performance achieved by
MobileNetV3 is especially significant because it
matches the predictive capability of considerably
larger architectures while maintaining substantially



lower computational requirements. This favorable
balance between diagnostic accuracy and
computational efficiency makes MobileNetV3
particularly attractive for deployment in embedded
artificial intelligence systems, mobile healthcare
platforms, and real-time computer-aided diagnosis
(CAD) applications. Collectively, these findings
confirm the robustness, reliability, and -clinical
applicability of the proposed deep learning
framework for automated lung tumor classification
and further support its potential integration into
intelligent clinical decision-support systems for
early lung cancer diagnosis.

Table 6: Comparison in terms of AUC of the five
CNN architectures based on IQ-OTH/NCCD
dataset.

Model Benign | Malignant | Normal Macro-
avg

EfficientNet 0.997 1.000 0.999 0.998
B3

ResNet50 0.985 1.000 0.994 0.993
DenseNet121 0.990 1.000 0.995 0.995
VGG19 0.992 1.000 0.999 0.997
MobileNetV3 0.995 1.000 0.998 0.997

Table 6 presents the comparative Area Under the
Receiver Operating Characteristic Curve (AUC-
ROC) values obtained by the five evaluated
convolutional neural network (CNN) architectures
on the IQ-OTH/NCCD lung cancer dataset. The
AUC is one of the most informative threshold-
independent evaluation metrics, measuring the
ability of a classifier to distinguish between
different diagnostic categories regardless of the
selected decision threshold. An AUC value close to
1.000 indicates an almost perfect discriminative
capability.

The results demonstrate that all evaluated
architectures achieved outstanding diagnostic
performance, with macro-average AUC values
ranging from 0.993 to 0.998, confirming the
effectiveness of deep transfer learning for
automated lung tumor classification from CT
images.

Among all models, EfficientNet-B3 achieved the
highest overall performance with a macro-average
AUC of 0.998. The model obtained AUC values of
0.997, 1.000, and 0.999 for the Benign, Malignant,
and Normal classes, respectively. The perfect
discrimination achieved for malignant tumors
demonstrates the model's exceptional capability to
identify the clinically most critical cases without
ambiguity. Moreover, its near-perfect performance
for benign and normal tissues confirms the
effectiveness of EfficientNet's compound scaling

strategy in learning highly discriminative and
robust feature representations across all diagnostic
categories.

VGG19 and MobileNetV3 ranked second, both
achieving a macro-average AUC of 0.997, although
their class-wise performances differed slightly.
VGG19 reached AUC values of 0.992, 1.000, and
0.999 for the Benign, Malignant, and Normal
classes, respectively, demonstrating remarkable
stability despite its relatively simple and
conventional architecture. In contrast,
MobileNetV3 achieved superior discrimination for
the Benign class (AUC = 0.995) while maintaining
nearly perfect performance for the Normal (0.998)
and Malignant (1.000) categories. These findings
are particularly significant because MobileNetV3
reaches a level of diagnostic accuracy comparable
to considerably deeper architectures while requiring
substantially fewer computational resources,
making it highly suitable for real-time and edge-
based medical applications.

DenseNetl121 achieved a macro-average AUC of
0.995, confirming its strong overall discriminative
capability. The model perfectly identified malignant
tumors (AUC = 1.000) and maintained excellent
performance for the Normal (0.995) and Benign
(0.990) classes. Although slightly lower than
EfficientNet-B3 and MobileNetV3, these results
demonstrate the effectiveness of dense feature
propagation in preserving diagnostic information
throughout the network while maintaining excellent
classification reliability.

Among the evaluated architectures, ResNet50
obtained the lowest macro-average AUC (0.993),
despite achieving perfect discrimination of
malignant tumors (AUC = 1.000). Its performance
remained excellent for the Normal class (AUC =
0.994), whereas the Benign category produced the
lowest class-specific AUC (0.985) among all
models. This slight decrease suggests that residual
learning, while extremely effective for detecting
malignant lesions, encounters greater difficulty in
separating benign abnormalities from normal
pulmonary  structures due to the subtle
morphological similarities between these classes.

A noteworthy observation is that all five CNN
architectures achieved an identical AUC of 1.000
for the Malignant class, indicating perfect
separability between malignant tumors and the
remaining categories. This finding highlights the
strong discriminative power of deep convolutional
networks for detecting malignant pulmonary lesions
and emphasizes the robustness of the proposed
preprocessing and transfer learning strategy.
Conversely, the Benign class consistently yielded
the lowest AUC values across all architectures,
suggesting that benign lesions remain the most



challenging category to classify because of their
greater radiological similarity to healthy lung
tissues.

Overall, the AUC analysis confirms that the
proposed deep learning framework provides near-
perfect diagnostic discrimination on the IQ-
OTH/NCCD dataset. While all evaluated CNN
architectures achieved outstanding classification
performance, EfficientNet-B3 emerged as the most
reliable model by consistently producing the
highest macro-average AUC and maintaining
excellent discrimination across all diagnostic
categories. The competitive performance achieved
by MobileNetV3 is equally noteworthy,
demonstrating that lightweight CNN architectures
can deliver diagnostic accuracy comparable to
larger and more computationally demanding
models. These findings are fully consistent with the
previously reported confusion matrices and
classification metrics, further validating the
robustness, reliability, and clinical applicability of
the proposed PulmoDiagAl computer-aided
diagnosis framework for automated lung cancer
detection.

Table 7: Comparison, in terms of Precision, Recall,
F1 score, and Accuracy, between the five CNN
architecture models.

Metrics Class
Benign Malignant Normal
DenseNet121
Precision 0.83 1.00 0.95
Rappel 0.83 1.00 0.95
F1-score 0.83 1.00 0.95
Accuracy 0.96
EfficientNet B3
Precision 0.81 1.00 0.98
Rappel 0.94 1.00 0.94
F1-score 0.87 1.00 0.96
Accuracy 0.97
MobileNetV3
Precision 0.94 1.00 0.98
Rappel 0.94 1.00 0.98
F1-score 0.94 1.00 0.98
Accuracy 0.99
ResNet50
Precision 0.94 1.00 0.95
Rappel 0.83 1.00 0.98
F1-score 0.88 1.00 0.97
Accuracy 0.98
VGGI19

Precision 0.81 0.96 1.00
Rappel 0.94 1.00 0.89
F1-score 0.87 0.98 0.94
Accuracy 0.95

Table 7 summarizes the quantitative performance of
the five evaluated CNN architectures in terms of

Precision, Recall, Fl-score, and Overall Accuracy
on the IQ-OTH/NCCD lung cancer dataset. These
metrics provide complementary insights into the
diagnostic capability of each model by evaluating
classification reliability, sensitivity, and the balance
between  false-positive  and  false-negative
predictions across the three diagnostic categories
(Benign, Malignant, and Normal).

Overall, all evaluated architectures achieved
excellent performance, with overall accuracies
ranging from 95% to 99%, confirming the
effectiveness of transfer learning for multiclass lung
tumor classification. A particularly noteworthy
observation is that all models achieved a recall of
1.00 for the Malignant class, indicating that every
malignant tumor was correctly identified. From a
clinical perspective, this result is highly significant
because it demonstrates the complete elimination of
false-negative  malignant  diagnoses, thereby
maximizing patient safety and reducing the risk of
delayed therapeutic intervention.

Among the evaluated architectures, MobileNetV3
achieved the best overall performance, reaching an
overall accuracy of 99%. The model obtained
precision, recall, and F1-score values of 0.94 for the
Benign class while simultaneously achieving
perfect performance (1.00) for the Malignant class.
For the Normal category, MobileNetV3 further
demonstrated outstanding discrimination with
precision, recall, and F1-score values of 0.98. These
highly balanced results indicate that MobileNetV3
successfully minimizes both false-positive and
false-negative  predictions while maintaining
exceptional diagnostic reliability. Considering its
lightweight architecture and low computational
complexity, these findings highlight its strong
potential for deployment in real-time clinical
environments and resource-constrained medical
devices.

ResNet50 ranked second with an overall accuracy
of 98%. Similar to MobileNetV3, it achieved
perfect precision and recall (1.00) for malignant
tumor detection, confirming its excellent sensitivity
for identifying the clinically most critical category.
The model also demonstrated high precision (0.94)
for benign lesions and excellent recall (0.98) for the
Normal class, resulting in an Fl-score of 0.97.
However, the lower recall (0.83) observed for
benign lesions indicates that a small proportion of
benign tumors were misclassified, suggesting that
distinguishing benign abnormalities from normal
pulmonary structures remains the principal source
of classification error.

EfficientNet-B3 achieved an overall accuracy of
97%, confirming its excellent classification
capability. The model correctly identified all
malignant tumors with perfect precision, recall, and



Fl-score values of 1.00. For the Normal class, it
achieved a precision of 0.98 and an Fl-score of
0.96, reflecting strong discrimination between
healthy lung tissues and pathological findings.
Nevertheless, the comparatively lower precision
(0.81) for benign lesions indicates the presence of a
limited number of false-positive predictions,
although the high recall (0.94) demonstrates that
most benign cases were successfully detected.

DenseNet121 obtained an overall accuracy of 96%,
exhibiting stable and well-balanced performance
across all diagnostic categories. The model
achieved perfect classification of malignant tumors
while maintaining identical precision, recall, and
F1-score values of 0.83 for benign lesions and 0.95
for the Normal class. These consistent values
indicate balanced classification behavior, although
its performance remains slightly below that of
MobileNetV3 and ResNet50, particularly for
benign tumor discrimination.

Among the evaluated architectures, VGGI19
produced the lowest overall accuracy (95%).
Although the model achieved perfect recall (1.00)
for malignant tumors and perfect precision (1.00)
for the Normal class, its recall for the Normal
category decreased to 0.89, indicating that several
normal images were incorrectly classified as
pathological. Furthermore, the model exhibited the
lowest precision (0.81) for benign lesions, resulting
in an Fl-score of 0.87. These findings suggest that
the relatively shallow feature extraction capability
of VGG19 limits its effectiveness in distinguishing
subtle morphological differences between benign
lesions and normal pulmonary tissues.

A general trend observed across all evaluated CNN
architectures is that the Malignant class consistently
achieved the highest classification performance,
with perfect or near-perfect values for all evaluation
metrics. This reflects the distinct radiological
characteristics of malignant lung tumors, which
facilitate reliable feature extraction by deep
convolutional networks. In contrast, the Benign
class remained the most challenging category,
exhibiting comparatively lower precision and recall
values across most architectures due to the
considerable visual similarity between benign
lesions and normal pulmonary tissues.

Overall, the comparative evaluation demonstrates
that MobileNetV3 provides the best compromise
between diagnostic accuracy, robustness, and
computational  efficiency, outperforming all
competing architectures with an overall accuracy of
99% while maintaining consistently high precision,
recall, and Fl-score values across all diagnostic
classes. The superiority of MobileNetV3, together
with its lightweight design, makes it particularly
attractive for integration into intelligent computer-

aided diagnosis (CAD) systems intended for real-
time lung cancer screening. These findings are fully
consistent with the confusion matrix and ROC-
AUC analyses, further confirming the robustness
and clinical applicability of the proposed
PulmoDiagAl framework for automated lung tumor
diagnosis.

4.3.1 Comparative study with state-of-the-art
literature on IQ-OTH/NCCD dataset

In this section, we present a comparative study of
various convolutional neural network architectures
and baseline approaches for Iung cancer
classification on computed tomography (CT)
images. Specifically, Table 08 presents a
comparative performance evaluation between the
five evaluated CNN approaches (DenseNetl2l,
EfficientNet B3, MobileNetV3, ResNet50, and
VGG19) and existing state-of-the-art methods from
the literature, including AlexNet [22], Gabor-
GLCM + SVM [23], GoogLeNet [24], and Self-
Attention-based VGG16 [25], on the IQ-
OTH/NCCD lung cancer dataset. Among the CNN
implementations, ResNet50 achieves the highest
overall accuracy of 0.98, outperforming both
lightweight architectures like MobileNetV3 (0.97)
and modern optimized backbones such as
EfficientNet B3 (0.97). Deeper models like
DenseNetl2l and VGG19 also demonstrate
competitive results with classification accuracies of
0.96 and 0.95, respectively. When benchmarking
against state-of-the-art literature on the same
dataset, all five evaluated CNN architectures
consistently exceed traditional feature extraction
methods, such as the Gabor-GLCM + SVM
approach by Kareem et al. [23] (0.89), as well as
earlier deep frameworks like AlexNet [22] (0.93)
and GoogLeNet [24] (0.94). Furthermore, our top-
performing model (ResNet50) slightly surpasses the
recent Self-Attention-based VGG16 network
proposed by Ghosh & Chatterjee [25] (0.97). These
findings highlight the efficacy of residual learning
in capturing complex features within CT slices,
offering a robust balance between feature
representation and diagnostic accuracy for lung
cancer detection.

Table 8: Comparative study on IQ-OTH/NCCD
lung cancer dataset

Approach Accuracy
DenseNetl121 0.96
EfficientNet B3 0.97
MobileNetV3 0.97
ResNet50 0.98
VGGI19 0.95
AlexNet [22] 0.93
Gabor-GLCM + SVM [23] 0.89
GoogleNet [24] 0.94
Self-Attention-based VGG16 [25] 0.97




4.4 Deployment of the Proposed Computer-
Aided Diagnosis System

Following the comparative evaluation of the five
convolutional neural network (CNN) architectures,
the best-performing model was deployed within an
interactive  Graphical User Interface (GUI)
developed using Google Colab Graphical User
Interface (Colab GUI). The objective of this
deployment is to transform the proposed deep
learning framework into a practical computer-aided
diagnosis (CAD) system capable of assisting
clinicians in real-time pulmonary disease diagnosis.

Considering the experimental results presented in
the previous sections, MobileNetV3 was selected as
the inference engine of the proposed application.
Although originally designed as a lightweight CNN
architecture for resource-constrained devices, the
optimized  MobileNetV3 model  achieved
classification performance comparable to, and in
some experiments even superior to, considerably
larger networks. In addition to its excellent
diagnostic ~ accuracy, = MobileNetV3  offers
significantly reduced computational complexity,
faster inference time, and lower memory
consumption, making it particularly suitable for
deployment in portable healthcare systems and real-
time clinical environments.

The proposed GUI provides a simple and intuitive
workflow that enables healthcare professionals to
analyze chest medical images without requiring any
expertise in artificial intelligence or deep learning.
The complete diagnostic process is fully automated,
from image loading to the final clinical prediction.

4.4.1 Graphical User Interface Architecture

Figure 8 illustrates the graphical interface of the
proposed PulmoDiagAl system. The GUI integrates
the trained MobileNetV3 model with the image
preprocessing pipeline and the classification engine,
providing an end-to-end decision-support tool for
pulmonary disease diagnosis.

PulmoDiagAl

Thoracic Imaging Analysis — Pulmonary Diagnosis

Upload an image to obtain an Al diagnosis.
Type of diagnosis

COVID-19 (Infection Segmentation)

& X-ray imaging / CT scan

&

—J
Drop the image here

Click to upload a file

Figure 8: Graphical User Interface (GUI) of the
proposed PulmoDiagAl computer-aided diagnosis
system

The interface consists of four principal modules:

e Diagnostic mode selection.
Medical image upload.

e Automatic Al analysis.

e Diagnostic report generation

4.4.1.1 Diagnostic Mode Selection

The first component allows the clinician to select
the desired diagnostic protocol according to the
examined pathology:

e COVID’19 Detection.
e Lung Cancer Diagnosis.

This  selection  automatically  loads  the
corresponding optimized MobileNetV3 model and
its associated preprocessing pipeline.

PulmoDiagAl

Analyse d'Imagerie Thoracique — Diagnostic Pulmonaire

Importez une image pour obtenir un diognostic 1A

Type de diagnostic

Figure 9: Diagnostic mode selection
4.4.1.2 Medical Image Upload

The clinician uploads a chest medical image
directly through the graphical interface.

Depending on the selected diagnostic task, the
application accepts:



e Chest X-ray images for COVID’19
screening.

e Chest CT scan images for lung cancer
diagnosis.

Immediately after loading, the image undergoes the
preprocessing operations developed in this work,
including resizing, normalization, median filtering,
and Contrast Limited Adaptive Histogram
Equalization (CLAHE), before being forwarded to
the deep learning classifier.

&1 Imagerie par rayons X / tomodensitométrie

Figure 10: Medical Image Upload
4.4.1.3Automated AI-Based Diagnosis

After pressing the Analyze button, the complete
inference process is executed automatically.

The MobileNetV3 model extracts hierarchical
image features through successive convolutional
layers and predicts the most probable diagnostic
class.

Depending on the selected application, the system
produces one of the following outputs.

COVID’19 Screening: the classifier predicts one of
three diagnostic categories:

e COVID’19

PulmoDiagAl

Analyse d'Imagerie Thoracique — Diagnostic Pulmonaire
TImportez une image pour obtenir un diagnostic IA.

Type de di i Diagnostic : COVID-19
pe de diagnostic

Fiabilité :10000%
COVIDA19 fInfection Segmentation)

—
@ Imagerie par rayons X / tomodensitométrie

Figure 11: COVID’19 positive prediction

e  Non-COVID Pneumonia

PulmoDiagAl

Analyse d'Imagerie Thoracique — Diagnostic Pulmonaire
Importez une image pour obtenir un diagnostic IA.

- Diagnostic : Non-COVID
Type de diagnostic
Fiabilité : 99,93%
COVID-19 {Infection Segmentation) -

# Imagerie par rayons X / tomodensitométrie

Figure 12: Non-COVID pneumonia prediction

e Normal

PulmobDiagAl

Analyse d'Imagerie Thoracique — Diagnostic Pulmonaire
Importez une image pour obtenir un diagnostic IA.

Diagnostic : Normal
Type de diagnostic
Fiabilité : 99.95%
COVID-18 (Infection Segmentation) -

Imagerie par rayons X / tomodensitométrie

Lancer I'anal

Figure 13: Normal chest prediction

Lung Cancer Diagnosis: For CT images, the
classifier predicts:

e  Malignant Tumor

PulmoDiagAl

ie Thoracique — Di ic Pull ire

Diagnostic : Cas malins

Fiabilité 100,00

Lancer l'anatyse

Figure 14: Malignant lung tumor prediction

e Benign Tumor



PulmoDiagAl

Analyse d'iImagerie Th i — Di.

Figure 15: Benign lung tumor prediction

e Normal Lung

PulmoDiagAl

Analyse d'lImagerie Thoracique — Diagnostic Pul ire

Figure 16: Normal lung prediction

Figures 11-16 present representative examples of
the diagnostic results generated by the proposed
PulmoDiagAl system.

For the COVID-19 application, the GUI
successfully identifies:

e COVID-19 positive patients.
e Non-COVID pulmonary infections.
e Normal chest examinations.

Similarly, for lung cancer diagnosis, the interface
accurately distinguishes:

e Malignant tumors.
e Benign tumors.
e  Normal pulmonary tissues.

For every analyzed image, the system displays the
predicted class together with the corresponding
confidence probability, allowing clinicians to
rapidly assess the reliability of the automated
diagnosis.

Beyond the predicted class, the proposed CAD
system provides a confidence score representing the
posterior probability associated with the prediction.

Displaying prediction confidence offers several
clinical advantages:

e Improves transparency of Al decisions.

e assists clinicians in assessing prediction
reliability.

e Facilitates interpretation of uncertain
cases.

e Supports clinical decision-making by
providing an additional quantitative
indicator.

Rather than replacing physician expertise, the
proposed system acts as an intelligent second
reader, assisting radiologists in interpreting chest
medical images more rapidly and consistently.

4.4.1.4 Clinical Perspective

The deployment of the proposed PulmoDiagAl
framework demonstrates the feasibility of
translating high-performing deep learning models
into an operational clinical decision-support tool.
By combining high diagnostic accuracy, rapid
inference, and an intuitive graphical interface, the
developed  application  enables  healthcare
professionals to obtain immediate Al-assisted
diagnostic recommendations while preserving a
simple and user-friendly workflow.

The use of the optimized MobileNetV3 architecture
further enhances the practicality of the system by
ensuring low computational requirements without
compromising diagnostic performance.
Consequently, the proposed framework is well
suited for integration into hospital workstations,
portable diagnostic devices, telemedicine platforms,
and future point-of-care screening systems, where
fast and reliable pulmonary disease diagnosis is
essential.

5. Conclusion

These pulmonary diseases, particularly lung cancer
and COVID’19, remain among the leading causes
of morbidity and mortality worldwide, highlighting
the urgent need for accurate, rapid, and reliable
computer-assisted diagnostic solutions. In this
work, we proposed PulmoDiagAl, an intelligent
deep learning-based computer-aided diagnosis
(CAD) framework designed for the automated
classification of pulmonary diseases from chest X-
ray and CT images [26]. The proposed system
integrates state-of-the-art convolutional neural
networks with an optimized preprocessing pipeline
to provide accurate, real-time diagnostic support for
clinical practice.



A comprehensive comparative evaluation was
conducted using five transfer learning architectures,
namely VGG19, ResNet50, MobileNetV3,
EfficientNet-B3, and DenseNet121, on two publicly
available benchmark datasets: COVID-QU-Ex for
COVID’19 detection and 1Q-OTH/NCCD for lung
cancer  classification.  Experimental  results
demonstrated that all evaluated models achieved
excellent diagnostic performance, confirming the
effectiveness of deep transfer learning for
pulmonary image analysis.

For COVID’19 classification, EfficientNet-B3
achieved the best overall performance, reaching
97% classification accuracy and an outstanding
AUC-ROC of 99.43%, while maintaining excellent
precision, recall, and F1-score across all diagnostic
categories.  For  lung  cancer  diagnosis,
MobileNetV3 emerged as the most -effective
architecture, achieving an overall classification
accuracy of 99%, whereas both MobileNetV3 and
ResNet50 demonstrated perfect discrimination of
malignant tumors (AUC = 1.000), eliminating false-
negative malignant diagnoses. These findings
underline the robustness of the proposed framework
and its strong potential for supporting -early
detection of life-threatening pulmonary diseases.

Beyond quantitative performance evaluation, one of
the major contributions of this work is the
successful translation of the proposed deep learning
framework into a fully operational clinical decision-
support application [27-28]. The developed
graphical user interface enables clinicians to upload
chest radiographs or CT scans, automatically
perform image preprocessing and classification, and
instantly obtain both the predicted diagnosis and the
corresponding confidence score. Owing to its
outstanding balance between diagnostic accuracy,
computational efficiency, and reduced memory
footprint, MobileNetV3 was selected as the
deployment model, making the proposed system
suitable for real-time hospital environments,
portable diagnostic devices, telemedicine platforms,
and edge-computing healthcare applications.

The consistency observed between the confusion
matrices, classification metrics, and ROC-AUC
analyses further confirms the robustness and
reliability of the proposed methodology. In
particular, the perfect detection of malignant lung
tumors across all evaluated architectures represents
a clinically significant achievement, as minimizing
false-negative cancer diagnoses remains one of the
primary objectives of intelligent medical decision-
support systems.

Although the obtained results are highly
encouraging, several research directions remain
open. Future work will investigate the integration of
Vision Transformers (ViTs) and hybrid CNN-

Transformer architectures to further improve
feature representation and classification
performance. The development of a large-scale,
clinically validated Algerian pulmonary imaging
database is also envisioned to evaluate the proposed
framework under real-world healthcare conditions
and enhance its generalization capability across
diverse patient populations. Additional
improvements will include multimodal learning by
combining medical images with clinical metadata
and laboratory findings, ensemble learning
strategies for further performance enhancement,
and the extension of the system to detect a broader
spectrum of respiratory diseases, including bacterial
and viral pneumonias, tuberculosis, interstitial lung
diseases, and other thoracic abnormalities.

In conclusion, this study demonstrates that
PulmoDiagAl constitutes a robust, accurate, and
clinically  applicable  artificial intelligence
framework for automated pulmonary disease
diagnosis. By combining high diagnostic
performance with an intuitive deployment platform,
the proposed system bridges the gap between deep
learning  research  and  practical  clinical
implementation. It has the potential to assist
radiologists by providing rapid and reliable second
opinions, reducing diagnostic workload, improving
early disease detection, and ultimately contributing
to more efficient, accessible, and personalized
healthcare.
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