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Abstract
Background: Generative AI can alter the surface form, fluency, rhetorical organisation, and evidential
register of a health claim without necessarily changing its underlying proposition. High original-text
accuracy therefore does not establish model robustness to claim-preserving rewriting, introducing a
critical vulnerability into automated public health infrastructure and personalised digital health tools. 

Objective: To quantify how ChatGPT-based neutral, ELM central-route, and ELM peripheral-route
transformations alter health-misinformation detector performance, computational persuasion features,
and detector failure mechanisms, and to evaluate whether transformation-aware training mitigates
detector failures and improves the reliability of automated health-information assessment. 

Methods: COVID-19 FNIR and Monkeypox corpora were evaluated under a paired C0–C3 design using
four classical and five CNN/recurrent detectors. A balanced 200-root intervention cohort was generated
with one C1–C3 descendant per condition. For mitigation, each dataset's intervention roots were divided
into 50 augmentation roots and 50 untouched mitigation-test roots; C0-only augmentation was
compared with C0+C1–C3 transformation-aware augmentation. 

Results: Across the initial intervention panel, macro-F1 fell from 0.987 to 0.428–0.479 on FNIR and from
0.922 to 0.731–0.781 on Monkeypox. Failure modes differed sharply, revealing distinct information-
quality risks relevant to digital health safeguards. FNIR failure was dominated by false-positive inflation,
indicating a risk of incorrectly flagging reliable health information, whereas mpox showed substantial
increases in misinformation false negatives, indicating a risk of failing to identify rewritten misleading
claims. Transformation-aware training increased mean C1–C3 macro-F1 on unseen Monkeypox roots by
0.148 across nine models (9/9 improved; Wilcoxon p=0.0039) while preserving panel-level C0
performance (+0.004). FNIR mitigation was smaller and heterogeneous (+0.035; 7/9 models improved;
p=0.164), and cross-dataset transfer was inconsistent.

Conclusions: Generative-AI rewriting produced substantial, dataset-dependent deterioration in health-
misinformation detector performance, even under transformation instructions intended to preserve the
underlying claims. Transformation-aware augmentation improved in-domain robustness, particularly for
mpox, but did not consistently generalise across datasets. These findings support the inclusion of
transformation-based stress testing and class-specific error analysis when evaluating potential
automated health-information safeguards. Independent semantic-fidelity validation and application-
specific evaluation remain necessary before clinical deployment implications can be established.

1. Introduction
Health-misinformation detection has reached a point at which very high in-domain classification scores
are common, but benchmark discrimination and transformation robustness are not the same property. A
classifier may reproduce a stable decision boundary on familiar data while remaining sensitive to
changes in register, fluency, syntax, rhetorical organisation or emotional tone. Generative AI makes this
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distinction operationally important because the surface form of a claim can now be altered rapidly and
repeatedly while the proposition remains nominally unchanged.

This study therefore separates two roles for artificial intelligence. Discriminative models classify health
content; generative models alter the linguistic realisation of fixed claims. The scientific intervention is
the latter. COVID-19 FNIR and Monkeypox are first used to establish original-text competence (C0). Their
held-out claim families are then transformed into neutral, central-route and peripheral-route variants (C1-
C3). Frozen detectors are applied to all conditions so that the effect of rewriting can be estimated within
the same underlying claim family rather than confounded with topic or label changes.

The rationale is strengthened by recent research on misinformation laundering. [1] report that detectors
can perform worse on LLM-paraphrased fake news and show that high semantic similarity can coexist
with sentiment shift. [2] demonstrate an even more important design issue: when only one class is
machine-rewritten, the detector can exploit register; when both real and fake classes are passed through
the same laundering process, performance can fall sharply on some benchmarks. The present design
therefore transforms both veracity classes symmetrically and treats register control as part of internal
validity rather than as an optional robustness check.

This issue is especially relevant to COVID-19 FNIR. The dataset combines false content routed through
fact-checking sources with true content from verified publishers [4]. Such construction is valuable for
supervised learning but can create source- and register-linked cues. Near-ceiling C0 performance should
therefore be interpreted as benchmark predictability, not universal veracity understanding. [3] similarly
argue that register variation is a central methodological concern in linguistic fake-news analysis. The
transformation framework turns that concern into an experimental test by rewriting both classes under
matched conditions.

The Monkeypox corpus provides a second disease context characterised by distinct message lengths,
social media conventions, and linguistic profiles. [5] showed that pandemic corpora differ substantially
in readability and persuasion-related language. In the framework of personalised medicine, analysing
these distinct outbreak environments is critical. As public health communication increasingly relies on
digital platforms to deliver tailored health guidance, individuals are exposed to highly variable, unverified
online narratives. Automated text-classification guardrails must therefore be capable of processing
diverse linguistic structures to ensure that personalised digital health interventions remain grounded in
trustworthy, accurate information. By utilising a two-dataset design, this study evaluates whether
generative laundering effects present a systemic threat to digital health infrastructure or remain specific
to an isolated outbreak corpus.

Relevance to personalised digital healthcare

Personalised digital healthcare increasingly depends on the delivery of health information that is
appropriate to an individual's circumstances, information needs and disease-related risks, consistent
with international efforts to develop people-centred, digitally enabled healthcare systems [6]. Such
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information may be accessed through digital health platforms, patient-facing conversational systems,
and online health information services, with emerging evidence demonstrating the potential of
conversational AI to support health communication and respond to patient enquiries [7, 8]. When
automated misinformation detection is incorporated into these environments, its reliability becomes a
key determinant of the quality of information available for individualised prevention and healthcare
decision-making, particularly given the documented risks associated with health-related misinformation
and the need for responsible AI governance [9, 10]. Generative-AI rewriting introduces an additional
challenge because clinically relevant claims may be reformulated into different linguistic and persuasive
registers while retaining their underlying meaning. Consequently, misinformation classifiers that perform
well on conventional benchmarks may behave inconsistently when processing reformulated health
information, as demonstrated by the transformation-induced performance deterioration observed in the
present study. The present study investigates this underlying computational vulnerability, providing
evidence relevant to the development and evaluation of reliable AI-mediated health-information services,
rather than directly evaluating personalised clinical interventions.

The present study is intentionally fully computational. RQ3 and RQ4 analyse measurable text changes
and their relationship to detector vulnerability, keeping the intervention, outcomes and mechanism
variables at the message/model level. The central premise is therefore that health-misinformation
detection should be evaluated not only for discrimination on original text, but also for invariance to
alternative linguistic realisations of the same underlying claim. Generative-AI rewriting provides a
controlled means of testing that invariance. If detector decisions change substantially after proposition-
preserving reformulation, then high benchmark accuracy reflects competence within a particular
linguistic regime rather than robust recognition of veracity-related information. The complete workflow
linking dataset preparation, C0 qualification, C1-C3 transformation, fidelity control, robustness analysis,
computational mechanism analysis and mitigation is summarised in Fig. 1.

2. Related Work

2.1 Health misinformation as a high-stakes computational
detection problem
Health misinformation is not simply a generic text-classification problem. False or misleading medical
claims can affect treatment choices, preventive behaviour and trust in health institutions, which gives
detection errors a different risk profile from many other content-moderation tasks. Health
communication research has therefore treated misinformation as both a public health problem and an
information quality problem [9, 11]. Systematic reviews show that misinformation is recurrent across
vaccines, infectious diseases, drugs, non-communicable diseases, and medical treatments, with social
media providing a major route of exposure [12]. COVID-19 intensified this problem and stimulated a large
body of research on automatic detection, but the resulting literature is heterogeneous in data sources,
labelling policies, features, and evaluation protocols [13, 14].
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That heterogeneity matters for model interpretation. [14] found that health-misinformation studies span
traditional machine learning, deep learning and transformer-based approaches, but also identified limited
multilingual and cross-domain evaluation. [13] similarly concluded that COVID-19 misinformation
detection had developed rapidly around benchmark classification while leaving open challenges in
reproducibility, feature selection and generalisation. These reviews motivate the present emphasis on
robustness rather than another isolated accuracy comparison. A detector intended for health
information must remain reliable when language, source conventions, and presentation change, because
these properties are unstable in real-world information environments.

2.2 Detection architectures and benchmark competence
The broader fake-news literature has long combined lexical, stylistic, user and contextual signals [15]. In
text-only settings, sparse linear classifiers remain strong controls because they expose how much of a
benchmark can be separated through lexical regularities alone. Neural models add different inductive
biases: 1D-CNNs emphasise local phrase patterns [16], LSTMs model sequential dependencies [17],
BiLSTMs use bidirectional context [18], and CNN-recurrent hybrids combine local and sequential
composition.

Pandemic misinformation benchmarks demonstrate how high in-domain performance can become.
Patwa et al. [19] released a manually annotated COVID-19 fake-news dataset and showed that
conventional supervised models could already achieve strong discrimination. [20] later demonstrated
that transformer-based COVID-19 models, particularly domain-adapted encoders combined with
recurrent layers, can reach very high F1 performance. In the COVID-19 FNIR, [21] reported strong
conventional, neural and hybrid results, while subsequent ELM-informed modelling further increased
performance [22]. These results establish benchmark competence, but they do not establish that the
learned decision function is invariant to semantically faithful changes in wording.

This distinction is central to the present design. The detector ladder is deliberately broad because
robustness may depend on representation. Sparse linear classifiers, convolutional neural networks and
recurrent or hybrid neural architectures may exhibit different vulnerabilities under the same linguistic
transformation. The scientific endpoint is therefore not which architecture wins C0, but whether
competence survives controlled rewriting and whether any mitigation transfers across model families
and datasets.

2.3 Theory-informed linguistic features in health-
misinformation detection
Health misinformation is also characterised by how claims are framed. The Elaboration Likelihood Model
distinguishes central-route processing, associated with scrutiny of arguments and evidence, from
peripheral-route processing, which relies more heavily on cues such as affect, authority, or salience [23].
The Theory of Planned Behaviour links attitudes, subjective norms and perceived behavioural control to
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behavioural intention [24]. In computational text studies, these theories cannot be treated as direct
measures of cognition, but they can motivate transparent families of linguistic features.

[25] explicitly used ELM to organise central and peripheral features for health-misinformation detection,
integrating linguistic, topical, sentiment, and behavioural information. [22] similarly operationalised
readability, sentiment and heuristic cues within an ELM-informed CNN-LSTM framework. Cross-
pandemic analysis then showed that COVID-19, Constraint and Monkeypox corpora differ materially in
readability and persuasion-related language [5]. More recent multi-branch modelling combines semantic,
rhetorical, stance, ELM and TPB-inspired text features in a unified representation [26]. The present study
uses these constructs differently: not as unobserved psychological states, but as measurable textual
dimensions whose displacement under Generative-AI rewriting can be quantified and related to detector
error.

2.4 Generative AI changes the misinformation threat model
Large language models alter the threat model by generating or reformulating fluent content at scale. [27]
showed that contemporary LLMs can produce convincing articles aligned with disinformation narratives,
while [28] describe LLMs as a dual-use technology that can both amplify the risks of misinformation and
support detection or mitigation. A subsequent scoping review reached a similar conclusion, finding
evidence for both misinformation generation and defensive uses of Generative AI, while emphasising
inconsistent safeguards and the need for standardised evaluation [29].

For detector evaluation, the most relevant issue is not only the generation of wholly new false content
but the transformation of existing claims. [30] showed that fake-news detection must account for
human-written, machine-generated and machine-paraphrased content rather than treating machine
authorship as synonymous with falsity. [1] directly examined LLM-paraphrased fake news and found that
paraphrasing can reduce detector performance, with explanation analyses implicating changes such as
sentiment shift. [2] then demonstrated why register control is essential: when real and fake classes are
both transformed into a common LLM register, some benchmark detectors deteriorate sharply. Together,
these studies show that machine register can be either a shortcut or a source of distribution shift,
depending on how the experiment is constructed.

The present transformation design also connects to adversarial NLP. [31] introduced semantically
equivalent adversarial rules to expose model brittleness under meaning-preserving changes and showed
that augmentation with such cases can reduce discovered failures. [32] used syntactically controlled
paraphrases to create adversarial examples that alter structure while maintaining paraphrase quality.
[33] demonstrated that contextual substitution can also create adversarial text for modern classifiers.
These studies establish a general principle: prediction stability under semantically constrained
perturbation is a distinct property from held-out accuracy.

However, semantic preservation cannot be assumed from a generation prompt. [34] showed that many
purported natural-language adversarial examples violate semantic or grammatical constraints, and that
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stricter validity criteria can substantially reduce apparent attack success. The TextAttack framework
consequently formalises attacks in terms of a goal, transformations, constraints and search procedures,
while also supporting adversarial training [35]. Behavioural testing work reaches the same
methodological conclusion from a different direction: standard held-out accuracy can miss systematic
failures that become visible only when specific linguistic capabilities are tested [36]. These findings
justify the fidelity gate and paired C0-C3 design used here. A detector failure is informative only if the
transformed item still represents the source claim closely enough for the comparison to remain valid.

2.5 Dataset bias, calibration and cross-domain
generalisation
A second major literature question is whether near-ceiling fake-news scores reflect general veracity
inference or dataset-specific shortcuts. [37] identified selection bias and source overlap in unreliable-
news datasets, showing that models can exploit source-label mappings rather than the intended task. [3]
similarly foreground register as a methodological confound in fake-news analysis. More recent work
confirms that this problem persists: [38] show that detection performance depends strongly on dataset
construction and annotation granularity, while [39] report that structurally homogeneous benchmarks
can support high in-dataset accuracy yet transfer poorly across datasets.

Out-of-distribution evaluation therefore needs to be explicit rather than inferred from an ordinary random
test split. [40] showed that fake-news models lose performance when domains differ and proposed
methods that preserve both domain-specific and cross-domain information. [41] formalised
misinformation generalisation across time, event, topic, publisher, political bias and misinformation type,
showing that standard classification metrics can obscure failures under distribution shift. A large multi-
dataset comparison by [42] reaches a related conclusion across traditional machine learning, deep
learning, transformers and LLM-based approaches: in-domain performance and cross-domain
generalisation are different evaluation problems.

Calibration is part of the same issue. [43] showed that strong discriminative models can nevertheless be
poorly calibrated. Under linguistic distribution shift, ranking performance and a fixed operating threshold
can therefore diverge. This is directly relevant to a transformation study because a model may retain
substantial AUROC while producing an unacceptable false-positive or false-negative rate at the threshold
selected on C0.

Data augmentation has long been used to reduce text classifiers' dependence on narrow surface forms.
[44] demonstrated that simple text augmentation can improve classification, especially with limited data,
while adversarial paraphrase work showed that controlled syntactic or semantic variants can be used for
robustness training [32, 31]. TextAttack further operationalised adversarial training as a systematic
defence against perturbation-induced failure [35]. In the LLM era, [30] argue that detector training
distributions must explicitly account for machine-generated and machine-paraphrased content. [45]
extend this logic to a broader proactive-defence perspective, in which robustness is built in before
deployment rather than treated solely as a post hoc detection problem.
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Generative AI therefore has a dual role in the present study. It is the source of the controlled perturbation
used to expose brittleness and the mechanism for constructing transformation-aware augmentation for
mitigation. The important empirical question is whether that defensive exposure creates invariance that
survives unseen source roots and, more stringently, a different health dataset.

2.6 Reliability of AI-mediated health information in
personalised digital healthcare
The increasing integration of artificial intelligence into digital healthcare has created opportunities for
personalised health-information delivery, patient engagement and healthcare decision support.
Conversational agents and automated symptom checkers can improve access to health information and
facilitate interactions between patients and healthcare services [48, 49]. However, the reliability and
acceptability of these technologies remain important considerations. [46] identified concerns regarding
privacy, empathy and technological limitations, while Semigran et al. [47] demonstrated substantial
variation in the diagnostic and triage accuracy of online symptom checkers. These findings highlight the
importance of evaluating AI-supported healthcare technologies beyond their functional capabilities.

The reliability of automated health-information assessment is particularly relevant where digital
platforms provide information adapted to individual health needs. Incorrectly identifying reliable
information as misinformation may restrict access to trustworthy health guidance, whereas failing to
detect misleading claims may expose users to potentially harmful information [9, 11]. Generative AI
introduces additional challenges because health claims can be reformulated into different linguistic and
persuasive registers without necessarily changing their underlying propositions. Consequently, strong
classification performance on conventional benchmarks may not guarantee robustness when health
information is linguistically transformed.

[10, 50] emphasises reliability, transparency, safety and appropriate governance in healthcare AI.
Consistent with these principles, the present study evaluates the robustness of health-misinformation
detectors under controlled generative-AI transformations, examining classification errors, linguistic
changes and mitigation strategies. Its contribution concerns the computational reliability of potential
health-information safeguards rather than the direct evaluation of personalised clinical interventions or
patient outcomes.

The literature establishes strong health-misinformation classifiers, evidence of dataset and register bias,
adversarial brittleness in NLP, and growing research on misinformation in the large language model
(LLM) era. Studies of AI-mediated healthcare further highlight the importance of information reliability,
patient trust and appropriate safeguards in digital health applications. However, the intersection of these
research areas remains insufficiently examined, particularly regarding the robustness of automated
health-information assessment when generative AI alters the linguistic and persuasive presentation of
health claims. Specifically, limited evidence exists from paired, root-disjoint, register-controlled
evaluations that transform both veracity classes symmetrically, distinguish neutral from theory-informed
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transformations, quantify transformation-induced linguistic changes, examine their associations with
detector failure, and evaluate mitigation on unseen source roots and across health datasets.

This study addresses these gaps using COVID-19 FNIR and the Monkeypox dataset, four classical
machine-learning models and five task-trained neural architectures. It combines fixed C0 operating
thresholds, C1–C3 ChatGPT transformations, computational persuasion-feature analysis, class-specific
error evaluation and root-disjoint transformation-aware mitigation. Beyond assessing classification
robustness, the study identifies distinct information-quality failure modes, including the incorrect
flagging of reliable health information and the failure to detect rewritten misinformation. These findings
provide computational evidence relevant to evaluating potential misinformation-detection safeguards in
personalised digital healthcare. The contribution is therefore a systematic investigation of health-
misinformation detector robustness under generative-AI transformation, rather than a demonstration of
clinical effectiveness or the superiority of any individual classification architecture.

3. Research Questions and Hypotheses
RQ1. Does claim-preserving Generative-AI rewriting alter the classification performance and ranking
discrimination of health-misinformation detectors relative to unmodified claims?

RQ2. Do neutral, ELM central-route and ELM peripheral-route transformations differ in their effects
across detector families and datasets?

RQ3. How do C1-C3 transformations change measurable linguistic, rhetorical and persuasion-related
features relative to the original C0 text, and are those shifts stable across veracity classes and datasets?

RQ4. Which transformation-induced feature shifts are associated with detector confidence loss and
misclassification, and do those associations differ by detector or dataset?

RQ5. Can transformation-aware training reduce robustness gaps on unseen claim families and across
the held-out health dataset while preserving original-text performance?

H1 predicts a nonzero paired change in detector performance between C0 and at least one transformed
condition. H2 predicts condition-by-model and condition-by-dataset interactions. H3 predicts distinct
linguistic and persuasion-feature profiles for C1-C3, with possible dataset- and veracity-specific
heterogeneity. H4 predicts that within-root feature shifts explain a nontrivial proportion of
transformation-induced detector confidence loss and error. H5 predicts that transformation-aware
training will reduce robustness gaps on unseen roots and across the held-out dataset without materially
degrading C0 performance. Figure 1 maps these hypotheses to the corresponding computational stages
and outputs.

4. Materials and Methods
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4.1 Datasets and task definition
COVID19-FNIR is a COVID-19-specific corpus containing fact-checked false information and verified true
material from news publishers [4]. The supplied corpus contains 7,588 records before duplicate controls.
After case-folding, whitespace-normalisation, and exact-text deduplication, the locked baseline corpus
contains 7,249 unique records: 3,459 misinformation items and 3,790 reliable items. The binary target is
misinformation = 1 and reliable information = 0.

The supplied Monkeypox corpus contains 5,787 rows and 5,266 unique texts. The primary task uses the
strict 0-versus-1 veracity subset (n = 2,559) because the residual code-9 category is heterogeneous. The
strict task, therefore, provides a cleaner misinformation-versus-information comparison for the
transformation study. A secondary sensitivity analysis may reintroduce the residual class according to
the original binary mapping, but it is not part of the primary endpoint. Table 1 summarises the two
analytic corpora, label definitions and their roles in the study.

Table 1
Dataset composition and role in the fully computational transformation framework.

Dataset Raw
n

Primary
analysis n

Primary label Role

COVID-19
FNIR

7,588 7,249 unique Reliable vs
misinformation

Primary C0 baseline; C1-C3
transformation stress test; cross-
dataset mitigation

Monkeypox 5,787 5,266 unique;
2,559 strict
0/1

Informational vs
misinformation

Second-disease C0 baseline; C1-
C3 stress test; held-out-domain
mitigation

4.2 Duplicate control and source-root-disjoint evaluation
Exact duplicate removal was performed before splitting. COVID-19 FNIR was normalised and exact-text
deduplicated to 7,249 unique records; the Monkeypox strict task used 2,559 unique code-0/code-1
posts. The locked baseline split used stratified 70/15/15 train-validation-test partitions with random
state 42. For the exploratory intervention reported here, 100 roots were sampled from each locked test
partition, balanced 50:50 by veracity. Each C1-C3 descendant remained attached to its source root, and
no transformed test descendant entered detector training. Although exact-text deduplication was
performed before partitioning and each transformed descendant remained associated with its original
source root, semantic near-duplicate clustering and comprehensive claim-family overlap detection were
not implemented across the original dataset partitions. Accordingly, the evaluation establishes source-
root separation for generated transformations but does not guarantee complete semantic independence
between training, validation and test claims. The possibility of differently worded instances of equivalent
claims occurring across partitions remains a limitation, particularly when interpreting near-ceiling
original-text classification performance.
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The intervention cohort therefore contains 200 independent source roots and 800 texts: 200 C0 originals
plus one C1, C2 and C3 descendant for every root. This paired design makes each source item its own
control while preserving the locked detector training data. Vocabulary construction and threshold/model
selection used training/validation data only; the transformation cohort was not used to fit or retune the
C0 detectors.

4.3 Detector ladder and baseline qualification
The detector architectures evaluated in this study are summarised in Table 2. The executed intervention
and mitigation experiments comprised nine models: four classical machine-learning classifiers and five
task-trained neural/hybrid architectures. These models were evaluated under the original C0 condition
and the C1–C3 Generative-AI transformation conditions.

Table 2
Classical machine-learning and neural/hybrid architectures evaluated in the C0–C3 Generative-AI

transformation study.
Family Model Representation Role

Classical Logistic regression Word + character TF-IDF Linear probabilistic control

Classical Linear SVM Word + character TF-IDF High-margin lexical control

Classical Multinomial Naive
Bayes

TF-IDF Sparse generative control

Classical Random forest TF-IDF-derived features Nonlinear classical
comparator

Neural 1D-CNN Task-trained embeddings Local phrase sensitivity

Neural LSTM Task-trained embeddings Sequential dependency
modelling

Neural BiLSTM Task-trained embeddings Bidirectional sequence
context

Neural
hybrid

CNN-LSTM Convolution + recurrence Local + sequential
composition

Neural
hybrid

CNN-BiLSTM Convolution + bidirectional
recurrence

Local + bidirectional
composition

C0 qualification is not the scientific endpoint; it is a safeguard against floor effects. The primary
transformation analysis was restricted to models achieving the prespecified C0 qualification threshold of
macro-F1 ≥ 0.90 on the relevant dataset. Model inclusion was determined using macro-F1 on the full
original-text held-out test partition (Table 5), rather than the smaller 100-root intervention cohort
(Tables 7 and 8). Models below that threshold remain in supplementary sensitivity analysis but are not
used to make strong laundering claims. For the executed neural/hybrid models, random seeds,
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vocabulary construction, maximum input sequence lengths and checkpoint-selection criteria were fixed
before scoring the transformed test texts.

4.4 Generative-AI transformation conditions
The four experimental conditions and the permitted/prohibited rewrite operations are specified in
Table 3. C0 is the unmodified control, while C1-C3 are generated descendants of the same source root.

Table 3
Generative-AI intervention conditions.

Condition Purpose Permitted changes Prohibited changes

C0 Original Control condition None Any rewriting

C1 Neutral
rewrite

Improve
fluency/readability
without persuasive
reframing

Grammar, syntax,
sentence flow, neutral
register

New facts/evidence; changed
certainty; altered causal or
clinical claims

C2 ELM
central-
route
rewrite

Increase argument
organisation and
explicit reasoning
using only existing
content

Logical ordering,
connective structure,
clarity of already-
present evidence

Fabricated
sources/statistics/citations;
new clinical claims

C3 ELM
peripheral-
route
rewrite

Alter bounded
surface/peripheral
cues while preserving
proposition

Rhetorical emphasis,
certainty/urgency and
peripheral salience
while preserving
proposition

New facts/evidence; altered
clinical proposition; fabricated
authority or calls to action

Transformations were generated in ChatGPT using GPT-5.6 Sol (OpenAI; accessed 11 October 2026). For
each of 200 locked source roots, one C1, one C2 and one C3 rewrite was generated. C1 requested a
neutral fluency/readability rewrite without persuasive reframing or new facts. C2 requested clearer
reasoning, evidence organisation and explanation using only information already present in the source.
C3 requested a bounded peripheral-route presentation that could alter rhetorical emphasis, urgency,
social salience and certainty-related wording while preserving the underlying proposition and label. The
same transformation logic was applied to both veracity classes. No transformed text was used to retrain
the detector models reported in RQ1-RQ4.

4.5 Transformation fidelity and equivalence gate
Generation prompts explicitly prohibited new medical claims, fabricated evidence, changes in causal
direction and changes in veracity. A structured post-generation audit checked source-descendant pairing
and immutable-field consistency. Retrospective automated fidelity screening was performed on all 600
generated transformations using lexical similarity, numerical consistency and negation consistency
checks. Numerical consistency ranged from 74% to 77% across C1–C3 in COVID-19 FNIR and from 81%
to 82% in mpox. Negation consistency ranged from 85% to 91% and from 77% to 79%, respectively.
These measures flag potential differences between original and rewritten texts but cannot establish
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whether such differences represent clinically meaningful changes in the underlying propositions. The
results therefore constitute preliminary computational quality checks rather than independent
confirmation of semantic equivalence. Independent pretrained natural language inference, semantic-
equivalence assessment and external adjudication were not performed in the executed experiment.
Consequently, although the transformation prompts prohibited substantive changes to the underlying
health claims and structured checks were applied to source-descendant pairs, complete preservation of
clinical meaning and veracity cannot be independently confirmed. The reported C1–C3 results are
therefore interpreted as exploratory estimates of detector sensitivity to fidelity-constrained generative-AI
rewriting rather than definitive effects of independently verified meaning-preserving transformations.
Future confirmatory evaluation should incorporate bidirectional entailment, clinical-claim consistency
checks and independent adjudication before transformed items are included in the robustness analysis.
Raw transformed misinformation is not reproduced in the main text.

4.6 RQ1-RQ2: detector robustness analysis
For detector m and condition c, the Laundering Robustness Gap was calculated as LRG(m, c) = macro-
F1(m, C0) - macro-F1(m, c), where positive values indicate deterioration after rewriting. RQ1 reports
macro-F1, AUROC, AUPRC, false-positive rate (FPR) and misinformation false-negative rate (FNR). RQ2
compares C1-C3 across the model panel using Friedman tests within the dataset and Wilcoxon signed-
rank contrasts with Holm correction. The same locked decision threshold selected before the
transformation stress test was retained across C0-C3, so decision-boundary sensitivity is part of the
robustness outcome rather than being removed by post-intervention threshold tuning.

RQ1 reports the observed model-by-condition performance metrics and Laundering Robustness Gaps
from the locked intervention cohort. RQ2 uses the executed Friedman omnibus tests and Wilcoxon
signed-rank pairwise contrasts with Holm correction across the model panel. No bootstrap confidence
interval, mixed-effects estimate or GEE interaction result is reported for RQ1-RQ2 beyond these executed
analyses.

Health-information reliability interpretation

To examine the relevance of the computational findings to digital health information services, false-
positive and false-negative rates were interpreted as distinct information-quality failure modes. False
positives represent reliable health-information items incorrectly classified as misinformation, whereas
misinformation false negatives represent misleading items incorrectly classified as reliable. These
outcomes provide safety-relevant indicators for the evaluation of potential automated health-information
filtering components. The study does not assume that classification errors directly produce adverse
clinical outcomes, nor does it evaluate the operation of these models within a deployed personalised
healthcare system.

4.7 RQ3: computational linguistic and persuasion-feature
analysis
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Table 4
Implemented computational feature inventory used in RQ3 and RQ4. Every variable listed was extracted

from the C0-C3 intervention texts; no unimplemented or hypothetical feature is included.
Feature family Implemented variables Operational role

Readability/structure word_count; avg_sentence_length;
type_token_ratio; FKGL

Length, lexical diversity
and readability

Punctuation/typography question_rate; exclamation_rate;
uppercase_ratio; punctuation_rate

Surface emphasis and
typographic salience

Social / directive language pronoun_social_rate; imperative_rate;
normative_social_rate

Social reference,
directives and normative
wording

Central-route
evidence/reasoning

evidence_rate; argument_rate;
attribution_rate; causal_rate

Evidence, attribution and
explicit reasoning cues

Affect / peripheral salience urgency_rate; negative_affect_rate;
positive_affect_rate; authority_rate

Affective, urgency and
authority-linked cues

Epistemic framing certainty_rate Lexical certainty markers

The implemented feature inventory is reported in Table 4. For each C1-C3 descendant, every listed
feature was extracted and differenced from its paired C0 source. Rates were normalised by word count
where applicable. RQ3 used paired Wilcoxon tests against zero within condition with false-discovery-rate
correction. Additional Mann-Whitney tests compared the resulting within-root deltas across datasets and
across veracity classes, with FDR correction within each comparison family. These variables are text-
derived operationalisations of rhetorical and ELM/TPB-inspired constructs; they are not measurements
of human cognition or behaviour.

4.8 RQ4: computational vulnerability-mechanism analysis
RQ4 modelled transformation-induced vulnerability using paired feature deltas. Instance-level calibrated
probabilities were retained for logistic regression and multinomial Naïve Bayes, which form the
probabilistic mechanism sample reported here. A cluster-robust binomial model predicted new errors
(correct at C0, wrong after transformation), and a cluster-robust linear model predicted confidence loss.
Predictors were standardised within the pooled intervention dataset, and models were adjusted for
transformation condition, detector identity, and dataset. Interaction terms between each standardised
feature delta and dataset, and between each feature delta and detector identity, were tested to assess
whether the observed associations were invariant across these strata.

The mechanism analysis is associative rather than causal: a significant feature coefficient indicates that
an observed within-root linguistic change covaries with error or confidence loss after adjustment, not
that the feature alone caused the failure. False-discovery-rate correction was applied to the
supplementary detector- and dataset-interaction tests. Because comparable instance-level probability
traces were not retained for the full neural panel, no neural-family mechanism coefficient is reported.
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4.9 RQ5: transformation-aware mitigation and
generalisation
For RQ5, the 100 intervention source roots within each dataset were stratified by veracity and split with
random state 2026 into 50 augmentation roots and 50 untouched mitigation-test roots. The original
dataset training and validation partitions remained unchanged. To isolate the effect of transformation-
aware augmentation from the effect of adding new source roots, the control regime added only the C0
original text for the 50 augmentation roots to the original training set, whereas the transformation-aware
regime added C0 + C1+C2 + C3 for those same roots. Decision thresholds and neural checkpoint
selection used only the original validation partition; no mitigation-test descendant informed training,
vocabulary construction, threshold selection or early stopping. Both regimes were evaluated on all C0-C3
descendants of the 50 untouched mitigation-test roots. The primary endpoints were the change in mean
C1-C3 macro-F1, the reduction in mean LRG, and the change in C0 macro-F1. Cross-dataset transfer was
evaluated separately by training/augmenting on one health corpus and testing on the other corpus's
untouched mitigation roots. The nested mitigation analysis is reported as an exploratory secondary
analysis because it was conducted after the initial RQ1-RQ4 intervention run.

The completed RQ5 analyses therefore cover two forms of generalisation: unseen roots within the same
dataset and transfer to the other health dataset. Held-out generator-family evaluation was not performed
because the intervention used a single generator, ChatGPT GPT-5.6 Sol; no result for generator-family
transfer is claimed.

4.10 Reproducibility, governance and responsible release
Reproducibility materials retained for the reported analyses include the locked split manifests, model
configurations, ChatGPT transformation prompts, condition labels, aggregate and instance-level analysis
outputs, feature definitions, statistical code and random seeds. Responsible release is based on source
identifiers or hashes, transformation metadata, and derived features, rather than on a ready-to-use
corpus of rewritten false health claims. The generator is recorded as ChatGPT GPT-5.6 Sol, OpenAI,
accessed 11 October 2026; interactive generation did not expose API temperature or top-p controls,
which limits exact regeneration.

The computational implementation, reproducibility scripts, frozen aggregate results and associated
verification materials are available through the accompanying Zenodo software archive [51].

5. Results

5.1 C0 detector qualification
C0 qualification establishes that the evaluated detectors are competent on unmodified text before the
intervention. As shown in Table 5, COVID-19 FNIR macro-F1 ranged from 0.991 to 0.999 across the nine
models evaluated, with AUROC ranging from 0.996 to 1.000. Monkeypox was more difficult: macro-F1
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ranged from 0.910 to 0.960 and AUROC from 0.971 to 0.996. The C0 results therefore provide a strong
pre-intervention reference and show that the two corpora differ materially in baseline difficulty. These
values are not evidence of transformation robustness.

Table 5
Locked C0 original-text qualification results on the full held-out test partitions.

Model FNIR
Acc

FNIR
macro-F1

FNIR
AUROC

Mpox
Acc

Mpox
macro-F1

Mpox
AUROC

Logistic
regression

0.999 0.999 1.000 0.953 0.952 0.994

Linear SVM 0.999 0.999 1.000 0.961 0.960 0.996

Multinomial NB 0.991 0.991 1.000 0.956 0.954 0.990

Random forest 0.998 0.998 1.000 0.935 0.932 0.982

1D-CNN 0.996 0.996 1.000 0.911 0.910 0.983

LSTM 0.993 0.993 0.996 0.922 0.919 0.976

BiLSTM 0.997 0.997 1.000 0.922 0.919 0.981

CNN-LSTM 0.998 0.998 1.000 0.924 0.922 0.971

CNN-BiLSTM 0.999 0.999 1.000 0.914 0.912 0.976

5.2 ChatGPT Generative-AI intervention cohort
The intervention analysis used 200 locked test roots: 100 COVID-19 FNIR items and 100 Monkeypox
items, with 50 misinformation and 50 reliable/informational roots per dataset. ChatGPT generated one
descendant under each of C1-C3, producing 600 transformed texts and 800 condition-specific texts
including C0. The condition definitions are given in Table 3, and their position in the end-to-end workflow
is shown in Fig. 1. Detector thresholds were not re-optimised after transformation, so each C1-C3 score
measures how a C0-calibrated detector responds when the same source proposition is re-expressed.

The transformations were evaluated under the prompt constraints and structured source-descendant
checks described in Section 4.5. Neither independent pretrained NLI nor independent adjudication was
applied. The C1-C3 estimates are therefore reported as fidelity-constrained exploratory results, and this
limitation is carried through the interpretation of the intervention effects.

5.3 RQ1: detector robustness under C1-C3 transformation
Generative-AI transformation produced large, dataset-specific changes in detector behaviour (Table 6).
On COVID-19 FNIR, mean macro-F1 fell from 0.987 at C0 to 0.445 at C1, 0.428 at C2 and 0.479 at C3.
Mean AUROC declined from 0.998 to 0.871–0.888 and mean AUPRC from 0.998 to 0.890–0.895,
indicating that ranking discrimination weakened but remained substantially better than the thresholded
classification results. The dominant error was false-positive inflation: the mean FPR increased from
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0.022 at C0 to 0.871, 0.891, and 0.833 under C1-C3, while the misinformation FNR remained between
0.000 and 0.007. The principal FNIR failure is therefore a decision-boundary/register shift that causes
transformed reliable content to be over-flagged, rather than widespread escape of transformed
misinformation.

Monkeypox showed a different failure mode (Table 6). Mean macro-F1 fell from 0.922 at C0 to 0.731,
0.781 and 0.753 under C1–C3; AUROC fell from 0.981 to 0.882, 0.937 and 0.891, and AUPRC to 0.862,
0.927 and 0.887. In contrast to FNIR, the principal safety-relevant change was misinformation false
negatives: the mean FNR rose from 0.076 at C0 to 0.409 under C1, 0.276 under C2 and 0.344 under C3.
The transformation therefore caused many misinformation items to cross the fixed decision boundary
and be missed. These findings distinguish two computational information-quality risks: incorrectly
flagging reliable health information and failing to identify rewritten misinformation. However, differences
in dataset construction, linguistic characteristics and annotation practices prevent these contrasting
patterns from being attributed solely to disease context.

Table 6
Aggregate detector response across the nine executed classical/neural models in the 200-root

intervention cohort.
Dataset Condition Mean macro-

F1
Mean
AUROC

Mean
FPR

Mean
FNR

Mean
AUPRC

COVID-19
FNIR

C0 0.987 0.998 0.022 0.004 0.998

COVID-19
FNIR

C1 0.445 0.871 0.871 0.007 0.890

COVID-19
FNIR

C2 0.428 0.882 0.891 0.000 0.893

COVID-19
FNIR

C3 0.479 0.888 0.833 0.000 0.895

Monkeypox C0 0.922 0.981 0.080 0.076 0.981

Monkeypox C1 0.731 0.882 0.076 0.409 0.862

Monkeypox C2 0.781 0.937 0.140 0.276 0.927

Monkeypox C3 0.753 0.891 0.109 0.344 0.887
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Table 7
COVID-19 FNIR macro-F1 by intervention condition; LRG = C0 macro-F1

minus transformed-condition macro-F1.
Model C0 C1 C2 C3 Mean LRG

Logistic regression 1.000 0.454 0.417 0.417 0.571

Linear SVM 1.000 0.540 0.540 0.586 0.445

Multinomial NB 0.980 0.759 0.757 0.825 0.200

Random forest 1.000 0.507 0.472 0.524 0.499

1D-CNN 0.990 0.333 0.333 0.417 0.629

LSTM 0.990 0.329 0.333 0.397 0.637

BiLSTM 0.980 0.355 0.333 0.376 0.625

CNN-LSTM 0.960 0.391 0.333 0.417 0.580

CNN-BiLSTM 0.980 0.333 0.333 0.355 0.639

Table 8
Monkeypox macro-F1 by intervention condition; LRG = C0 macro-F1

minus transformed-condition macro-F1.
Model C0 C1 C2 C3 Mean LRG

Logistic regression 0.940 0.848 0.793 0.900 0.093

Linear SVM 0.940 0.807 0.782 0.838 0.131

Multinomial NB 0.940 0.847 0.837 0.817 0.106

Random forest 0.930 0.880 0.839 0.890 0.060

1D-CNN 0.950 0.859 0.830 0.830 0.110

LSTM 0.890 0.448 0.525 0.532 0.388

BiLSTM 0.910 0.828 0.721 0.785 0.132

CNN-LSTM 0.900 0.441 0.860 0.448 0.317

CNN-BiLSTM 0.900 0.622 0.838 0.737 0.167

The model-level results in Tables 7 and 8, visualised in Figs. 2 and 3, reinforce this contrast. On FNIR,
Multinomial Naive Bayes was the least affected model by mean LRG (0.200), whereas CNN-BiLSTM
(0.639), LSTM (0.637), 1D-CNN (0.629) and BiLSTM (0.625) showed the largest average losses. On
Monkeypox, Random Forest had the smallest mean LRG (0.060) and LSTM the largest (0.388); CNN-
LSTM was strongly condition-dependent, falling to 0.441 under C1 and 0.448 under C3 but retaining
0.860 under C2. Averaged across models, the mean LRG for FNIR was 0.542, 0.559, and 0.507 for C1-C3,
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compared with 0.191, 0.142, and 0.169 for Monkeypox. These results show that the same aggregate
performance drop can reflect distinct error pathways and architectural sensitivities.

5.4 RQ2: differences among transformation types
Transformation condition had a statistically detectable but non-uniform effect across the model panel
(Table 9). Across all 18 model-dataset pairs, the Friedman test was significant (chi-square = 10.42, p = 
0.0055), but none of the pooled C1-C3 pairwise comparisons remained significant after Holm correction.
This rules out a universal ordering in which one rewrite type is consistently the most damaging.

Dataset-specific contrasts in Table 9 were more informative. FNIR showed a significant omnibus
condition effect (Friedman p = 0.0027), and C2 produced lower macro-F1 than C3 after Holm correction
(adjusted p = 0.0234). Monkeypox showed no reliable omnibus difference among C1-C3 (p = 0.4895).
RQ2 is therefore supported as a condition-by-dataset phenomenon rather than as a global ranking of
neutral, central-route and peripheral-route rewriting.

Table 9
RQ2 transformation-condition contrasts across the executed model panel.

Scope Contrast Mean difference Raw p Holm p

Pooled C1 vs C2 -0.016 0.3343 0.3343

Pooled C1 vs C3 -0.028 0.0304 0.0911

Pooled C2 vs C3 -0.012 0.0626 0.1253

Pooled Friedman C1/C2/C3   0.0055  

COVID-19 FNIR C1 vs C2 0.017 0.0938 0.0938

COVID-19 FNIR C1 vs C3 -0.034 0.0391 0.0781

COVID-19 FNIR C2 vs C3 -0.051 0.0078 0.0234

COVID-19 FNIR Friedman C1/C2/C3   0.0027  

Monkeypox C1 vs C2 -0.049 1.0000 1.0000

Monkeypox C1 vs C3 -0.022 0.3008 0.9023

Monkeypox C2 vs C3 0.028 0.8438 1.0000

Monkeypox Friedman C1/C2/C3   0.4895  

5.5 RQ3: computational linguistic and persuasion-feature
shifts
The transformation conditions produced distinguishable computational feature signatures (Table 10;
Fig. 4). All three conditions shortened texts on average while increasing average sentence length and
FKGL. C2 produced the largest FKGL increase (+ 5.167 grade levels) and evidence-cue increase (+ 
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0.0108), consistent with a more explicit explanatory/evidential presentation. C3 produced the largest
certainty (+ 0.0229), urgency (+ 0.0085) and normative/social (+ 0.0080) shifts. C1 shortened text by
7.12 words on average and increased evidence cues by 0.0091, confirming that the neutral rewrite
condition was not linguistically inert.

Table 10
Mean within-root feature shifts relative to C0. * FDR-adjusted p < 

0.05.
Feature C1 delta C2 delta C3 delta

Word count -7.1200* -4.7700* -8.4150*

Avg sentence length + 5.3801* + 7.7176* + 4.1134*

FKGL + 2.7573* + 5.1670* + 1.7675*

Evidence rate + 0.0091* + 0.0108* -0.0001

Certainty rate + 0.0053* -0.0003 + 0.0229*

Urgency rate -0.0008 -0.0014 + 0.0085*

Normative/social rate + 0.0048* + 0.0059* + 0.0080*

The RQ3 stability tests showed that these shifts were not fully invariant across the corpus or with
respect to veracity. Under C2, the FKGL increase was larger for Monkeypox (+ 6.294) than for FNIR (+ 
4.040; FDR-adjusted p = 0.0040), while the C1 certainty-rate shift was positive for FNIR (+ 0.0129) but
slightly negative for Monkeypox (-0.0023; adjusted p = 0.0497). Veracity also moderated several
changes: under C3, shortening was larger for reliable/informational roots (-11.07 words) than for
misinformation roots (-5.76; adjusted p = 0.0047), and under C1 the evidence-rate increase was larger for
reliable/informational roots (+ 0.0175) than for misinformation roots (+ 0.0007; adjusted p = 0.0168). The
simple argument-marker lexicon did not increase significantly under C2 after multiplicity correction.
Thus, the prompt-defined conditions created measurable but multidimensional feature profiles rather
than perfectly isolated theoretical constructs.

5.6 RQ4: computational mechanisms of detector
vulnerability
The pooled mechanism models are reported in Table 11. Across transformed items, new-error rates for
the two probabilistic detectors were 0.325, 0.340 and 0.305 on FNIR C1-C3, compared with 0.110, 0.145
and 0.085 on Monkeypox. After adjustment for condition, detector and dataset, positive word-count
change was associated with lower odds of a new error (OR = 0.412, 95% CI 0.304–0.556, p < 0.001),
meaning that stronger compression was associated with greater vulnerability. Increased FKGL was
associated with higher odds of a new error (OR = 1.643, 95% CI 1.133–2.382, p = 0.0088). The
corresponding confidence-loss coefficients were − 0.110 for word-count change (p < 0.001) and + 0.050
for FKGL (p = 0.0005).
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Table 11
RQ4 mechanism models. Predictors are standardised feature deltas; models adjust for condition,

detector and dataset.
Predictor New-error

OR
95% CI p Confidence-loss

beta
p

Delta word_count 0.412 0.304–
0.556

< 
0.001

-0.110 < 
0.001

Delta fkgl 1.643 1.133–
2.382

0.0088 + 0.050 < 
0.001

Delta type_token_ratio 0.900 0.705–
1.150

0.3998 -0.001 0.9410

Delta evidence_rate 1.026 0.843–
1.250

0.7955 + 0.011 0.2062

Delta certainty_rate 0.785 0.572–
1.076

0.1325 -0.017 0.2176

Delta urgency_rate 0.969 0.813–
1.155

0.7284 -0.001 0.8609

Delta
normative_social_rate

0.932 0.709–
1.225

0.6130 + 0.002 0.8590

The remaining tested predictors in Table 11 were not independently significant in the pooled new-error
model after adjustment. Supplementary interaction tests showed that the mechanism was not
completely invariant: the word-count association differed by dataset (FDR-adjusted p < 0.001) and by
detector (adjusted p = 0.0085), while type-token-ratio interactions were significant for both dataset and
detector (adjusted p = 0.0062 and 0.0085, respectively). Dataset interactions were also detected for
certainty and normative/social deltas in the new-error model (adjusted p = 0.0259 and 0.0363). These
results narrow the interpretation of RQ4: structural compression and readability change are the strongest
pooled correlates of vulnerability, but their effect sizes vary across corpora and detectors, and no causal
psychological mechanism is claimed.

5.7 RQ5: transformation-aware mitigation and
generalisation
On COVID-19 FNIR, transformation-aware training produced a small and heterogeneous change in
robustness (Table 12; Fig. 5). Mean C1-C3 macro-F1 increased by 0.035 across the nine-model panel
(median + 0.041), with seven of nine models improving; the model-panel shift was not statistically
significant (Wilcoxon signed-rank p = 0.1641). The largest gains were BiLSTM (+ 0.147), logistic
regression (+ 0.105), LSTM (+ 0.086) and CNN-LSTM (+ 0.056). Linear SVM deteriorated by 0.152 and
Multinomial Naive Bayes by 0.014. C0 macro-F1 remained 1.000 for every FNIR model in the 50-root
mitigation subset, so the average transformed-text gain did not involve a C0 performance trade-off.
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Monkeypox showed a substantially stronger and more consistent mitigation effect (Table 12; Fig. 5). All
nine models improved on transformed text, increasing mean C1-C3 macro-F1 by 0.148 (median + 0.128;
Wilcoxon p = 0.0039). Mean LRG fell by 0.143, while panel-level C0 macro-F1 changed by only + 0.004.
The largest transformed-text gains were LSTM (+ 0.250), Multinomial Naive Bayes (+ 0.218), CNN-LSTM
(+ 0.204) and CNN-BiLSTM (+ 0.168). Model-level C0 changes were nevertheless heterogeneous:
BiLSTM increased by 0.101, whereas Linear SVM and CNN-BiLSTM each decreased by 0.040 and LSTM
by 0.022. LRG reduction, therefore, needs to be interpreted jointly with the C0 change rather than treated
as a stand-alone improvement metric.

A supplementary class-specific error analysis was conducted for the four classical classifiers using the
original nested mitigation design (Supplementary Table S1). Across conditions C1–C3, transformation-
aware augmentation reduced the average false-negative rate in the mpox cohort from 27.0% to 1.3%,
while the corresponding false-positive rate increased from 5.0% to 6.3%. In COVID-19 FNIR, the average
false-positive rate decreased from 65.7% to 63.7%, with no change in the average false-negative rate,
which remained at zero. Paired source-root bootstrap analyses based on 2,000 resamples of the 50 held-
out roots per dataset indicated positive transformed-text macro-F1 gains for all four classical classifiers
in mpox, although the findings were mixed in FNIR. These analyses support the value of transformation-
aware augmentation for reducing missed misinformation in the mpox evaluation setting, while also
demonstrating that improvements may be model- and dataset-dependent. The bootstrap intervals
quantify held-out-root sampling uncertainty conditional on the fixed trained models and do not capture
training-seed or generator variability.

Page 22/42



Table 12
RQ5 leakage-controlled nested mitigation results on 50 held-out source roots per dataset. Positive Δ

transformed F1 and positive LRG reduction indicate improved robustness. Neural results are from seed
42; classical models are deterministic under the stated seed.

Dataset Model C0
control

C0
aware

C1-C3
control

C1-C3
aware

Δ
transformed
F1

LRG
reduction

FNIR Logistic
regression

1.000 1.000 0.429 0.534 + 0.105 + 0.105

FNIR Linear SVM 1.000 1.000 0.594 0.441 -0.152 -0.152

FNIR Multinomial
NB

1.000 1.000 0.834 0.820 -0.014 -0.014

FNIR Random
forest

1.000 1.000 0.523 0.554 + 0.031 + 0.031

FNIR 1D-CNN 1.000 1.000 0.412 0.432 + 0.020 + 0.020

FNIR LSTM 1.000 1.000 0.374 0.460 + 0.086 + 0.086

FNIR BiLSTM 1.000 1.000 0.386 0.532 + 0.147 + 0.147

FNIR CNN-LSTM 1.000 1.000 0.470 0.526 + 0.056 + 0.056

FNIR CNN-
BiLSTM

1.000 1.000 0.425 0.466 + 0.041 + 0.041

Monkeypox Logistic
regression

0.940 0.940 0.879 0.953 + 0.075 + 0.075

Monkeypox Linear SVM 0.980 0.940 0.858 0.967 + 0.109 + 0.149

Monkeypox Multinomial
NB

0.940 0.960 0.762 0.980 + 0.218 + 0.198

Monkeypox Random
forest

0.940 0.920 0.846 0.933 + 0.087 + 0.107

Monkeypox 1D-CNN 0.919 0.940 0.781 0.872 + 0.091 + 0.070

Monkeypox LSTM 0.879 0.857 0.683 0.933 + 0.250 + 0.272

Monkeypox BiLSTM 0.839 0.940 0.784 0.913 + 0.128 + 0.027

Monkeypox CNN-LSTM 0.900 0.920 0.709 0.913 + 0.204 + 0.184

Monkeypox CNN-
BiLSTM

0.940 0.900 0.765 0.933 + 0.168 + 0.208

Cross-dataset results in Table 13 show that transformation-aware augmentation did not produce
domain-general robustness. Across the six evaluated transfer models in the FNIR-to-Monkeypox
direction, the mean transformed macro-F1 changed only from 0.407 to 0.412 (a mean gain of + 0.005). In
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the reverse Monkeypox-to-FNIR direction, mean transformed macro-F1 decreased from 0.565 to 0.542
(mean gain − 0.023). The individual results were likewise mixed: FNIR-to-Monkeypox gains for logistic
regression (+ 0.056), Linear SVM (+ 0.029) and Multinomial Naive Bayes (+ 0.008) were offset by weak
absolute transfer performance and negative BiLSTM/CNN-LSTM changes; Monkeypox-to-FNIR improved
Random Forest (+ 0.062) and Multinomial Naive Bayes (+ 0.021) but reduced logistic regression (-0.056),
Linear SVM (-0.055), BiLSTM (-0.023) and CNN-LSTM (-0.090). RQ5 therefore supports in-domain
mitigation, especially on Monkeypox, but not cross-dataset generalisation.

Table 13
Cross-dataset RQ5 sensitivity analysis for four classical models and the selected BiLSTM and CNN-

LSTM neural models.
Direction Model C1-C3 control C1-C3 aware Δ transformed F1

FNIR→Monkeypox Linear SVM 0.415 0.444 + 0.029

FNIR→Monkeypox Logistic regression 0.333 0.390 + 0.056

FNIR→Monkeypox Multinomial NB 0.630 0.638 + 0.008

FNIR→Monkeypox Random forest 0.333 0.333 + 0.000

Monkeypox→FNIR Linear SVM 0.579 0.524 -0.055

Monkeypox→FNIR Logistic regression 0.628 0.573 -0.056

Monkeypox→FNIR Multinomial NB 0.662 0.684 + 0.021

Monkeypox→FNIR Random forest 0.520 0.582 + 0.062

FNIR→Monkeypox BiLSTM 0.359 0.333 -0.026

FNIR→Monkeypox CNN-LSTM 0.372 0.333 -0.039

Monkeypox→FNIR BiLSTM 0.453 0.430 -0.023

Monkeypox→FNIR CNN-LSTM 0.548 0.458 -0.090

6. Scope of the Empirical Evaluation
The empirical C1–C3 intervention and RQ5 mitigation analyses reported in Section 5 comprise four
classical classifiers and five task-trained neural/hybrid architectures. All reported performance metrics,
statistical comparisons and mitigation findings are restricted to these nine executed models. Published
findings from other studies are discussed only as contextual evidence and are not treated as results of
the present experiments.

The empirical conclusions are restricted to the nine executed models, the two analysed health corpora
and the ChatGPT GPT-5.6 Sol transformation regime. External replication should investigate whether the
observed C0–C3 effects and mitigation patterns generalise across additional detector architectures,
independently generated transformation sets and different Generative-AI model families.
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7. Discussion

7.1 Principal findings and scientific contribution
The findings advance the evaluation of health-misinformation detection in five connected ways. First,
high original-text classification performance did not establish robustness to Generative-AI reformulation.
Second, transformation-induced errors differed by dataset, with false-positive inflation dominating in
COVID-19 FNIR and misinformation false negatives increasing substantially in mpox. Third, neutral, ELM
central-route and ELM peripheral-route transformations produced distinguishable linguistic changes,
although no condition was consistently the most damaging (Tables 9–10; Fig. 4). Fourth, structural
compression and increased readability grade level were stronger pooled correlates of detector
vulnerability than the other persuasion-related features examined (Table 11). Fifth, transformation-aware
training improved within-dataset robustness, particularly in mpox, but benefits were inconsistent in FNIR
and did not reliably transfer across datasets (Tables 12–13; Fig. 5).

These findings contribute to a broader shift from static benchmark classification toward behavioural
robustness. Systematic reviews of health-misinformation detection document increasingly strong
machine-learning and transformer results, but also substantial heterogeneity in datasets and evaluation
practices [13, 14]. The present study adds an intervention that changes message presentation while
holding the source root and label fixed. The resulting performance loss therefore reveals a property that
ordinary random-split evaluation cannot measure.

7.2 Near-ceiling C0 performance is not evidence of
transformation invariance
Table 5 confirms that the intervention was applied to competent measurement instruments rather than
weak baselines. FNIR macro-F1 on the full held-out C0 test partition ranged from 0.991 to 0.999 across
the executed models, and Monkeypox baselines were also strong. Those results are consistent with
previous pandemic misinformation work in which conventional, neural and transformer systems achieve
high in-domain discrimination [19, 20, 21]. The C1-C3 results show why those numbers should not be
interpreted as evidence of linguistic invariance.

This distinction mirrors the motivation of behavioural testing in NLP. [36] argue that held-out accuracy
can overestimate reliability because it averages over naturally occurring examples rather than explicitly
testing model capabilities. Semantically constrained perturbation work likewise shows that small or
meaning-preserving changes can expose brittle decision rules [31, 32]. In the misinformation setting,
[30], [1] and [2] independently show that LLM generation or paraphrasing changes detector behaviour.
The present health-specific results therefore support a stricter definition of detector competence: a
system should be evaluated not only on unseen texts, but also on alternative linguistic realisations of the
same underlying claims.
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The contrast between FNIR and mpox is central to interpretation. In FNIR, transformation-induced false-
positive inflation occurred despite relatively strong residual ranking discrimination. This suggests that
the C0 operating threshold became poorly aligned with the transformed-text distribution, consistent with
sensitivity to linguistic register and dataset-specific cues rather than straightforward misinformation
evasion. The distinction is important because ranking discrimination and operational classification
performance may diverge substantially under distribution shift.

FNIR is particularly susceptible to this interpretation because its reliable and misinformation classes
originate from different source regimes. [37] show that source overlap and collection procedures can
create shortcuts that support high apparent accuracy without robust task learning, and [3] identify
register variation as a confound in fake-news analysis. The current experiment provides a direct
perturbational demonstration of that concern: when the surface register of both classes is normalised by
Generative AI, a decision boundary that was almost perfect on C0 becomes operationally unstable. [43]
provide the relevant calibration perspective, namely that strong discrimination does not guarantee that
confidence estimates or decision thresholds remain reliable under changed conditions.

Monkeypox shows a qualitatively different risk. Its mean misinformation FNR increased from 0.076 at C0
to 0.409, 0.276 and 0.344 under C1-C3. Here, rewritten misinformation itself is more often classified as
informational or reliable. The operational consequence is therefore missed misinformation rather than
primarily excessive false alarms. In health-information moderation, those errors have different
implications: false positives can suppress or delay legitimate information, while false negatives allow
misleading health claims to pass undetected. Reporting only accuracy or macro-F1 would obscure this
distinction, which is why the separate FPR and FNR results are integral to the analysis.

7.3 Transformation type changes message form, but does
not create a universal severity ordering
RQ2 rejects the simple assumption that a single prompt condition is always the strongest attack. Across
the combined model-dataset panel, the C1-C3 omnibus difference was significant, but pooled pairwise
contrasts did not remain significant after Holm adjustment. FNIR showed a condition effect, including
lower macro-F1 under C2 than C3 after correction, whereas Monkeypox did not show a reliable omnibus
difference. The effect of transformation type is therefore conditional on the corpus and detector, rather
than on an intrinsic ranking of neutral, central-route, and peripheral-route rewriting.

The feature analysis explains part of that heterogeneity. C2 produced the largest mean increase in FKGL
and evidence cues, which is consistent with the intended emphasis on explanatory organisation. C3
produced the strongest increases in certainty, urgency and normative/social cues, consistent with the
intended peripheral emphasis. C1 primarily shortened and regularised prose, but it also changed
evidence and sentence-structure measures. The conditions therefore induced different average profiles
without being linguistically orthogonal. This is important theoretically. ELM distinguishes central and
peripheral routes at the level of persuasion processes [23], but a generated text can simultaneously
change complexity, evidence organisation, certainty and salience. [25] and [22] demonstrate the value of
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ELM-informed features for health-misinformation modelling; the present findings indicate that these
features should be treated as overlapping computational descriptors rather than as direct measures of
cognitive processing.

7.4 Observed vulnerability mechanisms are structural and
context-dependent
The RQ4 models narrow the mechanistic claim to variables actually supported by the data. A positive
change in word count was protective against a new error (OR = 0.412, 95% CI 0.304–0.556), indicating
that stronger compression was associated with greater vulnerability. Increased FKGL raised the odds of
a new error (OR = 1.643, 95% CI 1.133–2.382), and both variables also predicted confidence loss. In
contrast, evidence, certainty, urgency and normative/social deltas were not independently significant in
the pooled adjusted new-error model. A feature can therefore be strongly manipulated by the generator
without independently explaining model failure once correlated changes, condition, detector and dataset
are taken into account.

The interaction tests reinforce this caution. Word-count and type-token-ratio effects differed by dataset
and detector, while certainty and normative/social shifts also showed dataset-dependent associations.
These are computational associations with a learned decision surface, not evidence that the
corresponding psychological construct caused persuasion or misinformation acceptance. The finding
also complements [1], who identified sentiment shift as one explanation for laundering failures in their
setting. In the present health-domain analysis, structural compression and readability were stronger
pooled correlates for the retained probabilistic detectors. The difference illustrates why vulnerability
mechanisms cannot be assumed to transfer unchanged across corpora, generators or model families.

7.5 Generative AI is both a source of detector stress and a
defensive training resource
The study supports a dual-use interpretation of Generative AI. [27] demonstrate that LLMs can generate
convincing disinformation, while [28] and [29] emphasise that the same technology can support
detection and mitigation. In the present experiment, Generative AI first serves as the stressor, producing
claim-preserving C1-C3 variants that expose weaknesses in detectors trained on C0. It then acts
defensively by supplying transformation-aware augmentation for RQ5. This is not evidence that
Generative AI directly reduces the prevalence of misinformation or its diffusion on social media, because
those outcomes were not measured. It is evidence that generated variants can be used to harden
detectors against linguistic reformulation.

The Monkeypox mitigation result is the strongest support for that defensive use. Transformation-aware
training increased mean C1-C3 macro-F1 by 0.148 across all nine evaluated models; all nine improved,
and the model-panel Wilcoxon test was significant (p = 0.0039). Mean LRG fell by 0.143 while panel-level
C0 macro-F1 changed by only + 0.004. The improvement spans the linear, probabilistic, and neural
families, so it is not attributable to a single architecture. This pattern is consistent with the adversarial
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training literature showing that exposure to constrained variants can reduce perturbation sensitivity [31,
32, 35]. It also supports the LLM-era recommendation that detectors should be trained with realistic
machine-generated or machine-paraphrased content rather than assuming a purely human-written
deployment distribution [30].

FNIR prevents an overly broad mitigation claim. Its mean transformed-text gain was only 0.035, seven of
nine models improved, and the panel-level shift was not statistically significant (p = 0.164). Linear SVM
deteriorated despite improvement in several other models. The defensive value of Generative-AI
augmentation is therefore empirical and model-specific, not automatic. This aligns with the broader
proactive-defence literature, which emphasises robustness as a system property that requires evaluation
across multiple threats and distributions rather than a single augmentation recipe [45].

The cross-dataset component of RQ5 draws the clearest boundary around the mitigation claim. Across
the evaluated transfer models, FNIR-to-Monkeypox transformation-aware training increased the mean
transformed macro-F1 by only + 0.005, while Monkeypox-to-FNIR decreased it by -0.023. Individual
models moved in both directions and absolute cross-dataset performance remained weak. Training on
transformed examples therefore helped models learn useful invariances within a corpus without reliably
producing a domain-independent representation of veracity.

This result is consistent with an extensive generalisation literature. [40] showed that fake-news detection
degrades across domains; [37] demonstrated that dataset artefacts can inflate within-dataset results;
[38] linked cross-dataset performance to dataset bias and annotation granularity; and [41] showed that
misinformation models must generalise across multiple axes including time, topic, event and publisher.
[42] similarly found that model comparisons change when evaluation moves from in-domain to cross-
domain settings. The present RQ5 result extends that evidence to Generative-AI transformation:
robustness to unseen rewrites of in-domain roots is not equivalent to robustness to a different health
corpus.

The executed models do not form a single robustness hierarchy. On FNIR, Multinomial Naive Bayes had
the smallest mean LRG (0.200), whereas several recurrent and hybrid models exceeded 0.62. On
Monkeypox, Random Forest had the smallest mean LRG (0.060), while LSTM reached 0.388 and CNN-
LSTM changed sharply across conditions. These results show that greater C0 complexity does not
guarantee greater robustness to transformation. Sparse lexical, recurrent and nonlinear representations
can depend on different aspects of surface form, so their failure modes should be measured rather than
inferred from architecture labels.

7.6 Implications for health-misinformation detection and
deployment
The first practical implication is that health-misinformation detection systems should be evaluated along
at least two complementary dimensions: original-distribution discrimination and transformation
robustness. A detector that performs exceptionally well on unmodified content (C0) but exhibits
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substantial performance deterioration following semantically faithful reformulation cannot be
considered robust solely on the basis of its conventional classification metrics. This distinction is
particularly important in health-information environments, where the incorrect identification of
misinformation and the suppression of reliable information may have consequential implications for
public health communication and informed healthcare decision-making [9, 11].

Second, ranking metrics, threshold-dependent performance measures and class-specific error rates
should be evaluated jointly. The COVID-19 FNIR results demonstrate the importance of this distinction:
although AUROC remained comparatively high following transformation, macro-F1 deteriorated
substantially, and the false-positive rate exceeded 0.83 across C1–C3. This indicates that considerable
ranking discrimination was retained despite substantial deterioration in classification performance at the
original C0 operating threshold. Accordingly, calibration-aware evaluation is important for distinguishing
changes in discriminative capability from shifts in operational decision boundaries [43]. Potential
safeguards include transformation-aware calibration, uncertainty estimation and appropriately validated
abstention policies. However, these approaches represent practical implications of the observed error
patterns rather than interventions directly evaluated in the present study.

Third, Generative AI can be employed defensively as a mechanism for stress-testing and augmenting
health-misinformation detection systems. Previously verified or fact-checked claims can be reformulated
under controlled transformation conditions to determine whether classification decisions are sensitive to
changes in fluency, linguistic complexity or rhetorical register. Transformations that satisfy appropriate
claim-fidelity requirements may subsequently be incorporated into model training to improve robustness
against linguistic reformulation. The RQ5 findings provide empirical support for this approach,
particularly in the mpox dataset, where transformation-aware training improved classification
performance on previously unseen source texts. Nevertheless, these improvements were dataset-
dependent and did not consistently transfer across health-information domains. Furthermore, improved
detector robustness should not be interpreted as direct evidence of reduced misinformation exposure,
changes in health behaviour or improved clinical outcomes, as these effects were not evaluated.

Implications for personalised digital health information services

The findings are relevant to the evaluation of AI-supported information services that may contribute to
personalised healthcare. Such systems may process health claims presented through neutral
explanations, evidence-oriented messages and emotionally salient narratives. The observed instability
across transformation conditions suggests that conventional benchmark discrimination alone may be
insufficient when evaluating potential misinformation-detection components for patient-facing digital
applications. Excessive false positives may restrict access to reliable health information, whereas
misinformation false negatives may leave misleading claims unflagged. These distinct information-
quality risks support application-specific assessment using validated decision thresholds, class-specific
error measures, contextual verification and appropriate human oversight. However, the present study
provides computational evidence concerning detector behaviour rather than direct evidence of clinical
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effectiveness or patient safety. Establishing whether improved detector robustness translates into more
reliable individualised health-information delivery, better healthcare decisions or improved patient
outcomes requires subsequent application-specific validation.

Several design requirements follow directly from the evidence. Both veracity classes should be
transformed symmetrically so that machine register does not become a surrogate class label, as
emphasised by [2]. Source roots and all of their descendants should remain in a single partition to
prevent paraphrase leakage. Operating thresholds should be fixed before the stress test, with AUROC,
AUPRC, macro-F1, FPR and FNR reported together. Claim fidelity should be treated as an eligibility
condition rather than inferred solely from semantic similarity, consistent with the adversarial-validity
concerns raised by [34].

Robustness should also be stratified by generalisation level. The present results support three distinct
questions: whether a model handles transformed versions of unseen roots from the same corpus,
whether mitigation transfers to a different corpus, and whether it survives a different generator family.
Evidence for one level does not establish the others. This separation is consistent with recent calls for
source-disjoint, cross-domain and multidimensional out-of-distribution evaluation in misinformation
research [37, 38, 41]. It also argues against benchmark designs in which a single near-ceiling random-
split score is treated as evidence of real-world robustness.

The study extends theory-informed health-misinformation modelling by moving from feature inclusion to
controlled feature displacement. Previous work has shown that ELM-derived readability, sentiment, and
heuristic cues can improve classification [25, 22], and cross-pandemic analysis has established that
health corpora differ systematically in linguistic profile [5]. The present experiment uses Generative AI to
alter observable message properties while keeping the root label fixed, then measures the resulting
detector response. This design makes theory-informed features useful as descriptors of transformation,
not merely as additional predictors.

The results also impose an important limit on theoretical interpretation. C2 and C3 produced feature
changes broadly consistent with their intended central and peripheral emphasis, but RQ4 did not show
that all persuasion-related deltas independently predicted detector failure. ELM and TPB therefore
organise the manipulation and feature taxonomy; they do not convert text-derived cues into evidence
about human cognition or behavioural intention. That boundary keeps the fully computational study
conceptually coherent and avoids claiming psychological mechanisms that were not measured.

8. Strengths and Limitations
Strengths include a paired C0-C3 intervention in which each source root serves as its own control,
balanced veracity within the intervention cohort, symmetric rewriting of both classes, two health-
misinformation corpora with different linguistic regimes, a nine-model executed classical/CNN-recurrent
panel, frozen pre-intervention thresholds, explicit FPR/FNR analysis, a fully implemented and auditable
computational feature inventory, pooled and stratified mechanism analyses, and an RQ5 mitigation
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design with disjoint augmentation and mitigation-test roots. The RQ5 control receives the same
additional C0 roots as the transformation-aware regime, so the comparison isolates exposure to
transformed descendants rather than merely exposure to more claim families.

The principal limitation concerns transformation fidelity. Although the ChatGPT generation prompts
explicitly required preservation of the underlying health claims, and structured source-descendant
consistency checks were applied, independent natural language inference and external clinical-claim
adjudication were not performed. Consequently, complete semantic and clinical equivalence cannot be
established for every transformed item. This limitation is particularly relevant to C3, where changes in
certainty-related language may alter the interpretation of a medical claim. The reported effects should
therefore be understood as exploratory estimates of detector sensitivity to constrained generative-AI
rewriting rather than definitive estimates based on independently verified proposition-preserving
transformations.

A second limitation concerns potential semantic overlap between the original dataset partitions. Exact-
text deduplication was conducted before model development, and generated descendants remained
associated with their original source roots. However, semantic near-duplicate claim-family clustering
was not implemented across the original training, validation and test partitions. Root-disjoint evaluation
therefore does not guarantee the absence of semantically equivalent claims across partitions. This
limitation warrants particular consideration when interpreting near-ceiling original-text performance on
COVID-19 FNIR, where source-specific and linguistic regularities may influence classification.

Third, the intervention included 100 source roots per dataset, while the mitigation analysis used 50
untouched evaluation roots per dataset. These relatively small samples limit the precision and
generalisability of the observed error rates and mitigation effects. The neural mitigation experiments
were conducted using a single random seed, and model-level statistical comparisons do not capture the
full uncertainty associated with sampling variation and repeated neural training. Paired source-root
bootstrap confidence intervals were estimated for the four classical classifiers in the supplementary
mitigation analysis. However, these intervals describe sampling uncertainty conditional on the fitted
models and the fixed experimental split; they do not capture uncertainty arising from neural-model
training, alternative dataset partitions or repeated Generative-AI transformations. Additional repeated-
seed and independent-generation experiments are therefore required to strengthen the inferential
evidence.

Fourth, the experiment used a single generative model and one transformed descendant per condition,
preventing conclusions about robustness across different generator families or independently sampled
rewrites. Computational mechanism analyses were restricted to the retained probabilistic outputs of
logistic regression and Multinomial Naive Bayes, while the linguistic feature dictionaries represented
simplified operationalisations of rhetorical and persuasion-related characteristics.

Finally, the observed error patterns and mitigation effects were dataset-dependent, and cross-dataset
transfer was inconsistent. Differences between COVID-19 FNIR and mpox may reflect dataset
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construction, source characteristics, annotation practices and linguistic distributions rather than disease
context alone. Furthermore, although these findings are relevant to evaluating potential information-
quality safeguards in personalised digital healthcare, the study did not examine patient-specific
information delivery, clinical implementation, healthcare decisions or patient outcomes. The clinical
relevance of transformation-aware misinformation detection therefore requires independent, application-
specific validation.

9. Conclusion
This study provides direct computational evidence that Generative-AI rewriting can materially alter
health-misinformation detector behaviour even when the experimental intention is to preserve the
underlying proposition. Across 200 balanced source roots, FNIR mean macro-F1 fell from 0.987 at C0 to
0.428–0.479 under C1-C3, while Monkeypox fell from 0.922 to 0.731–0.781.

The failure modes were different: FNIR was dominated by false-positive inflation and decision-
boundary/register shift, whereas Monkeypox showed substantial increases in misinformation false
negatives. Taken together, these findings show that health-misinformation detection is not adequately
characterised by static benchmark classification alone; robustness to Generative-AI reformulation is a
distinct property that must be measured explicitly.

The transformations also produced measurable, condition-specific feature changes, and pooled
mechanism models associated stronger text compression and increased FKGL with greater vulnerability.
Transformation-aware training substantially improved unseen-root robustness on Monkeypox (mean
transformed-text gain + 0.148; p = 0.0039) but produced smaller, heterogeneous FNIR gains (+ 0.035; p = 
0.1641), and cross-dataset transfer did not improve reliably.

Generative AI consequently occupies a dual role: it can expose linguistic vulnerabilities that destabilise
existing detectors, but the same transformation capability can be repurposed defensively to generate
challenging training examples and improve resilience to previously unseen formulations. The evidence
therefore supports transformation-aware augmentation as an in-domain robustness intervention, not as
a complete solution to domain shift.

Ultimately, as generative AI tools continue to lower the barrier for laundering misleading content, static
accuracy metrics can no longer serve as the sole validation standard for health-related text classifiers.
Robust health-misinformation detection must be evaluated under symmetric register control, multiple
transformation conditions, explicit error-type reporting, root-disjoint mitigation tests and external
replication across datasets, generators and model families. These findings support the inclusion of
symmetric transformation testing, class-specific error analysis, root-disjoint evaluation and external
replication when assessing automated health-information classifiers. Such evaluation may inform the
development of more reliable information-quality safeguards for personalised digital health applications.
However, independent semantic-fidelity validation, stronger claim-family separation, repeated-seed
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experiments and application-specific clinical evaluation remain necessary before conclusions can be
drawn about deployment readiness or patient-level benefits.
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Figure 1

Fully computational study architecture. Generative-AI transformation is the experimental intervention, while
detector performance, computational linguistic-feature shifts, vulnerability mechanisms and mitigation are
the measured outcomes. The implemented detector panel comprises four classical classifiers and five task-
trained neural architectures. Transformation fidelity was assessed through source-descendant consistency
checks and automated lexical, numerical and negation screening; independent semantic-equivalence
validation using pretrained natural language inference and external adjudication was not performed. The
mitigation experiment used held-out source roots and evaluated within-dataset robustness and cross-
dataset transfer. Cross-generator evaluation was not performed.
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Figure 2

COVID-19 FNIR macro-F1 trajectories from original C0 text to ChatGPT transformation conditions C1-C3.
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Figure 3

Monkeypox macro-F1 trajectories from original C0 text to ChatGPT transformation conditions C1-C3.

Figure 4

Standardised computational feature shifts induced by C1-C3 relative to C0.
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Figure 5

RQ5 gain in mean transformed-text (C1-C3) macro-F1 after transformation-aware training. Values above
zero indicate improved robustness on held-out source roots.
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