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Abstract

Sexual assault (SA) crimes are horrific crimes against humanity. It is critical
for our society to find ways to reduce and ultimately eradicate this issue. How-
ever, it is not yet clear which of the possible factors impact the occurrence of
SA crimes more than others. There is also a lack of quantitative studies on SA
crime rates. This leads to less focused and targeted efforts when trying to reduce
the occurrence of SA. This paper fills these gaps by leveraging machine learning
techniques. The work explores the impact of various legal, societal, economic,
and demographic factors across all 50 US states on SA crime. A Random For-
est regression model is used to determine the relative influence of each factor
on SA crime rates. SHAP values are used to identify the features that correlate
the most and least with SA crime rates. The work suggests that factors such as
drug usage and rural population density are more strongly correlated with SA
crime rates than legal factors such as the strictness of statute penalties. The find-
ings indicate that rather than focusing solely on increasing statutory strictness,
directing efforts to other solutions, such as educational programs and community
initiatives, will be more impactful. The study also contradicts conclusions from
previous studies by finding that states with more registered sex offenders have
lower SA crime rates.

Keywords: Sexual Assault, Explainable AI, Random Forest, SHAP values
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1 Introduction

In the United States of America, there are 13 forcible rapes of adult women every 10
minutes (for Victims of Crime, for Victims of Crime). Addressing and reducing the
occurrence of such sexual assault (SA) crimes is a high priority for society. One impor-
tant aspect of combating SA is primary prevention, which focuses on preventing SA
crimes before they occur (Porat et al., 2024). In order to improve the efficacy of these
primary prevention strategies, it is necessary to know which aspects of our society and
legal system influence the occurrence of SA crime. This can allow for more targeted
and informed approaches. There have been very few studies, especially quantitative
studies, to investigate which factors contribute to higher SA crime rates. This work
addresses this question using a unique, comprehensive, and quantitative study and
leveraging artificial intelligence (AI) techniques. The study analyzes differences in SA
crime rates in US states across a comprehensive set of factors.

In the field of quantitative social sciences, AI is well-suited for analyzing human
behavior (Grossmann et al., 2023). There are even calls to use AI for better democracy
(Pendyala, 2023b) and policy-making (Pendyala, 2023a). Previous work (Konduri and
Pendyala, 2024) explored the use of LLMs for categorizing the relative strictness of
SA punishments in U.S. statutes. The study concluded that there is little to weak
correlation between stricter SA offender punishments in laws and SA crime rates. The
research question for this work ensues from that conclusion as follows.

• RQ: If the strictness of SA laws has a weak correlation with crime rates, then are
there other factors that have a stronger correlation?

The project sets out to answer how different societal, economic, and demographic
characteristics of the 50 U.S. states (drug usage, rural population density, literacy
rate, etc.) correlate with SA crime rates, especially in comparison to legal factors such
as the strictness of SA statutes.

1.1 Contribution

To the best of our knowledge, this is the most comprehensive, quantitative study
examining the factors that influence SA crime in the United States. Specifically, pre-
vious work has explored SA crime concerning specific, individual factors, such as sex
offender recidivism rates and location. This study takes a novel approach to analyzing
multiple different factors across legal, societal, economic, and demographic domains
together.

In the field of social science, there are few purely quantitative studies. This study
provides a framework for 1) how machine learning (ML) can assist in deriving quan-
titative conclusions about society and 2) how decision-makers can potentially utilize
these quantitative conclusions to make policies and actions more efficient.

Additionally, ML techniques have shown potential for use in crime rate prediction
and other social science applications. This study affirms this and showcases the value
of ML for much smaller datasets than were previously used with ML models. This is
also the first use of ML for SA crime analysis, which is one of the most sensitive and
violent crimes in human society.
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2 Related Work

The existing body of research on SA crime is extensive, encompassing various analyt-
ical approaches and focusing on diverse aspects of the issue. Our work builds upon
and differentiates itself from prior studies by offering a purely quantitative analysis of
overall SA crime rates, utilizing non-linear regression methods to predict the impact of
societal and demographic factors, and employing machine learning strategies for pre-
dictive modeling and associational analysis. This section reviews relevant literature,
categorizing it into two main areas: existing SA crime analysis and relevant machine
learning strategies.

2.1 SA Crime Analysis

There have been many studies on factors that influence various parts of SA crime.
In particular, one study explored factors that influence the seriousness of SA charges
(Bradmiller and Walters, 1985). Amount of force and type of sexual activity were
found to be the most powerful predictors of charge. Other work studied sex offender
recidivism in connection with criminal history, substance use, and other factors
(Lievore, 2004). The study found that a substantial number of recidivists misuse sub-
stances, and the likelihood of SA recidivism decreases with increasing age. However,
this study focuses on a specific aspect of SA crime and the specific subset of recidivists.
This study analyzes overall SA crime, instead of specific aspects.

Other studies have analyzed various sociocultural factors and their influence on
all SA crime, beyond specific aspects. Specifically, one study examined the impact of
societal norms and expectations regarding sexual aggression (Stermac et al., 1990).
However, these studies lack quantitative correlation values and other results. A
quantitative approach offers an alternative viewpoint that can potentially be more
precise.

Among the few quantitative studies of SA, General Estimating Equations (GEEs)
were used to predict how environmental factors affect serial SA crimes (Hewitt and
Beauregard, 2014). GEEs use generalized linear models to model correlations and
account for repeated observations. A study about a slightly different topic used hier-
archical multiple regression analysis (Bradmiller and Walters, 1985). The technique
also assumes that the relationship between factors and outcomes is linear. This study,
however, utilizes a non-linear regression method, which is better suited to the real-life
data.

Additionally, many of these studies focus on survivors and victims after the crime
has taken place (Cook et al., 2011). Though important, this does not address the pri-
mary prevention strategies that this work focuses on, to address factors that contribute
to the occurrence of crime. Furthermore, multiple studies combine quantitative and
qualitative methods for a new ”mixed methods” approach (Campbell et al., 2011).
This is helpful for an understanding of SA crime; however, a purely quantitative study
can provide an additional point of view.
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2.2 Machine Learning Strategies

Machine learning tools have been found to have considerable potential for predictive
modeling/associational analysis tasks in social science (Grimmer et al., 2021). Pre-
dictive modeling tries to forecast future events or variable values from current trends,
while associational analysis is discovering patterns and co-occurrences between vari-
ables, both of which are perfectly suited to this work. In particular, there have been
many applications of machine learning models for crime prediction. Previously, K-
Means clustering and neural networks were used for crime prediction in Buenos Aires
(Reier Forradellas et al., 2020). However, neural networks rely on large amounts of
data that were not available for this work. Therefore, Random Forest models were
used instead. Overall, there is a lack of ML applications for SA crimes specifically,
which this work addresses.

Our work, however, is specifically focused on crime rate prediction. This differs
from crime prediction because, instead of where crimes may take place, crime rate
prediction uses a more general, macro lens. There have been studies that used histor-
ical crime rates (He and Zheng, 2021) and records (Mahmud et al., 2021). Another
study assessed the impact of location on crime rates in India (Bandekar and Vijayalak-
shmi, 2020). To the best of our knowledge, there are no studies that take into account
various societal and demographic characteristics in order to predict crime rates.

3 Methodology

The influence of 18 factors on SA crime rates is compared using regression models
and SHAP machine learning explainability. The following subsections further detail
the methodology.

3.1 Data

The wording of different types of sexual crimes is critical, especially in a legal context.
The terms ”forcible rape” and ”sexual assault” can be used interchangeably1, and this
is the main crime addressed in this study. Although other articles and papers may
distinguish these two categories, this paper follows the delineation offered by Duncan,
which is justified by the fact that many modern state penal codes have been replacing
wording of ”rape” to ”sexual assault”. The forcible rape crime rates per US state were
accessed from FBI data (FBI, 2024) published on Statista, a data collection platform.
This statistic will henceforth be referred to as ”SA crime rate.”

A list of the factors likely to influence SA crime was compiled through a literature
survey of social science papers, and amounted to 18 total factors. Quantitative data
for these 18 factors were collected from a variety of sources. In particular, among the
legal factors, a quantitative measure of the strictness of SA statutes in each state was
sourced from a previous study that used LLMs to analyze the statute (Konduri and
Pendyala, 2024). A list of the sources and more details about each feature can be
found in Table 2 in the Appendix.

1A legal article from the University of Houston’s Law Center (Duncan, 2007) writes: ”Throughout this
Article, I use the terms “forcible rape” and “sexual assault” interchangeably. The term “nonconsensual sex”
is not interchangeable with these terms.”
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Fig. 1 A schematic diagram of a random forest regression model.

3.2 Regression Models and Machine Learning Explainability

In a previous study, 18 features were identified as likely to influence SA crime rates,
based on previous studies and analyses (detailed in the Appendix). The comparative
importance of these features in predicting SA crime rates is analyzed.

These features span a range of domains: demographical (rural population density,
median population age, etc.), societal (drug usage score, loneliness score, etc.), legal
(age of consent, strictness ratings etc.), and economic (percent under the poverty level,
amount of federal grant for SA services). The goal of analyzing these factors is not to
shift blame away from SA offenders or to attribute responsibility to these 18 factors.
Rather, the intention is to identify the best areas for governments and organizations
to focus on to address SA crime effectively.

The quantitative data for these features were sourced from various organizations,
including census data, as explained in Table 2 in the Appendix. The table also includes
the rationale for why each feature could correlate with SA crime rates and was included
in this study.

The final dataset for this part of the study consists of 50 samples, each with 18
input features and one numerical dependent variable. This comes from each of the 50
states, with the 18 features that are likely to influence SA crime rates, and the SA
crime rates.

Regression models can determine how changes in input features influence the
output variable. The most basic regression model, linear regression, achieves this
by determining the best-fit line. In contrast, Random Forest regression models are
more complex. They operate by constructing multiple decision trees, each trained on
randomly selected subsets of the features and data samples. They then make final
predictions by averaging the predictions from all of the decision trees, as shown in
Figure 1.
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Random Forest models are considered to be better suited for datasets with smaller
data sizes (between 10 and 80 (Luan et al., 2020)) and for predicting numerical values
(AnalytixLabs, 2023). Because the data has a relatively small sample size of 50 and
the model will be predicting the numerical values of crime rates, a Random Forest
regression model was chosen. The dataset was split into training and testing sets with
a ratio of 7:3, meaning 70% of the samples were randomly selected for the training set,
and the rest were in the testing set. In practice, this meant the model was trained on
35 states’ data, and model performance was evaluated using the remaining 15 states.

The regression model’s performance was evaluated using three metrics: MAE,
RMSE, and R2. MAE, or mean absolute error, represents the average absolute error
between the actual and predicted crime rates (average residuals). RMSE is the square
root of the average squared difference between the actual and predicted crime rates
(standard deviation of residuals). Residuals are the differences between the actual
crime rate and the predicted crime rate for every sample, representing the error terms
for each sample. MAE and RMSE values both range from 0 to infinity. R2 values range
from 0 to 1, and represent the proportion of the variance in the crime rates which is
explained by the regression model. Higher performing models have MAE and RMSE
values closer to 0 and an R2 close to 1.

The SHapley Additive exPlanations (SHAP) framework is regarded as the ”gold
standard” for model explainability (Mosca et al., 2022). SHAP values, derived from
Shapley values in game theory, are used in machine learning to show the relative
importance of various features in a model (Lipovetsky and Conklin, 2001). SHAP
values quantify each feature’s contribution to the model’s final prediction. This can
be used to show which features have more influence on the output variable.

Once the Random Forest model was trained and evaluated, SHAP values were
used to determine which features had higher importance in predicting SA crime rates.
SHAP values are displayed and analyzed through the beeswarm plot in Section 5.

4 Experiments

All of the code was written in Python and executed on Google Colaboratory (Colab)
Jupyter Notebooks. The SA crime data and data for all of the influencing factors were
stored in Google Drive and accessed by mounting the drive on Colab.

The Python library scikit-learn (sklearn) was used for the regression
model. The method sklearn.model selection.train test split() was used to split
the dataset into training and testing sets, with test size = 0.3. The method
sklearn.ensemble.RandomForestRegressor() was used to fit the Random Forest regres-
sion model, with all of the default hyperparameters. The SHAP values and graph
were created using the Python library shap and the method shap.plots.beeswarm().
A random state of 109 was used for both the train test split and Random Forest
functions.

5 Results

As Table 1 shows, the Random Forest regression model achieved acceptable perfor-
mance, with an R2 of 0.8342 that is close to the ideal value of 1. This indicates that the
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Metrics for Random Forest Regression Model

MAE 3.4243

RMSE 4.3566

R2 0.8342

Table 1 The MAE, RMSE, and R2 metrics for the Random Forest regression model fitted to the
dataset of states and the 18 indicator features being studied. The training set was 35 states, and
these metrics are based on the differences between actual and predicted crime rates for the testing
set of 15 states. All values are rounded to the nearest ten-thousandths place.

model is able to explain 83.42% of the variance in crime rates, which is relatively high,
especially for predictive models in social science. The MAE and RMSE values are also
smaller and closer to 0, suggesting that crime rates are being predicted accurately.

It is expected that regression models trained with these 18 features are not likely to
reach extremely high performance levels (such as R2 values greater than 0.9). This is
because crime rates are extremely complex and difficult to model, due to the numerous
factors that can affect them. Thus, an R2 of 0.8342 is high enough, showing that
the Random Forest regression model acceptably models crime rates in U.S. states. It
serves the goal of this study to compare the relative importance of the 18 features in
predicting SA crime rates.

SHAP values are calculated for each of the 18 features that were used to train the
Random Forest regression model. These values are displayed in a beeswarm plot in
Figure 2. A beeswarm plot visually summarizes how the features in the dataset impact
a machine learning model’s predictions. In the plot, each instance is a dot on each
feature row. The dot’s x-position indicates the feature’s effect on the model’s output.
Densities are shown by the dots, and colors represent the original feature values.
Features with data points spread out farther have higher SHAP values. Therefore,
they are more important for the model’s crime rate predictions.

The color distribution for each feature shows the general relationship between the
feature and SA crime rates. For example, for drug usage score, higher drug usage
scores have higher SHAP values. This indicates that states with higher drug usage
scores have higher SA crime rates.

In contrast, for registered sex offenders per 100K (number of registered sex offend-
ers per 100,000 population), higher numbers of registered sex offenders have lower
SHAP values. This indicates that states that have more registered sex offenders actu-
ally tend to have lower SA crime rates. Because it is among the top 4 most important
features in this study, sex offender registration is an important predictor of SA crime
rates, and there seems to be a negative association between the two variables. This
challenges previous research findings that there is no consistent relationship between
the two (Stucky and Ottensmann, 2016). Future work can further investigate and
detangle this relationship.

Interestingly, for the frac female feature (fraction of the state population that is
female), lower feature values (lower female populations) have higher SHAP values.
This indicates that states that have smaller female populations tend to have higher
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Fig. 2 A beeswarm plot displaying the SHAP values for each of the 18 features studied. The fea-
tures are sorted (on the y-axis) in order of importance (mean absolute SHAP value), from highest
importance at the top to the least importance at the bottom. For every row, each point is one of
the 15 states in the testing dataset. The color of the points represents the variable’s raw value, with
red representing high values of that variable and blue representing lower values of that variable. For
example, higher rural pop density (red dots) have lower SHAP values (towards the left of the x-axis).

SA crime rates, which has many implications given that SA victims are overwhelm-
ingly women (for Victims of Crime, for Victims of Crime). There are likely many
confounding variables, which may include population composition and reporting pat-
terns, that affect female population and SA crime rates, which should be studied in
future work via targeted studies.

The strictness of statutes (indicated by the Mistral7B penalty rating feature) has
low importance to predicting SA crime rates. In fact, the five legal features (age of
consent, statute of limitations, statute penalty strictness) have lower importance in
predicting SA crimes than all of the other features. This suggests that only making
federal and state statutes stricter is not the most effective strategy to address SA
crime, compared to strategies that can impact the other factors.

The most important features for the model to predict SA crime rates are drug
usage, rural population density, and the fraction of the population that is female. Drug
usage is the most impactful feature. Higher drug usage scores had higher SHAP values,
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which means that states with higher drug usage also have higher SA crime rates. This
can be addressed through policy and outreach programs. Rural population density
is the next most impactful feature. States with lower rural population densities have
higher SHAP values, meaning they are associated with higher SA crime rates. This
could mean that focusing on the most remote areas in each state is a good strategy for
addressing the overall SA crime rates. Although the female population of each state
was the next most impactful feature, this is unfortunately a feature that cannot be
significantly influenced by policy or programs.

5.1 Limitations

One major limitation of this study is the low sample size. There are only 35 states
in the training set, and only 15 test states. Given there are only 50 U.S. states, and
including other countries’ data would introduce much more variability in legal systems
and other confounding variables, this was the maximum possible sample size for this
study. Future studies can try to analyze more countries/provinces/states with more
standardized variables. However, for this study, the authors note that there is a risk
of overfitting and the R

2 value should be cautiously interpreted since it is only based
on 15 states.

Another limitation of the study is our reliance on correlational data. Due to the
nature of the available data, our analysis only permits the identification of associations
and correlations. Therefore, the findings do not establish causal relationships, nor do
they ensure that the suggested policy changes will be effective. These can be worked
on in future studies. This study uses correlational findings to only suggest potential
priority areas for policy changes.

Additionally, since all of the data was collected between 2022 and 2024, it is pos-
sible that the COVID-19 pandemic impacted the collected features, which means the
relationship between these factors may have been different prior to the pandemic. The
FBI’s SA crime reporting methods and standards may change in the future, which
can have an impact on the results of this study.

6 Conclusion

This study’s research question can be answered as follows: Legal factors (strictness of
SA statutes in terms of penalties, statutes of limitations, and ages of consent) correlate
far less with SA crime rates than other features. Drug usage and rural population
density are the features most correlated with SA crime rates.

The study explores various legal, societal, demographic, and economic factors
across all 50 states, applying a Random Forest regression model alongside SHAP val-
ues to determine each factor’s influence on SA crime rates. The findings demonstrate
that drug usage, rural population density, and female population fraction tend to be
more impactful for SA crime rate prediction than legal factors.

The findings suggest that solely making federal or state statutes stricter may not
be the most effective strategy for reducing SA crime rates, and grassroots campaigns
or changes to the enforcement and outreach processes may also be effective solutions
to pursue. Correlation findings for some of these features are also highlighted. Drug
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usage has the highest importance for predicting SA crime rates, with states with higher
drug usage scores having higher SA crime rates. States that have more registered sex
offenders tend to have lower SA crime rates.

These trends and their suggestions for policy decisions can be studied in future
work. More regression models can be compared as well. This work can also be extended
with a larger set of features, such as military base concentrations. The methodology of
this project can be applied to analyze SA crimes around the world, helping to identify
global trends in these crimes.

This study showcases the potential for using Machine Learning techniques for
legal analysis and modeling crime. The methodology can be applied to a number of
other types of crimes beyond SA, such as driving under the influence (DUI) or thefts,
making our society and lawmakers/policymakers more informed about the key factors
that influence these crime rates.
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Appendix

The following table contains details for the 18 features used in the regression model and
SHAP explainability analysis. Statutes of limitations are laws that set a time limit for
when legal proceedings can begin after an event takes place. The common justification
is that smaller statutes of limitations make it harder for victims to report their cases,
which increases the chances of perpetrators escaping punishment and continuing to
commit these crimes. The results from this study contradict this justification.

Variable Name Description Source Reason

LEGAL FACTORS

10



age consent Age at which a person is consid-
ered mature enough to consent
to sexual activities as of 2024

(Review,
2024a)
2

(Snyder,
2000)

Mistral7B penalty rating Strictness rating for state SA
penalties from Mistral 7B LLM

(Konduri
and
Pendyala,
2024)

(DeMatteo
et al.,
2015)

statute lim DNA exception Whether this state eliminated
the statute of limitations for all
felony sex crimes: 0 for no, 1 for
yes

(Rainn,
2024) 2

(Purdue
and
Vars,
2023)*

statute lim eliminated Whether a victim’s decision to
report or not to report reduces
the state’s statute of limitations
for sex crimes: 0 for no, 1 for yes

(Rainn,
2024) 2

(Purdue
and
Vars,
2023)*

statute lim reduce victim
reporting Whether this state has excep-

tions to statutes of limitations
for DNA evidence: 0 for no, 1 for
yes

(Rainn,
2024) 2

(Purdue
and
Vars,
2023)*

SOCIETAL FACTORS

alcohol usage Rate of ethanol consumption in
gallons of spirits per 100,000
population, in 2022

(Zhu,
2024) 3

(Carpenter
and
Dobkin,
2010)

drug usage score Comprehensive drug usage score
combining 20 metrics ranging
from overdose rates to drug test-
ing laws, as of 2024

(Kiernan,
2024) 4

(Bianchi
et al.,
2024)

loneliness score Comprehensive loneliness score
based on factors ranging from
searches on friendship apps and
number of single-person house-
holds, 2022

(Bloom,
2022)

(Wielinga
et al.,
2021)

ECONOMIC FACTORS

frac below poverty line Fraction of state population
below poverty level, Census-
based estimates for 2023

(Bureau,
2024b)5

(Pennsylvania
Coali-
tion
Against
Rape,
2007)

2Data collected from state codes.
3Data from the National Institute on Alcohol Abuse and Alcoholism (NIAAA).
4Data collected from U.S. Census Bureau, Bureau of Labor Statistics, Centers for Disease Control and

Prevention, and other government groups.
5Data based on U.S. Census.
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sa services grant amt
per100K Rate of federal Sexual Assault

Services Formula Grant Program
(SASP) amount awarded to state
per 100,000 residents, in 2023

(of Jus-
tics
Office on
Vio-
lence
Against
Women (OVW),
2024)

(Morrison
et al.,
2004)

DEMOGRAPHICAL FACTORS

frac female Fraction of state population
identifying as female, Census-
based estimates for 2023

(KFF,
2024)6

(Morgan
and
Kena,
2022)

frac single parent
households Percentage of families in the

state where the householder par-
ent is single, from 2021 Census
survey

(Davis,
2024)6

(Boccella
et al.,
2022)

median age Median age of state population,
Census-based estimates for 2023

(Bureau,
2024a)6

(Felson
and
Cun-
diff,
2014)

pct illiterate Percent of state population with
low literacy levels, from Barbara
Bush Foundation (2024)

(Review,
2024c)7

(Pennsylvania
Coali-
tion
Against
Rape,
2023)

pct population 15 to 44 Percent of state population
between ages 15 and 44, Census-
based estimates for 2023

(Bureau,
2024a)6

(Felson
and
Cun-
diff,
2014)

registered sex offenders
per 100K Rate of registered sex offenders

per 100,000 residents, as of 2024
(Gabriele,
2024) 8

(Quinsey
et al.,
1995)

6Data based on U.S. Census.
7Data from PIAAC International Adult Literacy Survey, NAEP reading assessment. 4th grade ELA test

performance data comes from edopportunity.org, American Community Survey, and others.
8Data from state online sex offender registries, law enforcement public information officers, U.S. Depart-

ment of Health and Human Services 2022 Child Maltreatment Report, and U.S. Census.
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rural pop density Population in rural areas divided
by total rural land area from
2020 Census

(Review,
2024b)9

(Salt
et al.,
2024)

rural pop pct Percent of state population
residing in rural areas from 2020
Census

(Review,
2024b)9

(Salt
et al.,
2024)

Table 2: Explanations of the 18 factors analyzed for RQ3 with
the regression model. The ”Source” column includes the source of
the data. The ”Reason” column includes previous work that has
justified why the factor may play a role in SA crime rates. A *
next to the citation in the ”Reason” column for the statutes of
limitations indicates that the rationale is explained further above
this table.
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