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Abstract 

Thermal and electrical degradation in cellular network infrastructure develops through coupled changes in equipment 
temperature, ambient conditions, direct-current (DC) voltage and current, power demand, cooling behaviour and network 
load. This study develops a reliability-aware multivariate temporal learning framework for forward identification of thermal 
or electrical abnormal states under sparse and irregular telemetry. A real operational dataset of 12,000 observations from 
250 cellular sites and 1,499 assets is analysed with a forward target that excludes contemporaneous alarms and downstream 
consequences to prevent outcome leakage. The framework separates current-state evidence, recent temporal dynamics and 
history reliability, and evaluates these components with site-grouped cross-validation. At the 72-h horizon, temporal 
extreme gradient boosting (XGBoost) achieves a mean area under the receiver operating characteristic curve (ROC-AUC) 
of 0.5592 ± 0.0295 versus 0.4869 ± 0.0310 for the current-state baseline, with a paired site-bootstrap AUC gain of 0.0741 
(95% confidence interval 0.0235–0.1243). A mask-only control reaches 0.5021 and a seven-day rolling-history baseline 
0.4745, indicating that sampling availability or longer-window aggregation alone does not reproduce the temporal result. 
An exploratory learned reliability-gating ablation improves Brier score modestly but reduces ROC-AUC to 0.5220 and is 
therefore not promoted to the primary learner; instead, history completeness, elapsed gaps and temporal consistency are 
treated as evidence-quality variables for deployment interpretation. Chronological and leave-one-asset-class-out stress tests 
further show that generalization remains bounded by the single-environment, sparse-event dataset. The study therefore 
contributes a reliability-aware evaluation and deployment framework for temporal early-risk identification rather than 
claiming universal predictive-maintenance capability. 

Keywords: cellular infrastructure · reliability-aware temporal learning · multivariate time series · thermal/electrical failure · 
early risk detection · predictive maintenance 

1 Introduction 

Cellular infrastructure is a cyber-physical system in which radio equipment, power conversion, backup energy, cooling, 
environmental control, and network traffic interact. Failure in one subsystem may propagate to other subsystems and result 
in service degradation, asset damage, or interruption of network availability. For infrastructure operators, the operational 
value of machine learning therefore depends not only on detecting an abnormal state but on identifying whether recent 
measurements provide actionable lead time before the abnormal state is observed. 

Multivariate time-series anomaly detection has expanded rapidly because the relevant signals are interdependent and their 
temporal structure can contain weak precursors that are not visible in a single observation. Recent surveys emphasize the 
importance of temporal dependency modelling, benchmarking discipline, leakage control, and application-specific 
evaluation for multivariate time-series anomaly detection and predictive maintenance [1–4]. 

Telecommunication-specific work has also considered machine learning for network anomalies and base-transceiver-station 
power failures. Ahmed et al. examined multivariate time-series data for BTS power-failure prediction using CNN, LSTM, 
and hybrid CNN-LSTM models [5]. Cellular-network anomaly detection based on long-term KPI time series has likewise 
been studied using supervised learning [6]. More recent commercial and patent activity addresses telecommunications 
equipment failure prediction using environmental measurements and equipment attributes, showing the practical 
importance of this problem [7]. Recent work in Telecommunication Systems also demonstrates the journal’s interest in data-
driven management of communication systems, including machine-learning-assisted resource monitoring in 5G/edge-RAN 
environments and learning-based prediction in wireless systems [17, 18]. 

The unresolved issue addressed here is narrower and more operationally important: whether a heterogeneous, timestamped 
cellular-infrastructure telemetry history can improve future thermal/electrical event identification while avoiding the 
common mistake of treating contemporaneous alarms as early-warning variables. The source dataset contains timestamp, 
site, asset, power, temperature, humidity, HVAC, airflow, radio-load, traffic, and alarm measurements. The previous cross-
sectional risk-assessment analysis showed that contemporaneous alarm information dominates observed-state 
discrimination, while a seven-day future-risk probe remained near chance. This motivates a dedicated temporal study with a 
forward target and explicit lead-time horizons. 



 

 

The paper asks six research questions. RQ1: Does temporal history improve future thermal/electrical event discrimination 
over current-state telemetry alone? RQ2: At which lead times does temporal information provide measurable benefit? RQ3: 
Does the benefit persist when sequence availability is restricted to observations with complete history? RQ4: How does a 
recurrent neural baseline compare with a tree-based temporal representation? RQ5: What evidence boundaries are 
appropriate for deployment claims under sparse site/asset telemetry? RQ6: Is the temporal gain explained by the irregular 
observation pattern rather than by signal dynamics, and how does it vary across asset classes? 

The contributions of the paper are fourfold: (i) a leakage-aware forward-risk formulation for cellular power and thermal 
infrastructure in which contemporaneous alarms and downstream consequences are excluded by construction; (ii) a 
reliability-aware temporal representation that explicitly separates instantaneous state, lagged dynamics, elapsed observation 
intervals and history availability for irregularly sampled telemetry; (iii) a site-level paired-bootstrap evaluation with horizon 
and history-completeness sensitivity, supplemented by chronological and leave-one-asset-class-out stress tests; and (iv) 
controlled robustness analyses using a mask-only sampling-pattern model, a seven-day rolling-history baseline, an 
exploratory reliability-gating ablation, and asset-class event stratification. The resulting framework treats temporal history 
not as universally trustworthy input, but as evidence whose usefulness depends on sampling completeness and operational 
context. 

2 Related Work 

Multivariate time-series anomaly detection methods generally exploit temporal dependencies, cross-variable interactions, or 
both. Correia et al. [1] survey online model-based approaches and emphasize the need for realistic evaluation and 
representative datasets. Wang et al. [2] review deep anomaly detection specifically for multivariate time series, while Jia et 
al. [3] organize deep time-series anomaly detection families and evaluation issues. Syed et al. [4] review time-series 
algorithms in predictive maintenance and identify anomaly detection, failure classification, and prognostics as related but 
distinct tasks. 

In telecommunications, Ahmed et al. [5] provide a particularly relevant precedent by studying multivariate time-series 
prediction of BTS power failure. Their work demonstrates the applicability of CNN, LSTM [10], and CNN-LSTM models 
to power and environmental monitoring. The present study differs in target construction and evaluation: it combines 
thermal and electrical abnormal states, uses a site-grouped validation unit, excludes contemporaneous alarms from the 
future-risk experiment, and evaluates a sequence-derived temporal representation against current-state models using paired 
site-level uncertainty. The journal also has a sustained reliability and systems-management perspective, including work on 
reliable communication-system design [16], machine-learning-assisted resource monitoring for 5G systems [17], and 
LSTM-based data-driven estimation in telecommunications [19]. 

The distinction between contemporaneous classification and genuine early warning is central. An operational alarm may be 
generated because the system has already crossed a threshold. Including it in a model whose target is the same or 
downstream event can produce high apparent discrimination without meaningful lead time. The present paper therefore 
treats alarm exclusion as a design requirement for the forward-risk task. This follows the broader methodological warning 
in multivariate anomaly-detection literature that evaluation protocols can materially change apparent performance [1–4]. 

3 Dataset and Problem Formulation 

The source dataset contains 12,000 real telemetry observations from 250 cellular sites and 1,499 assets spanning six 
infrastructure classes. The observation period is approximately ten weeks, from January to March 2026. The asset classes 
are HVAC, Generator, UPS/Rectifier, DC Rectifier, RF Power Amp, and Transfer Switch. The analyzed fields contain no 
missing values in the source workbook. The dataset includes 471 overheating events, 47 voltage anomalies, and 9 high-
humidity events; the present paper excludes high-humidity from the primary outcome in order to focus specifically on 
thermal/electrical failure states. 

Table 1 summarises the dataset and the outcome construction, and Fig. 1 shows the event composition before and after 
forward labelling. 

Table 1 Dataset characteristics and outcome construction 

Characteristic Value 
Raw observations 12,000 
Cellular sites / assets 250 / 1,499 
Asset classes (6) HVAC, Generator, UPS/Rectifier, DC Rectifier, RF Power Amp, Transfer Switch 
Observation period ≈ 10 weeks (January–March 2026) 
Missing values in analysed fields None 



 

 

Characteristic Value 
Median site-level observation gap ≈ 23.75 h (irregular sampling) 
Recorded events (all rows) Overheating 471; Voltage anomaly 47; High humidity 9 (excluded from outcome) 
72-h eligible set |𝒟₇₂| 9,991 observations 
72-h future events 156 (Overheating 147; Voltage anomaly 9); prevalence π₇₂ = 1.56% 
Validation unit Site_ID (5-fold GroupKFold) 

 

The thermal/electrical event label is defined from the recorded event field as: 

 ��  =  { 1, if ��  ∈  ℰ0, otherwise ,   ℰ ≜  {Overheating, Voltage anomaly} (1) 

The primary early-risk task is forward prediction. For a reference observation at time t and a horizon h, the future label is 
one if at least one thermal/electrical abnormal state is observed for the same asset in the interval (t, t+h]. Rows without a 
complete follow-up interval are excluded. The current observation itself is never counted as a future event. 

 ��,"+ℎ  =  %[∃( ∈  (", " + ℎ] ∶  ��,(  ∈  ℰ] (2) 

where %[·] is the indicator function. Let /end denote the last timestamp of the observation window. The eligible set at 
horizon ℎ and the corresponding forward-event prevalence are 

 𝒟ℎ  =  {(�, ") ∶  " +  ℎ ≤  /end} (3) 

 3ℎ  =  1|𝒟ℎ| ∑ ��,"+ℎ(�,")∈𝒟ℎ ,     372  =  1569,991  ≈  0.0156 (4) 

Eq. (3) enforces a complete follow-up interval, and Eq. (4) defines the no-skill reference against which PR-AUC is 
interpreted. The labelling scheme is illustrated in Fig. 2. 

At the 72-h horizon, 9,991 observations are eligible and 156 have a subsequent thermal/electrical event, yielding a 1.56% 
future-event prevalence. Overheating accounts for almost all of these future events (147), whereas future voltage anomalies 
are much rarer (9); therefore, event-specific voltage modelling is treated as exploratory and not used for a standalone high-
confidence claim. 

 
Fig. 1 Event composition. (a) Recorded events across all 12,000 observations; high-humidity events are excluded from the outcome. (b) 
Future thermal/electrical events in the 72-h eligible set, showing the dominance of overheating 



 

 

 
Fig. 2 Forward-labelling and history construction for asset i at reference time t. The history window contains the current observation and 
up to three irregularly spaced previous observations; the outcome window (t, t+h] determines Y_{i,t+h} (Eq. 2). Contemporaneous 
alarms and downstream consequences are never used as predictors 

4 Multivariate Temporal Representation 

For each asset, observations are ordered by timestamp. The temporal representation uses the current engineered telemetry 
vector together with up to three previous observations. This design preserves a fixed dimensional representation while 
allowing irregular observation intervals to be represented explicitly. The current state includes electrical, thermal, 
environmental, HVAC, airflow, RF-load, PRB-utilization, traffic, and user variables, together with physics-derived 
quantities. 

 =VI  =  ?DC  ·  BDC (5) 

 CP  =  =DC  − =VI (6) 

 Δ/EA  =  /equipment  − /ambient (7) 

 Δ/HVAC  =  /return  − /supply (8) 

 Nth  =  =DCmax(Airflow,P) ,   P >  0 (9) 

Here =VI is the electrical power implied by the measured DC voltage and current, CP is the residual between reported and 
implied DC power, Δ/EA is the equipment-to-ambient temperature rise, Δ/HVAC is the HVAC return–supply differential, 
and Nth is a thermal-loading proxy expressing DC power per unit airflow; P is a small positive constant preventing division 
by zero. 

For lag k, the model receives X_{t−k}, where the subscript t−k denotes the kth previous observation of the same asset 
(recorded at time t_(k)) rather than a fixed-step lag, because sampling is irregular. With d engineered current-state variables 
and d_Δ differenced variables, the temporal vector is 

 R"  =  [S", S̃"−1, S̃"−2, S̃"−3, ΔS", Δ"1, Δ"2, Δ"3, V"]  ∈  ℝ4Y+YΔ+6 (10) 

where ΔX_t is the current-to-previous change for the engineered numeric variables, Δt_k is the elapsed time since the kth 
previous observation, and M_t records the availability of each historical step. Missing lag values are imputed from the 
training-fold feature distribution and the lag-availability indicators are retained. This is necessary because the source 
telemetry is irregular rather than a perfectly sampled panel. 

Formally, let Z�(") be the number of previous observations of asset � before ", and let "([) be the timestamp of the kth 
previous observation. The change, gap, mask and imputation operators are 

 ΔS\  =  S\(Δ)  −  S\−1(Δ) (11) 

 Δ"[  =  " − "([),    [ ∈  {1, 2, 3} (12) 

 V",[  =  %[Z�(")  ≥  [],    V"  =  (V",1, V",2, V",3)⊤
 (13) 

 S̃"−[,d  =  V",[S"−[,d  + (1 − V",[)êd(tr)
 (14) 

where the superscript (Δ) restricts to the engineered numeric variables and êd(tr)
 is the imputation statistic of feature d 

estimated on the training fold only. Because V",[ is retained in R", the learner can distinguish an observed lag value from 



 

 

an imputed one; the consequence of this design is examined in Section 7.3. The principal notation is summarised in Table 
2. 

Table 2 Principal notation 

Symbol Definition 
i, s(i), t Asset index, its site, and reference timestamp 
h Prediction horizon (24, 48, 72, 96, 168 h) 
E_{i,t}, ℰ Recorded event type; target set {Overheating, Voltage anomaly} 
Y_i, Y_{i,t+h} Contemporaneous label (Eq. 1); forward label (Eq. 2) 𝒟_h, π_h Eligible set with complete follow-up (Eq. 3); forward-event prevalence (Eq. 4) 
X_t, X_{t−k} Current engineered telemetry vector (dimension d); kth previous observation 
ΔX_t, Δt_k, M_{t,k} Current-to-previous change; elapsed time to kth previous observation; lag-availability indicator 
n_i(t), t_(k) Number of previous observations of asset i before t; timestamp of kth previous observation 
Z_t Temporal representation (Eq. 10) 
p̂, σ(·) Predicted event probability; logistic function 
f_m, M, Ω Regression tree m, ensemble size (250), tree-complexity penalty g, h, n₊, n₋ Held-out positive and negative sets and their sizes i, B Set of sites (|i| = 250); number of bootstrap replicates 
Δ_AUC, Λ_h Paired ROC-AUC difference (Eq. 31); PR-AUC lift over prevalence (Eq. 35) 

 

4.1 Reliability-aware temporal evidence framework 

The temporal representation is interpreted through three distinct evidence channels: current-state evidence, temporal-
dynamics evidence and history reliability. Let jk(") and j/(") denote the current-state and temporal risk estimates for the 
same reference observation. The temporal increment on the log-odds scale is 

 Δ/(")  =  logit j/(")  − logit jk(") ,    logit(j)  =  ln j1 − j (15) 

Rather than assuming that Δ/(") is equally trustworthy for every observation, the framework defines the evidence-quality 
vector 

 l"  =  [Z", Δ"1, Δ"2, Δ"3, k"],    Z"  =  Z�(")  ∈  {0, 1, 2, 3} (16) 

where Z" is the number of available previous observations and k" is a temporal-consistency statistic. With md, d =  1, … , o, 

the physics-informed quantities of Eqs. (5)–(9) and Ċd,[ their rate of change between consecutive observations (with "(0)  = " and md,(0) the current value), 

 Ċd,[  =  md,([−1) − md,([)"([−1) − "([) ,    k"  =  1o ∑ | 1Z" ∑ sgn Ċd,[Z"[=1 |od=1  ∈  [0, 1] (17) 

so that k"  =  1 when every physics-informed quantity moves consistently in one direction across the available history and k"  →  0  when successive changes alternate in sign; k"  is set to zero when Z"  <  2 . A reliability score and the 
corresponding deployment rule are 

 t"  =  u(l")  ∈  [0, 1],    ĵ"  =  { j/("),   t"  ≥  C∗jk(")  +  engineering review,   t"  <  C∗ (18) 

where u is any monotone map of the evidence-quality vector and C∗ is an operator-chosen threshold: high t" supports use 
of temporal evidence, whereas low t" triggers current-state interpretation and engineering review. This distinction matters 
because the history-sensitivity experiment shows that the aggregate temporal gain attenuates as more complete histories are 
required. Reliability is therefore treated as an evidence-quality layer rather than an assumption that a more complex 
temporal learner is automatically more general. 

An exploratory learned gate was also tested as a direct implementation of this idea. The gate interpolates current-state and 
temporal log-odds using history completeness, elapsed gaps, temporal consistency and physics-informed stress indicators x": 
 logit jy(")  =  z"  logit j/(")  + (1 − z") logit jk(") ,    z"  =  {(|⊤[l", x"]  +  }) (19) 

where z"  ∈  (0, 1) is learned on training folds only. Because the gate reduced pooled ROC-AUC relative to the locked 
temporal learner (Section 7.8), it is reported as a negative ablation and is not used to replace the primary model. This design 



 

 

choice prevents architectural novelty from being claimed solely on the basis of a more elaborate model when the available 
event population does not support a performance improvement. 

5 Leakage-Aware Early-Risk Learning 

The forward-risk task excludes contemporaneous Alarm_Count because it is a direct operational indicator and can occur at 
or immediately before the target event. Failure/Event_Type, Service_Impact, Outage_Duration_min, Maintenance_Event, 
and future observations are also excluded. Site_ID is used only for grouping and never supplied as a predictive feature. 
Calibration [13] and all learned preprocessing operations, implemented with scikit-learn [14], are restricted to training 
folds. 

Table 3 lists every variable group together with its role in the forward-risk task. 

Table 3 Variable groups and leakage status in the forward-risk task 

Group Variables Role 
Electrical DC voltage, DC current, DC power Predictor (current + lags) 
Thermal Equipment temperature, ambient temperature Predictor (current + lags) 
Environmental / cooling Humidity, HVAC supply and return temperature, airflow Predictor (current + lags) 
Network load RF load, PRB utilisation, traffic, users Predictor (current + lags) 
Physics-derived P_VI, r_P, ΔT_EA, ΔT_HVAC, L_th (Eqs. 5–9) Predictor (current + lags) 
Temporal X_{t−k}, ΔX_t, Δt_k, M_{t,k} (Eqs. 10–14) Temporal models only 
Alarm_Count Contemporaneous alarm count Excluded: direct operational indicator 
Failure/Event_Type Recorded event field Excluded: defines the target 
Service_Impact, 
Outage_Duration_min Downstream consequences Excluded: outcome leakage 

Maintenance_Event Intervention record Excluded: outcome leakage 
Future observations Any X_τ with τ > t Excluded: look-ahead 
Site_ID Site identifier Grouping variable only 

 

Three model families are compared. The current-state baseline is XGBoost trained only on the current observation and 
serves as the non-temporal telecommunication-system control. The principal temporal learner is XGBoost trained on the 
multivariate lag-and-delta representation. A small gated recurrent unit (GRU) network is used as a recurrent benchmark 
with the same four-step history and explicit mask/time-gap channels. 

The temporal XGBoost learner [8] estimates the forward-event probability with an additive ensemble of regression trees 
trained by regularised logistic loss: 

 ĵ�,"+ℎ  =  {(∑ ~�(R")V�=1 ),    ~�  ∈  ℱ,   V =  250 (20) 

 ℒ =  ∑ ℓ(�� , ĵ�)�∈ℐtr  +  ∑ Ω(~�)��=1 ,   ℓ(�, j)  =  −[� ln j  +  (1 −  �) ln(1 −  j)] (21) 

 Ω(~)  =  �o�  + 12 � ∑ |�2���=1 ,    � =  1 (22) 

where ℱ is the space of regression trees, ℐtr indexes training-fold observations, o~ is the number of leaves of tree ~, |d are 

its leaf weights, and � =  1 is the L2 penalty. The current-state baseline uses the same model with R" replaced by S". 

The GRU benchmark [9] processes the input sequence �[  =  [S̃"−(4−[), V", Δ"•], [ =  1, … , 4, ordered from oldest to 
current, through 

 
�[  =  {(���[  + ��ℎ[−1  + }�)C[  =  {(�C�[  + �Cℎ[−1  + }C) (23) 

 
ℎ̃[  =  tanh(�ℎ�[  + �ℎ(C[  ⊙ ℎ[−1)  + }ℎ)ℎ[  =  (1 − �[)  ⊙ ℎ[−1  + �[  ⊙ ℎ̃[  (24) 

 ĵGRU  =  {(|�⊤�(�Yℎ4  + }Y)  + }�),   ℎ[  ∈  ℝ32,   �Y  ∈  ℝ16×32 (25) 

where ⊙ denotes the element-wise product, � is the activation of the 16-unit dense layer, and all weights are learned on 
training folds by minimising the binary cross-entropy ℓ in Eq. (21). 



 

 

The XGBoost configuration uses 250 estimators, maximum depth 3, learning rate 0.05, subsample 0.9, column subsampling 
0.9, min_child_weight 2, L2 regularization 1, histogram tree construction, and random seed 42. The GRU uses 32 hidden 
units, a 16-unit dense layer, Adam optimization with learning rate 0.001, weight decay 10^-4, batch size 256, and 25 
training epochs. The recurrent model is included as a benchmark rather than as the central contribution. 

 
Fig. 3 End-to-end leakage-aware study design: raw telemetry, leakage control, forward labelling, temporal representation, the three 
compared learners, site-grouped cross-validation, and paired site-level bootstrap inference 

6 Evaluation Protocol 

For telecommunication-system generalization, the primary validation unit is the physical site. Five-fold GroupKFold is 
applied using Site_ID, so no observations from the same site are shared between training and test folds. This design 
addresses the dependence created by repeated observations from the same facility. Fold means and sample standard 
deviations are reported. Primary metrics are ROC-AUC, PR-AUC, and Brier score. Because future events are rare, PR-
AUC is interpreted relative to the event prevalence rather than in isolation. 

For a held-out set with positive set g (Z+ events) and negative set h (Z− non-events), the metrics are 

 AUC =  1�+�− ∑ ∑ [%[ĵ£  >  ĵ¤]  + 12 %[ĵ£  =  ĵ¤]]¤∈h£∈g  (26) 

 PR − AUC ≡  AP =  ∑ (t§  −  t§−1)=§§  (27) 

 BS =  1ª ∑ (ĵ�  −  ��)2ª�=1  (28) 

 ECE =  ∑ |ℬ­|ª |�(ℬ¤)  −  j(ℬ¤)|®¯¤=1  (29) 

 °  =  15 ∑ °~5~=1 ,     ±°  =  √14 ∑ (°~  − °)25~=1  (30) 

Eq. (26) is the Mann–Whitney form of ROC-AUC [21]; in Eq. (27) tm and =m are recall and precision at the qth distinct 
score threshold, so that PR-AUC is reported as average precision and compared with 3ℎ [23]; Eq. (28) is the Brier score 
[12]; in Eq. (29) ℬ} is the bth of µ¶ equal-width probability bins [22]; and in Eq. (30) °~ is a metric computed on held-out 

fold ~. “Pooled OOF” values apply Eqs. (26)–(29) once to the concatenated out-of-fold predictions. 

The paired model effect is calculated from the same held-out observations and assessed using site-level bootstrap 
resampling. For each bootstrap replicate, sites are sampled with replacement and the ROC-AUC difference between 
temporal and current-state predictions is recomputed. Three thousand bootstrap replicates are used for the primary 72-h 
comparison. 

 ΔAUC  =  AUCtemporal  − AUCcurrent (31) 



 

 

Let i be the set of 250 sites and 𝒟± the held-out observations of site ±. For replicate }, a multiset i∗(})
 of |i| sites is drawn 

with replacement, and 

 ΔAUC∗(})  =  AUCtemporal (𝒟∗(}))  − AUCcurrent (𝒟∗(})) ,    𝒟∗(})  =  ⋃ 𝒟±±∈i∗(}) ,   } =  1, … , µ (32) 

 CI95%  =  [»0.025 ({ΔAUC∗(})}) , »0.975 ({ΔAUC∗(})})] ,     ΔAUC∗  =  1µ ∑ ΔAUC∗(})µ}=1  (33) 

where »¿ is the empirical α-quantile of the µ replicates (µ =  3,000 for the primary 72-h comparison). Because both 
models are scored on the same resampled observations, Eq. (32) is a paired statistic, and resampling whole sites preserves 
within-site dependence [20]. The effect is declared supported only when the interval in Eq. (33) excludes zero. 

A key sensitivity analysis conditions on history availability. Because not every observation has three previous 
measurements, the temporal model is evaluated on progressively stricter subsets: at least one, at least two, and at least three 
prior observations. This test distinguishes genuine temporal signal from performance associated with irregular sequence 
availability. 

The history-conditioned evaluation subsets and the rare-event lift statistic are 

 𝒟ℎ([)  =  {(�, ")  ∈  𝒟ℎ ∶  Z�(")  ≥  [},    [ ∈  {1, 2, 3} (34) 

 Àℎ  =  PR−AUCℎ3ℎ  (35) 

so that Àℎ  =  1 corresponds to a no-skill ranking. The sample-retention fraction |𝒟ℎ([)| /|𝒟ℎ| is reported alongside each 

subset. 

Additional analyses. Four further analyses test whether the temporal gain reflects degradation dynamics or the observation 
process. In the mask-only ablation (E2), the lag values and change features are removed while the gap and availability 
channels are retained: 

 R"mask  =  [S", Δ"1, Δ"2, Δ"3, V"] (36) 

Comparing the current-state, mask-only and temporal models yields the additive decomposition 

 ΔAUC  =  (AUCmask  − AUCcurrent)  + (AUCtemporal  − AUCmask)  ≡  Δsamp  + Δdyn (37) 

where Δ_samp measures the ranking information carried by the observation pattern alone and Δ_dyn denotes the additional 
information in the lagged telemetry values. In the locked supplementary release, Δ_samp is formally tested with the paired 
site bootstrap of Eqs. (32)–(33), whereas Δ_dyn is reported descriptively because the locked primary temporal out-of-fold 
predictions were not regenerated in the supplementary re-estimation. In the long-window baselines (E1), each engineered 
variable is summarised over earlier observations of the asset within a trailing seven-day (168-h) window: 

 Ã�(")  =  {( ∶  " −  168 h ≤  ( <  "},    e�  =  1Z� ∑ Å((∈Ã�(")  (38) 

 ±�  =  √ 1Z� − 1 ∑ (Å(  − e�)2(∈Ã�(") ,   Å�min  =  min(∈Ã�(")Å(,   Å�max  =  max(∈Ã�(")Å( (39) 

together with the window count Z�  =  |Ã�(")|. The window uses only strictly earlier observations of the same asset, so 
no future or contemporaneous information enters the features; the statistics are computed for the principal electrical, 
thermal, cooling and network variables and evaluated with the same XGBoost configuration and five-fold site-grouped 
protocol. In the asset-class analysis (E3), with Æ(�) the class of asset �, the class-conditional forward-event rate is 

 𝒟ℎ,¶  =  {(�, ")  ∈  𝒟ℎ ∶  Æ(�)  =  ¶},    3̂ℎ,¶  =  1|𝒟ℎ,¶| ∑ ��,"+ℎ(�,")∈𝒟ℎ,¶  (40) 

and its uncertainty is summarised by the Wilson score interval [24] with Z¶  =  |𝒟ℎ,¶|, 
 CI95%(3̂ℎ,¶)  =  3̂ℎ,¶ + �22Z¶ ± �√3̂ℎ,¶(1 − 3̂ℎ,¶)Z¶  + �24Z¶21 + �2Z¶ ,    � =  1.96 (41) 

Homogeneity of the forward-event rate across the k =  6 asset classes is tested with Pearson’s statistic on the k ×  2 
table of observed counts É¶�, 

 Ê2  =  ∑ ∑ (É¶� − �¶�)2�¶��∈{0,1}k¶=1 ,    �¶�  =  Z¶Z�Ë ,    df =  k −  1 =  5 (42) 

where Z� is the total number of observations with outcome �. Class-level results are reported descriptively; class-specific 
discrimination is not claimed because future-event counts per class range from 17 to 36. 



 

 

6.1 Generalization stress tests 

Two supplementary generalization tests are added without altering the locked primary experiment. First, a chronological 
split evaluates forward-period transfer. With ( the 70th percentile of reference timestamps in 𝒟72, training observations are 
purged so that no outcome window overlaps the test period: 

 ( =  »0.7({"}),    𝒟train  =  {(�, ") ∶  " +  ℎ ≤  (},    𝒟test  =  {(�, ") ∶  " >  (} (43) 

Second, leave-one-asset-class-out (LOCO) training evaluates transfer across equipment classes: for each class ¶, 

 𝒟train(¶)  =  {(�, ")  ∈  𝒟ℎ ∶  Æ(�)  ≠  ¶},    𝒟test(¶)  =  {(�, ")  ∈  𝒟ℎ ∶  Æ(�)  =  ¶} (44) 

Because each held-out set contains only 17–55 events and the site bootstrap cannot be applied to a single class-level split, 
the uncertainty of each held-out ROC-AUC is approximated with the Hanley–McNeil standard error [21], 

 SEHM(°)  =  √°(1 − °) + (Z+ − 1)(»1 − °2) + (Z− − 1)(»2 − °2)Z+Z− ,   »1  =  °2 − °,   »2  =  2°21 + ° (45) 

with Z+ and Z− the numbers of held-out events and non-events and a normal 95% interval ° ±  1.96 SEHM. Eq. (45) 
ignores within-site dependence and is therefore approximate and likely optimistic. Both tests are stress tests, not 
replacements for the site-grouped primary evaluation; results are reported in Section 7.8. 

7 Results 

7.1 72-hour primary experiment 

The 72-h forward-risk experiment contains 9,991 eligible observations and 156 subsequent thermal/electrical events. The 
current-state XGBoost model performs near chance, with mean ROC-AUC 0.4869 ± 0.0310. The temporal XGBoost model 
reaches 0.5592 ± 0.0295, an absolute fold-mean improvement of approximately 0.0722. The pooled OOF ROC-AUC 
values are 0.4868 for the current-state model and 0.5587 for the temporal model. PR-AUC increases from 0.0162 ± 0.0016 
to 0.0200 ± 0.0022, while Brier score remains similar at 0.01560 versus 0.01552. 

The paired site-level bootstrap estimates a pooled ROC-AUC gain of 0.0741 with a 95% interval of 0.0235–0.1243. The 
interval excludes zero for this primary comparison, providing evidence that the temporal representation adds ranking 
information over the current-state baseline in the full eligible population. 

Normalising PR-AUC by the 72-h prevalence (Eq. 35) gives a lift of 1.28 for temporal XGBoost, 1.21 for the GRU and 
1.04 for the current-state baseline, i.e., the temporal representation concentrates future events in the upper risk ranks about 
28% more densely than random ordering, whereas the current-state model is effectively at the no-skill level (Table 4, Fig. 
4). Fig. 5 shows that the site-bootstrap interval for the full population lies entirely above zero. 

Table 4 72-h forward-risk benchmark (5-fold site-grouped cross-validation; N = 9,991; 156 events) 

Model ROC-AUC mean 

± SD 
Pooled OOF 

ROC-AUC 
PR-AUC mean ± 

SD 
PR lift 

Λ₇₂ᵃ Brier mean ± SD Pooled ECEᵇ 

Current-state XGBoost 0.4869 ± 0.0310 0.4868 0.0162 ± 0.0016 1.04 0.01560 ± 0.00087 0.0020 
Temporal XGBoost 0.5592 ± 0.0295 0.5587 0.0200 ± 0.0022 1.28 0.01552 ± 0.00090 0.0042 
GRU 0.5281 ± 0.0334 0.5263 0.0188 ± 0.0036 1.21 0.01542 ± 0.00088 — 

aΛ₇₂ = mean PR-AUC / π₇₂ with π₇₂ = 156/9,991 = 0.0156 (Eq. 35)  bNot computed for the GRU. Bold row: principal temporal learner; SD is the sample 
standard deviation over five site-grouped folds (Eq. 30) 



 

 

 
Fig. 4 72-h thermal/electrical forward-risk benchmark: (a) ROC-AUC with chance reference, (b) PR-AUC with prevalence reference π₇₂, 
(c) Brier score. Error bars show fold-level sample SD 

 
Fig. 5 Paired site-level bootstrap estimates of Δ_AUC (Eqs. 32–33) at 72 h for the full eligible population (3,000 replicates) and the ≥3-
prior-observation subset (1,000 replicates). Markers: bootstrap mean; bars: 95% percentile interval; dashed line: no effect. Only the full-
population interval excludes zero 

7.2 Horizon sensitivity 

Temporal benefit is not monotonic with prediction horizon. At 24 h, the temporal representation does not improve pooled 
AUC over the current-state model. At 48 h, the pooled AUC increases modestly. The strongest observed difference occurs 
at 72 h. At 96 h the gain becomes smaller, and at 168 h (7 d) the temporal model falls below the current-state baseline. This 
pattern indicates a limited useful horizon under the available sampling structure rather than a universal long-range 
forecasting capability. 

Table 5 Horizon sensitivity of the forward-risk task 

Horizon h Prevalence π_h Current-state 

ROC-AUC 
Temporal ROC-

AUC Δ_AUC(h) Temporal PR-

AUC Lift Λ_hᵃ 

24 h 0.50% 0.5484 0.5382 −0.0101 0.0174 3.48 
48 h 1.06% 0.5145 0.5324 +0.0179 0.0139 1.31 
72 h 1.56% 0.4869 0.5592 +0.0722 0.0200 1.28 
96 h 2.12% 0.4968 0.5184 +0.0216 0.0240 1.13 
168 h 3.38% 0.5117 0.4598 −0.0519 0.0308 0.91 

aComputed from the reported PR-AUC and rounded prevalence (Eq. 35); the 24-h value is therefore approximate. Bold row: primary horizon 



 

 

 
Fig. 6 Horizon sensitivity. (a) Current-state and temporal ROC-AUC with forward-event prevalence π_h (right axis). (b) Temporal gain 
Δ_AUC(h); the shaded region marks the 48–96 h window with positive gain 

Two further observations follow from Table 5. First, prevalence rises almost sevenfold from 24 h to 168 h, so the horizon 
trend is not driven by a shrinking event base. Second, the PR-AUC lift declines monotonically with horizon (Fig. 7) and 
falls below one at 168 h. The comparatively high 24-h lift coexists with a sub-chance ROC-AUC gain and rests on very few 
events at 0.50% prevalence, so it is not interpreted as evidence of short-horizon skill. 

 
Fig. 7 PR-AUC lift of the temporal model over the forward-event prevalence (Eq. 35) by horizon. The dashed line marks no-skill ranking 

7.3 History-availability sensitivity 

The main qualification is the sparsity of temporal history. In the full eligible population, the temporal model uses a mixture 
of complete and incomplete histories with explicit missing-lag indicators. Restricting the evaluation to observations with at 
least one prior measurement reduces the pooled gain to 0.0448. With at least two prior observations the gain is effectively 
zero (0.0000). With at least three prior observations, the pooled gain is 0.0144, and a 1,000-replicate paired site bootstrap 
gives a 95% interval of approximately −0.0618 to 0.0919. The early-warning gain is therefore not robust to strict history-
completeness restrictions. 

Table 6 also shows that the forward-event rate remains between 1.45% and 1.56% across all subsets, so the attenuation of 
the gain cannot be attributed to a change in class balance; it coincides with the progressive removal of observations whose 
history is partly imputed (Fig. 8). 

Table 6 History-availability sensitivity at 72 h (pooled out-of-fold ROC-AUC) 

History requirement N Retainedᵃ Events Event rate Current AUC Temporal 

AUC Δ_AUC^(k)ᵇ 



 

 

History requirement N Retainedᵃ Events Event rate Current AUC Temporal 

AUC Δ_AUC^(k)ᵇ 

All eligible 9,991 100.0% 156 1.56% 0.4868 0.5587 +0.0718 
≥1 prior observation 8,498 85.1% 131 1.54% 0.4850 0.5298 +0.0448 
≥2 prior observations 7,032 70.4% 102 1.45% 0.5202 0.5202 +0.0000 
≥3 prior observations 5,604 56.1% 87 1.55% 0.4798 0.4942 +0.0144 

a|𝒟₇₂^(k)| / |𝒟₇₂| (Eq. 34)  bFor ≥3 prior observations, the 1,000-replicate site-bootstrap 95% CI is −0.0618 to 0.0919 

 
Fig. 8 History-availability sensitivity. (a) Pooled OOF ROC-AUC of both models by minimum number of prior observations, with subset 
size and event count. (b) Pooled temporal gain, with the 95% site-bootstrap interval for the ≥3-prior subset 

7.4 Recurrent benchmark 

The GRU benchmark reaches 0.5281 ± 0.0334 mean ROC-AUC and pooled OOF ROC-AUC 0.5263. This is below the 
temporal XGBoost result. The finding should not be interpreted as evidence that recurrent neural networks are unsuitable in 
general; rather, within this dataset, sequence length, sparse sampling, small event counts, and the fixed four-step input may 
favour a simpler lag-derived representation. 

7.5 Sampling-pattern versus dynamic information 

Table 7 reports the mask-only ablation at the 72-h horizon. The mask-only model receives the same current-state variables 
as the primary baseline but removes lagged telemetry values and change features, retaining only the lag-availability 
indicators M_{t,k} and elapsed-time variables Δt_k. It achieves pooled OOF ROC-AUC 0.5021, only slightly above the 
current-state baseline (0.4868). A paired 3,000-resample site bootstrap gives a mask-minus-current AUC difference of 
0.0156 with a 95% confidence interval of −0.0085 to 0.0395, which includes zero. Thus, the observation pattern alone does 
not provide statistically supported aggregate discrimination. The locked primary temporal model remains higher at pooled 
OOF ROC-AUC 0.5587; its descriptive gap over mask-only is 0.0566. Because the locked temporal OOF predictions were 
not regenerated in this supplementary re-estimation, the temporal-minus-mask quantity is reported descriptively rather than 
assigned a new paired confidence interval. 

On pooled out-of-fold values, the total gain therefore decomposes (Eq. 37) into Δsamp  =  0.0153 and Δdyn  =  0.0566, 
i.e., approximately 21% and 79% of the pooled improvement of 0.0719 (Fig. 9b). Only the first component carries a paired 
interval, and that interval includes zero. 

Table 7 Mask-only ablation and gain decomposition at 72 h (5-fold site-grouped cross-validation) 

Model / component Pooled ROC-

AUC 
ROC-AUC mean ± 

SD 
Pooled PR-

AUC Interpretation 

Current-state XGBoost 0.4868 0.4869 ± 0.0310 0.0162 Non-temporal control 
Mask-only XGBoost (Eq. 36) 0.5021 0.5020 ± 0.0242 0.0187 Sampling-pattern control 
Three-lag temporal XGBoost (locked 

primary) 0.5587 0.5592 ± 0.0295 0.0200 Primary temporal representation 

Δ_samp = mask − currentᵃ +0.0156 — — 95% CI [−0.0085, 0.0395]; includes 
zero 

Δ_dyn = temporal − maskᵇ +0.0566 — — Descriptive; no paired CI 



 

 

aSite-bootstrap mean of the paired difference, 3,000 replicates (Eqs. 32–33); the pooled point difference is 0.0153  bDifference of pooled OOF ROC-AUC; 
the locked temporal OOF predictions were not regenerated, so no paired interval is reported 

7.6 Long-window rolling baselines 

Table 8 adds a seven-day (168-h) trailing rolling-statistics baseline. For each reference observation, the rolling features are 
calculated only from strictly earlier observations of the same asset, using mean, standard deviation, minimum, maximum, 
and observation count for the principal electrical, thermal, cooling and network variables. This provides a longer-history 
control without using future data. The seven-day rolling model achieves pooled OOF ROC-AUC 0.4745 and mean 0.4764 
± 0.0570, below the current-state baseline and well below the locked three-lag temporal model. Its paired site-bootstrap 
difference versus current state is −0.0123 (95% CI −0.0517 to 0.0239), which includes zero. The result therefore does not 
support the interpretation that simply extending the history window with aggregate statistics recovers the observed three-lag 
temporal benefit. 

Table 8 Long-window rolling baselines at 72 h 

Representation / learner Pooled ROC-

AUC 
ROC-AUC mean ± 

SD 
Pooled PR-

AUC Δ vs current [95% CI] 

Current state, XGBoost 0.4868 0.4869 ± 0.0310 0.0162 Reference 
7-day rolling statistics, XGBoost (Eqs. 38–
39) 0.4745 0.4764 ± 0.0570 0.0154 −0.0123 [−0.0517, 0.0239]ᵃ 

Three-lag temporal, XGBoost (locked 

primary) 0.5587 0.5592 ± 0.0295 0.0200 +0.0741 [0.0235, 0.1243]ᵇ 

aPaired site bootstrap, 3,000 replicates  bLocked primary 72-h result (Section 7.1): bootstrap mean 0.0741; the pooled point difference is 0.0718 

7.7 Asset-class analysis 

Table 9 disaggregates the 72-h forward population by asset class. The analysis reports event counts and rates rather than 
class-specific model-ranking claims because future voltage anomalies are sparse and the number of positive outcomes 
varies substantially across classes. This is an outcome-stratification analysis, not a replacement for the primary site-grouped 
model evaluation. 

Future-event rates range from 0.98% (HVAC) to 2.03% (Generator), but Pearson’s test does not reject homogeneity across 
the six classes (χ²(5) = 8.19, p = 0.146; Eq. 42), and every class interval overlaps the pooled rate of 1.56%. The class 
ordering in Fig. 10b should therefore be read as indicative rather than established. 

Table 9 Asset-class analysis of the 72-h forward-risk task 

Asset class 72-h eligible N Future TE 

events Future event rate [95% CI]ᵃ Recorded overheating 

(rate)ᵇ 
Recorded 

voltage 

anomalies 

HVAC 2,049 20 0.98% [0.63, 1.50] 103 (4.21%) 8 
Generator 1,775 36 2.03% [1.47, 2.79] 83 (3.86%) 10 
UPS/Rectifier 1,802 33 1.83% [1.31, 2.56] 80 (3.75%) 13 
DC Rectifier 1,650 27 1.64% [1.13, 2.37] 74 (3.67%) 10 
RF Power Amp 1,508 23 1.53% [1.02, 2.28] 79 (4.40%) 0 
Transfer Switch 1,207 17 1.41% [0.88, 2.24] 52 (3.57%) 6 
All classes 9,991 156 1.56% [1.34, 1.82] 471 (3.93%) 47 

aWilson score interval (Eq. 41); homogeneity across classes χ²(5) = 8.19, p = 0.146 (Eq. 42)  bRecorded counts and rates use all 12,000 observations; 
future-event quantities use the 72-h eligible population 

 

Fig. 9 provides the combined sampling-pattern and longer-history controls, while Fig. 10 shows where the 
thermal/electrical event burden is concentrated across infrastructure classes. The two controls provide complementary 
evidence: mask/gap variables alone do not reproduce the temporal result, and a simple seven-day rolling representation 
does not recover the gain. 



 

 

 

Fig. 9 Sampling-pattern and longer-history controls at 72 h. (a) Fold-mean ROC-AUC ± sample SD (bars) and pooled OOF ROC-AUC 
(diamonds) for the current-state, mask-only, three-lag temporal and seven-day rolling models; the temporal result is the locked primary 
benchmark. (b) Additive decomposition of the pooled gain into Δ_samp and Δ_dyn (Eq. 37); dashed lines mark chance 

 

Fig. 10 Thermal/electrical events by asset class. (a) Recorded overheating and voltage-anomaly counts in all 12,000 observations, with 
class overheating rates. (b) 72-h future-event rate with Wilson 95% intervals (Eq. 41) and event counts; the dashed line marks the pooled 
rate, and the homogeneity test is χ²(5) = 8.19, p = 0.146 

7.8 Reliability-gating ablation and generalization stress tests 

The proposed reliability-aware framework was tested with an exploratory learned gate that combines history availability, 
elapsed observation gaps, temporal consistency and physics-informed stress indicators. The gated variant (Eq. 19) achieves 
pooled ROC-AUC 0.5220 and PR-AUC 0.0162, compared with 0.5611 and 0.0180 for the re-estimated three-lag temporal 
learner used in this supplementary experiment. Its Brier score is slightly lower (0.01549 versus 0.01553), indicating a 
modest probabilistic improvement without a corresponding ranking improvement. A paired site bootstrap gives gated-
minus-current-state ΔAUC = 0.0349 [0.0109, 0.0583], but gated-minus-temporal ΔAUC = −0.0392 [−0.0657, −0.0115]. 
The gate is therefore retained as an evidence-quality/deployment concept rather than claimed as a superior predictive 
learner. The locked primary temporal result remains unchanged. 

Table 10 Exploratory reliability-gating ablation at 72 h (5-fold site-grouped cross-validation) 

Model / comparison Pooled ROC-

AUC Pooled PR-AUC Brier score Paired ΔAUC [95% CI]ᵃ 



 

 

Model / comparison Pooled ROC-

AUC Pooled PR-AUC Brier score Paired ΔAUC [95% CI]ᵃ 

Three-lag temporal XGBoost (re-estimated)ᵇ 0.5611 0.0180 0.01553 — 
Reliability-gated variant (Eq. 19) 0.5220 0.0162 0.01549 — 
Gated − current state — — — +0.0349 [0.0109, 0.0583] 

Gated − temporal — — — −0.0392 [−0.0657, 
−0.0115] 

aPaired site bootstrap (Eqs. 32–33)  bRe-estimated within the gating experiment; the locked primary result (0.5587) is unchanged 

Table 10 shows that the gate improves on the current-state baseline but is significantly worse than the temporal learner in 
ranking, while the Brier-score difference (0.00004) is negligible. 

Chronological and asset-class stress tests provide a second boundary (Table 11, Fig. 11). Under the chronological split of 
Eq. (43), temporal XGBoost obtains ROC-AUC 0.5015 (Hanley–McNeil 95% CI 0.424–0.579) and PR-AUC 0.0177 on 
2,999 held-out observations with 55 events. Leave-one-asset-class-out ROC-AUC ranges from 0.4956 (DC Rectifier) to 
0.6852 (RF Power Amp). Only the RF Power Amp interval excludes 0.5 (z = 2.98, p = 0.003; Bonferroni-adjusted over 
seven tests, p = 0.020), and every other interval includes chance. Because the held-out event counts are small and 
performance varies materially by class, these tests do not support a claim of universal transfer; site-grouped generalization 
is the strongest supported validation regime for the present dataset, while temporal-period and cross-class transfer require 
denser, multi-environment data. 

Table 11 Generalization stress tests for temporal XGBoost at 72 h 

Held-out set N Events ROC-AUC 95% CI (Hanley–McNeil)ᵃ 
Site-grouped 5-fold (primary, pooled 
OOF) 9,991 156 0.5587 Δ vs current: [0.0235, 0.1243]ᵇ 

Chronological 70/30, 72-h purge (Eq. 43) 2,999 55 0.5015 [0.424, 0.579] 
LOCO: DC Rectifier 1,650 27 0.4956 [0.386, 0.605] 
LOCO: Generator 1,775 36 0.4972 [0.402, 0.592] 
LOCO: HVAC 2,049 20 0.6042 [0.472, 0.736] 
LOCO: RF Power Amp 1,508 23 0.6852 [0.564, 0.807] 
LOCO: Transfer Switch 1,207 17 0.5660 [0.424, 0.709] 
LOCO: UPS/Rectifier 1,802 33 0.5389 [0.437, 0.640] 

aEq. (45); ignores within-site dependence and is therefore approximate. LOCO held-out N and events are the 72-h eligible class counts of Table 9; 
chronological training N = 6,530  bPaired site-bootstrap interval of the temporal-minus-current difference (Section 7.1) 

 
Fig. 11 Reliability-gating ablation and generalization stress tests. (a) Paired site-bootstrap ΔAUC of the gated variant against the current-
state and temporal learners (95% CIs; dashed line: no difference). (b) Held-out ROC-AUC with Hanley–McNeil 95% intervals for the 
chronological split and each leave-one-asset-class-out split; dashed line: chance, dotted line: primary site-grouped pooled OOF ROC-
AUC 



 

 

8 Discussion 

Table 12 consolidates the evidence for the six research questions. 

Table 12 Evidence summary for RQ1–RQ6 

RQ Question Evidence Verdict 

RQ1 Does temporal history improve future event 
discrimination? 

Δ_AUC = +0.0741, 95% CI [0.0235, 0.1243] 
(full 72-h population) Supported, conditionally 

RQ2 At which lead times? Δ_AUC > 0 at 48, 72, 96 h; < 0 at 24 h and 
168 h Useful window 48–96 h 

RQ3 Does the gain persist with complete history? ≥2 prior: 0.0000; ≥3 prior: +0.0144, CI 
[−0.0618, 0.0919] Not supported 

RQ4 GRU vs tree-based temporal representation? GRU 0.5281 ± 0.0334 vs temporal XGBoost 
0.5592 ± 0.0295 Tree-based preferred here 

RQ5 Appropriate deployment claim? 
Modest AUC, lift 1.28 at 72 h, history-
dependent gain; chronological AUC 0.5015; 
LOCO 0.4956–0.6852 

Prioritisation aid with 
human review 

RQ6 Is the gain driven by the sampling pattern rather 
than dynamics? 

Mask-only AUC 0.5021 vs current 0.4868; 
paired site bootstrap +0.0156, 95% CI 
[−0.0085, 0.0395]. Seven-day rolling pooled 
AUC 0.4745. 

Sampling-pattern alone 
does not reproduce 
temporal gain; longer-
window aggregation does 
not recover it. Gain remains 
history-dependent. 

 

The central finding is conditional and reliability-aware. In the full set of observations with complete 72-h follow-up, adding 
recent multivariate history improves future thermal/electrical ranking relative to the current-state baseline. The 
improvement is statistically supported by a site-level paired bootstrap. However, the framework does not treat temporal 
history as universally reliable: history-completeness sensitivity, the negative reliability-gating ablation and chronological 
stress test all indicate that the temporal signal is bounded by the sampling regime and operational environment. The 
principal contribution is therefore not a claim that a more complex temporal learner always wins, but a disciplined 
framework for determining when temporal evidence adds information and when the evidence is too weak to support a 
stronger claim. 

At the same time, the strict history-availability analysis limits the strength of that conclusion. When at least two prior 
observations are required, the observed advantage disappears. This suggests that the full-population temporal gain may 
partly depend on the irregular observation process and the information carried by the presence or absence of historical 
measurements. In other words, temporal information is useful in the available data regime, but the current dataset is not 
sufficiently dense to demonstrate a robust sequence model that works independently of sampling structure. 

The mask-only result is especially informative for causal interpretation of the temporal gain. Its pooled ROC-AUC of 
0.5021 is close to the current-state control (0.4868), and the paired site-bootstrap interval for mask-minus-current includes 
zero. Therefore, the presence or absence of earlier measurements and their elapsed-time gaps do not, by themselves, explain 
the full-population temporal result. The seven-day rolling baseline also fails to recover the primary gain. Taken together, 
these controls are consistent with the interpretation that lagged signal changes contribute to the observed 72-h 
improvement, while the history-completeness sensitivity shows that this contribution is not robust when only well-
populated histories are retained. 

Sections 7.5–7.7 test this interpretation directly: the mask-only control isolates the observation-pattern contribution, the 
seven-day rolling baseline tests whether a longer but simpler history recovers the signal, and the asset-class analysis 
identifies where the future event burden is concentrated. 

Asset stratification adds an operational perspective. Recorded overheating is most frequent in HVAC (103 observations) 
and RF Power Amplifier (79 observations), with overheating rates of 4.21% and 4.40%, respectively. In the 72-h forward 
population, however, future thermal/electrical event counts are highest for Generators (36) and UPS/Rectifiers (33). This 
difference illustrates why event prevalence and model discrimination should not be conflated and why class-specific 
findings require larger event counts before being used for class-specific automation. 

The horizon sensitivity provides a second boundary. The benefit is concentrated around 48–96 h and is largest at 72 h. At 
seven days the temporal model no longer improves performance. This is consistent with the median site observation gap of 



 

 

roughly 23.75 h in the underlying study and with the general difficulty of learning long-horizon failure dynamics from 
sparse observations. 

Operationally, the results support a cautious reliability-aware early-risk workflow. A 72-h temporal risk score may be used 
as a prioritisation signal when recent historical measurements are available, but it should be accompanied by a history-
completeness indicator, elapsed-gap information, temporal-consistency status and human engineering review. Where the 
temporal evidence is weak or stale, the current-state model should remain the reference rather than forcing a temporal 
interpretation. The result is better interpreted as early risk identification with an evidence-quality qualifier than as a 
validated remaining-useful-life estimator or deterministic failure-time predictor. 

The study also contributes to telecommunication-system management by connecting equipment condition with network 
operations. Thermal/electrical risk at a cellular site has consequences for service continuity, maintenance dispatch, energy 
management, and network availability. This systems-level view is consistent with the reliability and management 
orientation of Telecommunication Systems, which has published work on reliable communication systems [16], machine-
learning-assisted resource monitoring in 5G systems [17], and learning-based methods in wireless communications [18, 
19]. 

9 Operational Deployment Architecture 

A practical deployment architecture comprises: (1) telemetry ingestion; (2) timestamp alignment and data-quality 
screening; (3) current-state and temporal feature generation; (4) forward-risk inference; (5) calibration and history-
completeness checks; and (6) engineer-facing decision support. The system should not automatically initiate costly 
maintenance solely from a model score. Instead, a high-risk result should trigger corroboration using current physical 
measurements and alarm provenance. 

 
Fig. 12 Operational deployment architecture. Risk scores are always accompanied by data-freshness and history-completeness flags and 
pass a corroboration gate before any costly field action 

 Priority"  =  |Ct"  + |¶k"  + |±x",    |•  ≥  0,   |C  + |¶  + |±  =  1 (46) 

where R_t is the calibrated model risk, C_t is asset/site criticality, S_t is service-impact importance (each normalised to [0, 
1]), and the weights are deployment-policy parameters rather than learned quantities. The formula is illustrative and should 
be calibrated to the operator’s cost of false alarms, missed events, and inspection workload. 

10 Limitations and Threats to Validity 

First, the source dataset covers one operational environment and approximately ten weeks. The added chronological 70/30 
stress test is close to chance, and leave-one-asset-class-out performance is heterogeneous; therefore the study cannot 
establish universal generalization across operators, regions, weather regimes, seasons, equipment manufacturers or future 
operating periods. Second, future voltage anomalies are rare relative to overheating events, limiting event-specific 
inference. Third, observations are irregular and the median site-level gap is about 23.75 h; this restricts the ability to 
reconstruct continuous degradation trajectories. Fourth, the target represents a subsequent observed abnormal state, not 
physical component failure time or remaining useful life. Fifth, the temporal lag representation uses imputation and explicit 
history-availability indicators, and the mask-only, seven-day rolling and reliability-gating controls show that temporal 



 

 

advantage cannot be interpreted independently of the observation process. Sixth, the study does not identify causality: a 
temporal feature that improves ranking does not establish a physical failure mechanism. Seventh, the study does not claim 
that the exploratory reliability gate is a superior learner; its value is as a deployment evidence-quality concept. Finally, the 
model is not a complete digital twin or first-principles thermal simulator, and the title's term early risk is operationally 
defined as forward-risk assessment at specified horizons. 

11 Reproducibility and Data Availability 

The raw telemetry workbook is proprietary and is not redistributed. The reproducibility package accompanying this 
manuscript contains the analysis configuration, feature definitions, fold-level summary results, horizon sensitivity results, 
the mask-only and seven-day rolling control outputs, asset-class event summaries, bootstrap outputs, figures, manuscript 
source, and scripts describing the evaluation protocol. Authorized analysts can reproduce the computations by placing the 
confidential workbook at the documented data path. The supplementary control files include maskonly_folds.csv, 
bootstrap_mask-current.csv, 7day_rolling_folds.csv, bootstrap_rolling7d_current.csv, and asset_class_current_rolling.csv. 
No proprietary row-level predictions are required for these aggregate checks. 

All preprocessing, temporal feature generation, model fitting, and calibration operations must be performed within each 
training fold. Site_ID is used as the grouping variable only. The package records the exact random seed, estimator settings, 
horizon definitions, and history-sensitivity protocol used for the reported results. 

12 Conclusion 

This study examined whether multivariate temporal history improves early identification of thermal and electrical abnormal 
states in cellular network infrastructure. Using real telemetry from 12,000 observations, 250 sites, and 1,499 assets, the 72-
h temporal XGBoost model achieved mean ROC-AUC 0.5592 ± 0.0295 compared with 0.4869 ± 0.0310 for the current-
state baseline. The paired site-level bootstrap estimated an OOF AUC gain of 0.0741 (95% CI 0.0235–0.1243). The study's 
methodological contribution is a reliability-aware temporal learning framework that separates temporal signal from 
sampling-pattern information and explicitly qualifies temporal evidence using history completeness, elapsed observation 
gaps and temporal consistency. Mask-only controls achieve pooled OOF ROC-AUC 0.5021, the seven-day rolling baseline 
0.4745, and the exploratory learned reliability gate does not outperform the temporal learner. Chronological and leave-one-
asset-class-out stress tests further show that generalization beyond site-disjoint validation remains limited and 
heterogeneous. The evidence therefore supports a bounded 72-h early-risk prioritisation capability rather than a universal 
predictive-maintenance claim. Future work should use denser telemetry, multi-operator and multi-season validation, larger 
event counts, explicit missing-sequence modelling, genuine failure-time or lead-time labels, and independently evaluated 
selective-prediction mechanisms. The study is framed as a telecommunication-system reliability and management problem, 
with temporal learning used as a component of a practical monitoring and decision-support loop. 
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Appendix A: Reproducibility Tables 

Table A1 Temporal experiment settings 

Parameter Value 
Raw observations 12,000 
Sites 250 
Assets 1,499 
Primary target Future Overheating OR Voltage Anomaly 
Primary horizon 72 h 
Sensitivity horizons 24, 48, 72, 96, 168 h 
History Current + up to 3 previous observations 
Grouping 5-fold GroupKFold by Site_ID 
Random seed 42 
XGBoost estimators 250 
XGBoost max depth 3 
XGBoost learning rate 0.05 
GRU hidden units 32 
GRU epochs 25 
Bootstrap replicates 3,000 (primary 72 h) 

Table A2 72-h paired bootstrap and history sensitivity 

Analysis Value 
Temporal − current pooled OOF ROC-AUC 0.07185 
Site-level bootstrap mean difference 0.07413 
95% CI 0.02346 to 0.12428 
Bootstrap unit Site_ID 
Bootstrap replicates 3,000 
≥1 prior observation gain 0.04481 
≥2 prior observations gain 0.00001 
≥3 prior observations gain 0.01437 
≥3 prior observations bootstrap 95% CI (1,000 reps) −0.06185 to 0.09188 

 

Table A3 Additional robustness controls 

Analysis Value 95% CI / note 
Mask-only minus current AUC +0.0156 [−0.0085, 0.0395], 3,000 site bootstrap 
Mask-only pooled ROC-AUC 0.5021 Current-state pooled AUC = 0.4868 
7-day rolling minus current AUC −0.0123 [−0.0517, 0.0239], 3,000 site bootstrap 
7-day rolling pooled ROC-AUC 0.4745 Mean ± SD = 0.4764 ± 0.0570 
Locked temporal pooled ROC-AUC 0.5587 Mean ± SD = 0.5592 ± 0.0295 
Temporal minus mask pooled OOF gap +0.0566 Descriptive; no new paired CI 

Table A4 Asset-class event stratification at 72 h 

Asset class Eligible N Future TE events Future rate Overheating events Voltage anomalies 
HVAC 2,049 20 0.98% 103 (4.21%) 8 
Generator 1,775 36 2.03% 83 (3.86%) 10 
UPS/Rectifier 1,802 33 1.83% 80 (3.75%) 13 
DC Rectifier 1,650 27 1.64% 74 (3.67%) 10 
RF Power Amp 1,508 23 1.53% 79 (4.40%) 0 
Transfer Switch 1,207 17 1.41% 52 (3.57%) 6 

Note: future-event counts use the 72-h eligible population (N = 9,991); overheating and voltage counts are recorded-event 
counts in the full 12,000-row source dataset. No class-specific ranking claim is made from these counts alone. 

Table A5 Generalization stress-test results 

Analysis Value 



 

 

Analysis Value 
Chronological split (Eq. 43) 70/30 by reference time, 72-h purge 
Train / test N 6,530 / 2,999 
Test events 55 
ROC-AUC / PR-AUC / Brier 0.5015 / 0.0177 / 0.01829 

LOCO ROC-AUC DC Rectifier 0.4956; Generator 0.4972; HVAC 0.6042; RF Power 
Amp 0.6852; Transfer Switch 0.5660; UPS/Rectifier 0.5389 

Gated variant (Eq. 19) vs temporal ΔAUC −0.0392 [−0.0657, −0.0115]; Brier 0.01549 vs 0.01553 
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