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Supplementary text

Implementation details and reproducibility

Two requirements of the overexpression operators are stated, because neither is evident from
the reference implementations. First, overexpression in Geneformer must remove a gene from
its existing position before reinserting it: concatenating the gene at the front without removal
duplicates any gene already expressed in the cell, which occurred in 16.7% of insertions in
our data. Second, when the sequence of a cell has reached the maximum length of the model,
appending k genes places all of them in the same terminal slot, so that only the last survives and
the search collapses to k = 1 without any error being raised; we therefore reserved k positions
by truncating the base sequence to the maximum length minus k.

The realized mean costs of the attack were 1298 (Geneformer) and 1299 (scGPT) forward
passes against the specified 1290 at k = 2, 2585 and 2589 against 2580 at k = 4, and 2568 and
2574 against 2580 at k = 8, because a step evaluates fewer than 128 candidates when duplicates
are removed and the last step may overrun.

Searches were run with seed 42, with seeding per (cell, restart) and deterministic cuBLAS

workspaces. The two acceptance rules (Results, components of the attack) give identical tra-
jectories up to 512 forward passes. For the ranking evaluation, a condition was rerun under
identical settings and the per-pathway AUCs of the ranking evaluation (Results) were com-
pared: the largest discrepancy was 1.3 × 10−4, more than two orders of magnitude below the
AUC differences discussed there.

Order sensitivity and the size of the search space

To measure order sensitivity we evaluated the same set of k genes under many permutations and
recorded the spread of the objective, expressed as a percentage of the improvement achieved
by the search. For Geneformer the spread is 3.60%, 8.25% and 9.97% at k = 2, 4 and 8; for
scGPT it is 0.00% at every k (between 1.5× 10−8 and 9.6× 10−8 in absolute terms, at the level
of floating-point noise; Figure S1).

For Geneformer the spread grows with k and reaches a tenth of the total improvement, so
order is a genuine dimension of the problem rather than a rounding effect. The search spaces
therefore differ by more than an order of magnitude for the same k: at k = 4, P (n, k) =
4.79× 1013 ordered tuples for Geneformer (n = 2632) against C(n, k) = 2.07× 1012 unordered
sets for scGPT (n = 2657). The attack searches either space at a budget of 2580 forward passes.

Protocol selection

The 160 protocol entries were compiled from the direct reprogramming literature and include
haematopoietic, vascular, mesenchymal, epithelial and glial conversions. Collapsing entries that
describe the same conversion, including those from differently named starting material, gives
61 distinct pathways, each carrying the union of the factor sets of its protocols.
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Figure S1: Order sensitivity. Change of the objective when the same k genes are permuted,
as a percentage of the improvement achieved by search, for Geneformer and scGPT. For scGPT
the change is below 10−7 in absolute terms.

Three criteria were applied in order: a pathway was retained only if (i) both its source
and its target cell type appear in the Tabula Sapiens annotation, (ii) enough cells of each
are available to define a source sample and a target centroid, and (iii) the reported factors
are identifiable in the transcription factor vocabulary and traceable to a source publication.
The first criterion removes most of the 61: conversions to neural targets (27 of the 61) do
not survive, because Tabula Sapiens is built from living donors, who do not contribute brain
tissue. Of the remaining 34, sixteen were excluded: three describe the same conversion at
a finer granularity than the annotation supports (fibroblast to myoblast, hepatocyte to islet
cells, pre-B cell to macrophage), two target states that an adult atlas does not contain (cardiac
progenitor, induced pluripotent stem cell), and eleven have target cell types that are absent from
the annotation or present only in an unrelated tissue (osteoblast, chondrocyte, oligodendrocyte
precursor and megakaryocyte have no cells at all; the two adipocyte conversions fail because
the 39 cells annotated as adipocytes come from lacrimal gland and ocular tissue). Eighteen
pathways were retained (Table S1).

No fixed cell-count threshold was applied: six of the retained conversions have fewer than
400 target cells (the smallest has 144), and the number of reported factors ranges from 1 to
18. The constraint is the atlas rather than single-cell data in general; the same census contains
72488 adipocytes outside Tabula Sapiens.

Representativeness of the five pathways

The 2 × 2 decomposition and the anytime analysis used five of the 18 pathways (P01, P03,
P07, P12 and P14). These span the range of the full set: ranked by the improvement that
the attack achieves at k = 2, they occupy positions 1, 4, 10, 17 and 18, so that they include
both the largest and the smallest, and their mean is within 3% of the mean over all 18. The
matched-budget comparison agrees between the five and the full set: the attack-to-greedy ratio
over the five pathways was 1.036, 1.180 and 1.361 at k = 2, 4 and 8 in Geneformer, against
1.043, 1.181 and 1.399 over all 18.

Distance to the optimum

At k = 2 the space is small enough to enumerate: 6924792 ordered pairs per cell (Figure S2).
Measured against the true per-cell optimum, gradient-guided hill climbing attains 85.3% of the
optimal improvement on average (median 93.2%), the full attack 84.3%, greedy 82.5%, uniform
hill climbing 65.6% and the best of an equal number of random sets 66.8%. The searches operate
at 1/5368 of the exhaustive cost.

The gap between the two gradient-guided methods and the two uniform ones, roughly twenty
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Table S1: The eighteen reprogramming pathways.

source target factors cells references

P01 fibroblast regular atrial cardiac
myocyte

12 2000 [1–12]

P02 fibroblast hepatocyte 18 2000 [13–27]
P03 B cell macrophage 2 2000 [28, 29]
P04 fibroblast skeletal muscle satel-

lite stem cell
6 2000 [30–32]

P05 T cell
(CD4+,
CD8+)

macrophage 2 2000 [33]†

P06 fibroblast endothelial cell 1 2000 [34, 35]
P07 fibroblast smooth muscle cell 1 2000 [36]
P08 fibroblast myeloid dendritic

cell
3 153 [37]

P09 fibroblast erythroid progenitor
cell

4 2000 [38]

P10 fibroblast hematopoietic stem
cell

5 2000 [39]

P11 fibroblast enterocyte of epithe-
lium proper of duo-
denum

4 2000 [40]

P12 fibroblast type B pancreatic
cell

5 306 [41]

P13 hepatocyte type B pancreatic
cell

7 306 [42–49]

P14 pancreatic
acinar cell

type B pancreatic
cell

3 306 [50]

P15 fibroblast melanocyte 3 306 [51]
P16 fibroblast Schwann cell 2 144 [52]
P17 fibroblast kidney epithelial cell 4 2000 [53]
P18 fibroblast pulmonary alveolar

type 2 cell
4 2000 [54]

Cell type names are the Tabula Sapiens annotations. “factors” is the size of the union of the factor sets reported
for that pathway across its protocols, 86 in total across the eighteen and 62 distinct genes, so some factors are
curated for more than one pathway. † the source cells in this publication are committed pre-T progenitors rather
than the mature T cells of the atlas annotation. “references” lists the publications of the protocols merged for
the pathway. “cells” is the number available to form the target centroid; where it exceeds 200 a random sample
of 200 is used.
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Figure S2: Distance to the optimum. At k = 2, where the space can be enumerated
exhaustively, the fraction of the per-cell optimum attained by each method at 1/5368 of the
exhaustive cost.
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Table S2: Paired t-tests and Wilcoxon signed-rank tests for every contrast.

Geneformer scGPT

contrast effect pt pW effect pt pW

restart mean
gradient, under improve-only −0.016 0.846 0.88 −0.031 0.0223 0.731
gradient, under unconditional +0.572 1.76×10−9 3.00×10−10 +0.033 4.69×10−6 2.88×10−12

unconditional, under uniform −0.108 0.0907 0.00579 −0.025 2.94×10−7 1.17×10−11

unconditional, under gradient +0.479 6.36×10−12 2.35×10−14 +0.039 3.57×10−4 3.73×10−9

main effect of candidate source +0.278 1.22×10−4 5.27×10−5 +0.001 0.884 1.75×10−5

main effect of acceptance rule +0.185 2.19×10−5 6.07×10−7 +0.007 0.201 0.048
interaction +0.588 7.91×10−9 1.23×10−11 +0.064 7.42×10−7 1.71×10−14

best of three restarts
gradient, under improve-only +0.045 0.624 0.575 −0.018 0.0794 0.624
gradient, under unconditional +0.472 5.75×10−4 6.45×10−11 +0.019 4.08×10−7 1.05×10−12

unconditional, under uniform −0.105 0.401 0.00437 −0.018 4.48×10−7 3.83×10−9

unconditional, under gradient +0.322 2.08×10−5 8.10×10−10 +0.019 0.0257 7.70×10−7

main effect of candidate source +0.259 0.00628 1.55×10−7 +0.000 0.965 1.33×10−6

main effect of acceptance rule +0.108 0.162 0.0065 +0.001 0.892 5.73×10−4

interaction +0.427 0.0019 5.24×10−8 +0.037 2.02×10−4 1.66×10−11

n = 100 source cells per model. Effects are in units of 10−3. The interaction is significant under both tests,
in both models, and under both aggregations. The two tests disagree in eight of the 28 cells, none of them
the interaction: the effect of unconditional acceptance under uniform candidates in Geneformer under both
aggregations, the effect of gradient candidates under improve-only acceptance in scGPT at the restart mean,
both main effects in scGPT under both aggregations, and the main effect of the acceptance rule in Geneformer
under best-of-restarts.

percentage points, is much larger here than at k = 8, consistent with the transient gradient
advantage described in the Results (components of the attack): at this budget the search is still
in the regime where proposal quality governs ascent rate.

Simple effects and main effects of the 2× 2

Introducing gradient candidates while retaining improve-only acceptance changes nothing in
Geneformer (p = 0.85) and does not help in scGPT, where the mean is negative and significant
by a t-test (p = 0.022) but the signed-rank test is far from significance (p = 0.73); we therefore
claim only the absence of benefit. Adopting unconditional acceptance while retaining uniform
candidates is harmful in both models. In scGPT it degrades the objective in 88 of 100 cells
(p = 2.9×10−7). In Geneformer the mean is diluted by a few cells with large positive differences,
so the t-test reaches only p = 0.091 while the signed-rank test, which reflects the 65 of 100 cells
made worse, gives p = 0.0058.

The main effects are not informative as summaries, because each averages two simple effects
of opposite sign. The main effect of candidate source is +0.278 in Geneformer, the mean of
−0.016 under improve-only acceptance and +0.572 under unconditional acceptance, and +0.001
in scGPT, the mean of −0.031 and +0.033. In scGPT the two halves almost cancel, and the
resulting figure describes neither of them. The acceptance rule behaves in the same way: +0.185
in Geneformer, the mean of −0.108 and +0.479. The two tests disagree on both main effects
in scGPT under either aggregation, and in Geneformer they agree at the restart mean but
disagree on the acceptance rule under best-of-restarts (Table S2). The interaction, by contrast,
is significant under both tests, in both models and under both aggregations, with signed-rank
p values smaller than the corresponding t-test values throughout.
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Spread and sign structure of the single-gene ranking evaluation

Differential expression had the higher pathway-specific AUC in 14 of the 18 pathways and the
two tied in one, but the per-pathway difference between Geneformer and differential expression
ranged from −0.194 to +0.705, and the pathway-specific AUC of Geneformer was bimodal, at
or below 0.60 in eight pathways and at or above 0.98 in three.

With a single positive the pathway-specific AUC reduces to the rank percentile of that one
gene among the 61 curated factors of the other pathways: it takes 62 distinct values and moves
in steps of 0.016. Two of the eighteen pathways have one curated factor each, and both sit
at an extreme of the distribution, as is expected of a measure with this granularity. In the
fibroblast to endothelial pathway the factor is ETV2, which Geneformer places below 54 of
the 61 others, giving 0.115. In the fibroblast to smooth muscle pathway it is MYOCD, which
Geneformer places above all 61, giving 1.000. Dropping the fibroblast to endothelial pathway
moves the means over the remaining 17 pathways to 0.904 and 0.735 for Geneformer against
0.887 and 0.904 for differential expression, which is 0.017 apart conventionally and 0.1687 apart
pathway-specifically. Weighting pathways by their number of positives gives a gap of 0.1694
rather than 0.198.

The direction of the two measures also differs by method. For Geneformer the conventional
AUC exceeds the pathway-specific one in 17 of 18 pathways, a mean gap of +0.175; the or-
dering is reversed for the target-expression baseline in all 18 pathways (mean −0.105) and for
differential expression in 12 of 18 (mean −0.024). Geneformer therefore ranks curated factors
above the rest of the vocabulary but cannot separate a pathway’s own factors from those of an-
other pathway, which is what a general master-regulator signal would produce. The expression
baselines can.

Complementarity of the search with the expression baselines

The searched objective is complementary to the expression baselines rather than superior to
them. A factor is counted as lifted when the baseline places it below the midpoint of the
vocabulary and the method places it in the top 10%. Against the target-expression baseline the
two rankings of curated factors correlate only weakly (Spearman 0.249). That baseline places
13 of the 86 curated factor-pathway pairs below the midpoint of the vocabulary; this method
ranks every one of them higher, moving the median rank from 1969 to 231, and lifts seven
into the top 10% of the vocabulary: NEUROG3 in three separate pathways and PAX4 in two,
both transiently expressed endocrine lineage-specifying factors, and SOX2 and GATA3 in the
fibroblast to hepatocyte pathway. Most of this recovery is not an artefact of embedding norm:
dividing every score by the norm of its gene embedding leaves six of the seven. Two pairs move
the other way, SRF and ZFPM2, both in the fibroblast to cardiomyocyte pathway. Against the
differential-expression baseline the two rankings correlate more strongly (Spearman 0.406) and
the complementarity is weaker: that baseline places nine pairs below the midpoint, this method
ranks all nine higher and lifts five into the top 10% (four after the norm correction), and three
pairs move the other way (SRF, ZFPM2 and ETV2), though that baseline is the stronger of the
two on its own. A rank average of this method and that baseline reaches a conventional AUC
of 0.922, higher than either alone, though its pathway-specific AUC of 0.880 does not reach the
0.899 of the baseline by itself (0.701 for this method alone).
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