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Abstract

Infrared spectroscopy provides chemically specific information on bone composition, but
conventional analysis often reduces spectra to predefined peak-ratio parameters. Here, we
evaluated whether multivariate full-spectrum analysis improves bone phenotype classification.
Optical photothermal infrared (O-PTIR) spectroscopy was used as the experimental IR modality,
with wild-type (WT) and osteogenesis imperfecta mouse (OIM) bones representing typical and
fragile bone phenotypes, respectively. Conventional parameters included mineral content,
carbonate content, HPO4 content, mineral crystallinity, and collagen integrity. Classification
using a combination of these parameters achieved 59—-63% accuracy across partial least
squares discriminant analysis (PLS-DA) and machine-learning classifiers, whereas models
using the 1800-800 cm" fingerprint region reached 87-90%. Models based on the collagen-rich
region performed similarly to the full spectrum and better than the mineral-rich region. Similar
performance across PLS-DA, logistic regression, and XGBoost showed that classification gains
were driven primarily by spectral representation rather than model complexity. Variable
importance in projection (VIP) and spectral-zone-based SHapley Additive exPlanations (SHAP)
identified prominent contributions from collagen-associated Amide | and Il regions, with broader
patterns of importance in PLS-DA and logistic regression and more localized attribution in
XGBoost. Together, these findings support interpretable multivariate full-spectrum analysis as a
complementary approach to conventional peak-ratio analysis of bone IR spectra.
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Introduction

Bone is a hierarchical composite tissue whose mechanical integrity depends not only on the
amount of bone present, but also on the composition and organization of its mineralized
extracellular matrix[1]. At the tissue level, type | collagen and apatite mineral form the
fundamental structural components of bone, and their relative amounts, intrinsic properties,
spatial distribution, and interactions contribute to bone quality and strength[2, 3]. Alterations in
mineral content and structure, carbonate substitution, collagen organization, and matrix—mineral
interactions have been associated with aging, disease, therapeutic intervention, and increased
skeletal fragility[4-6].

Infrared (IR) spectroscopy provides a direct means to probe these compositional features by
measuring molecular vibrations associated with the organic and mineral phases of bone[7-10].
In particular, Fourier transform infrared (FTIR) spectroscopy and imaging have been widely
used to assess bone composition through characteristic bands arising from collagen-associated
amide (C=0, NH, CN) and CH vibrations and mineral-associated PO4, HPO4, and CO3
vibrations[7-10]. More recently, optical photothermal infrared (O-PTIR) spectroscopy has
emerged as a complementary IR modality that combines mid-infrared excitation with visible-light
detection, enabling measurements at submicron spatial resolution[11]. In bone, O-PTIR has
been applied to both thick unembedded and resin-embedded samples to assess tissue
composition at approximately 500 nm spatial resolution[12-14], extending infrared compositional
analysis to length scales not readily accessible with conventional FTIR imaging.

Traditional IR spectroscopic analysis of bone has largely relied on predefined spectral
parameters derived from the intensities or areas of selected absorbance bands, often after
spectral preprocessing such as second-derivative transformation to better resolve overlapping
features[7-10]. These parameters are commonly expressed as peak ratios that provide direct
biochemical interpretation; for example, mineral content (or mineral-to-matrix ratio) can be
estimated by calculating the ratio of the intensity of the PO4 band to that of the amide | band.
Related metrics have been widely used to assess mineral crystallinity, carbonate content, HPO,
content (inversely associated with mineral maturity), and collagen integrity. However, an IR
spectrum contains hundreds of highly correlated variables and overlapping signals distributed
across broad spectral regions, such as within the 1800—800 cm' spectral fingerprint range.
Reducing this information to a small number of predefined parameters therefore provides only a
partial representation of the underlying spectral signatures and may overlook coordinated
variations across features reflecting collagen and mineral composition.

This analytical limitation has motivated the use of multivariate chemometric approaches that
consider spectral variables simultaneously rather than independently. Principal component
analysis (PCA) is commonly used to summarize dominant sources of spectral variance, while
partial least squares discriminant analysis (PLS-DA) incorporates class information to identify
latent combinations of correlated variables that contribute to group separation[15, 16]. In IR
spectroscopy, these approaches are particularly useful because neighboring wavenumbers are
highly collinear and often reflect overlapping contributions from the same biochemical
constituents. More recently, machine-learning methods have provided additional strategies for
classification of high-dimensional spectral data, including linear models such as logistic
regression, kernel-based methods such as support vector machines (SVM), instance-based
methods such as k-nearest neighbors (KNN), and tree-based ensemble approaches such as
random forest and XGBoost[17-19]. Together, these approaches provide complementary ways
to model complex spectral patterns and assess whether biologically relevant differences are
captured consistently across analytical frameworks.



Interpretability is particularly important when multivariate and machine-learning models are
applied to spectroscopic data, because classification performance alone does not reveal which
chemical features contribute to model predictions. In PLS-DA, variable importance in projection
(VIP) scores provide a means of identifying spectral variables that contribute most strongly to
discrimination[20], while explainable machine-learning approaches such as SHapley Additive
exPlanations (SHAP) can quantify the contribution of individual features to model
predictions[21]. However, IR spectra are composed of highly correlated neighboring
wavenumbers that collectively form chemically meaningful bands, creating challenges for
feature-by-feature attribution. Conventional SHAP analysis may therefore produce fragmented
or even opposing contributions among adjacent wavenumbers, complicating chemical
interpretation[22]. Recently, spectral-zone-based SHAP has been proposed to address this
limitation by evaluating groups of contiguous spectral features rather than isolated
wavenumbers, allowing chemically defined spectral regions to be incorporated directly into
model interpretation[22].

Despite the increasing use of multivariate chemometric and machine-learning approaches in
vibrational spectroscopy, relatively few studies have applied these methods to mid-infrared
spectral analysis of bone[13, 14, 23-28]. In our previous work[13], O-PTIR spectra from wild-
type (WT, typical bone phenotype) and osteogenesis imperfecta mouse (OIM, fragile bone
phenotype) bone were analyzed using PCA followed by SVM classification, demonstrating that
bone phenotypes could be distinguished from their spectral profiles and that classification was
stronger using the collagen-associated spectral range (accuracy of 86—90%) than the mineral-
associated range (accuracy of 60-81%). These findings supported the presence of phenotype-
associated information across the O-PTIR spectrum, but also raised broader questions
regarding how spectral representation, preprocessing, and modeling strategy influence
classification and which spectral features ultimately drive model predictions.

Building on this previous study[13], the present work systematically evaluates how spectral
representation, preprocessing, and modeling strategy influence phenotype classification using
the same O-PTIR dataset. Here, WT and OIM bones are used as experimentally defined
models of typical and fragile bone phenotypes, respectively, rather than to investigate
osteogenesis imperfecta as the primary biological focus. We compare conventional peak-ratio
parameters with full and region-specific spectral representations, evaluate raw and second-
derivative spectra, and benchmark PLS-DA against multiple machine-learning classifiers using
animal-level cross-validation. We further examine the spectral basis of classification using VIP
and spectral-zone-based SHAP analyses to relate model attribution to chemically defined
regions of the bone spectrum. The overarching goal was to determine whether retaining and
interrogating the broader IR spectral fingerprint reveals phenotype-associated compositional
information that is not captured by conventional spectral parameters, while maintaining
interpretation in terms of chemically meaningful features of the bone matrix.



Results
O-PTIR spectra and conventional compositional parameters

O-PTIR spectra of WT and OIM bones showed typical bands associated with collagen (amides,
CH) and mineral (POs, HPO4, CO3) across the 1800—800 cm-' spectral fingerprint range (Fig.
1a). The second-derivative spectra provided greater resolution of overlapping spectral features,
with bands appearing as sharper, more distinct features compared with the raw spectra
(Supplementary Fig. S1). The spectral zones defined in Fig. 1b were used throughout the
subsequent multivariate analyses to relate model-derived spectral information to chemically
grounded features of the bone matrix, including spectral regions associated predominantly with
collagen (1800—-1200 cm-') and mineral (1200-800 cm-") signatures.
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Figure 1. O-PTIR spectra and spectral-zone definitions for WT and OIM bones. (a) Mean O-PTIR
spectra of WT and OIM bones. (b) Wavenumber ranges and corresponding chemical assignments for
each spectral zone used for subsequent multivariate and attribution analyses. Spectra are vertically
staggered to facilitate visualization.



At the animal level, conventional quantification of peak ratios reflecting bone tissue composition
showed that OIM bones presented higher mineral content and lower HPO, content than WT
bones, with no significant differences in carbonate content, mineral crystallinity, or collagen
integrity (Supplementary Fig. S2). When visualized across the balanced spectrum-level dataset
(250 spectra per animal), all five conventional parameters showed substantial overlap between
WT and OIM spectra (Fig. 2).
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Figure 2. Conventional O-PTIR compositional parameters in WT and OIM bones. Peak-ratio
parameters reflecting different bone tissue compositional properties across the balanced spectrum-level
dataset (250 spectra per animal, 6 animals per group).

PLS-DA using conventional parameters and full spectra

PLS-DA based on the five conventional peak-ratio parameters showed limited discrimination,
with an overall accuracy of 63% (Fig. 3). Mineral content and HPO4 content were the variables
that contributed most strongly to discrimination between WT and OIM spectra (VIP scores > 1).
Extending the PLS-DA from the five peak-ratio parameters to the full raw O-PTIR spectral range
increased classification accuracy to 87% (Fig. 4a,b). VIP analysis performed across the full
spectrum showed that the spectral zones contributing most strongly to discrimination were
within the collagen-associated Amide | and Amide Il regions and the mineral-associated PO4
region (Fig. 4c).
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Figure 3. PLS-DA classification using conventional peak-ratio parameters. (a) Out-of-fold (OOF)
PLS-DA scores, (b) confusion matrix, and (c) VIP scores for the five compositional parameters. VIP
scores > 1 were considered indicative of important contributions to the model.
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Figure 4. PLS-DA classification using the full O-PTIR spectrum. (a) OOF PLS-DA scores, (b)
confusion matrix, and (c) VIP scores across the full spectral fingerprint range. VIP scores > 1 were
considered indicative of important contributions to the model. Spectral zones are indicated to facilitate
chemical interpretation of the VIP profile.

Classification performance across spectral representations and modeling approaches

Further PLS-DA analyses compared the full fingerprint region with spectral regions associated
predominantly with collagen and mineral signatures, using both raw and second-derivative
spectra (Fig. 5a). The full raw spectrum provided the highest accuracy, while the collagen-rich
region showed similar performance (85%) and the mineral-rich region showed lower accuracy
(75%). The same regional performance pattern was observed after second-derivative
preprocessing, with no overall improvement in classification performance.

Building on the PLS-DA analysis, we next evaluated whether alternative machine-learning
approaches could improve classification of WT and OIM spectra. Models representing different
classification strategies were examined, including linear (logistic regression), kernel-based
(SVM), instance-based (KNN), and tree-based ensemble approaches (random forest and
XGBoost), allowing us to assess whether increasingly flexible modeling strategies provided
additional discriminatory performance beyond PLS-DA (Fig. 5b). Overall classification
performance was similar across the different machine-learning approaches, although a few
differences were noted. For example, when considering the raw full fingerprint region, logistic
regression showed the highest accuracy (90%), whereas KNN showed the lowest (82%).
Importantly, the regional and preprocessing trends observed with PLS-DA were maintained
across models, with the full and collagen-rich spectral ranges outperforming the mineral-rich



range and second-derivative preprocessing providing no consistent improvement. As observed
with PLS-DA, classification based on the conventional peak-ratio parameters produced the
lowest accuracy across all machine-learning models (59—62%). The same overall pattern was
observed for F1-score and ROC-AUC (Supplementary Fig. S3).
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Figure 5. Classification accuracy across spectral representations and modeling approaches.
Overall accuracy for (a) PLS-DA and (b) alternative machine-learning models using different spectral
ranges (full fingerprint, collagen-rich, mineral-rich) and conventional peak-ratio representations. Raw and
second-derivative spectra are compared for each spectral-range analysis.

Explainable spectral attribution across distinct machine-learning models

To further investigate the spectral basis of classification, logistic regression and XGBoost were
selected as high-performing models representing distinct linear and tree-based ensemble
strategies, respectively, and SHAP analysis was applied to models using the raw full fingerprint
spectrum (Fig. 6). The SHAP profiles broadly reinforced the PLS-DA VIP results, with prominent
contributions within the collagen-associated Amide | and Amide Il regions and additional
contributions within the mineral-associated PO, region. However, the distribution of feature
importance differed between models: logistic regression showed a broader distribution of
contributions across the spectrum, whereas XGBoost showed a more localized attribution
pattern concentrated at a smaller number of wavenumbers (Fig. 6b,d). The XGBoost SHAP
profile highlighted the same major regions identified by PLS-DA and logistic regression,
including Amide I, Amide Il, and PQOg4, while its greater localization also revealed a distinct
contribution within the Amide Il region that was less apparent with the other approaches.
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Figure 6. Explainable spectral attribution for logistic regression and XGBoost models. Confusion
matrices for (a) logistic regression and (c) XGBoost, with corresponding mean absolute SHAP values
across the full spectral fingerprint range for (b) logistic regression and (d) XGBoost. Spectral zones are
indicated to facilitate chemical interpretation of the attribution profiles.

To extend the SHAP interpretation from individual wavenumbers to chemically defined regions
of the bone spectrum, feature attribution was evaluated at the level of the spectral zones
defined above (Fig. 7). Spectral-zone-based SHAP analysis again identified Amide | and Amide
Il as the strongest contributors in both logistic regression and XGBoost, followed by the PO4
region. Beyond these leading regions, the lower-ranked contributions differed between models;
for example, unassigned spectral gaps contributed more prominently in logistic regression,
whereas XGBoost showed a clearer contribution from the Amide Ill region. Importantly, the
zone-level analysis also showed how each spectral region influenced classification direction,
with Amide | contributing in opposite directions for WT and OIM spectra and showing particularly
clear class separation.
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Discussion

The present study extends our previous work demonstrating that O-PTIR spectral data can
distinguish WT and OIM bone phenotypes[13] by making three main contributions. First, we
show that classification depends on how the spectrum is represented: the full and collagen-rich
spectral ranges consistently outperform the mineral-rich range and conventional peak-ratio
parameters across PLS-DA and multiple machine-learning classifiers. Second, we show that
classification performance is broadly similar across model families despite their different
underlying assumptions, indicating that the primary gain arises from retaining richer multivariate
spectral information rather than from increasing model complexity. Third, we establish an
interpretable framework for these predictions by combining PLS-DA VIP and SHAP analyses,
including spectral-zone-based attribution, to relate model outputs to chemically meaningful
regions of the bone spectrum. Together, these findings expand the original PCA-SVM analysis
into a broader, animal-level validated framework for determining both how O-PTIR spectra
distinguish bone phenotypes and which spectral features drive that discrimination.

In this study, WT and OIM bones were used as experimentally defined models of typical and
fragile bone phenotypes rather than as the primary biological focus of the study. The OIM model
provides a well-characterized contrast in bone matrix composition and mechanical integrity[29-
31], making it a useful test system for evaluating whether IR spectral analysis can detect and
interpret phenotype-associated compositional differences. Accordingly, the objective was not to
identify disease-specific biomarkers of osteogenesis imperfecta, but to use this biological
contrast to examine how different representations and analytical approaches capture
compositional information encoded within bone IR spectra.

Conventional peak-ratio parameters remain valuable because they provide direct biochemical
readouts of selected aspects of bone composition[7-10], but their interpretability is achieved
through substantial dimensional reduction. Each ratio collapses a broader spectral region into a
single summary metric, which is useful for testing specific compositional hypotheses but
necessarily excludes information contained in band shape, shoulders, neighboring features, and
covariance among spectral regions. The lower discriminatory performance of the peak-ratio
representation therefore supports the idea that phenotype-associated differences are distributed
across the spectrum rather than confined to a small set of predefined markers. This distinction is
important because multivariate spectral analysis should not be viewed as replacing conventional
compositional metrics, but rather as complementing them by retaining additional phenotype-
associated information that those metrics are not designed to capture.

The stronger performance of the full and collagen-rich spectral representations further indicates
that the discriminatory information is distributed across broader regions of the spectrum rather
than concentrated within isolated compositional markers. Notably, the collagen-rich region
consistently approached the performance of the full fingerprint range and outperformed the
mineral-rich region across PLS-DA and machine-learning models. This pattern is consistent with
our previous O-PTIR study using PCA and SVM[13], in which collagen-associated spectra
provided stronger WT/OIM discrimination than mineral-associated spectra. This finding is
consistent with the pathogenesis of osteogenesis imperfecta, in which abnormalities of type |
collagen are central to the skeletal phenotype[29-33]. At the same time, the slightly higher
performance of the full spectral range suggests that mineral-associated information also
contributes to classification, supporting a distributed matrix-level signature rather than a purely
collagen-specific effect.

Second-derivative preprocessing provided an additional test of whether enhancing resolution of
overlapping spectral features would alter phenotype discrimination. As expected, the
transformation produced sharper and more clearly resolved bands[34, 35], but classification



performance remained broadly similar to that obtained from the raw spectra, with no consistent
advantage across spectral regions or modeling approaches. This distinction is useful because it
shows that improved visual resolution of spectral features does not necessarily translate into a
meaningful gain in classification performance. In the present dataset, both raw and second-
derivative representations retained sufficient multivariate information to support discrimination,
while preserving the same overall hierarchy among full, collagen-rich, and mineral-rich spectral
ranges.

The relatively similar performance across PLS-DA and the different machine-learning classifiers
suggests that increasingly flexible model architectures did not provide a major advantage for
this dataset. Logistic regression, SVM, random forest, and XGBoost all achieved broadly
comparable discrimination when supplied with the same spectral representations. These
classifiers rely on different assumptions about the structure of the feature space[18, 19], yet
produced similar performance in the present dataset. This finding suggests that the dominant
phenotype-associated information is sufficiently strong and consistently represented across the
spectra to be captured by both relatively simple and more flexible classifiers. From a
methodological perspective, this is important because it argues against assuming that greater
model complexity will necessarily yield better performance in vibrational spectroscopic
classification. Instead, the choice of spectral representation appears to have a larger influence
on performance than the specific classifier used, reinforcing the value of evaluating simpler and
more complex models within the same analytical framework.

The interpretability analyses are important because they show that the classification can be
related back to chemically meaningful regions of the bone spectrum rather than treated as a
purely predictive exercise. Agreement between PLS-DA VIP and SHAP-based attribution
supports the robustness of the identified spectral information across distinct analytical
frameworks. Of particular interest, the spectral-zone-based SHAP approach provides a more
spectroscopy-centered interpretation by grouping neighboring wavenumbers into chemically
defined regions, reducing the fragmentation that can arise when highly correlated spectral
variables are considered individually[22]. This makes the model output easier to relate to
established bone matrix features and provides a direct way to compare the relative influence
and direction of contributions from major spectral regions associated with collagen and mineral
composition. To our knowledge, applying this type of spectral-zone-based explainability to bone
IR spectroscopy represents a new extension of current approaches and may offer a useful
framework for improving interpretability in future spectroscopic machine-learning studies.

Several limitations should be considered when interpreting the present findings. The study
included a relatively small biological sample size, with six animals per group contributing 250
spectra per specimen. This creates a potential risk of overestimating performance if spectra
from the same animal are allowed to contribute to both training and testing; accordingly, we
used animal-level cross-validation so that all spectra from the held-out animal were excluded
from model training. Even with this safeguard, the present results should be viewed as
demonstrating analytical feasibility rather than establishing generalizable biomarkers of bone
fragility. The WT and OIM groups represent one specific contrast between typical and fragile
bone phenotypes, and additional studies will be needed to evaluate classification performance
and identify chemically informative spectral features across other skeletal diseases,
phenotypes, and sample conditions. Generalizability across infrared modalities also remains to
be established. O-PTIR spectra of bone have been shown to exhibit broadly comparable
spectral features and compositional parameters to conventional FTIR measurements[14], but
modality-specific spectral differences remain. Further studies applying the same analytical
framework to FTIR datasets will therefore be needed before extending these conclusions to
bone IR spectroscopy more generally.



Overall, this study shows that retaining multivariate full-spectrum information provides a richer
basis for bone phenotype classification than reducing spectra to a small number of conventional
peak-ratio parameters. The consistency of this finding across PLS-DA and multiple machine-
learning models indicates that spectral representation is more influential than increasing model
complexity, while the strong performance of collagen-rich regions highlights the importance of
matrix-associated information within the broader spectral fingerprint. At the same time, VIP and
SHAP analyses demonstrate that these classifications can be interpreted in chemically
meaningful terms rather than treated as black-box predictions. In particular, spectral-zone-based
SHAP offers a useful bridge between multivariate modeling and conventional spectroscopic
interpretation by expressing feature importance at the level of chemically defined spectral
regions. More broadly, this framework may facilitate the characterization of compositional
differences across other skeletal phenotypes by enabling both classification and chemically
interpretable identification of the spectral features underlying those differences. Together, these
findings support an interpretable, full-spectrum analytical framework for extracting compositional
information from bone IR spectra that complements established peak-based approaches.



Methods
Bone samples and O-PTIR spectral dataset

The present study reanalyzed the O-PTIR spectral dataset originally reported by Dev et al.[13]
Bones with a typical phenotype were obtained from wild-type (WT) mice, whereas bones with a
fragile phenotype were obtained from homozygous osteogenesis imperfecta mice (OIM,;
oim/oim), a murine model characterized by defective type | collagen formation and increased
skeletal fragility[32, 33]. Six animals per group were analyzed. Animals were female and 26
weeks old. O-PTIR spectra were acquired from cross-sectional segments at the tibial mid-
diaphysis using a mIRage sub-micron infrared microscope (Photothermal Spectroscopy Corp.)
equipped with a quantum cascade laser source and a 532 nm visible probe. Spectra were
collected as linescans across the cortical bone from the endosteal to periosteal surface at 500
nm spacing, with three linescans acquired per sample. Full details of sample preparation and
spectral acquisition have been described previously[13].

Ethics Declarations

The present study reanalyzed spectral data previously generated and reported by Dev et al.[13]
and did not involve any new animal experiments. The bone specimens used to generate the
original dataset were female mouse tibiae obtained as residual specimens from a separate
study approved by the Institutional Animal Care and Use Committee (IACUC) at the Hospital for
Special Surgery (HSS), New York, NY. All animal procedures associated with the original study
were performed in accordance with relevant institutional guidelines and regulations.

Spectral preprocessing and conventional compositional parameters

Spectra were processed using Solo (Eigenvector Research Inc.) as described previously[13].
Briefly, spectra with substantial PMMA contamination were excluded, and outliers were
identified and removed using the interquartile range (IQR) method. Spectra were then
processed using a second-derivative transformation, and the inverted second-derivative
intensities of selected bands were used to calculate established compositional parameters.
These included mineral content (1030/1650 cm-"), carbonate content (875/1030 cm"), HPO4
content (1120/1030 cm-"; inverse to mineral maturity), mineral crystallinity (1030/1020 cm-"), and
collagen integrity (1338/1550 cm-'). For animal-level comparisons, spectral values were
averaged within each animal to obtain one value per animal (n = 6 animals per group). WT and
OIM groups were compared using the Mann—Whitney test in Prism (GraphPad), with statistical
significance defined as p < 0.05.

Spectral representations and spectral-zone definitions

For multivariate analysis, spectra were evaluated using three spectral representations: the full
fingerprint region (1800-800 cm-1), a collagen-rich region (1800—1200 cm-1), and a mineral-rich
region (1200—-800 cm-1). Analyses were performed using both raw and second-derivative
spectra to assess the influence of spectral preprocessing on classification performance. To
facilitate interpretation of the multivariate analyses, the fingerprint region was further divided into
chemically defined spectral zones based on the established vibrational assignments (Fig. 1).

Data structure and analytical platform

For the present reanalysis, spectral data from six WT and six OIM animals were analyzed using
a custom interactive analytical platform developed in Python using Streamlit. Spectral data were
organized by wavenumber in raw and second-derivative form, together with the calculated peak-
ratio parameters. Each spectrum or set of peak ratios was associated with its corresponding
animal ID and phenotype to enable animal-level grouping during model validation. The platform
enabled class-balanced sampling by selecting 250 spectra per animal, yielding 3,000 spectra in



total, while retaining the animal identity and phenotype associated with each spectrum. The
platform integrated a range of functions, including data import and visualization, spectral-range
selection, multivariate analysis, supervised machine-learning classification, model performance
evaluation, and spectral-zone-based SHAP interpretation within a common workflow. The
implementation used standard Python scientific-computing and machine-learning libraries,
including pandas, NumPy, scikit-learn, XGBoost, and SHAP. The analytical platform is publicly
available for interactive use at https://bonespec-ai.streamlit.app/.

Chemometrics and machine-learning classification

Partial least squares discriminant analysis (PLS-DA) and supervised machine-learning
classification were performed within the same analytical workflow and animal-level validation
framework. Machine-learning classifiers included logistic regression (LR), support vector
machine (SVM), k-nearest neighbors (KNN), random forest (RF), and XGBoost (XGB). Each
model was evaluated across the spectral representations and preprocessing conditions
described above. Because 250 spectra were used from each animal, spectra were not treated
as independent biological replicates during model validation. Animal-level grouping was
therefore maintained throughout cross-validation to avoid pseudoreplication and information
leakage between training and validation sets. PLS-DA models were constructed using three
latent variables (LVs). For logistic regression, per-fold feature scaling was performed using
StandardScaler fitted to the training animals and subsequently applied to the held-out animal.
Model performance was evaluated using leave-one-group-out (LOGO) cross-validation, with
animal ID used as the grouping variable. For each fold, spectra from the held-out animal were
completely excluded from model fitting, ensuring that spectra from the same animal were not
represented in both training and validation data. Predictions generated for the held-out spectra
in each fold were subsequently combined to obtain out-of-fold (OOF) predictions across the
complete dataset. Classification accuracy was calculated as the proportion of correctly classified
spectra among all OOF predictions. Confusion matrices were generated from the pooled OOF
predictions and row-normalized to show the proportion of spectra assigned to each predicted
class within each true phenotype. For the machine-learning classifiers, F1 score and receiver
operating characteristic area under the curve (ROC-AUC) were additionally calculated as
complementary measures of classification performance.

Model interpretation using VIP and spectral-zone-based SHAP

From PLS-DA models, variable importance in projection (VIP) scores were used to identify
spectral variables contributing most strongly to class discrimination. For logistic regression and
XGBoost, SHapley Additive exPlanations (SHAP) were used to quantify model-based feature
attribution. To account for the strong correlation among neighboring spectral variables and to
provide chemically interpretable explanations, SHAP analysis was performed using a spectral-
zone perturbation approach based on Contreras et al.[22] In this approach, each predefined
spectral zone was treated as a single feature, and all wavenumbers within a zone were
perturbed together using the corresponding values from the training-set mean spectrum. SHAP
analysis was performed within the animal-level validation framework, such that explanations
were generated from models that had not been trained on the corresponding held-out animal.
Ten spectra per animal were analyzed, yielding 120 explained spectra across the 12 animals.
SHAP beeswarm plots were used to visualize the distribution and direction of spectral-zone
contributions across the explained spectra.

Code availability

Source code is available through GitHub at https://github.com/wavhalkomal/bonespec-ai.
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