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Abstract

We present a method to estimate a flow’s spectral content from temporally uncor-
related PIV snapshots by projecting them onto bases of modes obtained from
Input/Output (I/O) analysis. Our method applies the linearized Navier–Stokes
equations to mean fields and second-order turbulence statistics obtained from
ensemble-averages of the experimental data to yield a set of modes across fre-
quencies. Applying a regularized form of Löwdin orthogonalization, we obtain a
basis onto which original snapshots can be projected to estimate likely frequen-
cies and corresponding phase-averaged coherent modes in the flow. We apply
our method to PIV measurements and corresponding simulations of flow past a
spanwise cylinder embedded in a turbulent boundary layer with Reτ = 1320.
While the cylinder sheds regular vortices into its wake, these coherent motions
are strongly influenced by the chaotic nature of the background turbulence in the
boundary layer. To vary the relative strength of this influence, the experiment
and simulations were repeated with cylinders of D/δ = 0.045 and 0.09 at a
gap width of G/δ = 0.09. In both cases, our method recovers frequencies and
coherent flow features, even though the influence of the background turbulence
may be quite strong.

1 Introduction

Spectral analysis is crucial to understanding a wide variety of fluid flows. Data-driven
techniques such as the Fast Fourier Transform (FFT), Dynamic Mode Decomposition
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(DMD) [1], and Spectral Proper Orthogonal Decomposition (SPOD) [2] are all useful
methods in analyzing dynamics occurring at different frequencies in a flow. One lim-
itation with data-driven spectral analysis, however, is that it requires measurements
that are well-resolved in time. Obtaining such data experimentally requires high-speed
acquisition rates that may not always be available or feasible. Alternatively, we can
perform spectral analysis directly upon the governing equations (e.g., the Navier–
Stokes equations). Especially for flow instabilities and their sensitivity to external
excitation, linearized versions of the governing equations allow us to solve exactly for
spectral features of the flow. Such physics-based spectral analysis techniques include
Global Stability Analysis (GSA) [3], Resolvent analysis [4], and Input/Output (I/O)
analysis [5, 6]. Importantly, physics-based spectral analysis has no temporal resolution
requirement, as it predicts a flow’s frequency response from the governing equations,
given a steady baseflow. For turbulent flows, a relevant steady baseflow might be a
time-averaged mean flow measured experimentally, or it might be a numerical solution
to the steady Reynolds-Averaged Navier–Stokes (RANS) equations.

While the relative merits of data-driven vs. physics-based techniques can be
debated, hybrid methods combining both approaches are particularly powerful tools
for understanding flows. A great example of such a synergy is the fact that SPOD
modes converge to resolvent response modes in the limit of spatially uncorrelated
noise [2]. Conversely, if the SPOD modes do not match the resolvent modes, then
the disturbance environment must contain some spatial correlation [7, 8]. Moreover,
when this happens, we can use the two analysis methods in tandem to recover the
spatial correlation of the disturbance field that must have created the data. In this
paper, we take a hybrid approach, and use the relationship between data-driven and
physics-based spectral analysis to extract coherent flow dynamics from temporally
uncorrelated snapshots. Such a dataset could, for example, correspond to PIV snap-
shots sampled at a frequency below those relevant to the flow dynamics. Normally,
data-driven methods would fail in this case. Individually, however, the PIV snapshots
contain a wealth of spatial information, and projecting them onto resolvent response
modes allows us to estimate their phase. Our method is similar to conditional projec-
tion averaging (CPA) [9] based on resolvent modes, although we use phase averaging to
estimate purely harmonic modes. This makes our results comparable to SPOD, and at
the same time, allows us to estimate frequency spectra from temporally uncorrelated
snapshots.

If a flow is strongly forced periodically at a known rate, then one could sim-
ply record the phase of snapshots relative to this known forcing to perform phase
averaging. This is similar to recording the instant snapshots are taken using an exter-
nal clock [10]. For flows with instabilities embedded in turbulence, however, even
though the instability may strongly force the flow, the turbulence can provide strong
but intermittent perturbations that randomly alter the phase of the instability. Such
flows might be best described by a series of intermittent wavepackets with random
phase [11]. This randomization prevents clock-based phase-averaging from obtaining
useful information above the sampling rate. Alternatively, high-frequency data from
point probes (e.g., hot wires or pressure sensors) may be used to estimate the phase of
flow features related to the intermittent vortex shedding wavepackets [12–14]. In this
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method, the flow provides its own “clock.” Hot wire measurements have the poten-
tial drawback, however, that they are intrusive and can alter the flow in dynamically
sensitive regions. More importantly, the phase estimated from a point probe may be
sensitive to its spatial location, and thus placement of the probe may require specific
fore-knowledge of the flow dynamics. Beneddine et al. [15] employed resolvent analysis
and planar PIV measurements in a turbulent jet flow to demonstrate that the mean
velocity field and a time-resolved velocity component at a single point were sufficient
to reconstruct the dominant modes corresponding with velocity and pressure varia-
tions. They also demonstrated that the location of the single point could impact the
accuracy of the results, recommending that the point be located in a zone with strong
fluctuations. Similar methods were also employed by Symon et al. [16] to model and
analyze time-resolved flow dynamics around an airfoil.

In contrast to these previous strategies, we incorporate spatial information over
time-independent planar fields of view to reconstruct energetic spatial modes. Thus, no
time-resolved measurements are required. The strategy can be utilized to advantage in
future experiments and could also be applied to analyze existing PIV databases that do
not include time-resolved signals. Other phase-estimation techniques that incorporate
spatial data over a field of view include those based on Proper Orthogonal Decomposi-
tion (POD) modes [17]. Such methods have the advantage of being purely data-driven,
but ultimately yield modes that are not coherent in time. As explained by Towne et
al. [2], SPOD identifies modes that are coherent in both space and time and thus can
provide an optimal low-rank representation of space-time covariance statistics. Because
resolvent modes are connected to SPOD modes, they also can be used to determine
phase. As we will show, resolvent-derived phase averages approximate SPOD modes
very well, even though the data used to generate them is not time resolved. Additional
phase-estimation techniques using full-field time-resolved data include cyclostationary
SPOD (CS-SPOD) [18] and intrinsic phased-based POD (iPhaB POD) [19]. These
techniques work best when the flow is nearly perfectly periodic: e.g., vortex shedding
from a cylinder in otherwise uniform flow.

In the following, we consider turbulent boundary layer flow past a spanwise-
oriented cylinder as an example of a flow containing both coherent and chaotic
dynamics. The vortex shedding instability is strongly forced by the chaotic dynam-
ics of the turbulent boundary layer, and while the flow contains some coherence, it
is far from perfectly periodic. As discussed below, we repeat the experiment with
two different diameter cylinders to alter the relationship between the forcing provided
by the background turbulence and the vortex shedding instability in terms of rela-
tive strength and frequency. We present a novel method based on orthogonalized I/O
modes to estimate both frequency content and phase-averages corresponding to coher-
ent flow dynamics from temporally uncorrelated PIV snapshots, and show that it is
effective for both experiments. To compare our method to previous methods relying
upon time-resolved information, we augment experimental data with numerical sim-
ulations corresponding to the same flow configurations. The remainder of this paper
is organized as follows. In Section 2, we discuss our methodology for the experiments,
simulations, and I/O analysis and then develop our new method for frequency estima-
tion and phase-averaging. Section 3 then presents results of applying our method to
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Fig. 1 Experimental setup. (a) Top view: cylinder and laser sheet position relative to tripwire. (b)
Cross-section view: laser path through mirror and sheet optics.

experimental and simulation data. We begin with applying our method to simulation
data to compare it to previous methods, and then apply it to experimental data and
compare those results to the results obtained from the simulations. Finally, Section 4
discusses the conclusions of the paper.

2 Flow configuration and methodology

2.1 Experiments

Experiments were performed in a recirculating water channel located in the Turbulent
Shear Flow Laboratory in the Aerospace Engineering and Mechanics Department at
the University of Minnesota. The channel test section dimensions are 7.80 × 1.12 ×
0.58 m. Cylinders were mounted magnetically on the bottom wall a distance 4.2 m
downstream of a tripwire located at the test section entrance, as shown in Figure 1. The
unperturbed flow speed (U∞ = 0.49 m/s) and conditions (Reτ = 1320 at the cylinder
location) replicate those of previous work completed in the same water channel [20].
Under these conditions, the boundary layer thickness at the streamwise location of the
cylinder is δ = 69 mm. In addition to the unperturbed condition, flow measurements
were performed for two cylinder diameters D, with D/δ of 0.045 and 0.09 and a fixed
gap G between the bottom of the cylinder and the wall such that G/δ of 0.09. The
corresponding cylinder diameters were 6.35 mm (125 viscous units) and 3.175 mm (62
viscous units), and the gap width was 6.35 mm (125 viscous units). For simplification,
the cylinders and gap are represented by ‘D4’, ‘D8’, and ‘G4’ respectively (the number
indicating inverse distance measured in inches).

Unperturbed flow and flow downstream of each cylinder/gap combination were
characterized using planar particle image velocimetry (PIV). For PIV imaging, the
flow was seeded with 13 µm silver-coated hollow glass spheres (Potters Industries
LLC), ρ = 1600 kg m−3. Streamwise/wall-normal image planes were illuminated by
two New Wave Solo II Nd:YAG 532 nm lasers controlled by a TSI 610034 synchronizer
box. Image pairs were captured with three TSI PowerView Plus 4MPE Cameras (16-
bit CCD), positioned as shown in Figure 1. Cameras 1 and 2 were aligned to provide
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a relatively long field of view in the streamwise (x) direction while Camera 3 was
positioned to monitor the outer edge of the boundary layer. Each camera was equipped
with a Nikon AF Micro-Nikkor 105mm lens set at f/2.8. The acquisition rate was set at
1 Hz to guarantee statistical independence between fields. A total of 2100 image pairs
was captured for each flow condition. Image magnification was 0.05 mm per pixel.

The PIV pre-processing included masking of the raw images and background sub-
traction to remove wall reflections and enhance contrast. The size of the resulting field
of view from Cameras 1 and 2 was 2.3δ in the streamwise direction and 1.2δ in the
wall normal direction. Vector fields were computed using DaVis 10.2 from LaVision
with a final interrogation window size of 32 by 32 pixels and an overlap of 75%. With
this configuration, the vector spacing was approximately 7.5 viscous units.

2.2 Numerical Simulations

We use time-resolved, three-dimensional simulations to assess the performance of our
new phase averaging method. The simulations solve the incompressible Navier–Stokes
and continuity equations,

∂u

∂t
+ (u · ∇)u = −

1

ρ
∇p+ ν∇2u,

∇ · u = 0,

where u and p are the fluid velocity and pressure, respectively. For water, we use a
density of ρ = 1000kg/m3 and a molecular kinematic viscosity of ν = 10−6m2/s. The
equations are solved using a pressure-projection method [21] using finite-differences
on a mesh having 512 × 256 × 64 grid points in streamwise, wall-normal and span-
wise directions respectively. The computational domain extends 3δ upstream of the
cylinder and 2δ downstream. The height and width of the computational domain is δ
in the wall-normal and spanwise directions, respectively. To model the incoming tur-
bulent boundary layer, we apply a digital filtering technique that matches turbulence
statistics measured from the water tunnel when no cylinder is present. We apply con-
vective outflow boundary conditions at the downstream outlet and along the top of the
domain. A no-slip boundary condition is applied at the wall, and the spanwise direc-
tion is treated as periodic. The cylinders are modeled using an immersed boundary
method [22]. The simulations are run until all startup transients have left the domain
and the flow has settled into a statistically stationary state. After this initial startup
period is complete, statistics and snapshots are then collected for further analysis. In
the statistics gathering phase, 1000 snapshots were collected at a sample rate of 100
Hz. Each snapshot consisted of the flow velocity on the central x-y plane.

The simulations use the simplest possible numerical methods and are under-
resolved in terms of the scales of turbulence present in the experiment. Nevertheless,
as figure 2 shows, the simulations do capture the essential features of vortex shed-
ding from the cylinder and its interaction with turbulence downstream. We expect
the subgrid scale motions and gradients present in the experiment but neglected by
the simulations to create some discrepancy in the results. The purpose of the simula-
tions, however, is not to match the experiments exactly but rather to provide a means
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Fig. 2 D4G4 simulation results. Shown at top are color contours of streamwise velocity on a stream-
wise slice through the 3D domain. For the same instant in time, the bottom frame shows a 3D
isosurface of vorticity magnitude, colored by streamwise velocity.

to evaluate the performance of our phase-averaging methodology relative to SPOD.
In this context, any differences are not due to missing subgrid-scale physics. Further-
more, both vortex shedding dynamics and a range of smaller scale motions are well
resolved by the simulations.

2.3 Resolvent and Input/Output analysis

In the absence of time-resolved measurements, our phase-averaging method instead
relies on oscillatory physics embedded in the flow. For boundary layer flow past a
cylinder, vortex shedding fulfills this role. In order to exploit it, we first isolate it using
resolvent or input/output (I/O) analysis, which are well-known frequency response
techniques in the linear systems and controls literature [23]. To apply them, we first
consider the linearized Navier–Stokes equations. These equations are formed by decom-
posing the flow as u = ū + u′ and p = p̄ + p′, where the overbars and primes denote
steady baseflow and perturbation components, respectively. Substituting this decom-
position into the Navier–Stokes equations and subtracting the baseflow terms from
both sides, yields governing equations for the perturbations,

∂u′

∂t
+ (ū · ∇)u′ + (u′ · ∇) ū+ (u′ · ∇)u′ = −

1

ρ
∇p′ + ν∇2u′, (1)

∇ · u′ = 0, (2)
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where every term is linear with respect to perturbation quantities, except for
(u′ · ∇)u′. Abstractly, we can represent this system as

∂q

∂t
= Aq+N (q), (3)

where q is the perturbation state and A is a time invariant linear operator that
depends on the baseflow q̄. The baseflow q̄ = [ū v̄ w̄ p̄]T and perturbation state
q = [u′ v′ w′ p′]T both consist of all components of velocity and pressure. Because the
PIV data include only streamwise and wall-normal components, however, we consider
only two-dimensional modes with zero spanwise velocity (w̄ = w′ = 0). Furthermore,
we neglect p′ in the perturbation state because in the pressure-projection method it is
completely determined by the perturbation velocity, and acts to enforce the constraint
of continuity.

In the limit of small perturbations, |q| ≪ |q̄|, the nonlinear term N (q) becomes
negligible and equation (3) reduces to exactly to the linearized Navier–Stokes equation.
Resolvent analysis, however, proceeds by viewing the nonlinear term as a generalized
forcing term, f , driving the linearized dynamics,

∂q

∂t
= Aq+ f . (4)

In linearized dynamics, different frequencies do not couple, and we can analyze the flow
frequency-by-frequency using the ansatz f = f̂e−iωt, for which the response q = q̂e−iωt

will also be harmonic. The functions f̂ and q̂ are time invariant, and contain the spatial
distribution of the forcing and the response functions. This ansatz corresponds to a
temporal Fourier transform at angular frequency ω. Solving for q̂,

q̂ = (−iωI −A)
−1

f̂ . (5)

The factor multiplying f̂ , which is known as the resolvent operator, represents a
transfer function between the forcing f̂ and the response q̂. Applying singular value
decomposition to the resolvent operator,

(−iωI −A)
−1

= UΣV ∗. (6)

where V is an orthonormal set of forcing directions linked to a set U of response
directions through a set of gains in the diagonal matrix Σ. The leading singular
value gives maximum possible linear amplification at the frequency considered, and
the corresponding leading singular vectors of V and U represent the forcing lead-
ing to this amplification, and the response resulting from it, respectively. Taken
across frequencies, the leading singular vectors form a forcing basis and a correspond-
ing response basis that together represent a reduced-order model of the dominant
linearized dynamics.

To determine the true response of the system, however, we need to project the
nonlinear term N onto the forcing basis. One approach is to construct a framework to
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account for all possible nonlinear interactions between different frequencies [24, 25].
We instead follow [26] and partly model this term with an eddy viscosity accounting for
the interactions between the coherent linearized dynamics and the incoherent motions
created by the turbulence [27]. For a cylinder wake in a boundary layer, we use the
Boussinesq approximation,

νt =
−⟨u′v′⟩

∂ū
∂y

, (7)

and add the local value of νt to the molecular kinematic viscosity ν. As in an unper-
turbed boundary layer, the dominant mean velocity gradients are still in the wall
normal direction, which provides some justification for the focus on the ⟨u′v′⟩ compo-
nent of the Reynolds stress. More sophisticated eddy viscosity models [28] might be
needed for more complicated flows. For our configuration, however, we find the above
model to be sufficient.

As a damping term, eddy viscosity is important to the downstream development of
wavepackets in resolvent analysis. To initiate the wavepackets, however, we find that it
is also necessary to weight the input forcing based on the local intensity of turbulence
in the flow. We do this using an operator B,

∂q

∂t
= Aq+Bf . (8)

Here, we assume B is a simple diagonal operator proportional to the two-component
turbulent kinetic energy (TKE),

k =
1

2

〈

u′2 + v′2
〉

, (9)

where w′ is not included because it is not available in the PIV measurements. Even
though we treat the term N as stochastic forcing, it should be proportional to the
local TKE in the Navier–Stokes equations owing to their quadratic nonlinearity. The
forcing is much more likely to be strong in regions of high TKE than it is away
from the turbulence, so we weight the stochastic forcing accordingly. Similar to the
eddy viscosity, we use the snapshots from the perturbed turbulent boundary layers to
calculate the TKE weighting field. Weighting the forcing and potentially the response
are key components of input/output (I/O) analysis that differentiate it from resolvent
analysis. We therefore call the modes we obtain in the remainder of this paper “I/O
modes.”

2.4 Projection onto I/O modes and phase averaging

For time-resolved data, a phase-average can be obtained from a sequence of snapshots
q(x, t) by averaging together snapshots offset by a time-delay, T . Equivalently, we can
consider the Fourier transform

q̂(x, ω) =

∫ Tf

0

q(x, t)e−iωtdt, (10)
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for a given angular frequency ω = 2π/T . While Tf may correspond to the entire
duration of the snapshot sequence, a better signal-to-noise ratio may be obtained
by computing an average from an ensemble of q̂’s over shorter subsequences of the
data (i.e. Welch’s method [29]). Spectral Proper Orthogonal Decomposition (SPOD)
extends this idea by applying singular value decomposition to the ensemble of q̂’s
instead. Both the FFT and SPOD require uniform sampling in time, and are limited
by the Nyquist frequency π/∆t, where ∆t is the time between snapshots.

For non-time-resolved data, computing the Fourier transform in the usual way is
not possible. If, however, the phase ϕ = ωt can be estimated from each snapshot
independently, then we can evaluate the Fourier integral stochastically as

q̂(x, ω) =

∫

q(x, t)e−iωtdt ≈
〈

qje
−iϕ

〉

, (11)

where qj = q(x, tj) represents the jth snapshot, and the angle brackets represent
ensemble averaging. To estimate the phase for a given frequency ωk, we first project
each snapshot onto the I/O mode at that frequency using the inner product,

cj,k =

∫

qju
∗

k dx. (12)

Here, cj,k is the projection coefficient of the jth snapshot onto the I/O mode at the
kth frequency. In (12), uk denotes the I/O mode at frequency ωk (the first column
of U from (6), and u∗

k is its complex conjugate. The resulting complex projection
coefficient cj,k = |cj,k|e

iϕj,k can then be written in terms of its magnitude |cj,k| and
phase ϕj,k. We then use ϕj,k to perform phase-averaging,

q̂k =
〈

qje
−iϕj,k

〉

, (13)

where q̂k = q̂(x, ωk) and the angle brackets correspond to averaging over snapshots.
It is worth noting that the projection (12) and the method of determining ϕj,k is the
same as that of Conditional Projection Averaging (CPA) [9]. While CPA used phase-
binning to construct modes associated with a known dominant frequency, we seek
harmonic modes q̂k by estimating the Fourier transform. As we will see, the Fourier
transform method allows capture of modes over a broad range of frequencies.

While phase-averaging using ϕj,k leads to estimates of Fourier modes q̂k, we would
like to use the amplitudes |cj,k| from projection (12) to estimate frequency spectra,
too. For time-resolved data, frequency spectra are computed by applying a Fourier
transform to temporal data taken at single points in the flow. Because the Fourier
transform projects temporal data onto an orthogonal basis of sine and cosine functions,
it partitions the data’s variance exactly among frequencies (Parseval’s theorem). For
temporally uncorrelated snapshots, however, a simple temporal basis of sines and
cosines is not available and we must rely upon the projection (12) to fill this role.
While the I/O modes provide a good physical basis for this purpose, they are not
orthogonal, as modes at nearby frequencies tend to resemble each other. In this case,
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Algorithm 1 I/O projection averaging

1: Inputs: QN×Nj
, UN×Nk

, γ
2: G′ = U∗U + γI ▷ Modified Gramian
3: G′ → TΛT ∗ ▷ Eigendecomposition
4: U ′ = UTΛ−1/2T ∗ ▷ Löwdin orthogonalization
5: for k = 1, ..., Nk do

6: PSDk = 0 ▷ Power spectral density
7: Q̂:,k = 0N×1

8: for j = 1, ..., Nj do

9: ck,j =
∫

U ′∗

:,kQ:,jdx ▷ Projection coefficient

10: PSDk ← PSDk + |Ck,j |
2

11: Q̂:,k ← Q̂:,k +Q:,je
−i arg(Ck,j)

12: end for

13: ak ←
√

PSDk

Nj
▷ Amplitude at frequency k

14: Q̂:,k ←
Q̂:,k

Nj
▷ Phase average at frequency k

15: end for

the variance in the original dataset is not perfectly partitioned among frequencies by
the projection.

If we collect the I/O modes as columns of a matrix U , however, it is possible to
find the “closest” orthogonal matrix U ′ (for which ||U − U ′||F is minimized) using
Löwdin orthogonalization [30],

U ′ = UTΛ−1/2T ∗. (14)

Here, Λ and T are Hankel eigenvalues and eigenfunctions of the Gramian G = U∗U . G
is a frequency domain approximation of the controllability Gramian [31, 32]. UTΛ−1/2

are the Empirical Orthogonal Functions (EOFs) that represent responses most eas-
ily excited by input forcing across all frequencies [33, 34]. EOFs also correspond to
Löwdin’s canonical orthogonalization for highly oblique bases where U is low-rank,
which is often the case for flows supporting instabilities. In this case, while multiply-
ing the EOFs by T ∗ produces an orthogonal basis, the basis vectors are sensitive to
noise, especially in spatial regions away from the instability where the original I/O
modes contain little content. To ameliorate this situation, we consider eigenvalues and
eigenfunctions of the modified Gramian,

G′ = U∗U + γI, (15)

where γ ≪ 1. As γ increases from zero, we relax the condition that U ′ remain strictly
orthogonal, but we reduce sensitivity of the basis vectors to noise. As γ → ∞, G′

becomes increasingly diagonal and we recover the original basis vectors as U ′ → U .
Algorithm 1 gives a step-by-step description of our frequency estimation and phase

averaging procedure. As input, our method takes an N × Nj snapshot matrix Q,
the columns of which are the statistically independent snapshots of our flow state
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q. U is an N × Nk input matrix of I/O modes calculated from the singular value
decomposition, and a relaxation parameter γ. Here, N is the number of data points
per snapshot. For the current study, this is twice the number of grid points, as each
snapshot includes both the u and v components of velocity. Nj and Nk are the number
of snapshots and the number of frequencies considered, respectively. In lines 2-4, we
use a regularized form of Löwdin orthogonalization to construct an orthogonal or
nearly-orthogonal basis that remains close to the original basis of I/O modes across
frequencies. This allows us to incorporate both amplitude and phase information when
we project an ensemble of snapshots to estimate both the frequency and modal content
of the flow dynamics that produced them, in lines 5-15. The constraint of remaining
close to the original basis of I/O modes also differentiates our method from EOFs
which span the same subspace but which mix information at different frequencies.
The introduction of the relaxation parameter γ allows us to consider a smooth range
of different projection bases, from perfectly orthogonal when γ = 0 to the original
non-orthogonal basis of I/O modes as γ → ∞. Ideally, γ = 0 so that U ′ is perfectly
orthogonal and Parseval’s theorem is satisfied exactly. Practically, though, we find that
the introduction of very small values of γ greatly reduces the sensitivity of the method
to noise, while maintaining a high level of accuracy. Finally, we note our I/O projection
averaging algorithm is quite computationally efficient. For example, note that G′ has
dimensionsNk×Nk, which for the current study was 80×80, so the eigendecomposition
can be accomplished in a fraction of a second on modern computers.

3 Results

In the following subsections, we first compare time-averaged baseflows from the sim-
ulations and experiments. Then, we evaluate the spectral content in the simulations
using traditional methods that rely on time-resolved data. At the same time, we com-
pute I/O modes that predict this spectral content from the time-averaged baseflows.
Next, we apply our new frequency-estimation and phase-averaging method to the
snapshots from the simulation, to show that it recovers the same results as the tra-
ditional methods. Finally, we apply our new method to temporally uncorrelated PIV
snapshots from the experiments.

3.1 Time-averaged statistics

Figure 3 compares mean fields from the simulation and experiments for the D4G4
case: the larger of the two cylinders. Figures 3 (a) and (b) show contours of the
mean streamwise velocity, normalized by the freestream velocity (ū/U∞). Although the
domain for the simulation extends far upstream, we consider only the region beginning
just downstream of the cylinder corresponding to the PIV field of view. In both the
simulation and experiment, we observe the flow to accelerate above and below the
cylinder and a wake to form immediately behind the cylinder. The flow acceleration
underneath the cylinder causes a wall jet to form in the gap between the wall and
cylinder. These effects are stronger in the simulation than in the experiment, although
the flow is qualitatively similar. Another important difference is that the simulation
exhibits mean reversed flow in the cylinder wake whereas the experimental mean flow
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Simulation Experiment
(a) (b)

(c) (d)

Fig. 3 Time-averaged flow fields from the simulation (a and c) and from the experiment (b and d)
for the D4G4 configuration. Panels a and b show color contours of mean non-dimensional streamwise
velocity, ū/U∞, while panels c and d show color contours of the two-component non-dimensional
turbulent kinetic energy k/U2

∞
.

does not. We attribute these differences to the broader range of scales of turbulence
present in the experiment as compared to the simulation, which enhance momentum
diffusion.

Figures 3(b) and (d) show contours of non-dimensional turbulent kinetic energy
k/U2

∞
for the simulation and experiment. The peak TKE occurs in the wake behind the

cylinder, and the levels are approximately the same in the simulation and experiment.
The peak TKE in the simulation occurs a bit further downstream than it does in the
experiment. This difference can again be explained by the missing scales of turbulence
in the simulation.

Figure 4 shows the same fields as Figure 3, but for the D8G4 (smaller cylinder)
flow configuration. Again, we find that the simulation captures the essential features of
the experiment, although the wake is stronger and the TKE peak is offset downstream
in the simulation compared to the experiment. These differences are similar to those
observed in the D4G4 case.

3.2 Spectral content

To analyze the spectral content in the simulations, we first apply SPOD to snapshots
relatively closely spaced in time. The snapshots are comprised of instantaneous mean-
subtracted fluctuating velocity components on a single two-dimensional (x-y) plane
cutting through the 3D simulation domain. The plane’s position was chosen to match
the field-of-view of the PIV, extending from just behind the cylinder to about 2.4δ
downstream. The plane also extended to 1.2δ in the wall-normal direction, although
the vortex shedding modes are mostly concentrated in the lower half of the domain.
To match the PIV, we also use only the streamwise and wall-normal components
of the fluctuating velocity in the SPOD calculations. For vortex shedding, we non-
dimensionalize frequency using a Strouhal number based on the cylinder diameter D
and mean velocity Uc at position of the cylinder’s center in the unperturbed boundary
layer. For a fixed gap width, note that the center of the cylinder in the D4G4 configu-
ration is slightly farther from the wall than in the D8G4 case. Therefore, Uc = 0.3449
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Simulation Experiment
(a) (b)

(c) (d)

Fig. 4 Time-averaged flow fields from the simulation (a and c) and from the experiment (b and d)
for the D8G4 configuration. Panels a and b show color contours of mean non-dimensional streamwise
velocity, ū/U∞, while panels c and d show color contours of the two-component non-dimensional
turbulent kinetic energy k/U2

∞
.

m/s for D4G4 while Uc = 0.3356 m/s for D8G4. The 100 Hz sampling rate in the
simulations corresponds to Stsamp = 1.84 for D4G4 and Stsamp = 0.95 for D8G4. In
both simulations, 1000 snapshots were recorded, and SPOD was performed using a
window size of 200 with a 50% overlap. Each snapshot included both the streamwise
and wall-normal components of the fluctuating velocity.

Figure 5 shows spectra of the first 5 SPOD modes for the D4G4 and the D8G4
simulations. The spectra of the leading SPOD mode in both simulations contain a
strong peak near St = 0.2 similar to vortex shedding frequencies downstream of cylin-
ders in uniform flow [35]. For D4G4, this peak occurs at Stshed = 0.21, while for
D8G4 it occurs at Stshed = 0.17. The lower frequency in the D8G4 case (similar to
lower frequencies observed for ReD < 400 in uniform flows [36]) might be explained
by under-resolution of the boundary layer that forms over the cylinder. The spectra
of the leading SPOD modes contain additional peaks at the sub-harmonic and first
harmonic frequencies (see black dots in Figure 5).

Figures 6 and 7 compare SPOD modes to I/O response modes (uk) at the same
three frequencies for both flow cases. The I/O modes were computed using ensemble-
averaged baseflows and TKE fields from the simulations. For purposes of comparison,
all modes (both SPOD and I/O) were scaled to have unit ℓ2-norm. As the figures show,
the I/O mode shapes agree well with the SPODmode shapes. For the D4G4 simulation,
the correlation between the SPOD mode and I/O mode at the fundamental frequency
(panels c and d in Figure 6) was 0.93. The SPOD–I/O mode correlations for the sub-
harmonic and first-harmonic were 0.55 and 0.48, respectively. The high correlation
value at the fundamental frequency suggests that the strong vortex shedding dominates
the dynamics. The D8G4 simulation shows greater differences between SPOD and
I/O modes, although the mode correlations are still high (0.67 for the modes at the
fundamental frequency and 0.56 and 0.53 for the sub-harmonic and first harmonic
frequencies respectively) suggesting that the vortex shedding is less dominant in this
case.
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(a) (b)

Fig. 5 SPOD spectra for two-component velocity fields in the (a) D4G4 and (b) D8G4 simulations.
Spectra corresponding to the five leading modes are shown. The leading mode spectrum shows a
strong peak at the fundamental vortex shedding frequency in both simulations, as well as peaks at
sub-harmonic and first harmonic frequencies (marked with black dots).

SPOD I/O

(a) (b)

(c) (d)

(e) (f)

Fig. 6 SPOD modes (left column, a–c) and I/O modes (right column, b–f) for the D4G4 simulation
at the three frequencies marked by black dots in Figure 5(a). From top to bottom, these frequencies
are the subharmonic St = 0.10 (panels a and b), the vortex-shedding fundamental frequency St = 0.21
(panels c and d), and the first harmonic St = 0.44 (panels e and f). Color contours of the wall-normal
velocity fluctuation are shown.

3.3 Frequency estimation and phase averaging

Figure 8 shows estimated spectra for the D4G4 and D8G4 simulations obtained by
projecting onto bases U ′ with different values of γ as explained in Section 2.4. We
obtain these spectra by averaging |ck,j | over all simulation snapshots for each fre-
quency. When γ = 0, the spectra are somewhat noisy, although each shows a clear
peak at the vortex shedding frequency (Stshed = 0.21 for D4G4 and Stshed = 0.17 for
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SPOD I/O

(a) (b)

(c) (d)

(e) (f)

Fig. 7 SPOD modes (left column, a–c) and I/O modes (right column, b–f) for the D8G4 simulation
at the three frequencies marked by black dots in Figure 5(b). From top to bottom, these frequencies
are the subharmonic St = 0.08 (panels a and b), the vortex-shedding fundamental frequency St = 0.17
(panels c and d), and the first harmonic St = 0.34 (panels e and f). Color contours of the wall-normal
velocity fluctuation are shown.

(a) (b)

Fig. 8 Frequency spectra estimated by projecting two-component velocity field snapshots from the
(a) D4G4 and (b) D8G4 simulation onto bases of orthogonalized I/O modes. In each plot, the blue,
red, yellow, and purple lines correspond to γ = 0, 10−8, 10−6, and 10−4, respectively.

D8G4, from figure 5). Even a small γ, e.g. γ = 10−8, is enough to significantly smooth
the spectra, and reveal another peak at the sub-harmonic frequency in the case of
D4G4. As γ increases, the I/O modes begin to overlap significantly and the projection
performance deteriorates. Finally, even though the simulation snapshots were time-
resolved, no temporal information (except that encoded by the I/O modes) was used
to estimate these spectra.
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(a) (b)

(c) (d)

Fig. 9 The effect of γ on the orthogonalized basis function (U ′) at St = 0.21 for the D4G4
simulation. Here the panels correspond to (a) γ = 0, (b) γ = 10−8, (c) γ = 10−6, and (d) γ = 10−4.
When γ = 0 the basis function is perfectly orthogonal to basis functions at nearby frequencies,
whereas for γ = 10−4, the basis function closely resembles the original I/O mode.

Figure 9 shows the orthogonalized I/O mode at the fundamental frequency (St =
0.21) for the D4G4 simulation. When γ = 0, we can see that the mode is sensitive to
noise especially in regions away from the cylinder wake where the original I/O modes
had minimal content. Introduction of a non-zero γ removes much of this noise while
maintaining the shape and magnitude of the mode shapes, and as γ increases, the
shapes grow increasingly similar to the original I/O mode (see Figure 6(d)).

While the amplitudes |ck,j | of the complex projection coefficients are useful to esti-
mate the spectral content of a flow from a set of snapshots, we can use the phases
ϕk,j to perform phase averaging. Figure 10 shows phase-averaged modes at the fun-
damental, sub-harmonic and first harmonic vortex shedding frequencies for the D4G4
simulation. At the fundamental frequency (St = 0.21, middle row), the phase aver-
aged mode is quite similar in structure to the I/O mode at the same frequency. This
is expected, as the dynamics at the frequency are quite low-rank (there is a large dif-
ference in mode energy between the first two SPOD modes at this frequency). The
phase averaged mode at the sub-harmonic frequency (St = 0.10, top row) appears
to have a long wavelength component downstream (similar to the I/O mode at that
frequency) and a shorter wavelength component upstream. The shorter wavelength
approximately matches the wavelength of the phase-averaged mode at the fundamen-
tal frequency. Because this phase average is formed over an ensemble of snapshots,
we interpret the short-wavelength section to be a result of the specific arrangement
of upstream vortices needed to precipitate vortex pairing corresponding to the phase
observed downstream. At the first harmonic frequency (St = 0.44, bottom row), even
though there is no obvious peak in the spectrum, phase averaging reveals that organi-
zation still exists, and persists downstream of the cylinder at least one boundary layer
thickness.

The two columns of Figure 10 compare phase averaging using two different bases
calculated using the two extreme values γ = 0 and γ = 10−4 for the D4G4 simulation.
Unlike the frequency estimation, this figure shows that the phase-averaging is rather
insensitive to the exact details of the orthogonalization. The largest differences appear
to occur at high frequency, as seen by comparing Figures 10(e) and (f). We believe the
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(a) (b)

(c) (d)

(e) (f)

Fig. 10 Phase-averaging at (a and b) St = 0.10, (c and d) St = 0.21, and (e and f) St = 0.44
for the D4G4 simulation. In the first column (a–e) phase averaging was performed using a perfectly
orthogonal basis with γ = 0, whereas in the second column phase averaging was performed using a
basis closely resembling the original I/O modes with γ = 10−4. Color contours of wall-normal velocity
are shown.

insensitivity of the phase averaging occurs because the basis functions are all similar
in the near-wake region just downstream of the cylinder, irrespective of the value of
γ (see Figure 9). This suggests that the near-wake region is the most important in
determining the phase in this flow, which makes sense because this is the location
where vortex shedding is felt most keenly by the flow. In this sense, the basis provided
by the original I/O modes (U in equation 14) may be sufficient for the purposes of
phase averaging. The frequencies that vortex shedding imparts to the flow, on the
other hand, do persist farther downstream, even though they may become disordered
in terms of phase. Compared to the original basis, the orthogonalized functions used
for the frequency spectrum estimation thus extend farther downstream to recover this
energy.

Finally to further assess the influence of γ, we consider projections of an individual
snapshot q onto the subspaces spanned by bases of orthogonalized I/O modes. If U ′

is the basis after performing regularized Löwdin orthogonalization for a given γ, then
the projection q̃ can be obtained as

q̃ = U ′U ′∗q. (16)

Figure 11 shows a typical snapshot of the perturbation velocity components taken
from the D4G4 simulation alongside several projections onto bases obtained using
different γ’s. All of the projections reveal the presence of a strong vortex shedding
mode immediately downstream of the cylinder until x/δ ≈ 0.75. This mode appears
especially strong in the wall-normal velocity fields, although it is also evident in the
streamwise velocity fields. For x/δ > 0.75, the projections show a weaker mode with

17



u v

original
snapshot

γ = 0

γ = 10−8

γ = 10−6

γ = 10−4

Fig. 11 Projection of a single snapshot (top row) from the D4G4 simulation after projection onto
bases of orthogonalized I/O modes. Color contours of streamwise (left column) wall-normal (right
column) velocity perturbation are shown. The second row corresponds to projection on a perfectly
orthogonal basis, while the others show the effect of increasing the relaxation parameter γ.

wavelength approximately double that of the vortex shedding mode. We interpret this
downstream mode to be the consequence of vortex pairing.

When γ = 0, the projection basis is perfectly orthogonal across all frequencies,
but the basis vectors are sensitive to noise, as the second row of Figure 11 shows. In
this case, the projection actually captures some of the fine scale turbulence along with
the vortex shedding. As γ increases, the projections become progressively smoother,
and also tend to focus more on the region of primary vortex shedding rather than
the vortex pairing downstream. When at the larger γ = 10−4, the amplitude of the
projection reduces significantly (note the different color scale and the loss of the red
structure near x/δ ≈ 1.25), an effect also apparent in Figure 8. In other words, as
γ increases, the projections become smoother but they also capture fewer features of
the original snapshot. This effect initially helps to extract the coherent motions within
the flow by filtering out the fine scale turbulence. While the coherent vortex shedding
mode is readily apparent in the original snapshot, the coherence of the downstream
vortex pairing is somewhat obscured by the the fine scale turbulence. Projection with
γ = 0, reveals the presence of the downstream pairing mode (and highlights it in the
original snapshot, when view side-by-side). The pairing mode becomes even more clear
when γ = 10−8. As γ increases further, however, the pairing mode is gradually lost in
favor of the primary vortex shedding mode.
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(a) (b)

Fig. 12 Frequency spectra estimated by projecting two-component velocity field snapshots from the
(a) D4G4 and (b) D8G4 experiments onto bases of orthogonalized I/O modes. In each plot, the blue,
red, yellow, and purple lines correspond to γ = 0, 10−8, 10−6, and 10−4, respectively.

3.4 Experiments

We now apply our methodology to analyze non-temporally-correlated PIV snapshots
acquired in the D4G4 and D8G4 experiments. As discussed previously, the experiments
had a greater range of turbulent scales than the simulations. In the experiments, this
caused a weaker ensemble-averaged wake, as fine scale turbulence tends to enhance
diffusion (see Figures 3 and 4).

Because the PIV snapshots are not time-resolved, we cannot obtain a frequency
spectrum using SPOD. Instead, we apply the frequency estimation technique described
in Section 2.4, via projection onto orthogonalized I/O modes. Figure 12 shows the
results for the D4G4 and D8G4 PIV datasets. For the D4G4 experiment, the estimated
frequency spectrum shown in Figure 12(a) is remarkably similar to the spectrum shown
in Figure 8(a) obtained from the D4G4 simulation. The experimental spectrum shows a
strong peak at the vortex shedding frequency Stshed = 0.21 in perfect agreement with
the vortex shedding frequency in the simulation. Different from the simulation, the
experimental spectra do not show distinct peaks at the sub-harmonic or first harmonic
frequencies. Similar to the D4G4 case, the D8G4 experimental spectrum shows a peak
at the fundamental vortex shedding frequency, although this peak is weaker than the
vortex shedding peak in D8G4 simulation (see Figure 8(b)). In the experiment, this
peak occurs at a higher frequency (Stshed = 0.20) than in the simulation (where
Stshed = 0.17). The lesser amplitude of the vortex shedding in the D8G4 experiment
is consistent with a weaker wake compared to simulation, while the higher shedding
frequency matches what is expected based on the literature.

Figure 13 shows the I/O modes at the fundamental and sub-harmonic frequencies
computed using the ensemble-averaged baseflows from the D4G4 and the D8G4 exper-
iments. The eddy viscosity and TKE fields used by the I/O analysis were computed
from ensemble averages of the PIV fields. Similar to those derived from the simula-
tions, I/O modes about the experimental baseflow take the form of wavepackets in
the wake behind the cylinders. The modes corresponding to the experimental data in
Figure 13 are remarkably similar to the modes corresponding to the simulations in
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D4G4 D8G4
(a) (b)

(c) (d)

Fig. 13 I/O modes corresponding to the (a and c) D4G4 and (b and d) D8G4 experiments. Color
contours of wall-normal velocity perturbation are shown. The first row (a and b) shows I/O modes
at the sub-harmonic frequency (St = 0.1) while the second row (c and d) shows I/O modes at the
fundamental vortex shedding frequency (St = 0.2).

D4G4 D8G4
(a) (b)

(c) (d)

Fig. 14 Phase averaging using projection onto orthogonalized I/O modes for the (a and c) D4G4
and the (b and d) D8G4 experiments. Similar to Figure 13, the first row (a and b) corresponds to the
sub-harmonic frequency (St = 0.1) while the second row (c and d) corresponds to the fundamental
vortex shedding frequency (St = 0.2). Color contours of wall-normal velocity perturbation are shown.

Figures 6 and 7. In both cases, high frequency, short wavelength modes tend to die
out more quickly downstream than their lower frequency counterparts.

As was demonstrated with the simulations, we next apply phase averaging to the
PIV snapshots to extract spatially coherent features from the data. Figure 14 shows the
results of phase averaging at the fundamental and sub-harmonic frequencies for both
PIV datasets. Similar to the simulations, phase averaging at the fundamental frequency
(panels (c) and (d) in Figure 14) yielded modes quite similar to the I/O modes at
the same frequency (compare these to Figures 13(c) and (d)). At the sub-harmonic
frequencies, phase averaging of the PIV snapshots yields an upstream section of a
short wavelength mode followed by a downstream section containing a long wavelength
mode. This structure is much less clear, however, than it was for the simulation data,
in keeping with the absence of the sub-harmonic peak in the experimental estimated
spectra.
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Fig. 15 Results from a single snapshot (top row) from the D4G4 experiment after projection onto
bases of orthogonalized I/O modes. Color contours of streamwise (left column) wall-normal and (right
column) velocity perturbation are shown. The second row corresponds to projection on a perfectly
orthogonal basis, while the others show the effect of increasing the relaxation parameter γ.

Finally, Figures 15 and 16 show individual PIV snapshots taken from the D4G4 and
D8G4 datasets, respectively, and their projections onto orthogonalized bases of I/O
modes. While fine scale turbulence has a strong obscuring effect on the PIV snapshots,
the projection procedure is still able to extract coherent flow features associated with
vortex shedding in both cases.

Similar to the D4G4 simulation, the wall-normal projections in Figure 15 reveal the
presence of a downstream vortex pairing mode in addition to the primary vortex shed-
ding mode upstream. We observe a similar pattern for the experimental results with
the smaller cylinder in Figure 16, although the vortex pairing mode does not persist
over the full downstream extent of the domain, disappearing by x/δ ≈ 1. The D8G4
experiment also seemed to be strongly affected by long streamwise-oriented structures
sweeping through the domain that would intermittently increase and decrease the
streamwise velocity in the logarithmic region below y/δ = 0.2. The snapshot shown
in Figure 16 was acquired at a time when the streamwise velocity over much of this
domain was lower than the mean. In this case, while the projections show that stream-
wise velocity perturbations respond to the modal forcing, the wall-normal velocity
perturbations do a much better job at isolating the vortex shedding and pairing modes.
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Fig. 16 Projection of a single snapshot (top row) from the D8G4 experiment after projection onto
bases of orthogonalized I/O modes. Color contours of streamwise (left column) wall-normal (right
column) velocity perturbation are shown. The second row corresponds to projection on a perfectly
orthogonal basis, while the others show the effect of increasing the relaxation parameter γ.

4 Conclusions

We have presented a method for estimating frequency content and associated coher-
ent flow features from temporally uncorrelated PIV snapshots, by projecting them
onto orthogonalized bases of I/O modes. Our method extends the idea of Empirical
Orthogonal Functions (EOFs) used in reduced-order modeling of fluid flows to find
orthogonal bases that not only span the same subspace as the I/O modes, but are
also the closest to them in the sense of the ℓ2-norm (Löwdin orthogonalization). While
EOFs span the I/O mode subspace with a smaller number of modes, they mix differ-
ent frequencies. By contrast, the basis resulting from Löwdin orthogonalization, which
yields a larger number of modes, is useful in partitioning energy among frequencies.
This partitioning of energy cannot be done in the original basis of I/O modes because
they overlap. In fact, the near linear-dependence of the I/O modes causes the Löwdin
basis functions to be highly sensitive to noise. To correct this, we introduce a regular-
ization parameter γ to find nearly orthogonal bases close to the original I/O modes.
As γ increases toward infinity, the resulting basis functions morph from the Löwdin
basis functions back to the original I/O basis functions. We find even very small val-
ues of γ (e.g. γ = 10−8 in the current flow configuration) to greatly reduce sensitivity
of the basis functions to noise while remaining effective at frequency estimation.

We applied our method to snapshots taken from both simulations and experiments
of a turbulent boundary layer flowing past a spanwise cylinder. For both cylinder
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diameters considered, our method accurately predicted the fundamental frequency and
sub-harmonic frequency associated with vortex shedding. In the simulations, phase
averaging based on orthogonalized I/O modes also recovered coherent flow features
similar to those obtained by SPOD and I/O analysis, especially at the fundamental
frequency. Projection of individual snapshots onto orthogonal and nearly-orthogonal
bases also revealed a strong vortex shedding mode and vortex pairing downstream. In
both experimental configurations, our method predicted vortex shedding frequencies
of about St = 0.2. Phase-averaging yielded coherent flow features similar to those
obtained for the simulations, especially at the fundamental vortex shedding frequency.
Furthermore, projection onto orthogonalized I/O modes revealed significant structure
in individual PIV snapshots, including not only vortex shedding but also downstream
pairing.

As a post-processing tool, our method of frequency estimation and phase averaging
is both simple to implement and computationally efficient. The most computationally
intensive part of the process is calculating the I/O modes for the original basis. After
orthogonalization, I/O modes enable frequency estimation and the extraction of phase
averages from sets of temporally uncorrelated PIV snapshots. As we have shown, this
worked well for turbulent boundary layer flow past spanwise cylinders. We expect
our method to find application across many potential flow configurations where time-
resolved measurements are difficult, even at a single point. For example, high-speed
flow applications may include instabilities that occur at hundreds of kilohertz. In such
cases, our method would work well to average results acquired across multiple runs of
a specific configuration. Finally, our method can be applied to mine historical datasets
where the measurements were not time resolved.
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