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Abstract

Single-qubit data re-uploading classifiers map every input to a point on the Bloch sphere and are
routinely evaluated by thresholding an expectation value estimated from many repetitions of the circuit
(shots). A single measurement, however, can deliver at most the Helstrom accuracy of the two class-
conditional mixtures, which for one qubit reduces to the length of the difference between the class-mean
Bloch vectors. We call the difference between thresholded accuracy and single-shot accuracy the shot
gap and measure it in a computational experiment with known ground truth: four synthetic tasks with
exact Bayes accuracy, five circuit depths, three training losses, two label-noise levels and ten seeds
(1,200 runs), simulated exactly and validated against a state-vector simulation, finite-difference gradients
and a brute-force search over measurements. The Helstrom bound held in every run. For circuits of depth
two or more, models whose thresholded accuracy averaged 0.857 delivered 0.696 per single
measurement, a mean shot gap of 0.161; at depth six, models with 0.93-0.98 thresholded accuracy on
the linear, circle and XOR tasks delivered 0.67-0.86 per shot. The embedding, not the choice of
measurement, accounted for 96.3% of the single-shot shortfall. Training with the single-shot log-
likelihood narrowed the shot gap relative to a smoothed hinge loss in 89% of paired configurations
(median reduction 0.085) at a median cost of 0.011 in thresholded accuracy, and eleven shots recovered
74% of the gap against 41% under the hinge loss. Two preregistered hypotheses were not supported: the
gap did not grow with boundary nonlinearity, and training loss predicted it better than class-mean Bloch-
vector length. Accuracy reports for quantum classifiers should state the number of shots per prediction,
as they state training data and compute.

1. Introduction

A single qubit is the smallest object on which a quantum classifier can be built, and it is also the most
transparent. Every pure state of one qubit is a unit vector on the Bloch sphere, every single-qubit gate is a
rotation of that vector, and every projective measurement asks on which side of a plane through the
origin the vector lies (Nielsen & Chuang, 2010). Data re-uploading classifiers exploit this geometry by
interleaving data-dependent rotations with trainable ones, so that a single qubit can approximate rich
decision boundaries (Pérez-Salinas et al., 2020). Subsequent work has shown that such models can
match classical baselines on small datasets (Pefia Tapia et al., 2023) and has proposed purely classical
training of single-qubit models (Aminpour et al., 2026).

How these classifiers are scored matters as much as how they are built. In the standard protocol the
circuit is run many times for each input, the expectation value of the measured observable is estimated,
and the predicted label is the sign of that estimate. The reported accuracy is therefore the accuracy of a
thresholded expectation value, which presupposes that the input can be re-encoded and measured as
many times as needed. A different question is what the classifier delivers from a single preparation and
a single measurement. Quantum state discrimination answers that question exactly: the probability of a
correct guess from one copy of an unknown state drawn from one of two mixtures is bounded by the
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Helstrom limit (Helstrom, 1969), and for a single qubit that limit depends only on the class-mean Bloch
vectors.

This article measures the distance between those two notions of accuracy, which we call the shot gap, in
a setting where every reference quantity is known. Synthetic tasks with symmetric label noise give an
exact Bayes accuracy; an exact Bloch-vector simulator gives exact accuracies at any number of shots;
and the Helstrom bound gives an exact ceiling for single-shot performance that is independent of the
measurement actually trained. Three contributions follow. First, a closed-form decomposition of the
single-shot shortfall of a single-qubit classifier into an embedding loss and a measurement loss, both
non-negative, with an exact mapping between clean and noisy labels. Second, a factorial experiment of
1,200 training runs that quantifies the shot gap across tasks, depths, losses and label noise. Third, a test
of four preregistered hypotheses, two of which were not supported, reported as such.

The motivation is partly methodological and partly a matter of evaluation practice. In the evaluation of
artificial-intelligence systems more broadly, a reported score is interpretable only together with the
resources consumed to produce it, such as training data, compute or the number of attempts allowed at
inference. Shots are an inference-time resource of exactly this kind. The analogy is developed in the
Discussion and is labelled there as an analogy; the results themselves concern single-qubit classifiers
only.

2. Related work

The literature relevant to this study was mapped with five Scopus queries on 19 October 2026: the Bloch
sphere combined with machine learning or classifiers (41 records); data re-uploading or single-qubit
classifiers (116); quantum classifiers combined with Helstrom, state discrimination or trace distance
(38); quantum classifiers combined with shot noise, number of shots or measurement budget (99); and
the conjunction of the last two themes (0). The zero was checked by applying the logic of the conjunctive
query to every record of the other exports: no record satisfied it, and the third and fourth exports shared
no records. The two literatures closest to this article therefore exist side by side without intersecting.

On the discrimination side, Zhang and Zhuang (2022) showed that the classification error of extensive
variational circuits on quantum data decays with depth until it saturates at the Helstrom limit, provided
that the outputs are post-processed by maximum likelihood. Lee et al. (2024) trained a variational circuit
to implement the minimum-error measurement and used it as a supervised classifier. Du et al. (2023)
related the power of quantum neural networks on multiclass problems to properties of the embedded
states, and Mordacci et al. (2025) trained encodings to increase the trace distance between classes.
Jerbi et al. (2023) placed re-uploading models in a broader landscape of quantum learning models
beyond kernel methods. None of these studies compares single-shot performance with the thresholded
accuracy that is usually reported for classical-data classifiers.

On the measurement-budget side, shot noise has been studied mainly as a cost or an obstacle during
training. Phalak and Ghosh (2023) reduced the number of shots needed to train quantum machine-
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learning architectures, Kim et al. (2025) adapted the shot allocation dynamically in variational
algorithms, Scriva et al. (2024) quantified how shot noise inflates the resources needed by variational
optimisation, Turab et al. (2026) analysed convergence with finite-shot oracles, and Etar et al. (2025)
documented the degradation of quantum neural networks trained under increasing shot noise. The
closest single-qubit study is that of Tsili et al. (2025), who trained a single-qubit classifier using a single
measurement per input; their concern is the sampling used during training rather than the accuracy
available per prediction after training. The present article connects the two literatures by using the
Helstrom bound as the reference for what a single measurement can deliver from a trained embedding,
and by expressing the usual thresholded accuracy as the limit of a finite-shot majority vote.

3. Theory
3.1 A single-qubit classifier on the Bloch sphere

Let x € R2 be an input with label y € {0, 1}, and write s =+ 1 for class 0 and s = - 1 for class 1. A depth-L
data re-uploading circuit applies L layers U(¢_l) = R_z(¢p_I1) R_y(¢_I2) R_z(¢p_I3) to |0), with @_l =6_I +
(w_I1 x_1, w_I2 x_2, 0), following Pérez-Salinas et al. (2020). Each layer has five trainable parameters.
Because the output state is pure, it is fully described by its Bloch vector r(x) = ((X), (Y), (Z)), with |[r(x)|| =
1, and each rotation acts on r(x) as an element of SO(3). The circuit is measured in the Z basis, so a
single shot returns outcome 0 with probability p,(x) = (1 + z(x))/2, where z(x) is the third component of
r(x). Since the last layer is trainable, measuring Z after it is equivalent to measuring along a trainable
axis.

3.2 Single-shot accuracy and the Helstrom bound

If the classifier is used once per input and outputs the measured outcome as its label, its accuracy is A,
= E[(1 + s-z(x))/2]. Writing Ti_c for the class priors and r_c for the mean Bloch vector of class c, this
equals

A =%+% (T[o Zo — T, 21).

The two class-conditional states seen by the measurement are the mixtures p_c = (I +r_c'0)/2. By
Helstrom's theorem, no two-outcome measurement distinguishes them with probability greater than % +
Y||ITePo — T4 P4|l,. FOr one qubit, the operator myp, - T, p, has eigenvalues ((1, - 1,) % [|v||)/2 with v = Ti,1, -
T, T, which gives the closed form

A_H =% + % max(Im, - T, I, T — T Tyl),

and, for balanced classes, A_H =% + |1, - 1,||//4. Proposition 1 follows: for every trained classifier, A, <
A_H, because the trained measurement realises the component v_z while the bound uses the full length
Ivll. A_H is a property of the embedding alone. It shrinks whenever the states of one class spread over
the sphere, because spreading shortens the class-mean vector even when each individual state lies on
the surface.
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3.3 Thresholded and finite-shot accuracy

The conventional score thresholds the expectation value: A_oo = E[1{s-z(x) > 0}]. It corresponds to an
unlimited number of shots per prediction. With S shots and a majority vote (S odd), the probability of a
correct label for input x is the upper tail of a binomial distribution with S trials and success probability (1
+5s-z(x))/2, and A_S is its expectation over inputs. A_S equals A, at S=1 and converges to A_oco as S
grows, at a speed governed by the distribution of the margins |z(x)|: states near the poles are classified
correctly almost every time, states near the equator almost at random. We define the shot gap as A_oo -
A,. The ordering A, = A_oo is not guaranteed in general, because a model that is wrong with small
margins on some region can be worse when thresholded than when sampled. In the experiment, A_oco <
A, occurred in 126 of the 1,200 runs; their thresholded accuracy had a median of 0.497, so they were
models that had not learned the task (83 of them on the checkerboard and 73 at depth 1).

3.4 Exact decomposition and label noise

All accuracies above are computed against the noise-free labelling rule, for which the Bayes accuracy is
1. The single-shot shortfall then decomposes exactly as

1-A,=(1-A_H)+(A_H-A)),

where the first term is the embedding loss and the second the measurement loss; both are non-negative
by Proposition 1. When labels are flipped with probability n independently of x, every population accuracy
A measured against the noisy labels equals n + (1 - 2n)A, the Bayes accuracy becomes 1 - n, and the
Helstrom bound transforms in the same way, because the noisy class-weighted difference of mean
Bloch vectors is (1 - 2n) times the clean one (Proposition 2). Label noise therefore affects the results
only through training, and all figures and tables report clean-label accuracies, which can be converted
exactly to any n.

4. Methods
4.1 Tasks, model and training

Inputs were drawn uniformly from the square [- 1, 1]2. Four deterministic rules each assign exactly half
of the square to class 0: a linear boundary (x, > x,), a circle (x,2 + x,2 < 2/m), XOR (X,X, >0) and a4 x 4
checkerboard. Each training set had 400 points; each task had a fixed test set of 20,000 points. Training
labels were flipped with probability n € {0, 0.1}.

Three training losses were compared, all functions of the signed margin m(x) = s-z(x). The fidelity cost of
Pérez-Salinas et al. (2020) minimises the mean of ((1 - m)/2)?, which is equivalent to the squared error
between (Z) and the label. The single-shot log-likelihood minimises the mean of - log((1 + m)/2),
smoothed by 6 = 10-5; it is the negative log-probability that one measurement returns the correct label.
The smoothed hinge minimises the mean of softplus(k(p - m))/k with k =20 and margin p =0.1; it
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rewards only the sign of (Z) beyond a small margin and is the natural loss for the thresholded score.
Parameters 6 were initialised uniformly in (-1, ) and weights w from a standard normal distribution, and
were trained with Adam (Kingma & Ba, 2015) for 400 full-batch steps at learning rate 0.05. Gradients
were computed by automatic differentiation of the exact Bloch-vector simulator.

4.2 Design and metrics

The design crossed 4 tasks x 5 depths (L=1, 2, 3, 4, 6) x 3 losses x 2 noise levels x 10 seeds, for 1,200
runs. Within each combination of task, depth, noise level and seed, the three losses shared the same
training data and the same initial parameters, so that losses can be compared in paired form. For every
trained model the test set yielded A,, A_H, A_oo, A_S for S € {3, 5, 11, 21, 51, 101, 1001}, the lengths of
the two class-mean Bloch vectors, the mean absolute margin and the final training loss.

4.3 Hypotheses

Four hypotheses were specified before the factorial run was launched; a single-seed pilot of nine
configurations on the circle task preceded them. H1 is a check of Proposition 1 and is reported as
validation, not as a finding: A, < A_H in every run. H2: the shot gap increases with the nonlinearity of the
decision boundary, ranked linear < circle < XOR < checkerboard. H3: the mean length of the class-mean
Bloch vectors predicts the shot gap better than the final training loss, within each loss function. H4: the
single-shot log-likelihood yields a smaller shot gap than the other two losses, at some cost in
thresholded accuracy. H2 and H3 were assessed with Spearman correlations and H4 with paired
Wilcoxon signed-rank tests over the 400 matched configurations.

4.4 Validation

Three checks preceded the factorial run. Automatic gradients agreed with central finite differences for all
three losses at depths 1, 3 and 6, with a maximum relative discrepancy of 4.5 x 10-8. The Bloch-rotation
simulator agreed with an explicit simulation of 2 x 2 unitaries acting on state vectors to within 7.8 x
10-"6. The closed-form Helstrom bound agreed with the eigenvalue formula and with a brute-force
search over 260,000 measurement directions to six decimals (0.533290 in all three).

5. Results
5.1 The Helstrom bound held in every run (H1)

No run had A, > A_H; the largest value of A, - A_H was - 4.4 x 10-7. The measurement loss A_H - A, was
small: its median was 0.0024 and its mean 0.012. Across all runs, the embedding loss 1 - A_H
accounted for 96.3% of the total single-shot shortfall. Training therefore found an almost Helstrom-
optimal measurement for whatever embedding it produced, and the limit on single-shot accuracy came
from the geometry of the embedded states on the Bloch sphere, not from the choice of measurement

(Fig. 1).
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5.2 The size of the shot gap

The shot gap was large and widespread. For depths of two or more, thresholded accuracy averaged
0.857 and single-shot accuracy 0.696, a mean gap of 0.161, and 79.2% of these runs had a gap above
0.10. The gap grew with depth from 0.044 at L = 1, where most models barely learned, t0 0.168 at L =6
(Fig. 2). Label noise in training increased it from 0.123 to 0.153 on average. Table 1 reports the depth-6
results: models scoring 0.93-0.98 when thresholded on the linear, circle and XOR tasks delivered 0.67-
0.86 from a single measurement.

Table 1

Clean-label accuracies at depth 6, by task and training loss (means over 20 runs: two noise levels
x ten seeds; standard deviation of the gap in parentheses). A,: one shot; A_H: Helstrom bound of
the trained embedding; A, and A,,,: majority vote of 11 and 101 shots; A_oo: threshold on (Z).

Task - loss A, A_H A,, Ao A_oo  Shot gap (SD)
Linear - Fidelity 0.862 0.864 0.954 0.974 0.978 0.116(0.020)
Linear - Single-shot LL 0.861 0.865 0.946 0.965 0.969 0.108 (0.028)
Linear - Smoothed hinge 0.717 0.775 0.851 0.954 0.980 0.263(0.097)
Circle - Fidelity 0.776 0.779 0.893 0.933 0.940 0.164(0.026)
Circle - Single-shot LL 0.780 0.784 0.887 0.921 0.926 0.146 (0.023)
Circle - Smoothed hinge 0.670 0.685 0.810 0.921 0.963 0.293(0.048)
XOR - Fidelity 0.821 0.823 0.920 0.947 0.952 0.130(0.017)
XOR - Single-shot LL 0.819 0.822 0912 0.936 0.940 0.121(0.019)
XOR - Smoothed hinge 0.699 0.714 0.830 0.927 0.962 0.263(0.075)
Checkerboard - Fidelity 0.688 0.690 0.786 0.823 0.830 0.142(0.023)
Checkerboard - Single-shot LL 0.682 0.685 0.766 0.792 0.796 0.114(0.019)
Checkerboard - Smoothed hinge 0.560 0.565 0.620 0.682 0.715 0.155(0.047)

5.3 The gap did not grow with boundary nonlinearity (H2
not supported)

H2 predicted a positive association between boundary nonlinearity and the shot gap. The observed
Spearman correlation was negative (p = -0.42, p < 10-%°), and it was negative at every depth, weakening
to p =-0.09 at L = 6. The checkerboard, the most nonlinear task, had the smallest gap (0.046 on average)
because most models learned it poorly: a model that is near chance when thresholded has little
thresholded accuracy to lose. H2 is therefore not supported. An exploratory analysis, not preregistered,
restricted to models with A_oo > 0.6 and expressed the gap as a share of above-chance thresholded
accuracy, (A_oo - A,)/(A_oco - %). That relative gap showed a weak positive association with nonlinearity
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(p =0.17), which suggests that the preregistered test was dominated by learnability; it is reported for
completeness and does not rescue H2.

5.4 Training loss predicted the gap better than Bloch-
vector length (H3 not supported)

Within each loss function, the mean length of the class-mean Bloch vectors was associated with the
shot gap in the expected direction, longer vectors going with smaller gaps (p = -0.46 for the fidelity cost,
- 0.26 for the single-shot log-likelihood and - 0.24 for the smoothed hinge). The final training loss,
however, was more strongly associated with the gap in all three cases (p = -0.58, - 0.61 and - 0.61). H3
is not supported. The class-mean length summarises the geometry relevant to a single shot, while the
gap also depends on how far thresholded accuracy rises, which the training loss tracks more closely.

5.5 The single-shot log-likelihood narrowed the gap (H4
supported)

In paired comparisons, the single-shot log-likelihood produced a smaller shot gap than the smoothed
hinge in 89.2% of the 400 matched configurations (median difference - 0.085; Wilcoxon p < 10-%°) and a
smaller gap than the fidelity cost in 78.0% (median - 0.008; p < 10-3"). The cost in thresholded accuracy
was small: a median of 0.011 relative to the hinge and 0.008 relative to the fidelity cost (both p < 10-9).
Single-shot accuracy was indistinguishable from that obtained with the fidelity cost (median difference
0.000; p = 0.39) and higher than with the hinge (median 0.070; p < 10-%°). H4 is supported (Fig. 3). The
hinge is the most consequential case: it optimises exactly the quantity that is usually reported, and it
produced the best thresholded accuracies at depth 6 on three tasks and the largest gaps of all, between
0.26 and 0.29 on the linear, circle and XOR tasks.

5.6 How many shots close the gap

Figure 4 reports the median share of the shot gap recovered by maijority voting, for runs with a gap above
0.02. Under the fidelity cost and the single-shot log-likelihood, three shots recovered about 35% of the
gap, eleven shots 71-74%, 101 shots 96% and 1,001 shots more than 99%. Under the smoothed hinge
the same budgets recovered 14%, 41%, 85% and 98%. A model trained for the thresholded score thus
needs roughly an order of magnitude more shots per prediction to approach the accuracy it reports.

6. Discussion

The central result is simple to state. A single-qubit classifier evaluated by thresholding (Z) reports the
accuracy of an idealised procedure with unlimited repetitions. What it can deliver per measurement is
bounded by a quantity that can be read from the Bloch sphere, the separation between the class-mean
Bloch vectors, and in this experiment that bound sat on average 16 points below the reported score
among models of depth two or more. Because the trained measurement was almost always Helstrom-
optimal, no better choice of measurement basis could have closed the difference. The gap is a property
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of the embedding, and it is created by losses that reward the sign of (Z) rather than the polarisation of
the state.

Three practical consequences follow. First, the Helstrom bound of a trained single-qubit classifier is
cheap to audit. It requires only the class-mean expectation values of X, Y and Z, which can be estimated
by measuring in three bases, and it requires no access to the circuit. Second, accuracy should be
reported together with the number of shots per prediction, and preferably as a curve such as Fig. 4,
because the same model can be described truthfully as 0.98 accurate or 0.72 accurate depending on a
budget that is rarely stated. Third, when single-shot or few-shot use is intended, the training loss should
be chosen accordingly: the single-shot log-likelihood reduced the gap substantially at a cost of about
one point of thresholded accuracy.

By analogy, and only as an analogy, the finding resembles a familiar problem in the evaluation of
artificial-intelligence systems, where scores obtained with many attempts or with heavy inference-time
computation are compared with scores obtained from a single attempt without stating the difference.
Shots are the inference-time compute of a quantum classifier. Evaluation practice that already asks for
the training data and compute behind a model could ask, for quantum models, for the shot budget
behind each reported accuracy. This recommendation does not depend on any claim about quantum
advantage, and the experiment does not test any such claim.

6.1 Limitations

The study is deliberately narrow. It uses one qubit, one ansatz, two-dimensional synthetic inputs drawn
from a uniform distribution, and exact noiseless simulation; hardware noise would shorten Bloch vectors
further and would probably enlarge the gap, but this was not tested. The Helstrom bound in Section 3 is
specific to a single measurement of a single copy; collective measurements on several copies follow
different bounds and were not considered. The test of H2 was confounded by learnability, as the
checkerboard was rarely learned at the depths studied. The results on loss functions concern three
losses and one optimiser with a fixed budget of 400 steps. Finally, multi-qubit classifiers with entangling
gates do not admit the same Bloch-sphere picture, although the decomposition into embedding and
measurement losses carries over with the Helstrom bound computed from the class-conditional density
matrices.

7. Conclusion

Single-qubit classifiers are scored on an expectation value, but used, if they are used one measurement
at a time, on a single outcome. The difference between the two, the shot gap, averaged 0.16 accuracy
points across 960 trained models of depth two or more, was explained almost entirely by the geometry
of the embedded states on the Bloch sphere, and was largest precisely for the loss that optimises the
conventional score. The Helstrom bound of the class-mean Bloch vectors gives a measurement-
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independent ceiling that any reader can check, and the shot budget per prediction should accompany
every reported accuracy.
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Figures

Single-shot log-likelihood Smoothed hinge on (Z)
Al=0.771, AH=0.772, A»=0.917 Al1=0.700, AH=0.706, Ax=0.984

Figure 1

Final Bloch vectors of two trained depth-6 classifiers on the circle task (no label noise, seed 0), for 1,500
test inputs coloured by class. Arrows show the class-mean Bloch vectors. The single-shot log-likelihood
(left) pushes the classes towards opposite poles; the smoothed hinge (right) separates them by the sign
of (Z) but leaves many states near the equator, which shortens the class-mean vectors and lowers the
Helstrom bound even though thresholded accuracy is higher.

Page 12/15



Fidelity cost Single-shot log-likelihood Smoothed hinge on (Z)

-@- A« (threshold on (Z)) /. 1 i

- A _H (Helstrom bound)
—#— Al (single shot)

o o
(00} o
] 1
]
]

Accuracy (clean labels)
o
~
1
1
1

4 /,
0.6 1 d 4/ -
05 1 I I 1 1 1 1 1 I I 1 1 1 1 I
1 2 3 4 6 1 2 3 4 6 1 2 3 4 6
Circuit depth L Circuit depth L Circuit depth L
Figure 2

Mean thresholded accuracy (A_oo), Helstrom bound (A_H) and single-shot accuracy (A,) by circuit depth
for each training loss, averaged over tasks, noise levels and seeds (80 runs per point). The shaded band
is the shot gap. A_H and A, almost coincide, so nearly all of the gap lies between the Helstrom bound
and the thresholded score.
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Figure 3

Paired differences in the shot gap between the single-shot log-likelihood and each of the other losses,
over 400 configurations sharing data and initialisation. Negative values mean a smaller gap under the
single-shot log-likelihood.
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Figure 4

Median share of the shot gap, (A_S - A,)/(A_oco - A,), recovered by a majority vote of S shots, by training
loss (runs with a gap above 0.02).
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