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Abstract: Machine-learning models are used more and more to predict financial markets, but whether they
beat simple time-series models is rarely tested under strict out-of-sample conditions. This study compares
a Random Forest and a Gradient Boosting Machine (GBM), each using 26 price-derived indicators, with
ARIMA models and simple rules for EUR/USD, GBP/USD and USD/CAD, using daily data from 2010 to
2021 and an 890-day test period from February 2018 to July 2021. For next-day tick-volume activity the
comparison depends on information. Without volume history the Random Forest correctly classifies 31.8—
41.6% of test days, while ARIMA correctly classifies 61.5-63.8%; with volume history the difference
between the two is not significant. The GBM forecasts five-day realised volatility less accurately than
ARIMA for EUR/USD and USD/CAD and is not significantly different from it for GBP/USD. In the main
design it beats a trailing-volatility baseline only for GBP/USD, where a constant forecast performs just as
well. For the price, ARIMA does no better than the random walk. Seven robustness analyses, including
GARCH and HAR benchmarks, yearly re-fits, a single data source and other horizons, leave these results
unchanged. Of 114 tests, four machine-learning wins remain significant after the Holm correction, and all
of them are against naive baselines. The results suggest that a price-based machine-learning forecast should
beat a simple time-series model, on the same information and test days, before it is trusted. The code, a

pinned data download and file hashes are released for reproduction.
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1. Introduction

Foreign-exchange markets are huge: over-the-counter turnover averaged $9.6 trillion a day in April
2025, which is 28% more than in 2022 (Bank for International Settlements, 2025). Forecasts of

exchange rates, trading activity and volatility help with hedging, liquidity management and risk



limits. The International Monetary Fund expects the use of artificial intelligence (Al) in capital
markets to grow significantly in the near future. The Fund reports that equities and derivatives are
the most likely areas to adopt Al, followed by fixed income and foreign exchange, and it warns
that Al could change market structure by making algorithmic trading more powerful (Fund, 2024)
. Whether machine-learning tools forecast better than the simpler models they replace is therefore

an operational and supervisory question, not just an academic one.

Since (Meese & Rogoff, 1983) the random walk has been the benchmark that exchange-rate
models find hard to beat out of sample. Several machine-learning studies report progress. Ridge-
type learners that combine fundamentals beat the no-change forecast at a one-month horizon (Amat
et al., 2018). Elastic-net, Random Forest and support-vector models built on fundamentals beat it
at most horizons for many currencies (Colombo & Pelagatti, 2020) ,and machine-learning versions
of fundamental models improve on it for the yen—dollar rate (Zhang & Hamori, 2020). Other
studies are more cautious. Neural networks and gradient-boosted trees do not convincingly beat
the random walk in level forecasts, and their directional advantage disappears without calendar
dummies (Pfahler, 2022). A complex Ridge model beats linear regression mainly in short training
windows and beats the random walk for only a few currencies (Kilig, 2025) .These five studies use
monthly data with macroeconomic fundamentals, and daily studies such as (Plakandaras et al.,
2015) use broad sets of candidate predictors. This study adds a daily comparison in which the
inputs are limited to price-derived technical indicators and the targets include trading activity and
volatility. Every machine-learning model is compared with a time-series benchmark for the same

target on the same test days, and the study declares a correction for multiple testing.

This study asks whether machine-learning models forecast foreign-exchange trading activity and
volatility better than ARIMA and naive rules, out of sample, when the models use only price-
derived information. It looks at EUR/USD, GBP/USD and USD/CAD with daily data from January
2010 to July 2021. Each pair puts the US dollar next to a different major currency, so the same
design is tested on three separate markets; the three pairs are replications, not a sample of market
regimes. The sample is split once, in time order: the models are trained on February 2010 to
February 2018 and evaluated on February 2018 to July 2021, with hyperparameters tuned by time-
series cross-validation inside the training period. The features are moving averages, the Relative

Strength Index, MACD, their lags and rolling return volatility. A Random Forest forecasts the next



day's trading-activity class (low, medium or high tick volume, a proxy for activity, relative to its
recent level), and a Gradient Boosting Machine (GBM) forecasts realised volatility over the next
five trading days. Each machine-learning model is compared with an ARIMA model fitted to the
same target and with a naive rule, using McNemar and Diebold—Mariano tests (Diebold &
Mariano, 1995; McNemar, 1947) .For the price itself, ARIMA is compared with the random walk;

machine-learning forecasts of returns are examined in a robustness analysis.

Against the time-series benchmarks the answer is no; against the naive rules the result is mixed.
The Random Forest classifies next-day volume correctly on 31.8-41.6% of test days, compared
with 61.5-63.8% for ARIMA and 61.7-64.6% for the rule that tomorrow's class equals today's
(“today's class”), and it is significantly worse than ARIMA for every pair. Its accuracy drops by
41.0, 56.8 and 27.5 points from training to test for EUR/USD, GBP/USD and USD/CAD. The two
sides also use different information: ARIMA uses past volume, while the Random Forest uses only
price-derived features. When volume history is added, a regularised Random Forest reaches
ARIMA's level, with no significant difference (Section 4.6), so the shortfall comes mainly from
the price-derived inputs. The GBM forecasts volatility less accurately than ARIMA for EUR/USD
and USD/CAD and is not significantly different from ARIMA for GBP/USD. At the five-day
horizon it beats the naive trailing-volatility forecast only for GBP/USD, where a constant forecast

equal to the training-period mean does as well.

For the price, the ARIMA model chosen for EUR/USD is a random walk. For GBP/USD the
ARIMA model is worse than the random walk (Theil's U 1.010, p = 0.0025 before correction for
multiple testing), and for USD/CAD the difference is not significant (U 1.005, p = 0.23).

Seven robustness analyses (return forecasts, GARCH and HAR benchmarks, regularised volume
models, yearly re-fits, MetaTrader-only data, alternative seeds with bootstrap intervals, and other
horizons and class definitions), plus a wider hyperparameter search, leave these conclusions
unchanged. Over the full test period, by the Diebold—Mariano and McNemar tests, no machine-
learning model significantly beats the random walk on returns, ARIMA or today's class on volume,
or ARIMA, GARCH or HAR on volatility. The only significant machine-learning wins are against
weak benchmarks: naive volatility forecasts, at five days for GBP/USD in the main design (and
for other pairs, without adjustment, in sensitivity runs) and at one day for all three pairs (where

early stopping kept only 1-18 boosting rounds). In addition, for GBP/USD returns a machine-



learning model beats an ARIMA model that is itself worse than the random walk. The single win
against ARIMA in a subsample, for EUR/USD volatility in the 70-day COVID-19 window (p =
0.041), is unadjusted and does not repeat in the other pairs or on high-volatility days. Of 114 tests,

four machine-learning wins survive the Holm correction, all against naive baselines.

The study makes three contributions. First, it offers a test that is built to avoid look-ahead, with
benchmarks matched on both target and test days, and it looks explicitly at differences in
information sets. Second, it extends the comparison to trading activity and volatility, which, unlike
returns, persist long enough to be forecast. Third, it is reproducible: the code, a pinned download
of the source data and a hash table that lists every input file are archived at Zenodo (Algahtani,
2026).The core pipeline was rebuilt twice from a fresh download, and the robustness runs use the
same verified code; the yearly re-fit matches the stored main-run predictions to within 5x107°. The
results suggest that, when price-derived features are used, the burden of proof falls on the machine-
learning model, and that the benchmark to beat is a simple time-series model rather than a weak

one.

The evidence has limits: three currency pairs, one chronological split, only price-derived features,
tick volume as a proxy for trading activity, and no trading costs, because the study evaluates
forecasts, not trading strategies. Section 2 reviews the theory and evidence, Section 3 describes the
data and methods, Section 4 reports the results, Section 5 discusses the implications for how

institutions validate and govern forecasting models, and Section 6 concludes.

2. Theoretical Framework and Related Literature

2.1. Market Efficiency and Adaptive Markets

The efficient market hypothesis says that prices fully reflect the information available to people in
the market (Fama, 1970) . Its weak form concerns the narrowest set of information, the history of
prices itself. If markets are weak-form efficient, no rule that uses past prices can earn abnormal
returns. Technical indicators such as moving averages, the Relative Strength Index and MACD are
fixed functions of that history. Under the weak form they should not give any reliable information
about where prices will go next, and the best guess for tomorrow's exchange rate is close to today's.
Foreign exchange is a deep and liquid market, mostly run by professionals, so it is a plausible

example of such a market.



Technical analysis is still widely used. (Menkhoff & Taylor, 2007) show that it is common among
foreign-exchange professionals and look at the reasons why it persists. Reviewing the evidence on
whether it makes money, (Park & Irwin, 2007) find that many studies report profitable technical
trading rules in foreign exchange and other speculative markets, at least until the early 1990s, but
that most of these studies suffer from data snooping, choosing rules after seeing the results, and
problems in measuring risk and transaction costs. Whether technical indicators carry forecasting

information that survives a careful out-of-sample test is therefore still open.

The adaptive markets hypothesis softens the efficiency view but does not reject it (Lo, 2004)
.Efficiency changes over time with the people in the market, how intense competition is and the
market conditions. Profitable patterns can show up, but they attract money and then fade as people
exploit them. Any advantage a model gets from price patterns is therefore likely to be temporary,
and a model fitted on one period should not be expected to keep it over a long out-of-sample
period. Both views suggest that a lasting advantage over a forecast of no change is unlikely for

price-based forecasts of exchange-rate changes.

Neither view says the same about the size of price changes or the amount of trading. Market
efficiency is about the expected change in prices, not about how much they vary or how much
trading happens, and knowing how much a price is likely to move says nothing about which way
it will go. Volatility and trading activity can therefore be predictable in an efficient market. For
this study, the price is the target on which no gain is expected. Volatility and volume are the targets
where a real machine-learning advantage would be easiest to find, as long as the models face the

strong simple benchmarks that exist for them.

2.2. The Random-Walk Benchmark

(Meese & Rogoff, 1983) set the standard that still frames exchange-rate forecasting. They found
that the leading structural models of the time failed to forecast major exchange rates out of sample
better than a random walk, even when the models were given the actual future values of their
fundamentals. This result made the random walk the hurdle that every forecasting model has to
clear: a model is judged on whether it does better than a forecast of no change, not on how well it

fits the data in sample.



ARIMA models are the natural time-series form of this benchmark (Box et al., 2015). The ARIMA
approach identifies, estimates and checks a model of how the series is related to its own past, and
the random walk is the special case of an integrated model with no autoregressive or moving-
average terms. An ARIMA model chosen by an information criterion is therefore a data-driven
extension of the random walk: it can do better than the random walk only if the changes in the
series have a linear pattern that the data support. When fitted to trading volume or realised
volatility, an ARIMA model captures how long these quantities persist with few parameters, which

makes it a transparent benchmark for each target in this study.

Later research has shown how hard the random walk is to beat. (Cheung et al., 2005) evaluated
the exchange-rate models developed during the 1990s and found that no model consistently did
better than the random walk across currencies, horizons and accuracy measures. In a
comprehensive survey, (Rossi, 2013) concludes that whether exchange rates seem predictable
depends on the predictors, the forecast horizon, the sample period, the model and the way forecasts
are evaluated, and that the evidence of predictability often changes over time. A claim to beat the
random walk therefore needs out-of-sample tests across currencies and periods, with a formal test

of the difference in accuracy.

2.3. Machine-Learning Forecasting

The two machine-learning models in this study are ensembles of decision trees. A Random Forest
grows many trees on bootstrap samples of the data and considers a random subset of predictors at
each split, then averages the trees' predictions; averaging reduces variance while allowing for non-
linear relationships and interactions among predictors (Breiman, 2001).A Gradient Boosting
Machine instead adds trees one at a time, each fitted to the errors of the current model, and controls
complexity through the learning rate and the number of trees (Friedman, 2001) .Both show the
trade-off between bias and variance (Hastie et al., 2009) : flexible models reduce bias but increase
variance, so how well they fit the training data says little about how accurate they are on new data.
When the signal is weak compared with the noise, as in many financial series, variance can
dominate, and the usual failure is overfitting: the model fits the noise in the training data and then
loses accuracy out of sample. Regularisation, early stopping and validation on unseen data are the
standard defences, and the gap between training and test performance is a direct sign of whether

they have worked.



Large-scale comparisons give reason for caution. (Makridakis et al., 2018) compared machine-
learning and standard statistical methods on a large set of monthly time series and found that the
statistical methods were more accurate out of sample on both accuracy measures and at every
forecast horizon they examined. They argued that new methods should be compared with simple
statistical benchmarks, using properly designed out-of-sample tests, before claims of superiority

are made.

Studies of machine learning in foreign exchange report mixed results, under conditions that differ
from those examined here. (Amat et al., 2018) combine fundamentals using sequential ridge
regression and exponentially weighted averaging, and they beat the no-change forecast at a one-
month horizon. (Colombo & Pelagatti, 2020) apply elastic-net regression on splines, Random
Forests and support-vector machines to monetary fundamentals for many currencies and beat the
random walk at most horizons, with the random walk remaining competitive only at the shortest
ones. (Zhang & Hamori, 2020) find that Random Forest, support-vector and neural-network
versions of fundamental models outperform the random walk for the yen—dollar rate, although
formal tests give mixed results. (Pfahler, 2022) using fundamentals for currency pairs of OECD
countries against the US dollar, finds that neither neural networks nor gradient-boosted trees
convincingly beat the random walk in level forecasts; their directional forecasts are significant,
mainly for the neural networks, but the advantage goes away when calendar dummies are left out.
In a Federal Reserve Board discussion paper, revised in 2026, (Kilig, 2025) finds that a Ridge
model with random Fourier features does better than linear regression in short training windows
but beats the random walk for only a few of eight currencies, and its out-of-sample R* averaged
across currencies never goes above zero. These five studies use monthly data and macroeconomic
fundamentals. At daily frequency, (Plakandaras et al., 2015) forecast five exchange rates with
support-vector regression on decomposed series, choosing predictors from a large candidate set,
and report gains over alternative models.(Yildirim et al., 2021) forecast the daily direction of
EUR/USD with long short-term memory networks fed with technical indicators, macroeconomic
indicators or both, and they compare these variants with one another rather than with a time-series
or no-change benchmark. The case for machine learning in foreign exchange therefore rests mainly

on information beyond the price, and it is still debated.



2.4. Forecasting Risk and Trading Activity

Unlike returns, exchange-rate volatility is persistent: large price changes tend to follow large
changes, and calm periods tend to follow calm periods. The generalised autoregressive conditional
heteroskedasticity (GARCH) model captures this clustering by letting the conditional variance
depend on past squared shocks and on its own past value (Bollerslev, 1986) .The simplest form,
GARCH(1,1), is very hard to beat: comparing a large number of volatility models out of sample,
(Hansen & Lunde, 2005) found no evidence that it was outperformed by more sophisticated
models for exchange-rate data. They also showed that volatility forecasts are better evaluated
against realised volatility measured from intraday data than against noisy proxies built from daily
returns. This study measures realised volatility from daily returns, because it does not use intraday

data, so its volatility target is a noisier proxy of the kind they caution against (Section 3).

The heterogeneous autoregressive (HAR) model offers a second simple benchmark (Corsi, 2009)
In its original form it forecasts intraday-based realised volatility from its own past averages over
a day, a week and a month, and although it is estimated by ordinary least squares it reproduces the
long memory of volatility and forecasts it well. This study uses the model in a daily version, with
the absolute daily return and trailing weekly and monthly volatility measured from daily returns
(Section 3). Together with ARIMA models fitted to realised volatility, GARCH and HAR set the
standard that a machine-learning volatility forecast must meet. A model that beats only a naive

forecast has not shown an advantage over methods that practitioners already use.

Machine learning has nonetheless been reported to beat these benchmarks in some settings.
(Christensen et al., 2023) find that regularised regressions, regression trees and neural networks
forecast the realised variance of the stocks in the Dow Jones Industrial Average better than models
in the HAR family, with larger gains at longer horizons. Their setting differs from the present one
in two important ways: their realised variance is measured from intraday stock-price data, whereas
this study uses daily foreign-exchange data, and their models use the history of realised variance

itself rather than technical indicators of the price.

Trading activity raises a measurement problem that is specific to foreign exchange. The spot
market is decentralised and traded over the counter, so there is no single record of how much is
traded. Trading platforms instead report tick volume, the number of price updates in an interval.

OANDA defines the volume of a candlestick as the number of prices created during the period it



covers (OANDA, n.d.),and the MetaTrader platform separates tick volume from trade volume in
its price-history records (MetaQuotes, n.d.) .Tick volume is therefore a proxy for activity. Because
it counts how often a provider updates its quotes, its level depends on the provider; the two sources
used here report systematically different levels over the period in which they overlap (Section 3).
Relative measures, which compare activity with its own recent level, reduce this problem. Most
research on forecasting trading volume concerns equities at intraday frequency, where dynamic
models that capture persistence and intraday patterns forecast better than simpler methods
(Brownlees et al., 2011) . As Section 4 shows, trading activity in these pairs is also persistent, so

a naive forecast that tomorrow's activity resembles today's is a demanding benchmark.

2.5. Evaluating and Comparing Forecasts

Comparing two forecasts requires a test of whether their difference in accuracy is larger than
chance would produce. (Diebold & Mariano, 1995) proposed a test based on the series of
differences between the losses of two forecasts, which works with general loss functions and with
serial correlation in those differences. Such correlation is unavoidable when multi-day forecast
horizons overlap. (Harvey et al., 1997) showed that the original test rejects too often in small
samples and proposed a corrected statistic compared with Student's t distribution, which is now
the usual form of the test. When two classifiers are evaluated on the same days, their accuracies
are paired, and the right comparison looks at the days on which one model is correct and the other

is not (McNemar, 1947).

Model selection also needs to respect the order of time. Standard k-fold cross-validation assigns
observations to folds at random, so a model can be tuned on data that come after the data used to
assess it. (Bergmeir & Benitez, 2012) note that this breaks the assumptions of cross-validation,
although they found no practical consequences in their experiments, and they recommend a
blocked form of cross-validation as the standard for time series. (Cerqueira et al., 2020) found
that cross-validation can be applied to stationary series, but that for real-world series, which are
often non-stationary, out-of-sample procedures that keep the time order give the most accurate
estimates of forecasting performance. This study tunes hyperparameters on expanding-window
(forward-chaining) splits of the training period, in which each validation block comes after the
data used to fit the model, and it reports performance on a later hold-out period that plays no part

in model selection.



Finally, a study that compares several models across several currency pairs, targets and robustness
checks performs many tests, and the chance that at least one of them appears significant by accident
grows with their number. (Holm, 1979) sequentially rejective procedure controls the probability
of any false rejection within a defined family of tests and is uniformly more powerful than the
Bonferroni correction. Section 3 defines the family used here; showing both the nominal and the

adjusted results makes clear which conclusions survive the multiplicity of comparisons.

Taken together, this literature points to three gaps that the present study fills. First, the evidence
that machine learning beats simple benchmarks in foreign exchange comes mainly from monthly
data with macroeconomic fundamentals or from daily models with broad predictor sets; this study
limits the inputs to price-derived indicators, so any gain must come from the price history alone.
Second, machine-learning gains in volatility forecasting have been reported with intraday data for
equities, and volume forecasting has been studied mainly for equities at intraday frequency; this
study examines foreign-exchange trading activity and volatility, alongside the price, with daily
price-derived inputs, targets that theory suggests, unlike returns, can be forecast. Third, daily
studies that use technical indicators, such as (Yildirim et al., 2021) compare machine-learning
variants with one another, whereas a comparison is informative only when it includes the parts this
review identifies as necessary: benchmarks that forecast the same target, time-ordered validation,
formal tests of differences in accuracy and control for multiple comparisons. The next section

describes a design that includes all of them.

3. Data and Methods

3.1. Data

The study uses daily data for EUR/USD, GBP/USD and USD/CAD from 1 January 2010 to 12
July 2021. No single freely available source covers this period with both prices and a volume
measure, so two broker sources are joined. From 1 January 2010 to 3 December 2012 the daily
bars are built from OANDA one-minute bars, aggregated into days that end at 17:00 New York
time, the conventional daily roll of the foreign-exchange market; bars dated on weekends, which
contain only a few quotes from outside the trading week, are dropped. From 4 December 2012 the
data are MetaTrader daily bars. Each pair therefore has 762 days from OANDA and 2,231 from

MetaTrader, and the whole test period (Section 3.2) comes from a single source. Both data sets
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were downloaded from public repositories at fixed versions, and every source file is identified by

a cryptographic hash (Section 3.6).

The two sources overlap on 1,927 days, from 4 December 2012 to 14 May 2020, which allows the
join to be checked. Over the overlap, the median absolute difference between the daily opening
prices of the two sources is 1.8, 3.3 and 2.8 pips for EUR/USD, GBP/USD and USD/CAD, the
median difference between closing prices is 1.2 to 2.5 pips, and the correlation of daily changes in
the closing price is 0.996 to 0.997. No bar in the final series has an open or close outside its own
high—low range. As an independent check, the series were compared with the noon buying rates in
New York published by the Federal Reserve Bank of St. Louis (FRED), which are used for
validation only: the correlation of price levels over 2,883 common days is 0.9997 to 0.9998. The
median absolute difference of 12 to 14 pips, and the lower correlation of daily changes (0.79 to

0.88), reflect the different time of day at which the two series are recorded.

Fourteen weekdays are missing from the MetaTrader segment, all of them 25 December or 1
January dates between 2012 and 2021, when the market is effectively closed; the OANDA segment
has no missing weekdays. They are filled by linear interpolation between the neighbouring days,
which changes 14 values in each of the five price and volume fields per pair, or 0.5% of the sample.
Because these days are isolated and carry little trading, interpolation does not alter the dynamics
of the series; a sample with many or consecutive gaps would require a different treatment. The

final data set has 3,007 daily observations per pair.

Spot foreign exchange is traded over the counter, so there is no consolidated record of traded
volume. Both sources report tick volume, the number of price updates in the period, and throughout
this paper "volume" means tick volume, a proxy for trading activity rather than a measure of it.
Tick-volume levels depend on the provider: over their first 250 common trading days, the median
daily OANDA count was 1.76, 1.60 and 1.22 times the MetaTrader count for the three pairs, so
the OANDA counts were multiplied by 0.5692, 0.6253 and 0.8189 before the two segments were
joined. Levels also drift within a source over time. When the tertiles of raw tick volume in the
training period are applied to the test period, only 0.1% to 8.2% of test days fall in the lowest class.
For this reason the volume target is defined relative to recent activity (Section 3.2); a version based

on raw tick-volume tertiles was estimated as a sensitivity check.

11



Table 1 summarises the data. Daily returns were less volatile in the test period than in the training
period for EUR/USD and USD/CAD, and the five-day volatility target fell accordingly; for
GBP/USD the mean volatility is almost unchanged, but the training period contains the 2016
referendum, which gives its returns a skewness of —1.81 and an excess kurtosis of 28.6. The
augmented Dickey—Fuller test does not reject a unit root in log prices in the training period (p =
0.37 to 0.86) and rejects it for returns (p < 0.001). The median daily tick volume of the rescaled
OANDA segment is less than a third of the MetaTrader median in the later training years, a drift
that the relative volume target is designed to absorb.

Table 1. Descriptive statistics, training (22 February 2010 to 5 February 2018) and test (6 February
2018 to S July 2021) periods.

Statistic EUR/USD EUR/USD GBP/USD GBP/USD USD/CAD USD/CAD
training test training test training test

Days 2,076 890 2,076 890 2,076 890

Daily log return, mean (%) —0.005 —0.005 —0.005 —0.001 0.009 —0.002

Daily log return, standard 0.585 0.406 0.561 0.550 0.526 0.425

deviation (%)

Skewness —-0.02 -0.29 -1.81 -0.23 0.13 0.20

Excess kurtosis 1.54 1.73 28.61 4.50 1.51 2.22

Minimum / maximum (%) -2.56/3.02 | —2.34/137 | -8.71/3.03 | —4.02/2.60 |—-2.15/2.50 |-1.94/2.12

Five-day volatility target, mean | 0.53 (0.26) 0.37 (0.16) 0.49 (0.29) 0.48 (0.23) 0.47 (0.24) 0.39 (0.18)
(standard deviation)

Low volume class, share of 333 40.4 333 36.9 333 38.5
days (%)
Median daily tick volume, 25.4/83.4 -/61.3 14.3/88.3 -/83.2 19.6/72.6 -/552

thousands: OANDA segment
(rescaled) / MetaTrader
segment

ADF p-value, log price / return | 0.37 /<0.001 | — 0.56 /<0.001 | — 0.86 /<0.001 | —
(training)

Note: returns are daily log returns in percent over the task rows, the volatility target is defined in Section 3.2. The
OANDA segment covers 2010-2012 and is rescaled to MetaTrader units (Section 3.1); the test period comes from
MetaTrader only. Source: s24_descriptive_stats.csv.

3.2. Features, Targets and Sample Split

All variables follow one timing rule: a row dated t uses information available at the close of day t,
and every target refers to day t+1 or later. Every model therefore produces a genuine forecast, and
no input is computed from data after the forecast origin. The rule would be broken by, for example,
a centred moving average, a scaler or class cut-off estimated on the whole sample, or a cross-

validation scheme that fits on later data than it validates on; none of these is used.

12



The machine-learning models use 26 predictors, all computed from the daily closing price. They
are the 5-day and 12-day simple moving averages, the 26-day exponential moving average, the 14-
day Relative Strength Index with Wilder's smoothing (Wilder, 1978) , the MACD line (the 12-day
minus the 26-day exponential moving average) and its 9-day exponential signal line, each of these
six indicators lagged by one, two and three days, and the standard deviation of daily returns over
the past 5 and 20 days. No volume information enters the predictor set. The longest look-back, the
MACD signal line with three lags, removes the first 36 observations, so the first complete row is
22 February 2010. Predictors are standardised with means and standard deviations estimated on

the data used for fitting.

Three quantities are forecast. The price target is the next day's closing price, forecast by ARIMA
and by the random walk; in the main design no machine-learning model forecasts the price, and
machine-learning forecasts of next-day returns are examined in a robustness analysis (R1, Section
3.5). The volume target is a class. Relative volume is defined as tick volume on day t+1 divided
by the median tick volume of the 60 days ending on day t, so the normaliser uses data up to t only
(at least 20 days are required, which binds only in early 2010). Relative volume is cut into Low,
Medium and High classes at its tertiles in the training period, separately for each pair (0.893 and
1.099 for EUR/USD, 0.896 and 1.100 for GBP/USD, 0.880 and 1.116 for USD/CAD). By
construction each class holds a third of the training days. Because activity declines over the sample,
the test period has more Low days (36.9% to 40.4%) and fewer High days (28.7% to 32.8%), so a
constant forecast of the most frequent test class would be right on 37% to 40% of days, not 33%.
The risk target is realised volatility over the next five trading days: the sample standard deviation
of the daily log returns of days t+1 to t+5, in percent. It is computed from daily returns rather than
intraday data and is therefore a noisier measure of volatility than intraday realised volatility. A
five-day window gives a target that can be measured from daily data with less noise than a single

day's absolute return; R7 repeats the analysis at horizons of one and ten days.

The last five rows lack a complete five-day target and are dropped, which leaves 2,966 rows per
pair, the same rows for every task. The sample is split once, in time order, into a training period of
2,076 days (22 February 2010 to 5 February 2018) and a test period of 890 days (6 February 2018
to 5 July 2021), about 70% and 30% of the rows, with the same dates for every pair. All estimation,

tuning, scaling and class cut-offs use the training period only. Each model is fitted once, and its
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parameters are held fixed over the test period; the ARIMA forecasts are updated with the observed
data as each test day passes, but their parameters are not re-estimated. The analysis that re-fits the
models each year is R4. The test period contains the COVID-19 shock of 2020. The 2016
referendum on the United Kingdom's membership of the European Union, which produced the

largest daily move in the sample (8.3% for GBP/USD on 24 June 2016), falls in the training period.

3.3. Models and Benchmarks

Table 2 shows what each model forecasts, what it is compared with and what information it uses.
The information sets differ by design. The Random Forest and the GBM see only the 26 price-
derived predictors, while ARIMA and the naive rules use the history of the target series itself,
including past volume. The main design therefore asks whether price-derived information is
enough to match models built on the target's own history. Two further analyses give the volume
classifiers the volume history they otherwise lack: a sensitivity check that adds today's relative

volume and its three lags to the Random Forest, and R3 (Section 3.5).

Table 2. Targets, models, benchmarks and information sets in the main design.

Target (horizon) Machine-learning model Time-series benchmark Naive benchmark

and its inputs
Next-day closing price | None in the main design ARIMA on the closing Random walk: today's
(1 day) (returns: R1) price, in pips close
Next-day volume class: | Random Forest classifier; 26 | ARIMA on log tick Today's class carried
Low, Medium, High (1 | price-derived predictors volume, forecast converted | forward
day) to a class
Realised volatility over | GBM; 26 price-derived ARIMA on trailing 5-day | Trailing 5-day volatility
days t+1 to t+5 (5 days) | predictors volatility, 5 steps ahead

The ARIMA benchmarks follow the Box—Jenkins approach (Box et al., 2015) and are estimated
by exact maximum likelihood in statsmodels. The order of integration is chosen by the augmented
Dickey—Fuller test (Dickey & Fuller, 1979) on the training data at the 5% level: a unit root is not
rejected for price levels or for log tick volume, so these are modelled in first differences (d =1, no
constant), and it is rejected for trailing volatility, which is modelled in levels (d = 0, with a
constant). The autoregressive and moving-average orders p and q each range from 0 to 5, and the
order is chosen by the Akaike information criterion (Akaike, 1974) among the converged models
of the 36 combinations. Models that did not converge are excluded even when their criterion value

is lower; this occurred for the price models of EUR/USD and USD/CAD, the volume models of
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all three pairs and the volatility models of GBP/USD and USD/CAD. The price models are
estimated with prices expressed in pips (multiplied by 10,000) for numerical stability, and the
criterion values were checked against the unscaled model. For EUR/USD this rule selects
ARIMA(0,1,0), which is the random walk, so for that pair the price comparison has no content.
The selected orders are given in Table 3. All six selected volume and volatility orders lie on the
edge of the grid (p = 5 for the three volume models, q =5 for the three volatility models); the three
price orders do not. A wider grid was not searched; it would change only the benchmarks, not the

machine-learning forecasts, and the point is listed among the limitations.

The volume ARIMA forecasts log tick volume for day t+1 one step ahead; the forecast is converted
to relative volume with the same 60-day median as the target and assigned a class with the same
training cut-offs. The volatility ARIMA is fitted to trailing five-day volatility and forecasts it five
steps ahead. Trailing five-day volatility at day t+5 is, by construction, exactly the target dated t, so
this forecast is aligned with the target; the alignment was checked numerically (maximum

difference 5x107°).

The naive benchmarks carry the most recent value forward. For the price this is the random walk,
which forecasts tomorrow's close as today's. For volume it is the rule that tomorrow's class equals
today's, where today's class is today's tick volume relative to the 60-day median ending the day
before, cut at the same training tertiles. For volatility it is the trailing five-day volatility at day t.
These rules need no estimation. Comparing with them as well as with ARIMA shows whether a
model improves on the latest observation at all; a model that beat only the naive rule would not
have shown an advantage over a standard time-series model, and a model that beat only ARIMA

might simply be exploiting a weakness of the selected ARIMA.

The Random Forest (Breiman, 2001) is scikit-learn's classifier (Pedregosa et al., 2011) ,with Gini
impurity, the square root of the number of predictors considered at each split and bootstrap
samples. Its tuning grid covers the number of trees (100, 300, 500), the maximum depth (5, 10, 20,
30) and the minimum number of observations needed to split a node (2, 10, 20), 36 combinations
in all. The combination with the highest mean accuracy across the validation folds is refitted on
the whole training period. Standardisation is applied inside the same pipeline; it does not affect

tree splits but keeps the procedure identical for every model.
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The Gradient Boosting Machine GBM;(Friedman, 2001)is scikit-learn's Gradient Boosting
Regressor with squared-error loss, trees of depth 3 and no subsampling. Five learning rates are
compared (0.005, 0.01, 0.02, 0.05 and 0.1). For each rate, a model with 2,000 trees is fitted in
every fold and the validation error is recorded after each tree; the number of trees is set where the
error averaged across folds is lowest, which is a form of early stopping. The pair of learning rate
and number of trees with the lowest average validation error is then refitted on the whole training
period. Because the target dated t uses returns up to t+5, the last four rows of every fitting block
overlap the period that follows; they are dropped before fitting, both in the folds and in the final

fit, so that no fitting target contains returns from the validation or test period.

Table 3. Specifications selected on the training period.

Model EUR/USD GBP/USD USD/CAD
ARIMA, price (p, d, q) 0,1, 0) 2,1,4) 3,1,3)
ARIMA, log tick volume (5,1,2) (5,1,2) (5,1,2)
ARIMA, trailing 5-day volatility (1,0,5) (5,0,5) 3,0,5)
Random Forest: trees, maximum depth, 500, 10, 10 300, 10, 2 300, 5, 20
minimum split

GBM: learning rate, number of trees 0.05, 16 0.005, 77 0.1,3

Note: ARIMA orders chosen by AIC among converged models; machine-learning settings chosen by five-fold
expanding-window cross-validation in the training period.

Two tools describe the fitted models without entering the forecast comparison. For the Random
Forest, permutation importance measures the fall in test accuracy when each predictor is shuffled
(30 repetitions). For the Gradient Boosting Machine, exact TreeSHAP values (Lundberg et al.,
2020) attribute each forecast to the predictors.

3.4. Evaluation

Hyperparameters are tuned by five-fold cross-validation inside the training period, with expanding
windows. Every fold fits on data from 22 February 2010 up to a cut-off date and validates on the
346 days that follow it; the fitting window grows from 346 to 1,730 days across the folds, and the
last validation block ends on 5 February 2018. No observation from the test period is used for

tuning, and the folds are never shuffled. The models are then evaluated once on the 890 test days.

Price forecasts are evaluated by the root mean squared error (RMSE), the mean absolute error and

Theil's U, the ratio of a model's RMSE to that of the random walk, together with the share of days
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on which the direction of the change is forecast correctly. Volume classes are evaluated by
accuracy and the weighted F1 score, with the macro-averaged F1 score and the confusion matrices
in Table S4. Volatility forecasts are evaluated by RMSE, with mean absolute errors in Table S4.
For the machine-learning models, the difference between training and test performance and the

spread of performance across the validation folds are reported as indicators of overfitting (Table

9, with fold-by-fold values in Table S4).

Differences in accuracy are tested on the same test days. For the volume classes, the exact
McNemar test (McNemar, 1947) compares the number of days on which the model is right and
the benchmark wrong with the number on which the reverse holds, using the binomial distribution.
For the price and volatility forecasts, the Diebold—Mariano test (Diebold & Mariano, 1995) is
applied to squared-error losses, with a Newey—West long-run variance (Newey & West, 1987)
using h — 1 lags and the small-sample correction of (Harvey et al., 1997) compared with Student's
t distribution with n — 1 degrees of freedom; h = 1 for the price and h = 5 for volatility. Because
successive five-day windows overlap, volatility forecast errors are correlated from day to day,
which this version of the test allows for. Plain paired t-tests on the same losses are reported only
as a cross-check, since they ignore this correlation. All tests are two-sided, except the Clark—West

test used as an additional check in R1, which is one-sided by construction.

Many tests are performed, so the conclusions are also judged after (Holm, 1979) correction. The
family includes 114 tests: the 14 of the main design (for each pair, the Random Forest against
ARIMA and against today's class, and the GBM against ARIMA and against trailing volatility;
and the price ARIMA against the random walk for GBP/USD and USD/CAD, the EUR/USD
forecasts being identical), and the formal tests of the robustness analyses R1 (28: ten Diebold—
Mariano tests of the two regressors against the random walk and ARIMA, the two EUR/USD
comparisons with ARIMA being left out because that ARIMA is the random walk, and 18 binomial
sign tests of the three machine-learning models, against 50% and against the share of up days), R2
(18), R3(24), R5 (12) and R7 (18); R4 and R6 report no p-values. All 114 tests, with their nominal
and adjusted p-values, are listed in Table S1 of the supplementary material. Pooling all of them
into one family is a choice. It is conservative, because many of the tests share the same test days
and closely related models, and Holm's procedure guards against the worst case regardless of that

dependence. Diagnostic tests, such as the absolute-error Diebold—Mariano tests and the additional
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tests listed in Section 3.5, are reported but not adjusted (Table S2); the stress-window tests, the
tests of the two sensitivity checks and the plain paired t-tests quoted in Section 4 are listed in Table

S3.

Performance is also recomputed, without re-estimating the models, on two stress windows within
the test period: the COVID-19 shock from 24 February to 29 May 2020 (70 days), and the days on
which the 20-day standard deviation of returns is at or above its 90th percentile in the training
period (20, 86 and 25 days for EUR/USD, GBP/USD and USD/CAD). The test period without the
COVID-19 window is reported as a complement. These windows check whether the ranking of
models changes when markets are under strain. Earlier events, such as the 2016 referendum, cannot

be used for this because they fall in the training period.

3.5. Robustness Analyses

Seven further analyses, R1 to R7, were specified after the main results were known, to test whether
those results depend on particular design choices, and a further analysis, R9, was added in response
to review to widen the hyperparameter searches. The label R8 is used for the reproduction check
described in Section 3.6. Unless stated otherwise, they keep the 26 predictors, the split, the test
dates and the random seed: RS starts its training period on 23 January 2013, and R7's ten-day
horizon ends the test period on 28 June 2021. Any tuning they need uses the training period only.
Table 4 summarises them: R5 changes the data; R1 and R7 change the target; R2 and R3 change
the models or their information; R4 and R6 change only the way the forecasts are estimated and
evaluated. Two sensitivity checks, run with the same code after the main results had been
computed in order to interpret them, complement these analyses: the Random Forest with volume
history (Section 3.3), and the GBM without the price-level predictors (the moving averages and

their lags), which are not stationary.

Table 4. Robustness analyses.

Run What changes Models and benchmarks Tests
R1 Returns Target: next-day log Random Forest and GBM regressors; Diebold—Mariano, h
return, in percent Random Forest up/not-up classifier; = 1; exact binomial
random walk (zero return), ARIMA (price | tests of the sign hit
forecasts converted to returns), training- rate against 50% and
period mean against the share of
up days in the test
period
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Run

R2 Risk
benchmarks

R3 Volume
models

R4 Yearly re-fit

R5 MetaTrader
only

R6 Seeds and
intervals

R7 Horizon and
classes

R9 Tuning
breadth

What changes

Benchmarks:
GARCH(1,1) and a daily
HAR

Simpler, regularised
classifiers; information
set

Estimation: models re-
fitted on 6 February 2018
and on 1 January 2019,
2020 and 2021 on all
earlier data

Data: MetaTrader
segment only, from 4
December 2012

Evaluation: random seeds
and sampling uncertainty

Targets: next-day
absolute return (h =1),
10-day volatility (h = 10,
885 test days), and two
volume classes (High
against not High)

Models: wider
hyperparameter searches,
added in response to
review after all other
results were known

Models and benchmarks

GARCH(1,1) with constant mean and
normal errors, estimated on training
returns, parameters fixed and filtered
forward, forecast = square root of the mean
1- to 5-step variance; HAR regression of
the target on |r_t| and trailing 5- and 22-day
volatility, by OLS, last four training rows
dropped; compared with the GBM,
ARIMA and trailing volatility

Shallow Random Forest (300 trees, depth
2—4, minimum leaf 20-100) and L2-
penalised multinomial logistic regression
(C from 0.01 to 10), each with the 26
predictors or with the 26 plus today's
relative volume and its three lags

All main-design and R1 models, and the
Random Forest with volume history; tuned
settings, ARIMA orders and class cut-offs
frozen, parameters re-estimated; results by
calendar year

Features, targets and class cut-offs rebuilt;
training period 23 January 2013 to 5
February 2018 (1,314 days), same 890 test
days; Random Forest and GBM re-tuned,
ARIMA re-estimated

Random Forest and GBM re-fitted with
seeds 0 to 9; moving-block bootstrap
(Kiinsch, 1989) of the test days (2,000
resamples, percentile 95% intervals),
blocks of 10 days for the accuracy
difference with ARIMA and 20 days for the
RMSE ratio to ARIMA

GBM re-tuned with h — 1 rows dropped;
ARIMA with the stored volatility orders on
the matching trailing series; trailing
baselines; Random Forest re-tuned for two
classes

GBM: depth 1 to 6, subsampling 0.5 or 1,
three learning rates, up to 1,000 trees
chosen on the validation curve; Random
Forest: 48 settings of depth, minimum leaf
size and features per split

Tests

Diebold—Mariano, h

=5

Exact McNemar

against ARIMA and

today's class

None

Exact McNemar;

Diebold—Mariano, h

=5

None (intervals)

Diebold—Mariano at

the matching
horizon; exact
McNemar

Diebold—Mariano, h
=5; exact McNemar

R4 also re-fits the Random Forest with volume history. It builds the volume lags from the full raw
series and so keeps the first three training rows that the sensitivity check drops; its single-split

accuracy therefore differs slightly from that check (61.0% and 60.8% against 61.7% and 61.3%
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for EUR/USD and GBP/USD; identical for USD/CAD); the paper reports R4 results for the main

models only.

Some components were added during these analyses beyond their original plan and are labelled as
additional throughout: the Clark—West test (Clark & West, 2007) , the Pesaran—Timmermann test
(Pesaran & Timmermann, 1992) and absolute-error losses in R1; a GARCH forecast rescaled for
the bias of a five-day sample standard deviation in R2; the Random Forest with volume history in
R5; GARCH and HAR in R5 and R7; and alternative block lengths (5 and 20 days, and 10 and 40

days) in R6. They are supporting evidence, and no conclusion of the paper depends on them alone.

Two details affect how R7 and the re-estimated ARIMA models should be read. First, in the one-
day volatility analysis of R7, early stopping chose a single tree for EUR/USD and GBP/USD and
18 trees for USD/CAD, so the GBM forecasts at that horizon are close to constant. Second, when
an ARIMA model of fixed order is re-estimated in R4, R5 and R7 and the default fit does not
converge, it is re-fitted with up to 2,000 iterations, and the second fit is kept only if it converges
with a log-likelihood at least as high. The retry was needed in 11 of the 36 re-estimations in R4, in
4 of the 6 in R7 and for the volatility models of all three pairs in RS, and all of these converged.
One model, the EUR/USD volume ARIMA in RS, did not converge in either fit; both fits reach
the same log-likelihood, and its results are reported with this caveat. All reported results use this

rule.

3.6. Software and Reproducibility

The analysis is written in Python 3.13 and uses NumPy 2.5.3, pandas 3.0.5, SciPy 1.18.1, scikit-
learn 1.9.1 (Pedregosa et al., 2011) for the machine-learning models, statsmodels 0.14.6 (Seabold
& Perktold, 2010) for the ARIMA models and unit-root tests, and arch 7.2.0 (Sheppard, 2024)
for the GARCH model and the block bootstrap. statsmodels and arch were built from their source
code; arch carries a one-line change to an import that affects only a plotting function, which the

analysis does not use. The random seed is 42 throughout, apart from the seed analysis in R6.

Three components were written for the study rather than taken from a library: exact TreeSHAP,
the Diebold—Mariano test with the Harvey—Leybourne—Newbold correction, and the Holm

adjustment. TreeSHAP values are computed by exact enumeration of the feature subsets used in
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each tree, and they add up to each model's forecast to within 5x107'¢; the other two are short

functions included in the published code.

The core pipeline, from the download of the source data to the main evaluation, was rerun twice
in empty folders from a fresh download of the three source repositories at fixed versions, after
every source file had been checked against its recorded hash. In both reruns 70 of the 79 output
files were byte-identical to the originals, the other 9 differed only in recorded run times, and all 53
headline numbers were identical. The robustness analyses R1 to R7 have not been rerun in this
way. They use the same code, and the yearly re-fit (R4) reproduces the stored main-design
predictions to within 5x10-°. The code, the download script and the table of hashes are archived at
Zenodo (https://doi.org/10.5281/zenodo.23341357). Raw price data are not redistributed, because
the terms of the original data providers may restrict it; the scripts rebuild every input from the

public sources.

4. Results

All results refer to the 890 test days from 6 February 2018 to 5 July 2021 unless stated otherwise.
Tests are two-sided, and p-values are nominal unless they are labelled as Holm-adjusted; adjusted
values for every test in the Holm family are listed in Table S1. Volatility is measured in percentage
points of daily return, and price errors in pips. All models were fitted once on the training period
and their parameters held fixed over the test period, except in the yearly re-fits of R4; ARIMA

orders were chosen among converged models (Section 3.3).

4.1. Price

Table 5 reports the one-day-ahead price forecasts. For EUR/USD the selected model is
ARIMA(0,1,0), so its forecast is today's close and its errors are identical to those of the random
walk. For GBP/USD the selected ARIMA(2,1,4) has a root mean squared error 1.0% higher than
the random walk (Theil's U 1.010), and the Diebold—Mariano test rejects equal accuracy in the
random walk's favour (p = 0.0025); the difference does not survive the Holm correction (adjusted
p =0.154). For USD/CAD the ARIMA(3,1,3) is 0.5% less accurate than the random walk, which
is not significant (p = 0.23). The ARIMA models therefore add nothing to the random walk: in one

pair they are the random walk, and in the other two they are slightly worse. The direction of the
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next day's change is forecast correctly on 45.6% of days for GBP/USD and 53.1% for USD/CAD;

for EUR/USD no direction is forecast, because the forecast change is zero every day.

Table 5. One-day-ahead price forecasts, test period.

Pair ARIMA RMSE, RMSE, Theil's U | MAE, ARIMA / | Direction Diebold—
order ARIMA random walk random walk correct (%) | Mariano p
(pips) (pips) (pips) (Holm)
EUR/USD | (0, 1, 0) 46.7 46.7 1.000 36.1/36.1 - — (identical
forecasts)
GBP/USD | (2,1,4) 71.4 70.7 1.010 53.6/53.0 45.6 0.0025 (0.154)
USD/CAD | (3, 1, 3) 56.8 56.5 1.005 41.6/41.5 53.1 0.23 (1.00)

Note: Theil's U is the ratio of the ARIMA RMSE to the random-walk RMSE; values above 1 favour the random walk.
The EUR/USD model forecasts no change on every day, so it has no directional forecast.

4.2. Trading Activity

Table 6 reports the next-day volume class. The Random Forest classifies 41.6%, 31.8% and 34.2%
of test days correctly for EUR/USD, GBP/USD and USD/CAD. ARIMA reaches 61.5% to 63.8%
and today's class 61.7% to 64.6%, so the Random Forest is 20 to 31 points less accurate than either
benchmark. The exact McNemar tests reject equal accuracy in every pair, in favour of ARIMA (p
< 1.6x107"7) and of today's class (p < 1.0x107'®), and all six differences survive the Holm
correction. Low is the most frequent class in the test period (40.4%, 36.9% and 38.5% of days), so
a constant forecast of Low would have scored that share; the Random Forest is below it for
GBP/USD and USD/CAD and above it, by 1.2 points, for EUR/USD. The training classes are
equal thirds by construction, so a training-majority rule is not defined in the main design; in the
MetaTrader-only run RS, where the training majority is Low, the Random Forest is again below it
for GBP/USD and USD/CAD. For USD/CAD it assigns 597 of the 890 test days (67%) to the
Medium class, which holds 31% of them.

Table 6. Next-day volume class (Low, Medium, High), test period.

Pair Random Random ARIMA ARIMA Today's Low days | McNemar p: = McNemar p:
Forest Forest accuracy | weighted | class in test RF vs RF vs today's
accuracy weighted (%) F1 accuracy (%) ARIMA class
(%) F1 (%)

EUR/USD | 41.6 0.419 61.5 0.624 61.7 40.4 1.6x107"7 1.0x107®

GBP/USD | 31.8 0.318 61.7 0.626 62.7 36.9 1.3x1073! 5.3x1073¢

USD/CAD | 34.2 0.303 63.8 0.648 64.6 38.5 4.4x107% 2.8x107%

Note: Low is the most frequent class in the test period, so a constant forecast of Low would score the share in the
seventh column. All McNemar differences favour the benchmark and survive the Holm correction.
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ARIMA and today's class are close to each other: their accuracies differ by at most 1.0 point, and
their forecasts agree on 78.5% to 80.6% of test days. Trading activity in these pairs is persistent
enough that a model of the volume series adds little to its latest value. The Random Forest does
not use that series at all. Given the same volume history, the classifiers reach 60.8% to 65.2% and
are not significantly different from either benchmark (Section 4.6, Table 10), so most of the gap

in Table 6 reflects the information set rather than the algorithm.

4.3. Volatility

Table 7 reports the forecasts of realised volatility over the next five days. The GBM is less accurate
than ARIMA for EUR/USD (RMSE 0.194 against 0.158, ratio 1.23, p = 1.4x10°®) and USD/CAD
(0.190 against 0.165, ratio 1.15, p = 4.3x1077), and the two are not significantly different for
GBP/USD (0.232 against 0.226, p = 0.19). Against trailing volatility, the GBM is more accurate
for GBP/USD (0.232 against 0.284, p = 0.00033), a difference that survives the Holm correction
(adjusted p = 0.022); for EUR/USD and USD/CAD the differences from trailing volatility are not
significant (p = 0.65 and 0.23). The GBP/USD result is therefore a win over the naive benchmark,
not over ARIMA. A constant forecast equal to the training-period mean shows what the win is
worth. For GBP/USD the GBM is not significantly different from that constant (RMSE 0.232
against 0.234, p = 0.62), and the constant itself beats trailing volatility (p = 0.001), so the
GBP/USD result shows that trailing volatility is a noisy benchmark, not that the GBM extracts
structure. For EUR/USD and USD/CAD the GBM does beat the constant (p < 0.001), but not
ARIMA. The GBM forecast is nearly flat: it takes 27, 30 and 12 distinct values over the 890 test
days (Figure 1, Table S3).

Table 7. Five-day realised volatility forecasts, test period (RMSE, percentage points).

Pair GBM | ARIMA | Trailing | Training- | GBM/ | Diebold— Diebold— GBM GBM
volatility | period ARIMA | Mariano p: Mariano p: test R* | learning
mean GBM vs GBM vs rate, trees
ARIMA trailing
(Holm)
EUR/USD | 0.194 | 0.158 0.190 0.229 1.23 1.4x10°#8 0.65 —0.41 0.05, 16
(ARIMA
better)
GBP/USD | 0.232 | 0.226 0.284 0.234 1.03 0.19 0.00033 0.01 0.005, 77
(0.022), GBM
better
USD/CAD | 0.190 | 0.165 0.204 0.203 1.15 4.3x107 0.23 —-0.07 0.1,3
(ARIMA
better)
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Note: Diebold—Mariano tests with h = 5 and the Harvey—Leybourne—Newbold correction. R? is computed against
the test-period mean of the target.

The GBM forecasts are too high on average. Their mean over the test period is 0.484, 0.512 and
0.462 for EUR/USD, GBP/USD and USD/CAD, against realised means of 0.368, 0.480 and 0.386;
the ARIMA means are 0.398, 0.487 and 0.407. Volatility was lower in the test period than in the
training period for EUR/USD (mean target 0.37 against 0.53) and USD/CAD (0.39 against 0.47),
and the GBM forecasts stay close to the training level, moving little from day to day (Figure 1);
for GBP/USD the mean target is almost unchanged (0.49 and 0.48). Its test R? is negative for
EUR/USD and USD/CAD, so for those pairs it is less accurate than the test-period mean would

have been, although it improves on the training-period mean in all three pairs.
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4.4. Stress Windows
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Figure 1. Five-day realised volatility and its ARIMA and GBM forecasts over the test period. The shaded band is the
COVID-19 window (24 February to 29 May 2020).

Table 8 repeats the main comparisons in the COVID-19 window and on high-volatility days. In
the COVID-19 window price errors rise for every pair: the random-walk RMSE increases by 58%,
70% and 92% for EUR/USD, GBP/USD and USD/CAD. Volatility errors also rise for every
model, by 39% to 105%. Volume accuracy behaves differently. ARIMA's accuracy rises to 88.6%,
77.1% and 91.4% and today's class to 85.7%, 74.3% and 95.7%, because classes persisted longer



than usual: runs of the same class lasted 6.4, 3.7 and 17.5 days on average in the window, against
2.6 to 2.8 days over the whole test period, so today's class was usually right. The Random Forest
stays at 41.4%, 28.6% and 35.7%, close to its full-period level, and remains significantly below
ARIMA in all three pairs. Across the six stress comparisons (three pairs, two windows) the
Random Forest is below ARIMA every time, significantly in five; the exception is USD/CAD on
the 25 high-volatility days (p = 0.57).

Table 8. Results in the stress windows.

Pair and Days | Price RF ARIMA | Today's GBM ARIMA | Trailing | GBM / ARIMA
window RMSE, accuracy | accuracy | class RMSE  RMSE | RMSE p)

random (%) (%) accuracy

walk (%)

(pips)
EUR/USD, full | 890 | 46.7 41.6 61.5 61.7 0.194 0.158 0.190 1.23 (1.4x10°®)
test
EUR/USD, 70 73.8 414 88.6 85.7 0.270 0.324 0.272 0.83 (0.041)
COVID-19
EUR/USD, 20 92.1 60.0 90.0 90.0 0.194 0.197 0.334 0.98 (0.61)
high volatility
GBP/USD, full | 890 | 70.7 31.8 61.7 62.7 0.232 0.226 0.284 1.03 (0.19)
test
GBP/USD, 70 120.3 28.6 77.1 743 0.460 0.433 0.422 1.06 (0.24)
COVID-19
GBP/USD, 86 117.9 41.9 66.3 65.1 0.394 0.375 0.420 1.05 (0.41)
high volatility
USD/CAD, full | 890 | 56.5 342 63.8 64.6 0.190 0.165 0.204 1.15 (4.3x107)
test
USD/CAD, 70 108.6 35.7 91.4 95.7 0.341 0.332 0.318 1.03 (0.62)
COVID-19
USD/CAD, 25 129.7 88.0 92.0 92.0 0.345 0.312 0.380 1.11 (0.50)
high volatility

Note: COVID-19 window = 24 February to 29 May 2020. High volatility = test days on which the 20-day standard
deviation of returns is at or above its training-period 90th percentile. Models are not re-estimated for the windows.
The last column gives the RMSE ratio and the Diebold—Mariano p-value (h = 5), unadjusted.

In one comparison the GBM beats ARIMA. For EUR/USD in the COVID-19 window, ARIMA's
volatility error doubles (RMSE 0.324, up 105%) while the GBM's rises by 39% (0.270), giving a
ratio of 0.83 (p = 0.041). This is one of six GBM-against-ARIMA comparisons in the stress
windows, it is not adjusted for multiple testing, and it does not recur on high-volatility days for
EUR/USD (p = 0.61) or in either window for the other pairs (p > 0.24). Without the COVID-19
window, over the remaining 820 test days, the GBM/ARIMA ratio is 1.385, 1.013 and 1.207 (p =
2.4x107"°,0.52 and 1.8x107®), and the Random Forest remains 17.6, 28.3 and 27.4 points below
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ARIMA. The COVID-19 result is reported as exploratory. Against trailing volatility, the GBM is
not significantly different in the COVID-19 window or on high-volatility days in any pair (p >
0.21); without the COVID-19 window it is more accurate for GBP/USD (p = 3.4x107®) and
USD/CAD (p = 0.042), both unadjusted (Table S3). The high-volatility samples hold only 20, 86
and 25 days, too few to rank the models: on the 25 USD/CAD days, for example, the Random
Forest scores 88.0%, a figure that rests on three misclassified days and has no counterpart in the

other windows.

4.5. Overfitting and What the Models Use

The Random Forest fits the training data far better than the test data (Table 9). Its training accuracy
is 82.6%, 88.6% and 61.6%, and its test accuracy is lower by 41.0, 56.8 and 27.5 points for
EUR/USD, GBP/USD and USD/CAD. Its accuracy also varies across the five validation folds, by
12.4, 15.3 and 23.4 points from the best fold to the worst, so the tuning step itself was working
with an unstable signal. The selected maximum depths are 10, 10 and 5, from a grid of 5 to 30
(Figure 2 shows training, fold and test accuracy), and the shallow forests in R3, with depths of two
to four, narrow the train—test gap to 8.3, 21.1 and 13.9 points but leave test accuracy at 31.1% to

37.5%. Restricting the trees reduces the overfitting without improving the forecasts.

Table 9. Training and test performance of the machine-learning models.

Pair RF REF test RF gap | RF GBM GBM GBM GBM GBM Mean
training @ accuracy | (points) | validation- | training | test training | test R> | validation- | target,
accuracy | (%) fold range A RMSE RMSE | R? fold range | training/
(%) (points) (RMSE) test

EUR/USD | 82.6 41.6 41.0 124 0.219 0.194 0.28 —0.41 0.108 0.53/0.37

GBP/USD | 88.6 31.8 56.8 153 0.258 0.232 0.19 0.01 0.314 0.49/0.48

USD/CAD | 61.6 342 27.5 234 0.224 0.190 0.15 —-0.07 0.083 0.47/0.39

Note: the GBM training figures exclude the four purged rows. RMSE and the mean target are in percentage points.

The GBM shows no gap of this kind in RMSE: its training RMSE is higher than its test RMSE in
all three pairs. For EUR/USD and USD/CAD the test period was calmer, with a target standard
deviation of 0.16 and 0.18 against 0.26 and 0.24 in training. For GBP/USD the explanation is the
2016 referendum: excluding June and July 2016 lowers the training RMSE from 0.258 to 0.203,
and the largest 1% of training errors account for 42% of the training sum of squared errors.
Measured by R?, the GBM does lose accuracy out of sample (from 0.28, 0.19 and 0.15 in training
to —0.41, 0.01 and —0.07 in the test period). Its validation-fold RMSE ranges over 0.108, 0.314
and 0.083 (Table 9); for GBP/USD, the fold from June 2015 to October 2016, which contains the
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referendum, has an RMSE of 0.504 against 0.190 to 0.266 for the other folds and contributes 56%
of the cross-validated squared error that selected the model. Early stopping chose 16, 77 and 3
trees, and the best number of trees varies widely from fold to fold (Table S4). The GBM's weakness
is therefore less overfitting than a weak, unstable signal: few trees, low training R? and forecasts

that carry the training-period level of volatility into the test period (Section 4.3).

The two importance measures for the Random Forest disagree. By impurity-based importance,
which is computed on the training data, the 20-day return volatility is the most important predictor
for EUR/USD and GBP/USD. By permutation importance on the test set, it reduces accuracy when
it is used: shuffling it raises test accuracy slightly, ranking it 22nd of 26 for EUR/USD and 15th
for GBP/USD. Of the 26 predictors, 16, 17 and 7 have zero or negative permutation importance
(Figure 3).

The GBM's SHAP values show which inputs drive its forecasts. For EUR/USD and USD/CAD
the two return-volatility predictors account for 59% and 71% of the mean absolute SHAP value
on the test set, so the model is largely a transformation of recent volatility. For GBP/USD the
moving averages of the price level account for 78%, led by the 5-day moving average; MACD and
its signal line account for 18%, 4% and 5% across the three pairs, and RSI for 2% to 6%. Price-

level moving averages are not stationary, and Section 4.6 shows what happens when they are

removed.
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Figure 2. Random Forest accuracy on the training data, in the five validation folds and on the test period, against
the test accuracy of ARIMA and today's class.
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Figure 3. Random Forest predictor importance: impurity-based importance on the training data against
permutation importance on the test period. Points below zero are predictors whose shuffling raises test accuracy.

4.6. Information Sets and Sensitivity

The Random Forest's shortfall on volume comes mainly from what it sees. Table 10 compares the
main model with versions that are also given today's relative volume and its three lags. The full
Random Forest with volume history reaches 61.7%, 61.3% and 64.7%; the shallow Random Forest
and the logistic regression of R3 reach 60.8% to 65.2% with volume history, against 31.1% to
40.8% without it. In the main sample, no model with volume history differs significantly from
ARIMA or from today's class: the exact McNemar p-values against ARIMA are 0.35 to 1.00 for
the R3 models and 0.55 to 0.92 for the full Random Forest, and against today's class 0.20 to 1.00
and 0.39 to 1.00 (Table S3). The one exception is in the MetaTrader-only run RS, where the
Random Forest with volume history is significantly less accurate than today's class for GBP/USD
(61.0% against 64.3%, McNemar p = 0.042; Table S2). The volume comparison in Section 4.2 is
therefore mainly an information-set result: once the classifier sees the volume series, it is not

significantly different from the time-series benchmark, and it does not beat it.

Table 10. Next-day volume class with and without volume history (test accuracy, %).

Pair RF, main RF + Shallow Shallow RF | Logistic, | Logistic + ARIMA Today's
(26 volume RF, 26 + volume 26 volume class
predictors) | history history history

EUR/USD | 41.6 61.7 37.1 60.9 40.8 61.6 61.5 61.7

GBP/USD | 31.8 61.3 31.1 60.8 32.0 61.5 61.7 62.7

USD/CAD | 34.2 64.7 37.5 65.2 38.5 63.1 63.8 64.6

Note: "RF + volume history" is the sensitivity check run with the main analysis, the shallow Random Forest and the
L2-penalised logistic regression are from R3. Volume history = today's relative volume and its lags of one to three
days.
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Defining the classes by raw tick volume instead of relative volume makes the task unstable.
Because tick volume drifts over time (Section 3.1), the training cut-offs place 0.1% to 8.2% of test
days in the Low class; for GBP/USD only one test day is Low. The Random Forest's test accuracy
on these classes is 25.4%, 47.2% and 24.2%, and the GBP/USD figure comes from predicting High
on 96% of test days, when 45% of them are High, rather than from skill. This variant is not used

for any conclusion.

Removing the price-level moving averages from the GBM, which leaves RSI, MACD, their lags
and the two volatility predictors, lowers its RMSE for EUR/USD and USD/CAD (0.169 and 0.174,
against 0.194 and 0.190) and leaves GBP/USD unchanged (0.233). The reduced model is still less
accurate than ARIMA for EUR/USD (p =0.033) and USD/CAD (p = 0.006) and not significantly
different for GBP/USD (p = 0.22). It is more accurate than trailing volatility in all three pairs (p =
0.028, 0.0007 and 0.0027). These comparisons lie outside the Holm family and are unadjusted,
and this check was specified after the main results had been computed. The reduced model
therefore beats trailing volatility in all three pairs, where the main GBM did so only for GBP/USD,
but it still does not beat ARIMA.

4.7. Robustness Analyses
Table 11 summarises the main comparison from each robustness analysis. None reverses the main

results.

Table 11. Main results of the robustness analyses.

Run | Comparison EUR/USD GBP/USD USD/CAD

R1 RF regressor / random walk, return 0.999 (0.45) 1.068 (0.004) 0.994 (0.56)
RMSE (p)

R1 GBM regressor / random walk, return 1.000 (0.60) 0.999 (0.12) 1.000 (0.66)
RMSE (p)

R1 GBM regressor / ARIMA, return RMSE | same as random walk | 0.989 (0.0017) 0.995 (0.23)
()

R1 RF classifier, share of signs correct (%) 48.7 51.1 49.8

R2 GARCH / ARIMA, RMSE (p) 1.029 (0.21) 1.087 (0.14) 1.003 (0.89)

R2 HAR / ARIMA, RMSE (p) 1.016 (0.63) 0.989 (0.41) 0.990 (0.56)

R2 HAR / GBM, RMSE (p) 0.826 (6.6x107'%) 0.963 (0.19) 0.859 (6.0x107°)

R4 Years in which RF is below ARIMA / 4 0f4/3o0f4 40f4/30f4 4 0f4/3o0f4
GBM is worse than ARIMA

RS RF accuracy vs ARIMA accuracy (%) 43.8 vs 60.7 353 vs62.6 36.9 vs 64.0

RS GBM / ARIMA, RMSE (p) 1.262 (2.2x107'Y) 1.039 (0.080) 1.109 (0.0004)
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Run | Comparison EUR/USD GBP/USD USD/CAD

R6 RF minus ARIMA accuracy, 95% —26.6to —13.3 —37.9to —22.1 —37.9to —22.1
interval (points)

R6 GBM / ARIMA RMSE, 95% interval 1.07 to 1.44 0.98 to 1.07 1.07 to 1.28

R7 GBM / ARIMA, next-day [return| (p) 1.124 (2.7x107%) 1.020 (0.21) 1.056 (4.9x107)

R7 GBM / trailing |r_t|, next-day [return| (p) | 0.817 (1.3x107) 0.772 (1.7x107°) 0.762 (7.7x107'")

R7 GBM / ARIMA, 10-day volatility (p) 1.103 (0.002) 1.055(0.27) 1.046 (0.15)

R7 Two classes: RF vs ARIMA vs always 71.6 vs 83.7vs 71.3 56.4 vs 79.4 vs 67.2 69.4 vs 81.6 vs 69.4
"not High" (%)

R9 GBM, wider search / ARIMA, RMSE (p) | 1.120 (0.0008) 1.024 (0.55) 1.050 (0.035)
R9 Random Forest, wider search, accuracy 39.7vs 61.5 30.8 vs 61.7 36.5vs 63.8
vs ARIMA (%)

Note: ratios below 1 favour the model named first. p-values are from the Diebold—Mariano test (h matching the
target), unadjusted; Holm-adjusted values are in Table S1. R6 intervals are moving-block bootstrap percentile
intervals; each pair is resampled with the same seed, so the pairs share the resampled day blocks, and interval
endpoints fall on whole numbers of days out of 890.

Returns (R1). Forecasting next-day returns gives no gain over the random walk. The out-of-sample
R? of the machine-learning regressors relative to the random walk ranges from —14.1% to 1.2%,
and no regressor is significantly more accurate than the random walk. The Random Forest
regressor is significantly less accurate for GBP/USD (p = 0.004). The GBM regressor beats
ARIMA for GBP/USD (p = 0.0017), but only because that ARIMA is itself less accurate than the
random walk; the result does not survive the Holm correction (adjusted p = 0.111). The sign of the
next day's return is forecast correctly on 47.9% to 52.2% of days, and no hit rate differs
significantly from 50% or from the share of up days. For EUR/USD and USD/CAD the GBM
regressor forecasts the same sign on every day. The one-sided Clark—West test, reported as an
additional check, gives p=0.010 and 0.047 for the GBP/USD Random Forest and GBM regressors
against the random walk. It adjusts for the noise that estimating a nested model adds, so it can
favour a model whose squared error is higher, as here for the Random Forest; these p-values are

unadjusted and do not change the conclusion.

Volatility benchmarks (R2). GARCH(1,1) and the daily HAR are not significantly different from
ARIMA in any pair (p = 0.14 to 0.89), more accurate than the GBM for EUR/USD and USD/CAD
(p £ 4.6x107%, surviving the Holm correction), not significantly different from it for GBP/USD,
and more accurate than trailing volatility in every pair (p < 0.003; five of the six comparisons
survive the Holm correction, the exception being GARCH for EUR/USD, adjusted p =0.163). The
standard volatility models therefore confirm the ARIMA result rather than change it.
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Yearly re-fits (R4). Re-estimating the models at the start of each year leaves the pattern intact. The
Random Forest is below ARIMA in all twelve pair-years. The GBM has a higher RMSE than
ARIMA in nine of the twelve pair-years and a lower one in three (EUR/USD in 2020, GBP/USD
in 2019 and USD/CAD in 2021); R4 reports these comparisons descriptively, without tests. Over
the whole test period the re-fitted Random Forest scores 40.9%, 33.7% and 37.5%, against 61.7%,
61.8% and 63.6% for the re-fitted ARIMA.

MetaTrader data only (RS5). Using the single later source, with a training period that starts in
January 2013, the Random Forest scores 43.8%, 35.3% and 36.9%, again far below ARIMA
(McNemar p < 7.4x107'*). The GBM is less accurate than ARIMA for EUR/USD and USD/CAD
and not significantly different from it for GBP/USD (p = 0.080); against trailing volatility it is
more accurate for GBP/USD (p = 0.0014), which does not survive the Holm correction (adjusted
p=0.090). The EUR/USD volume ARIMA in this run did not converge (Section 3.5); its accuracy,
60.7%, is close to that of today's class (61.5%).

Seeds and sampling uncertainty (R6). The headline results use seed 42. Across seeds 0 to 9, the
Random Forest's test accuracy averages 42.6%, 32.3% and 33.8% (ranges 41.7% to 43.3%, 31.0%
to 33.4% and 32.7% to 34.6%), with standard deviations of 0.50, 0.64 and 0.63 points; the seed-
42 figure for EUR/USD, 41.6%, lies just below this range. The GBM's forecasts do not change
with the seed. The block-bootstrap intervals for the Random Forest's accuracy deficit against
ARIMA exclude zero in every pair, and no bootstrap draw favours the Random Forest. The interval
for the GBM's RMSE ratio to ARIMA lies above 1 for EUR/USD and USD/CAD and includes 1
for GBP/USD, where 12.9% of draws favour the GBM.

Horizons and class definitions (R7). At one day ahead, the GBM is less accurate than ARIMA for
EUR/USD and USD/CAD and not significantly different from it for GBP/USD, but more accurate
than the trailing baseline in all three pairs, with RMSE ratios of 0.76 to 0.82 and p-values that
survive the Holm correction. The trailing baseline at this horizon is today's absolute return, a noisy
forecast of tomorrow's, and early stopping retained one tree for EUR/USD and GBP/USD and 18
for USD/CAD, so the GBM forecast is close to a constant. ARIMA has the lower RMSE in every
pair at this horizon. At ten days, the GBM is less accurate than ARIMA for EUR/USD (p = 0.002)
and not significantly different from it for the other pairs, and for EUR/USD it is also less accurate

than trailing volatility (p = 0.040). With two volume classes, High against not High, the Random
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Forest scores 71.6%, 56.4% and 69.4%, against 83.7%, 79.4% and 81.6% for ARIMA (McNemar
p < 6.4x107"); it is within 0.3 points of the constant forecast of "not High" for EUR/USD and
USD/CAD and falls below it for GBP/USD.

Tuning breadth (R9). Widening the hyperparameter searches did not change the comparison.
Searching GBM depths of 1 to 6, with and without subsampling, selected trees of depth 1 in all
three pairs, with 18, 85 and 35 trees, so the validation data favoured simpler models, not more
flexible ones. The resulting RMSE (0.177, 0.232 and 0.173) is lower than the main GBM for
EUR/USD and USD/CAD, but the model remains less accurate than ARIMA for EUR/USD (p =
0.0008) and USD/CAD (p = 0.035) and not significantly different for GBP/USD (p = 0.55); against
trailing volatility it is more accurate for GBP/USD and USD/CAD (p =4.6x107¢ and 0.0016) and
not for EUR/USD (p = 0.16). The wider Random Forest search selected forests of depth 3 and
scored 39.7%, 30.8% and 36.5%, again far below ARIMA and today's class (McNemar p <
3.1x107%2). These tests are outside the Holm family and are listed in Table S5.

4.8. Multiple Testing

Of the 114 tests in the Holm family, 57 have a nominal p-value below 0.05, and 6 of these favour
a machine-learning model. After the Holm correction 49 remain significant, and 4 favour a
machine-learning model. Table 12 lists every tested comparison in Tables S1 to S3 and S5 in which
a machine-learning model is significantly better than its benchmark at the nominal 5% level by the
test used for that comparison. The four that survive the correction are all against naive baselines:
the GBM against trailing volatility for GBP/USD in the main design, and the one-day GBM against
today's absolute return in all three pairs. None of the 114 tests shows a machine-learning model
beating ARIMA, GARCH or HAR over the full test period after correction.

Table 12. Machine-learning wins at the nominal 5% level among the tested comparisons in Tables
S1 to S3 and SS.

Source Pair Model and target Benchmark p Holm p Status
(nominal)

R7 USD/CAD | GBM, next-day [return| Today's [return| 7.7x1071 6.3x107° Survives Holm

R7 EUR/USD | GBM, next-day [return| Today's [return| 1.3x1077 9.9x107¢ Survives Holm

R7 GBP/USD | GBM, next-day [return| Today's [return| 1.7x107°¢ 1.3x10* Survives Holm

Main GBP/USD | GBM, 5-day volatility Trailing 0.00033 0.022 Survives Holm

volatility

RS GBP/USD | GBM, 5-day volatility Trailing 0.0014 0.090 Does not survive

(MetaTrader data) volatility
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Source Pair Model and target Benchmark p Holm p Status
(nominal)
R1 GBP/USD | GBM regressor, next-day ARIMA (worse | 0.0017 0.111 Does not survive
return than random
walk)
Sensitivity GBP/USD | GBM without price levels, | Trailing 0.0007 - Outside family,
5-day volatility volatility unadjusted
Sensitivity USD/CAD | GBM without price levels, | Trailing 0.0027 - Outside family,
5-day volatility volatility unadjusted
Sensitivity | EUR/USD | GBM without price levels, | Trailing 0.028 - Outside family,
5-day volatility volatility unadjusted
Stress EUR/USD | GBM, 5-day volatility, ARIMA 0.041 - Outside family,
window COVID-19 window unadjusted
Stress GBP/USD | GBM, 5-day volatility, test | Trailing 3.4x10°® - Outside family,
window period without COVID-19 | volatility unadjusted;
overlaps the full-
period test
Stress USD/CAD | GBM, 5-day volatility, test | Trailing 0.042 - Outside family,
window period without COVID-19 | volatility unadjusted;
overlaps the full-
period test
Constant EUR/USD | GBM, 5-day volatility Training-period | 4.2x10% | — Outside family,
benchmark mean unadjusted
Constant USD/CAD | GBM, 5-day volatility Training-period 2.2x107 - Outside family,
benchmark mean unadjusted
R1 GBP/USD | GBM regressor, next-day ARIMA 0.0042 - Diagnostic, not
(additional) return, absolute error adjusted
R1 GBP/USD | RF regressor, next-day Random walk 0.010 - Diagnostic, not
(additional) return, Clark—West (one- adjusted
sided)
R1 GBP/USD | GBM regressor, next-day Random walk 0.047 - Diagnostic, not
(additional) return, Clark—West (one- adjusted
sided)
R9 GBP/USD | GBM, wider search, 5-day | Trailing 4.6x10° - Outside family,
volatility volatility unadjusted
R9 USD/CAD | GBM, wider search, 5-day | Trailing 0.0016 - Outside family,
volatility volatility unadjusted

Note: the Holm family and its 114 tests are defined in Section 3.4 and listed in Table S1; the diagnostic tests are in
Table S2, and the stress-window, sensitivity and paired t-tests in Table S3. Plain paired t-tests ignore the overlap of
multi-day windows and are not counted as wins; two of them favour the GBM against trailing volatility where the
Diebold—Mariano test does not (USD/CAD in R5, p = 0.0022 against DM p = 0.092; GBP/USD at ten days in R7, p
=0.011 against DM p = 0.22). The two comparisons without the COVID-19 window are subsets of the full-period
tests and are not independent evidence. The GBM's comparisons with trailing volatility within the stress windows
were added for this revision (Table S3)

Outside the family, ten further comparisons favour a machine-learning model without adjustment:
the GBM without price-level predictors against trailing volatility (three pairs), the R9 GBM against
trailing volatility (GBP/USD and USD/CAD), the GBM against trailing volatility without the
COVID-19 window (GBP/USD and USD/CAD, subsets of the full-period tests), the GBM against
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a constant training-mean forecast (EUR/USD and USD/CAD), and the GBM against ARIMA for
EUR/USD in the COVID-19 window. Only the last is against a time-series benchmark, and none
is against ARIMA, GARCH or HAR over the full test period. Every machine-learning win against
a time-series benchmark is either nominal or unadjusted. The GBP/USD return forecasts beat an
ARIMA that is itself worse than the random walk (squared-error p =0.0017, Holm 0.111; absolute-
error p=0.0042, unadjusted), and the EUR/USD win in the 70-day COVID-19 window (p =0.041,

unadjusted) reverses without that window (ratio 1.385). None of these recurs in the other pairs.

5. Implications for Model Validation and Governance

The results concern two models, a Random Forest and a GBM, three currency pairs, price-derived
inputs and a test period from February 2018 to July 2021. Within that scope, the findings say more
about how forecasting models must be evaluated before anyone relies on them than about whether

machine learning works in general.

5.1. A Validation Standard

Three parts of the design changed the conclusions a reader would draw: the benchmark, the
information set and the correction for multiple testing. Against a naive benchmark alone, the GBM
seems to predict GBP/USD volatility better (Table 7) and to predict next-day absolute returns
better in all three pairs (Table 11). Against ARIMA, it does neither. For GBP/USD a constant
forecast equal to the training-period mean matches the GBM and also beats trailing volatility, so
that win comes from a noisy benchmark, not from real structure the model has captured. The one-
day wins come from a model that early stopping reduced to between one and 18 trees, compared
with a single day's absolute return. A model that beats only the weakest available benchmark has
not shown a real advantage over the method it would replace. This follows the logic of supervisory
model-risk guidance, which requires outcomes analysis, benchmarking against alternative models
and effective challenge by objective, informed parties (Board of Governors of the Federal Reserve
System & Office of the Comptroller of the Currency, 2011) .These results show why the choice of

benchmark matters: the same forecasts can pass or fail depending on it.

The information each model can see matters as much as the benchmark. For volume, the Random
Forest was 20 to 31 points less accurate than ARIMA (Table 6). Most of that gap comes from the
fact that ARIMA forecast from the volume series while the Random Forest did not. When both are
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given the volume history, the classifiers are not significantly different from ARIMA or from
today's class (Table 10). A comparison that does not check what each model sees may wrongly

credit the algorithm with a difference that really comes from the data.

Multiple testing is the third element. Across the 114 formal comparisons, six results favoured a
machine-learning model at the 5% level and four survived the Holm correction, all against naive
baselines (Table 12). A reader who saw only the GBP/USD return forecast, which beats ARIMA
with p=0.0017, or the EUR/USD COVID-19 window, with p=0.041, would see a clear advantage
over a time-series model. When the full family of tests is considered, with the qualifications in
Section 4.8, neither result holds. Taken together, the study points to a minimum standard for
validating a forecasting model: a chronological split with tuning limited to the training period;
benchmarks that forecast the same target on the same days, including a simple time-series model
and the latest observed value; a clear statement of the information each model uses; tests that
respect the structure of the forecasts, such as the Diebold—Mariano and McNemar tests; a declared
family of tests with a multiplicity correction; results reported separately for stress periods; and
code and data that let others repeat the comparison. None of these ideas is new. The results show

what happens to the conclusions when all of them are used together.

5.2. Explanations Also Need Validating

Explanations of a model's forecasts are often offered as a reason to trust the model. In this study
the two importance measures for the same Random Forest did not agree. Impurity-based
importance, calculated from the training data, put the 20-day return volatility first for EUR/USD
and GBP/USD, while permutation importance on the test set put it 22nd and 15th, and between 7
and 17 of the 26 predictors had zero or negative permutation importance (Section 4.5). An
explanation drawn from the training data described a model that did not work out of sample. An
explanation is therefore a claim about the model that must be checked out of sample, in the same

way as the forecast.

SHAP values ((Lundberg et al., 2020; Lundberg & Lee, 2017) attribute each forecast to the inputs
of the model; they describe the model, not the market. For EUR/USD and USD/CAD they show
that the GBM was largely a function of recent volatility, and for GBP/USD that it relied mostly on
moving averages of the price level, which are not stationary. Removing the moving averages left

GBP/USD unchanged and improved the GBM for EUR/USD and USD/CAD, but in no pair did it
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bring the GBM ahead of ARIMA (Section 4.6). An explanation can thus help to locate a fragile
input, but it cannot show that a model is accurate. The European Union's rules on automated
decision-making, from which the debate on a right to explanation began, concern decisions about
individuals (Goodman & Flaxman, 2017) . An institution's currency forecast is not such a decision,

so these rules apply here only by analogy.

5.3. Concentration and Correlated Models

Weak models matter beyond the firms that use them when many firms use similar models. The
Bank for International Settlements discusses how the shared use of models and data can produce
correlated behaviour or herding, and how reliance on a small number of providers can create
concentration (Aldasoro et al., 2024) .The Financial Stability Board lists third-party dependencies
and service-provider concentration, market correlations, and model risk, data quality and
governance among the vulnerabilities that artificial intelligence may amplify in the financial
system (Board, 2024) .This study did not test whether firms' models are correlated and offers no
evidence on herding. Its relevance is narrower: if models built on the broker price data available
from public repositories have not been shown to beat a simple benchmark, adopting them widely

adds the risks these bodies describe without a demonstrated gain in forecast accuracy.

5.4. What the Study Does Not Show

The policy reading has limits. The study measures forecast accuracy, not profits after trading costs,
forecast speed or the cost of running a model. It uses only price-derived inputs, so it says nothing
about models that use fundamentals, order flow, news or intraday data, nor about other model
classes such as neural networks. It covers three currency pairs in one period, so it does not show
that the results hold in other markets or periods. Questions of fairness and non-discrimination arise
when models make decisions about individuals (Mehrabi et al., 2021; Wachter et al., 2021) ; the
forecasts studied here make no such decisions, and the study has no result on them. The argument

of this section is therefore a standard of evidence, not a verdict on machine learning in finance.

6. Conclusions

6.1. Conclusions
In this study I examined whether a Random Forest and a GBM that use 26 price-derived indicators

could forecast foreign-exchange trading activity and volatility more accurately than ARIMA
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models and naive rules. I ran out-of-sample tests on EUR/USD, GBP/USD and USD/CAD from
2018 t0 2021. When compared with ARIMA, GARCH and HAR, the Random Forest and the GBM

did not outperform those benchmarks.

The Random Forest classified next-day volume correctly on only 31.8% to 41.6% of the test days,
whereas ARIMA achieved 61.5% to 63.8%. When the Random Forest was given the volume
history that ARIMA already uses, it was not significantly different from ARIMA, so the gap is
mainly one of information. The GBM produced five-day volatility forecasts that were less accurate
than ARIMA for EUR/USD and USD/CAD. For GBP/USD the GBM was not significantly
different from ARIMA, with an RMSE ratio of 1.03 and a bootstrap interval from 0.98 to 1.07.
For the price, ARIMA did not improve on the random walk.

I ran seven robustness analyses, including GARCH and HAR benchmarks, yearly re-fits, a single
data source and other forecast horizons, and all of them left these results unchanged. A wider
hyperparameter search, labelled R9, selected simpler models but did not alter the comparison with

ARIMA.

When I compared the models with naive baselines, the results were mixed. Out of 114 tests, four
machine-learning wins survived the Holm correction, and all of them were against naive baselines.
One was the GBM beating trailing volatility for GBP/USD at the five-day horizon, a result that a
constant training-mean forecast matches. The others were the one-day GBM, which is almost
identical to a constant forecast, beating today's absolute return in all three currency pairs. A GBM
without the price-level predictors, specified after the main results, also beat trailing volatility in all
three pairs, without adjustment. Every win against a time-series benchmark was either nominal or
unadjusted. The GBP/USD return forecasts were compared with an ARIMA benchmark that is
itself worse than the random walk, and the EUR/USD volatility forecast in the 70-day COVID-19
window reverses when that window is excluded. The Random Forest showed a large gap between
training and test accuracy, and its two importance measures disagreed. The GBM showed a weak

and unstable signal rather than overfitting, with only a few trees selected.

These results are consistent with weak-form efficiency for the price. However, a null result does
not prove efficiency. It shows only that, with these inputs and in this period, the models found no

predictive structure beyond what a simple time-series model could capture.
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6.2. Limitations

Table 13 lists the limits of the study, the evidence that bears on each and what each does and does
not imply. One further limitation concerns the history of this paper: the analysis presented here is
a complete re-run, and the original thesis analysis on which an earlier version relied no longer

exists, so the two analyses could not be compared.

Table 13. Limitations of the study.

Limitation Evidence in the study What it does and does not imply
Three currency pairs and one R4 re-fits the models each year; the The pattern is stable across years in these
chronological split (890 test Random Forest is below ARIMA in all pairs; it does not show that it holds for other
days) twelve pair-years, and the GBM has a pairs, assets or periods
higher RMSE than ARIMA in nine
The three pairs share the US All three are quoted against the dollar, so The pairs are not independent replications;
dollar their errors share a common factor agreement across them is weaker evidence
than three unrelated markets would give
Price-derived features only Given volume history, the classifiers are The volume result depends on the information
not significantly different from ARIMA set; the study says nothing about
(Table 10) fundamentals, order flow or news
Model classes and tuning Two tree ensembles; GBM depth fixed at 3 | Other model classes (for example neural
and 16, 77 and 3 trees selected; R3 and the | networks) and much larger searches were not
wider search in R9 selected simpler tried; within the searches run, wider tuning did
models (depth-1 GBM trees, depth-3 not change the comparison with ARIMA
forests) and did not change the comparison
with ARIMA
ARIMA grid All six selected volume and volatility A wider grid would change only the
orders lie on the edge of the p, q <5 grid; | benchmarks; it cannot affect the machine-
the three price orders do not learning forecasts
Tick volume is a proxy whose | OANDA counts were 1.76, 1.60 and 1.22 | Volume results could differ with traded
level depends on the provider times MetaTrader counts; R5 uses volume; the price and volatility results do not
MetaTrader only use volume
Two data sources, taken from RS repeats the analysis on MetaTrader data | The join does not drive the results; the broker
community repositories of alone with the same conclusions; the data are not an official record of the market,

broker data, and 14 interpolated | FRED comparison checks the price levels | and their provenance rests on the repositories
holidays

Daily data only The volatility target is a noisier proxy than | Comparisons with intraday studies that report
intraday realised volatility (Section 3.2) machine-learning gains (Christensen et al.,
2023) are not like for like
Non-converged ARIMA fits Excluded from selection; one R5 model Affects only the benchmark's specification;
did not converge and is flagged (Section the ARIMA benchmarks still outperform the
3.5) machine-learning models on volume and

volatility, although the price ARIMA does not
beat the random walk

Analyses specified after the R1 to R7, the two sensitivity checks and They test robustness; they were not part of a
main results R9 were defined after the main results pre-registered design, and their results are
were known (Section 3.5) reported in full rather than selected
Short stress windows 70 days; 20, 86 and 25 high-volatility days | Too few days to rank models; the COVID-19
result is exploratory
A pooled Holm family 114 tests, defined in Section 3.4 and listed | Conservative by design; the unadjusted and
in Table S1 diagnostic results are reported in Tables S2
and S3
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Limitation Evidence in the study What it does and does not imply

No trading costs or economic- | Not examined Forecast accuracy is not profitability; a small

value test accuracy gain could still be unprofitable, and
the reverse

Only part of the study The core pipeline was reproduced twice; Further confirmation would come from re-

reproduced from a fresh R1 to R7 use the same code, and R4 running R1 to R9 from a fresh download

download reproduces the stored predictions to 5x10°

A null result in three pairs should not be read as showing that machine learning cannot forecast
exchange-rate activity or volatility. It shows that these models, with these inputs, did not beat

simple benchmarks in this period.

6.3. Future Research

Three extensions follow from the limits. First, the same design could be applied with richer inputs,
such as macroeconomic fundamentals, order flow or news, to test whether the information set,
rather than the algorithm, determines the outcome; the volume-history result suggests that it may.
Second, intraday data would allow volatility to be measured as intraday realised volatility and
activity to be measured more directly, which would bring the comparison closer to the studies that
report machine-learning gains. Third, an evaluation of economic value, with transaction costs and
risk limits, across more currency pairs and with rolling forecast origins, would show whether any

accuracy difference, in either direction, matters in practice.

Supplementary Materials: Table S1 lists the 114 tests in the Holm family with their nominal and Holm-
adjusted p-values; Table S2 lists the 41 diagnostic tests that are reported but not adjusted; Table S3 lists the
stress-window, sensitivity-check, constant-benchmark and plain paired t-tests quoted in Section 4; Table
S4 gives confusion matrices, macro-F1, volatility MAE, validation-fold values and seed spread; Table S5
gives the wider tuning check R9 (file Supplementary Tables S1-S5.xlsx). The code archive
(Supplementary Code Archive.zip; https://doi.org/10.5281/zenodo.23341357) holds the analysis scripts,
the pinned download script, the file hashes and the result tables.

Author Contributions: Shadia Saced Algahtani is the sole author and is responsible for the whole project:
conceptualization, methodology, validation (re-running the analysis), writing and project administration.
The software, formal analysis and data curation of the re-analysis were carried out with an Al system, as
described under Use of Artificial Intelligence.

Funding: This research received no external funding.
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Data Availability Statement: All source data are public and were downloaded at fixed commits. The
OANDA one-minute bars (github.com/FutureSharks/financial-data) cover 1 January 2010 to 3 December
2012, and the MetaTrader daily bars (github.com/ejtraderLabs/historical-data) cover 4 December 2012 to
12 July 2021. The FRED noon buying rates (github.com/datasets/exchange-rates) were used for validation
only. The code, the download script, a table of SHA-256 hashes for the 415 source files and 12 derived
daily files (427 entries in total) and all result tables are archived at Zenodo
(https://doi.org/10.5281/zenodo.23341357) and are also provided as supplementary material
(Supplementary Code Archive.zip). No price or volume data are redistributed; the scripts rebuild every
input from the public sources.
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